
HOMEWORK 4:
SVMS AND KERNELS

CMU 10601: MACHINE LEARNING (FALL 2016)
OUT: Sep. 26, 2016

DUE: 5:30 pm, Oct. 05, 2016
TAs: Simon Shaolei Du, Tianshu Ren, Hsiao-Yu Fish Tung

Instructions
• Homework Submission: Submit your answers and results to Gradescope. You will use Autolab to submit

your code in Problem 2.2. For Gradescope, you will need to specify which pages go with which question.
We provide a LaTeX template which you can use to type up your solutions. Please check Piazza for updates
about the homework.

• Collaboration policy: The purpose of student collaboration is to facilitate learning, not to circumvent it.
Studying the material in groups is strongly encouraged. It is also allowed to seek help from other students
in understanding the material needed to solve a particular homework problem, provided no written notes
(including code) are shared, or are taken at that time, and provided learning is facilitated, not circumvented.
The actual solution must be done by each student alone. The presence or absence of any form of help or
collaboration, whether given or received, must be explicitly stated and disclosed in full by all involved.
Please refer to the course webpage.
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Homework 4: SVMs and Kernels 10-601 Introduction to Machine Learning

1 Support Vector Machine (50 pts + 10 pts Extra Credits)
Suppose we have the following data

D = (X,y)

where X ∈ Rd×n, the i-th column xi are the features of the i-th training sample and yi is the label of the i-th
training sample. y ∈ {−1, 1}n if this is a classification problem and y ∈ Rn if this is a regression problem.

1.1 SVM for Classification (Hard Margin)
In this problem, you will derive the SVM algorithm from the large margin principle. We use linear discriminant
function

f(x) = w>x

for classification: we classify x into class −1 if f(x) < 0 and into class 1 otherwise. If the data is linearly
separable, and f is the target function, then y · f(x) > 0. This fact allows us to define

γ =
y · f(x)
‖w‖2

.

as distance of x from the decision boundary, i.e., margin.

1. (20 pts) We would like to make this margin γ as large as possible, i.e. maximize the perpendicular distance
to the closest point. Thus our objective function becomes

max
w

n
min
i=1

yif(xi)

‖w‖2
. (1)

(Think about why we use this function). Show that (1) is equivalent to the following problem:

min
w

1

2
‖w‖22

such that yi ·
(
w>xi

)
≥ 1, i = 1, · · ·n.

(Hint: Does it matter if we rescale w → kw?)

2. (10 pts) In the linearly separable case if one of the training samples is removed, will the decision boundary
shift toward the point removed or shift away from the point remove or remain the same? Justify your answer.

1.2 SVM for Classification (Soft Margin)
Recall from the lecture notes that if we allow some misclassification in the training data, the primal optimization
of SVM is given by

minimize
w,ξi

1

2
||w||22 + C

n∑
i=1

ξi

subject to yi(w
Txi) ≥ 1− ξi ∀i = 1, . . . , n

ξi ≥ 0 ∀i = 1, . . . , n

Recall from the lecture notes ξ1, . . . , ξn are called slack variables. The optimal slack variables have intuitive
geometric interpretation as shown in Fig. 1. Basically, when ξi = 0, the corresponding feature vector xi is
correctly classified and it will either lie on the margin of the separator or on the correct side of the margin. Feature
vector with 0 < ξi ≤ 1 lies within the margin but is still be correctly classified. When ξi > 1, the corresponding
feature vector is misclassified. Support vectors correspond to the instances with ξi > 0 or instances that lie on the
margin.

1. (5 pts) Suppose the optimal ξ1, . . . , ξn have been computed. Use the ξi to obtain an upper bound on the
number of misclassified instances.

2. (15 pts) In the primal optimization of SVM, what’s the role of the coefficientC? Briefly explain your answer
by considering two extreme cases, i.e., C → 0 and C →∞.
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Homework 4: SVMs and Kernels 10-601 Introduction to Machine Learning

Figure 1: The relationship between the optimal slack variables and the optimal linear separator in the feature
space. Support vectors are surrounded with circles.

1.3 SVM for Regression (10 pts Extra Credits)
Let x ∈ Rd be the feature vector and y ∈ R be the label. In this question, we use a linear predictor for the label,
i.e. given the feature vector, we predict the label by

ŷ (x) = w>x

where w ∈ Rd is the linear coefficient vector. In this question, we consider the epsilon insensitive loss function,
defined by

Lε (y, ŷ) =

{
0 if |y − ŷ| < ε

|y − ŷ| − ε otherwise.

where ε is a tuning parameter. To obtain a good w, we would like to solve the following optimization:

J (w) =
1

n

n∑
i=1

Lε (y, ŷ (xi)) + λ‖w‖22. (2)

1. (2 pts) What kind of loss is Lε if ε = 0?

2. (3 pts) When it is beneficial to use Lε for ε > 0? Give a real world example. (Hint: think about the name of
this loss function.)

3. (5 pts) Notice that (2) is not a differentiable. Show how to convert (2) into a optimization problem whose
objective is differentiable and constraints are linear by introducing slack variables.

2 Kernels (50 pts)

2.1 Kernel Basics (10 pts)
1. (5 pts) Suppose the input space is three-dimensional x = (x1, x2, x3)

T . Define the feature mapping φ(x) =
(x21, x

2
2, x

2
3,
√
2x1x2,

√
2x1x3,

√
2x2x3)

T . What is the corresponding kernel function, i.e. K(x, z)? Ex-
press your answer in terms of x1, x2, x3, z1, z2, z3.

2. (5 pts) With the same feature map in the previous question, suppose we want to compute the value of kernel
function K(x, z) on two vectors x, z ∈ R3. How many additions and multiplications are needed if you

(a) map the input vector to the feature space and then perform dot product on the mapped features?

(b) compute through kernel function you derived in part (a)?
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2.2 Programming Kernel Perceptron (40 pts)
In this section you implement the kernel perceptron algorithm to between handwritten digits 4 and 7 of MNIST
dataset. Also you will compare kernel perceptron with linear perceptron on a synthetic dataset.

For your convenience, we have provided full code for linear perceptron in perceptron run.m and starter
codes for kernel perceptron in the handout, which you may download from Autolab. You may also test the
correctness of your program with the offline dataset we provided, however you will be evaluated on a separate
dataset on Autolab. For problem 2.1 - 2.4, you are expected to experiment on perceptron train.mat and
perceptron test.mat. For problem 2.5, you are expected to experiment on synthetic train.mat and
synthetic test.mat.

To submit the code, make sure you put all your files (excluding data) in a folder called hw4 and run the following
command in its top directory: tar -cvf hw4.tar hw4. Then submit the tarball created to Autolab.

In order to create faster code we approach the kernel perceptron by first building a kernel matrix, K, and then
querying that kernel matrix every time we are interested in using some kernel evaluation k(xi, xj).

The kernel matrix K stores the evaluations of the kernel X1 ∈ Rd×n and X2 ∈ Rd×m where X1 is usually the
training set and X2 the testing set. Thus, K ∈ Rn×m has dimensions n×m.

Recall the kernel perceptron algorithm we learned in class for xi ∈ Rd and yi ∈ {−1, 1}

• Initialize the counting vector α ∈ Rn

• Iterate until convergence:

– For i = 1 . . . n:

* ŷi = ϕ(
∑n
r=1 αryrKi,r)

* If: ŷi 6= yi; Then: αi = αi + 1

where

ϕ(z) =

{
−1 if z ≤ 0

1 otherwise
.

Note that in the code we use a instead of α.

1. (5 pts) Complete polykernel.m: the function K = polykernel(X1,X2) computes a kernel matrix
of a non-homogeneous polynomial kernel of degree-3 with an offset of 1. The kernel matrix should be
constructed such that if X1 ∈ Rd×n and X2 ∈ Rd×m, then K ∈ Rn×m.

The polynomial kernel of degree-3 with an offset of 1 is defined as:

k(xi, xj) = (xTi xj + 1)3

2. (10 pts) Complete kernel_perceptron_pred.m: the function kernel_perceptron_pred(a,
Y, K, i) takes in a counting vector, a, class labels, Y , the kernel matrix K, and the index of the sample
we are interested in evaluating, i. The output should be the predicted label for xi.

3. (10 pts) Complete w = kernel_perceptron.m: the function w = kernel_perceptron(a0,
X, Y) runs the kernel perception training algorithm taking in an initial counting vector a0, a matrix of
features X , and vector of labels Y . It outputs a learned weight vector.

4. (10 pts) Run kernel_perceptron_run.m on perceptron_train.mat and perceptronb_test.mat
to perform training and see the performance on training and test sets. Report your accuracy on both datasets.

5. (5 pts) We have provided you linear perceptron codes and another data set: synthetic_train.mat and
synthetic_test.mat. Please run perceptron_run.m and report the accuracy of linear perceptron.
Next test your kernel perceptron on this new data set. Compare the classification accuracy of these two
methods. Which one is better? Why is this the case?
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3 Perceptron and Subgradient (10 pts Extra Credits)
In this problem you will find the connection between Perceptron algorithm and (stochastic) subgradient descent.
First, please look at the following two definitions:

Definition 1 (Hing Loss). For y, y′ ∈ R, the Hinge loss is defined by:

L(y, y′) = max(0, 1− y · y′).

Definition 2 (Subgradient). Given a function F (x), which may be non-differentiable, v(x) is a subgradient of
F (x) if and only if for any x′, the following holds:

F (x′) ≥ F (x) + v(x)> (x′ − x) .

1. (5 pts) Let (x, y) be a sample from the training data where x ∈ Rd and y ∈ R. Define F (w) = L(y, w>x).
What is the subgradient of F (w)? (hint: there are 3 cases).

2. (5 pts) For a given function F (w) = 1
n

∑n
i=1 Fi(w), Cyclic Subgradient Descent Algorithm is following

procedure

• Initialize the variable w ∈ Rd.

• Iterate until convergence:

– For i = 1 . . . n:

* Find a subgradient of vi(w) of Fi(w).

* w ← w − ηvi(w) where η ∈ R+ is the step size.

Show why perceptron is a special case of Cyclic Subgradient Descent Algorithm.
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