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MINI-PROJECT1

10-618 ML FOR STRUCTURED DATA (FALL 2022)
http://www.cs.cmu.edu/˜mgormley/courses/10418/

1 Overview

The mini-project for 10-618 ML for Structured Data provides a chance to explore a real-world application of
structured prediction. Successful completion of the project will require the following steps: (1) Identification
of a task and dataset that permits modeling of multiple correlated output variables. (2) The establishing
of a baseline approach with appropriate metrics. (3) Design of an experimental setup that involves the
comparison of multiple approaches to either modeling, learning, or inference in a controlled setting. (4)
Summarizing and reporting of your findings via the following milestones:

1. Team Formation [2 people] (§2.1) – due Tue, Nov 29, 2022 at 11:59pm

2. Project Proposal [1-2 pages] (§2.2) – due on Thu, Nov 30, 2022 at 11:59pm

3. Final Deliverables – due on Fri, Dec 9, 2022 at 11:59pm

• Code Upload (§2.3)

• Executive Summary [4 pages] (§2.4)

Below, we detail these milestones (§2) and highlight two possible paths. You are expected to choose one of
two paths: It is expected that most students will pick Path A (§1.1). However, students may select Path B
(§1.2) with instructor approval.

The grading breakdown for these components is as follows: Team Formation 5%, Project Proposal 10%,
Code Upload 20%, Executive Summary 65%.

1.1 Path A (From COCO to COCONUT)

COCO → COCONUT The MS COCO (MicroSoft Common Objects in COntext) dataset (Lin et al.,
2015) is a computer vision dataset with annotations that supports a variety of different tasks, including
(1) object detection, (2) instance segmentation, (3) human pose keypoint detection, (4) dense human pose
estimation, (5) semantic segmentation, and (6) image captioning. It is one of the most heavily used datasets,
but also one of the largest. For example, the 2017 split of raw images consists of 118k train images (18Gb),
5k validation images (1Gb), and 41k test images (6Gb). Due to its size, merely downloading just the training
images could easily take 12+ hours. Inspired by COCO, 10-618 will utilize a (newly created just for this
mini-project) mini dataset collection called COCONUT.

The Datasets and Tasks The COCONUT datasets (COLLECTION OF COMPUTER-VISION DATASETS

THAT ARE MUCH TINIER) are a collection of popular computer vision datasets that mirror the task compo-
sition of MS COCO, but all of which are substantially smaller in size. This collection was created just for
10-618, so you won’t find mention of it anywhere other than this document. The full COCONUT collection
includes the following tasks/datasets:
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• Object detection on PASCAL VOC 2007 and 2012 (Everingham et al., 2010). This classic bench-
mark task is to identify a bounding box for each object. The training set is usually taken from either
the VOC 2007 or the VOC 2012 challenge, and results are reported on the VOC 2007 test set.
PWC link

• Instance segmentation on Cityscapes (Cordts et al., 2016). The dataset consists of images of cities
from around the world and the task is to localize and identify instances from 30 difference classes.
Although the coarse dataset is quite large (20k images), the fine-grained dataset we recommend is
smaller (5k images). (To download, you must register at the dataset’s webpage.)
PWC link

• Human pose estimation on Leeds Sports Pose (LSP) (Johnson and Everingham, 2010). The task is
to identify 14 joint locations of the human form. Although the extended version is large (14k images),
the recommended original dataset is smaller (2k images).
PWC link

• Semantic segmentation on PASCAL VOC 2012 (Everingham et al., 2010). Although ADE20K is
probably the current most popular semantic segmentation, this now classic dataset of almost 3k images
labeled with 20 object categories has received a lot of attention over the years. The test set for this
benchmark is not readily available for download, so you should report results instead on the validation
set.
PWC link

• Image captioning on Flickr30K (Young et al., 2014). Most of the work in image captioning has relied
on MS COCO (Lin et al., 2015) and nocaps (Agrawal et al., 2019). However, Flickr30k was one of
the larger datasets (30k images) that also showed up earlier. Unlike other datasets, it includes five
captions per image.
PWC link

For more details about the datasets and examples of each task, visit the dataset’s website.

Existing Implementations After selecting one of these tasks, it is recommended that you identify an
existing implementation of a system with open source code available. (You may also elect to start from
scratch—see §1.4 for more details on that option.) To find existing implementations, you should turn to
Papers With Code (PWC). Alongside each item in the list of COCONUT tasks/datasets above you can find
a “PWC link” that will direct you to the corresponding benchmark page.

The PWC page for a particular benchmark features a list of paper’s, their performance on some metric(s)
for that task, and (sometimes) a link to code for the paper. On the paper page you will find that for some
papers there is just one (or zero) GitHub repositories; and for others there exist both the authors’ original
implementation, plus some other researchers’ reimplementations.

You will not be judged on the performance of your final results relative to state-of-the-art. As such, when
selecting a baseline implementation, it is recommended that you consider other aspects of the implementa-
tion itself (besides the quality of the model), such as the speed of the code, the simplicity of the code layout
and training scripts, whether or not it is using familiar libraries such as PyTorch, etc.

Dealing with Size Even though the COCONUT datasets are not quite as enormous as MS COCO, some of
them are still rather substantial. As such, you may find you need to work with a subset of the dataset, either
by working with a subset of the train/val/test samples or by working with a subset of the labels. Taking this
approach is fine so long as you clearly document your experimental design decisions.
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1.2 Path B (Other Tasks and Datasets)

While you are strongly encouraged to choose Path A above, you may already have a particular problem to
which you are hoping to apply the techniques from this course.

If that is the case, you may do so as long as you receive instructor permission. To obtain permission, you
should send a Private note on Piazza to the Instructors with a short paragraph describing the dataset and
task you would like to work on. Please be sure to highlight how this is a structured prediction problem (i.e.
one with multiple output variables). Send this note by the Team Formation deadline.

1.3 How is this project mini?

A typical course project involves about 50-60 hours of effort per person spread over the last half or third of
a semester. By contrast, this mini-project is intended to be at the scale of a homework: that is, 15-20 hours
of effort per person spread over the course of two weeks.

Typical expectations of a course project are that you introduce and implement a (typically novel) method
and demonstrate its effectiveness over a baseline on a recognized benchmark. By contrast, this mini-project
does not expect you to:

• use a full dataset (subsets are fine, so long as your design decisions are clearly document)

• beat a state-of-the-art model (picking an older, smaller model is fine if its easier to make interesting
progress with)

• introduce something novel (you are welcome to reimplement a classic approach)

• tell us only about your results (instead, you are expected to report about your process and will be
graded on your ability to make sound decisions and clearly document when and why you made them;
this is the most important deviation from the typical project)

In short, you will not produce a submission-ready conference paper, but will instead produce a something
akin to a (carefully distilled) research diary describing your process, decisions, and results.

1.4 Starting from Scratch vs. from an Existing Implementation

Whether to choose a blank project as your starting point or an existing implementation is up to you. Both of
these are encouraged as they will lead to different learning outcomes.

Starting from scratch will likely expose you to much of the details of the dataset and task itself, since getting
a dataset and baseline properly prepared can take a substantial effort. By contrast, starting from an existing
implementation will expose you to another researcher’s code; this has pluses and minuses depending on the
code quality, but in many cases you will be able to learn a lot of having to read through and understand the
code in order to make changes to it.

When we are grading, your starting point will be taken into account: For example, one group may receive
high marks for a very simple small scale implementation with limited experimentation because they started
from scratch, whereas another group may receive similarly high marks for a correspondingly small amount
of code but a more substantial set of experiments. Either way, you should carefully document how your time
was spent in the executive summary.
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2 Milestones

2.1 Team Formation

Each team will consist of 2 people. In rare cases, a group of 1 may be permitted by explicit written approval
of the instructor (e.g. an individual wanting to work on a task made a concerted effort to recruit a teammate
and did not succeed). In the event that all groups have 2 people, except for one, the instructor may request
that a team accept a 3rd team member.

The deliverable for this milestone will be a correct group submission of a PDF containing the names of the
team members to Gradescope. To receive full credit, the group must submit only one PDF associated to the
usernames of all the members of the group. See Gradescope instructions for adding group members at the
link below.

https://help.gradescope.com/article/m5qz2xsnjy

(We do not want, for example, multiple PDFs submitted by the same group, or a single submission that
leaves off one or more members of the group—both of these would be considered incorrect submissions.)
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2.2 Project Proposal

The guidelines for the project proposal are as follows:

1. Overview: The proposal will describe the task, dataset, proposed methods, and related work. The
proposal should be 1-2 pages (excluding your references/bibliography).

2. Contents: Your proposal should be organized as follows:

• Title box: Project title and list of group members’ names and Andrew emails.

• Section 1: Dataset and Task. Describe the dataset you will use, a precise definition of the task
(highlighting why it is a structured prediction problem), and what metric(s) you will use for
evaluation.

• Section 2: Related Work. Provide a short literature survey of 5 or more relevant papers. You
should include papers that are relevant in two senses: (1) describe other methods that have been
used for your task or (2) describe other papers that use similar methods.

• Section 3: Baseline. First describe your baseline approach—this could either be implemented
from scratch or an existing implementation; if the latter, please include a link to the paper and
code.

• Section 4: Approach. Next, describe your main idea: include a description of how you will
change some aspect of your baseline to obtain a different (not necessarily novel) approach. This
should enable to you include some comparison between two or more competing methods, i.e.
by varying the model, inference, or learning in some way.

• Section 5: Expected Outcomes. Describe the experiments you will run and the results you expect
(or hope) to get at the end. (In the end, it’s fine if your results do not match these expectations—
this is research after all—but it’s always good to articulate your hypothesis.)

• Section 6: Plan. Identify how you will break up the work between each of the team members.
(We strongly encourage you to consider pair programming or the like for the most important
aspects of the implementation.) Identify what aspects of your plan may be beyond the scope of
this very intentionally mini project.

3. Pre-existing Work:

You are not permitted to use work you began prior to this course as your mini-project. If you wish
to build on a task or dataset that you previously worked on (e.g. as a baseline), you should clearly
identify which parts of the work were done ahead of time in Section 5.

4. Submission: Your project proposal PDF should be submitted to Gradescope. Each group should
only have 1 submission that includes all the members of the team via Gradescope’s group submission
feature.
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2.3 Code Upload

Below are the guidelines for the code upload milestone.

1. Overview: The code upload milestone is the simplest of all since you are submitting your code as
is for review. Note that while this milestone is required, you should view it as an opportunity to
showcase the work that you have done. That is, it may be that (especially if you decide to implement
something from scratch) your code is the main outcome of your work. By uploading your code, you
will also be able to refer directly to it in your Executive Summary PDF.

2. Submission: You should upload your code to the Code Upload slot on Gradescope. Each group
should only have 1 submission that includes all the members of the team via Gradescope’s group
submission feature.
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2.4 Executive Summary

Below are the guidelines for the executive summary milestone.

1. Overview: The final executive summary gives each group the opportunity to fully describe their
project work. The executive summary should be 4 pages (excluding your references/bibliography).

2. Contents: A suggested organization for your final executive summary is below. However, you are
welcome to deviate from this organization, so long as you include all the relevant content.

• Title box: Project title and list of group members’ names and Andrew emails.

• Section 1: Introduction Concise overview of the entire executive summary including motivation,
proposed method, and results.

• Section 2: Dataset and Task. Detailed description of the task, dataset, and metric(s) for evalua-
tion.

• Section 3: Related Work. A short literature survey of 5 or more relevant papers. The goal here is
to provide context to your reader and also to enable you to compare / contrast your method/task
with existing work.

• Section 4: Methods. Description of both (a) your baseline approach and (b) the main method. As
appropriate you might want to include the mathematical details of your approach, or a diagram
explaining it.

• Section 5: Code Overview. Identify specific portions of code that you wrote and explain what
those section do in prose. You should either identify a portion of code by including a screenshot
of it and placing it in a referenced Figure in an Appendix, or by referring to specific line numbers
(e.g. lines 234–270) in the code you upload to Gradescope.

• Section 6: Experiments. Full description of your experimental design, results, and analyses.
Whereas a typical experiments section focuses on key metrics for the benchmark task on the
full dataset, yours should reflect the research diary nature of this document. For example, if you
ran a pilot experiment on a fraction of the dataset (e.g. 1/10), you should include those results
here. You should also include results with timing information about your experiments, e.g. an
estimate of how long it takes to train the model for one epoch and to convergence, an estimate
of how long it takes to validate the model on the val/test sets. Also, describe what hardware you
are using (e.g. specs of your CPU or GPU).

• Section 7: Timeline. Succinctly identify how much time you spent on each of the various stages
of the project. For example, include a table with hours spent on each of: reading papers/dataset
websites/etc, reading code documentation (e.g. from PyTorch or Torchvision), understanding
code from an existing implementation, compiling/running existing code, modifying existing
code to do something new (or writing new code from scratch), writing scripts to run experi-
ments, running experiments, compiling results, writing this document, etc.

• Section 8: Research Log. Explain the meandering path that you took to arrive at the (probably
partially incomplete) moment of your work that this summary represents. Try to explain what
the key challenges were and how (or if) you overcame them. This section is your opportunity to
showcase the work that you did and is arguably the most important part of this document. For
example, if an important line of your results table is empty, you can use this part of the document
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to explain why it wasn’t easy to fill in. If your plan deviated from your proposal, this is your
chance to describe the work that you did to realize your plan needed to change.

• Appendix A: Better Dataset Name. Let’s be honest the acronym and name for the COCONUT
collection of datasets from (§1.1) was not the best. Can you come up with something better?
(This section is optional, but strongly encouraged.)

3. Executive Summary Design: Please refer again to the earlier notes on what makes this a mini-
project (§1.3). While your executive summary should offer a stand alone picture of your work, it
is not expected to be complete as would be a short paper submission to a conference. Rather, it is
expected to comprise a detailed account of your effort.

4. Executive Summary Submission: Your executive summary PDF should be submitted to Gradescope.
Each group should only have 1 submission that includes all the members of the team via Gradescope’s
group submission feature.
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