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Edges in natural scenes
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The human visual system
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What are the computational principles of perceptual systems?

from Hubel, 1988
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What problems are common to all systems?
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from Land and Nilsson, 2002



Michael S. Lewicki ◇ Carnegie MellonCP08: Introduction

Studying the computational problem
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Horace Barlow (1961): 

A wing would be a most mystifying structure if one did not know that birds flew.
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Theory, Model and Algorithm

• solving the right problem 

• appropriate level of abstraction 

• model scope and limitations 

• relevant algorithms
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from Warren, 1999

The cochlea and inner ear
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A simple model of auditory coding
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Models are data driven

model: gammatone

“gammatone” function

data: revcor filter 

g(t) = atn!1e!bt cos(2!ft + ")
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Models are data driven

data: revcor filter  
with fitted model

residual error

“gammatone” function

g(t) = atn!1e!bt cos(2!ft + ")
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• The aim of both theories and models is to 
explain data

- Models are data driven.

- Theories are driven by principles.

- Theories require a definition of an ideal.

A theoretical approach

Theoretical questions:

•  Why gammatones?

•  Why spikes?

•  How is sound coded by

   the spike population?

How do we develop a theory?
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Optimal visual search
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A typical fixation sequence and target probability map
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size (see later). Third, the ideal searcher tends not to fixate display
locations that it has recently fixated (‘inhibition of return’), again
because nearby posterior probabilities are pushed down (see
Fig. 3b). Fourth, the ideal searcher sometimes makes long saccades
into regions where the posterior probabilities are low, followed by a
return saccade to a region with higher probabilities. It performs
these eye movements because excluding an unlikely region that has
not yet been inspected is sometimes the best chance for increasing
the posterior probabilities in the more likely regions. It is unknown
whether humans perform these ‘exclusion saccades’ in visual search,
although a related type of saccade is predicted for optimal eye
movements in reading22.

To compare human and ideal search quantitatively, we measured
search performance for the sine-wave target randomly embedded at
one of 85 locations tiling the 158 diameter display in a triangular
array. Measurements were made for two levels of 1/f noise contrast
(0.05 and 0.2) and for six levels of target visibility in the fovea
(d 0 ! 3, 3.5, 4, 5, 6 and 7). The visibilities were set by using the
results from the detection experiment (see Figs 1 and 2). The data
points in Fig. 4a show the median number of fixations required for
two human observers to find the target. (We obtained a similar
search performance for a third observer naive to the aims of the
study, althoughwe do not have visibility maps for that observer.) As
can be seen, search performance improves as the visibility of the
target increases and is better in the high-noise condition (presum-
ably because the visibility maps are broader; see Fig. 2c). The solid
curves show the predictions of the ideal searcher with the same
visibility maps as the human observers. Figure 4b shows how
human and ideal search performance varies with location of the
target in the display, for all 12 stimulus conditions. The results
in Fig. 4a, b imply that humans are remarkably efficient at visual
search, at least under these conditions, nearly reaching the
performance of the ideal searcher.

The obvious question is: How do humans perform so well? To
address this question, consider the three things that the ideal
searcher does in an optimal fashion: parallel detection, integration
of information across fixations, and selection of the next fixation
location. With regard to parallel detection, there is evidence that
humans are efficient at finding targets in noise under conditions in
which visibility is equal at all potential target locations4,23. Further,
in brief presentations that do not allow eye movements, humans
often process multiple target locations in parallel with equal
efficiency11,23,24. Our results indicate strongly that humans are able
to perform this kind of efficient parallel processing in complex
extended search tasks.

With regard to the integration of information across fixations,
there is evidence that humans are not very efficient8–10. So how can
they approximate ideal performance? A key insight is provided by

the solid curve in Fig. 4c, which plots the average posterior
probability at the target location as a function of the number of
fixations before the one at which the ideal searcher found the target.
The rapid rise in posterior probability implies that there is little to
be gained by integrating detailed display or posterior probability
information more than one or two fixations into the past. However,

Figure 3 Ideal searcher. a, Flow chart for the ideal searcher. b, A typical sequence of

fixations for the ideal searcher, for which the initial fixation is at the centre of the display.

The temperature plots show the posterior probability map after each fixation. There is an

elevated posterior probability at the target location (downward of the left of centre), but

initially the eye is drawn to other locations. Posterior probabilities are suppressed in the

neighbourhood of each fixation, creating ‘inhibition of return’.

Figure 4 Human versus ideal performance. a, Median number of fixations to locate the
target correctly, as a function of the target’s visibility in the fovea, for two levels of

background noise contrast: 0.05 (red lines and triangles) and 0.20 (blue lines and circles).

Solid and dashed curves are the predictions of the ideal and random searchers,

respectively. The histogram at the bottom shows the error rates of the human observers

(grey) and an ideal searcher (white). Observers: filled symbols, J.N.; open symbols, W.G.

b, Median number of fixations to locate the target correctly as a function of the target’s
eccentricity and its visibility in the fovea. The symbols are combined results for two

observers; the solid curves are the predictions of the ideal searcher. The medians were

obtained by binning with a sliding 28 window. The medians are less reliable at small

eccentricities because the average number of observations in a bin increases with the

square of the eccentricity. Noise contrast: red, 0.05; blue, 0.20. c, Posterior probability at
the target location as a function of the number of fixations before the one in which the

searcher found the target. Solid and dashed curves are the predictions of the ideal and

random searchers, respectively.
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size (see later). Third, the ideal searcher tends not to fixate display
locations that it has recently fixated (‘inhibition of return’), again
because nearby posterior probabilities are pushed down (see
Fig. 3b). Fourth, the ideal searcher sometimes makes long saccades
into regions where the posterior probabilities are low, followed by a
return saccade to a region with higher probabilities. It performs
these eye movements because excluding an unlikely region that has
not yet been inspected is sometimes the best chance for increasing
the posterior probabilities in the more likely regions. It is unknown
whether humans perform these ‘exclusion saccades’ in visual search,
although a related type of saccade is predicted for optimal eye
movements in reading22.

To compare human and ideal search quantitatively, we measured
search performance for the sine-wave target randomly embedded at
one of 85 locations tiling the 158 diameter display in a triangular
array. Measurements were made for two levels of 1/f noise contrast
(0.05 and 0.2) and for six levels of target visibility in the fovea
(d 0 ! 3, 3.5, 4, 5, 6 and 7). The visibilities were set by using the
results from the detection experiment (see Figs 1 and 2). The data
points in Fig. 4a show the median number of fixations required for
two human observers to find the target. (We obtained a similar
search performance for a third observer naive to the aims of the
study, althoughwe do not have visibility maps for that observer.) As
can be seen, search performance improves as the visibility of the
target increases and is better in the high-noise condition (presum-
ably because the visibility maps are broader; see Fig. 2c). The solid
curves show the predictions of the ideal searcher with the same
visibility maps as the human observers. Figure 4b shows how
human and ideal search performance varies with location of the
target in the display, for all 12 stimulus conditions. The results
in Fig. 4a, b imply that humans are remarkably efficient at visual
search, at least under these conditions, nearly reaching the
performance of the ideal searcher.

The obvious question is: How do humans perform so well? To
address this question, consider the three things that the ideal
searcher does in an optimal fashion: parallel detection, integration
of information across fixations, and selection of the next fixation
location. With regard to parallel detection, there is evidence that
humans are efficient at finding targets in noise under conditions in
which visibility is equal at all potential target locations4,23. Further,
in brief presentations that do not allow eye movements, humans
often process multiple target locations in parallel with equal
efficiency11,23,24. Our results indicate strongly that humans are able
to perform this kind of efficient parallel processing in complex
extended search tasks.

With regard to the integration of information across fixations,
there is evidence that humans are not very efficient8–10. So how can
they approximate ideal performance? A key insight is provided by

the solid curve in Fig. 4c, which plots the average posterior
probability at the target location as a function of the number of
fixations before the one at which the ideal searcher found the target.
The rapid rise in posterior probability implies that there is little to
be gained by integrating detailed display or posterior probability
information more than one or two fixations into the past. However,
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size (see later). Third, the ideal searcher tends not to fixate display
locations that it has recently fixated (‘inhibition of return’), again
because nearby posterior probabilities are pushed down (see
Fig. 3b). Fourth, the ideal searcher sometimes makes long saccades
into regions where the posterior probabilities are low, followed by a
return saccade to a region with higher probabilities. It performs
these eye movements because excluding an unlikely region that has
not yet been inspected is sometimes the best chance for increasing
the posterior probabilities in the more likely regions. It is unknown
whether humans perform these ‘exclusion saccades’ in visual search,
although a related type of saccade is predicted for optimal eye
movements in reading22.

To compare human and ideal search quantitatively, we measured
search performance for the sine-wave target randomly embedded at
one of 85 locations tiling the 158 diameter display in a triangular
array. Measurements were made for two levels of 1/f noise contrast
(0.05 and 0.2) and for six levels of target visibility in the fovea
(d 0 ! 3, 3.5, 4, 5, 6 and 7). The visibilities were set by using the
results from the detection experiment (see Figs 1 and 2). The data
points in Fig. 4a show the median number of fixations required for
two human observers to find the target. (We obtained a similar
search performance for a third observer naive to the aims of the
study, althoughwe do not have visibility maps for that observer.) As
can be seen, search performance improves as the visibility of the
target increases and is better in the high-noise condition (presum-
ably because the visibility maps are broader; see Fig. 2c). The solid
curves show the predictions of the ideal searcher with the same
visibility maps as the human observers. Figure 4b shows how
human and ideal search performance varies with location of the
target in the display, for all 12 stimulus conditions. The results
in Fig. 4a, b imply that humans are remarkably efficient at visual
search, at least under these conditions, nearly reaching the
performance of the ideal searcher.

The obvious question is: How do humans perform so well? To
address this question, consider the three things that the ideal
searcher does in an optimal fashion: parallel detection, integration
of information across fixations, and selection of the next fixation
location. With regard to parallel detection, there is evidence that
humans are efficient at finding targets in noise under conditions in
which visibility is equal at all potential target locations4,23. Further,
in brief presentations that do not allow eye movements, humans
often process multiple target locations in parallel with equal
efficiency11,23,24. Our results indicate strongly that humans are able
to perform this kind of efficient parallel processing in complex
extended search tasks.

With regard to the integration of information across fixations,
there is evidence that humans are not very efficient8–10. So how can
they approximate ideal performance? A key insight is provided by

the solid curve in Fig. 4c, which plots the average posterior
probability at the target location as a function of the number of
fixations before the one at which the ideal searcher found the target.
The rapid rise in posterior probability implies that there is little to
be gained by integrating detailed display or posterior probability
information more than one or two fixations into the past. However,
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(grey) and an ideal searcher (white). Observers: filled symbols, J.N.; open symbols, W.G.

b, Median number of fixations to locate the target correctly as a function of the target’s
eccentricity and its visibility in the fovea. The symbols are combined results for two

observers; the solid curves are the predictions of the ideal searcher. The medians were

obtained by binning with a sliding 28 window. The medians are less reliable at small

eccentricities because the average number of observations in a bin increases with the

square of the eccentricity. Noise contrast: red, 0.05; blue, 0.20. c, Posterior probability at
the target location as a function of the number of fixations before the one in which the

searcher found the target. Solid and dashed curves are the predictions of the ideal and
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size (see later). Third, the ideal searcher tends not to fixate display
locations that it has recently fixated (‘inhibition of return’), again
because nearby posterior probabilities are pushed down (see
Fig. 3b). Fourth, the ideal searcher sometimes makes long saccades
into regions where the posterior probabilities are low, followed by a
return saccade to a region with higher probabilities. It performs
these eye movements because excluding an unlikely region that has
not yet been inspected is sometimes the best chance for increasing
the posterior probabilities in the more likely regions. It is unknown
whether humans perform these ‘exclusion saccades’ in visual search,
although a related type of saccade is predicted for optimal eye
movements in reading22.

To compare human and ideal search quantitatively, we measured
search performance for the sine-wave target randomly embedded at
one of 85 locations tiling the 158 diameter display in a triangular
array. Measurements were made for two levels of 1/f noise contrast
(0.05 and 0.2) and for six levels of target visibility in the fovea
(d 0 ! 3, 3.5, 4, 5, 6 and 7). The visibilities were set by using the
results from the detection experiment (see Figs 1 and 2). The data
points in Fig. 4a show the median number of fixations required for
two human observers to find the target. (We obtained a similar
search performance for a third observer naive to the aims of the
study, althoughwe do not have visibility maps for that observer.) As
can be seen, search performance improves as the visibility of the
target increases and is better in the high-noise condition (presum-
ably because the visibility maps are broader; see Fig. 2c). The solid
curves show the predictions of the ideal searcher with the same
visibility maps as the human observers. Figure 4b shows how
human and ideal search performance varies with location of the
target in the display, for all 12 stimulus conditions. The results
in Fig. 4a, b imply that humans are remarkably efficient at visual
search, at least under these conditions, nearly reaching the
performance of the ideal searcher.

The obvious question is: How do humans perform so well? To
address this question, consider the three things that the ideal
searcher does in an optimal fashion: parallel detection, integration
of information across fixations, and selection of the next fixation
location. With regard to parallel detection, there is evidence that
humans are efficient at finding targets in noise under conditions in
which visibility is equal at all potential target locations4,23. Further,
in brief presentations that do not allow eye movements, humans
often process multiple target locations in parallel with equal
efficiency11,23,24. Our results indicate strongly that humans are able
to perform this kind of efficient parallel processing in complex
extended search tasks.

With regard to the integration of information across fixations,
there is evidence that humans are not very efficient8–10. So how can
they approximate ideal performance? A key insight is provided by

the solid curve in Fig. 4c, which plots the average posterior
probability at the target location as a function of the number of
fixations before the one at which the ideal searcher found the target.
The rapid rise in posterior probability implies that there is little to
be gained by integrating detailed display or posterior probability
information more than one or two fixations into the past. However,

Figure 3 Ideal searcher. a, Flow chart for the ideal searcher. b, A typical sequence of

fixations for the ideal searcher, for which the initial fixation is at the centre of the display.

The temperature plots show the posterior probability map after each fixation. There is an

elevated posterior probability at the target location (downward of the left of centre), but

initially the eye is drawn to other locations. Posterior probabilities are suppressed in the

neighbourhood of each fixation, creating ‘inhibition of return’.

Figure 4 Human versus ideal performance. a, Median number of fixations to locate the
target correctly, as a function of the target’s visibility in the fovea, for two levels of

background noise contrast: 0.05 (red lines and triangles) and 0.20 (blue lines and circles).

Solid and dashed curves are the predictions of the ideal and random searchers,

respectively. The histogram at the bottom shows the error rates of the human observers

(grey) and an ideal searcher (white). Observers: filled symbols, J.N.; open symbols, W.G.

b, Median number of fixations to locate the target correctly as a function of the target’s
eccentricity and its visibility in the fovea. The symbols are combined results for two

observers; the solid curves are the predictions of the ideal searcher. The medians were

obtained by binning with a sliding 28 window. The medians are less reliable at small

eccentricities because the average number of observations in a bin increases with the

square of the eccentricity. Noise contrast: red, 0.05; blue, 0.20. c, Posterior probability at
the target location as a function of the number of fixations before the one in which the

searcher found the target. Solid and dashed curves are the predictions of the ideal and

random searchers, respectively.
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size (see later). Third, the ideal searcher tends not to fixate display
locations that it has recently fixated (‘inhibition of return’), again
because nearby posterior probabilities are pushed down (see
Fig. 3b). Fourth, the ideal searcher sometimes makes long saccades
into regions where the posterior probabilities are low, followed by a
return saccade to a region with higher probabilities. It performs
these eye movements because excluding an unlikely region that has
not yet been inspected is sometimes the best chance for increasing
the posterior probabilities in the more likely regions. It is unknown
whether humans perform these ‘exclusion saccades’ in visual search,
although a related type of saccade is predicted for optimal eye
movements in reading22.

To compare human and ideal search quantitatively, we measured
search performance for the sine-wave target randomly embedded at
one of 85 locations tiling the 158 diameter display in a triangular
array. Measurements were made for two levels of 1/f noise contrast
(0.05 and 0.2) and for six levels of target visibility in the fovea
(d 0 ! 3, 3.5, 4, 5, 6 and 7). The visibilities were set by using the
results from the detection experiment (see Figs 1 and 2). The data
points in Fig. 4a show the median number of fixations required for
two human observers to find the target. (We obtained a similar
search performance for a third observer naive to the aims of the
study, althoughwe do not have visibility maps for that observer.) As
can be seen, search performance improves as the visibility of the
target increases and is better in the high-noise condition (presum-
ably because the visibility maps are broader; see Fig. 2c). The solid
curves show the predictions of the ideal searcher with the same
visibility maps as the human observers. Figure 4b shows how
human and ideal search performance varies with location of the
target in the display, for all 12 stimulus conditions. The results
in Fig. 4a, b imply that humans are remarkably efficient at visual
search, at least under these conditions, nearly reaching the
performance of the ideal searcher.

The obvious question is: How do humans perform so well? To
address this question, consider the three things that the ideal
searcher does in an optimal fashion: parallel detection, integration
of information across fixations, and selection of the next fixation
location. With regard to parallel detection, there is evidence that
humans are efficient at finding targets in noise under conditions in
which visibility is equal at all potential target locations4,23. Further,
in brief presentations that do not allow eye movements, humans
often process multiple target locations in parallel with equal
efficiency11,23,24. Our results indicate strongly that humans are able
to perform this kind of efficient parallel processing in complex
extended search tasks.

With regard to the integration of information across fixations,
there is evidence that humans are not very efficient8–10. So how can
they approximate ideal performance? A key insight is provided by

the solid curve in Fig. 4c, which plots the average posterior
probability at the target location as a function of the number of
fixations before the one at which the ideal searcher found the target.
The rapid rise in posterior probability implies that there is little to
be gained by integrating detailed display or posterior probability
information more than one or two fixations into the past. However,

Figure 3 Ideal searcher. a, Flow chart for the ideal searcher. b, A typical sequence of

fixations for the ideal searcher, for which the initial fixation is at the centre of the display.

The temperature plots show the posterior probability map after each fixation. There is an

elevated posterior probability at the target location (downward of the left of centre), but

initially the eye is drawn to other locations. Posterior probabilities are suppressed in the

neighbourhood of each fixation, creating ‘inhibition of return’.

Figure 4 Human versus ideal performance. a, Median number of fixations to locate the
target correctly, as a function of the target’s visibility in the fovea, for two levels of

background noise contrast: 0.05 (red lines and triangles) and 0.20 (blue lines and circles).

Solid and dashed curves are the predictions of the ideal and random searchers,

respectively. The histogram at the bottom shows the error rates of the human observers

(grey) and an ideal searcher (white). Observers: filled symbols, J.N.; open symbols, W.G.

b, Median number of fixations to locate the target correctly as a function of the target’s
eccentricity and its visibility in the fovea. The symbols are combined results for two

observers; the solid curves are the predictions of the ideal searcher. The medians were

obtained by binning with a sliding 28 window. The medians are less reliable at small

eccentricities because the average number of observations in a bin increases with the

square of the eccentricity. Noise contrast: red, 0.05; blue, 0.20. c, Posterior probability at
the target location as a function of the number of fixations before the one in which the

searcher found the target. Solid and dashed curves are the predictions of the ideal and

random searchers, respectively.
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size (see later). Third, the ideal searcher tends not to fixate display
locations that it has recently fixated (‘inhibition of return’), again
because nearby posterior probabilities are pushed down (see
Fig. 3b). Fourth, the ideal searcher sometimes makes long saccades
into regions where the posterior probabilities are low, followed by a
return saccade to a region with higher probabilities. It performs
these eye movements because excluding an unlikely region that has
not yet been inspected is sometimes the best chance for increasing
the posterior probabilities in the more likely regions. It is unknown
whether humans perform these ‘exclusion saccades’ in visual search,
although a related type of saccade is predicted for optimal eye
movements in reading22.

To compare human and ideal search quantitatively, we measured
search performance for the sine-wave target randomly embedded at
one of 85 locations tiling the 158 diameter display in a triangular
array. Measurements were made for two levels of 1/f noise contrast
(0.05 and 0.2) and for six levels of target visibility in the fovea
(d 0 ! 3, 3.5, 4, 5, 6 and 7). The visibilities were set by using the
results from the detection experiment (see Figs 1 and 2). The data
points in Fig. 4a show the median number of fixations required for
two human observers to find the target. (We obtained a similar
search performance for a third observer naive to the aims of the
study, althoughwe do not have visibility maps for that observer.) As
can be seen, search performance improves as the visibility of the
target increases and is better in the high-noise condition (presum-
ably because the visibility maps are broader; see Fig. 2c). The solid
curves show the predictions of the ideal searcher with the same
visibility maps as the human observers. Figure 4b shows how
human and ideal search performance varies with location of the
target in the display, for all 12 stimulus conditions. The results
in Fig. 4a, b imply that humans are remarkably efficient at visual
search, at least under these conditions, nearly reaching the
performance of the ideal searcher.

The obvious question is: How do humans perform so well? To
address this question, consider the three things that the ideal
searcher does in an optimal fashion: parallel detection, integration
of information across fixations, and selection of the next fixation
location. With regard to parallel detection, there is evidence that
humans are efficient at finding targets in noise under conditions in
which visibility is equal at all potential target locations4,23. Further,
in brief presentations that do not allow eye movements, humans
often process multiple target locations in parallel with equal
efficiency11,23,24. Our results indicate strongly that humans are able
to perform this kind of efficient parallel processing in complex
extended search tasks.

With regard to the integration of information across fixations,
there is evidence that humans are not very efficient8–10. So how can
they approximate ideal performance? A key insight is provided by

the solid curve in Fig. 4c, which plots the average posterior
probability at the target location as a function of the number of
fixations before the one at which the ideal searcher found the target.
The rapid rise in posterior probability implies that there is little to
be gained by integrating detailed display or posterior probability
information more than one or two fixations into the past. However,
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elevated posterior probability at the target location (downward of the left of centre), but

initially the eye is drawn to other locations. Posterior probabilities are suppressed in the
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target correctly, as a function of the target’s visibility in the fovea, for two levels of

background noise contrast: 0.05 (red lines and triangles) and 0.20 (blue lines and circles).

Solid and dashed curves are the predictions of the ideal and random searchers,

respectively. The histogram at the bottom shows the error rates of the human observers

(grey) and an ideal searcher (white). Observers: filled symbols, J.N.; open symbols, W.G.

b, Median number of fixations to locate the target correctly as a function of the target’s
eccentricity and its visibility in the fovea. The symbols are combined results for two

observers; the solid curves are the predictions of the ideal searcher. The medians were

obtained by binning with a sliding 28 window. The medians are less reliable at small

eccentricities because the average number of observations in a bin increases with the

square of the eccentricity. Noise contrast: red, 0.05; blue, 0.20. c, Posterior probability at
the target location as a function of the number of fixations before the one in which the

searcher found the target. Solid and dashed curves are the predictions of the ideal and

random searchers, respectively.
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A typical fixation sequence and target probability map
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size (see later). Third, the ideal searcher tends not to fixate display
locations that it has recently fixated (‘inhibition of return’), again
because nearby posterior probabilities are pushed down (see
Fig. 3b). Fourth, the ideal searcher sometimes makes long saccades
into regions where the posterior probabilities are low, followed by a
return saccade to a region with higher probabilities. It performs
these eye movements because excluding an unlikely region that has
not yet been inspected is sometimes the best chance for increasing
the posterior probabilities in the more likely regions. It is unknown
whether humans perform these ‘exclusion saccades’ in visual search,
although a related type of saccade is predicted for optimal eye
movements in reading22.

To compare human and ideal search quantitatively, we measured
search performance for the sine-wave target randomly embedded at
one of 85 locations tiling the 158 diameter display in a triangular
array. Measurements were made for two levels of 1/f noise contrast
(0.05 and 0.2) and for six levels of target visibility in the fovea
(d 0 ! 3, 3.5, 4, 5, 6 and 7). The visibilities were set by using the
results from the detection experiment (see Figs 1 and 2). The data
points in Fig. 4a show the median number of fixations required for
two human observers to find the target. (We obtained a similar
search performance for a third observer naive to the aims of the
study, althoughwe do not have visibility maps for that observer.) As
can be seen, search performance improves as the visibility of the
target increases and is better in the high-noise condition (presum-
ably because the visibility maps are broader; see Fig. 2c). The solid
curves show the predictions of the ideal searcher with the same
visibility maps as the human observers. Figure 4b shows how
human and ideal search performance varies with location of the
target in the display, for all 12 stimulus conditions. The results
in Fig. 4a, b imply that humans are remarkably efficient at visual
search, at least under these conditions, nearly reaching the
performance of the ideal searcher.

The obvious question is: How do humans perform so well? To
address this question, consider the three things that the ideal
searcher does in an optimal fashion: parallel detection, integration
of information across fixations, and selection of the next fixation
location. With regard to parallel detection, there is evidence that
humans are efficient at finding targets in noise under conditions in
which visibility is equal at all potential target locations4,23. Further,
in brief presentations that do not allow eye movements, humans
often process multiple target locations in parallel with equal
efficiency11,23,24. Our results indicate strongly that humans are able
to perform this kind of efficient parallel processing in complex
extended search tasks.

With regard to the integration of information across fixations,
there is evidence that humans are not very efficient8–10. So how can
they approximate ideal performance? A key insight is provided by

the solid curve in Fig. 4c, which plots the average posterior
probability at the target location as a function of the number of
fixations before the one at which the ideal searcher found the target.
The rapid rise in posterior probability implies that there is little to
be gained by integrating detailed display or posterior probability
information more than one or two fixations into the past. However,

Figure 3 Ideal searcher. a, Flow chart for the ideal searcher. b, A typical sequence of

fixations for the ideal searcher, for which the initial fixation is at the centre of the display.

The temperature plots show the posterior probability map after each fixation. There is an

elevated posterior probability at the target location (downward of the left of centre), but

initially the eye is drawn to other locations. Posterior probabilities are suppressed in the

neighbourhood of each fixation, creating ‘inhibition of return’.

Figure 4 Human versus ideal performance. a, Median number of fixations to locate the
target correctly, as a function of the target’s visibility in the fovea, for two levels of

background noise contrast: 0.05 (red lines and triangles) and 0.20 (blue lines and circles).

Solid and dashed curves are the predictions of the ideal and random searchers,

respectively. The histogram at the bottom shows the error rates of the human observers

(grey) and an ideal searcher (white). Observers: filled symbols, J.N.; open symbols, W.G.

b, Median number of fixations to locate the target correctly as a function of the target’s
eccentricity and its visibility in the fovea. The symbols are combined results for two

observers; the solid curves are the predictions of the ideal searcher. The medians were

obtained by binning with a sliding 28 window. The medians are less reliable at small

eccentricities because the average number of observations in a bin increases with the

square of the eccentricity. Noise contrast: red, 0.05; blue, 0.20. c, Posterior probability at
the target location as a function of the number of fixations before the one in which the

searcher found the target. Solid and dashed curves are the predictions of the ideal and

random searchers, respectively.
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size (see later). Third, the ideal searcher tends not to fixate display
locations that it has recently fixated (‘inhibition of return’), again
because nearby posterior probabilities are pushed down (see
Fig. 3b). Fourth, the ideal searcher sometimes makes long saccades
into regions where the posterior probabilities are low, followed by a
return saccade to a region with higher probabilities. It performs
these eye movements because excluding an unlikely region that has
not yet been inspected is sometimes the best chance for increasing
the posterior probabilities in the more likely regions. It is unknown
whether humans perform these ‘exclusion saccades’ in visual search,
although a related type of saccade is predicted for optimal eye
movements in reading22.

To compare human and ideal search quantitatively, we measured
search performance for the sine-wave target randomly embedded at
one of 85 locations tiling the 158 diameter display in a triangular
array. Measurements were made for two levels of 1/f noise contrast
(0.05 and 0.2) and for six levels of target visibility in the fovea
(d 0 ! 3, 3.5, 4, 5, 6 and 7). The visibilities were set by using the
results from the detection experiment (see Figs 1 and 2). The data
points in Fig. 4a show the median number of fixations required for
two human observers to find the target. (We obtained a similar
search performance for a third observer naive to the aims of the
study, althoughwe do not have visibility maps for that observer.) As
can be seen, search performance improves as the visibility of the
target increases and is better in the high-noise condition (presum-
ably because the visibility maps are broader; see Fig. 2c). The solid
curves show the predictions of the ideal searcher with the same
visibility maps as the human observers. Figure 4b shows how
human and ideal search performance varies with location of the
target in the display, for all 12 stimulus conditions. The results
in Fig. 4a, b imply that humans are remarkably efficient at visual
search, at least under these conditions, nearly reaching the
performance of the ideal searcher.

The obvious question is: How do humans perform so well? To
address this question, consider the three things that the ideal
searcher does in an optimal fashion: parallel detection, integration
of information across fixations, and selection of the next fixation
location. With regard to parallel detection, there is evidence that
humans are efficient at finding targets in noise under conditions in
which visibility is equal at all potential target locations4,23. Further,
in brief presentations that do not allow eye movements, humans
often process multiple target locations in parallel with equal
efficiency11,23,24. Our results indicate strongly that humans are able
to perform this kind of efficient parallel processing in complex
extended search tasks.

With regard to the integration of information across fixations,
there is evidence that humans are not very efficient8–10. So how can
they approximate ideal performance? A key insight is provided by

the solid curve in Fig. 4c, which plots the average posterior
probability at the target location as a function of the number of
fixations before the one at which the ideal searcher found the target.
The rapid rise in posterior probability implies that there is little to
be gained by integrating detailed display or posterior probability
information more than one or two fixations into the past. However,

Figure 3 Ideal searcher. a, Flow chart for the ideal searcher. b, A typical sequence of

fixations for the ideal searcher, for which the initial fixation is at the centre of the display.

The temperature plots show the posterior probability map after each fixation. There is an

elevated posterior probability at the target location (downward of the left of centre), but

initially the eye is drawn to other locations. Posterior probabilities are suppressed in the

neighbourhood of each fixation, creating ‘inhibition of return’.

Figure 4 Human versus ideal performance. a, Median number of fixations to locate the
target correctly, as a function of the target’s visibility in the fovea, for two levels of

background noise contrast: 0.05 (red lines and triangles) and 0.20 (blue lines and circles).

Solid and dashed curves are the predictions of the ideal and random searchers,

respectively. The histogram at the bottom shows the error rates of the human observers

(grey) and an ideal searcher (white). Observers: filled symbols, J.N.; open symbols, W.G.

b, Median number of fixations to locate the target correctly as a function of the target’s
eccentricity and its visibility in the fovea. The symbols are combined results for two

observers; the solid curves are the predictions of the ideal searcher. The medians were

obtained by binning with a sliding 28 window. The medians are less reliable at small

eccentricities because the average number of observations in a bin increases with the

square of the eccentricity. Noise contrast: red, 0.05; blue, 0.20. c, Posterior probability at
the target location as a function of the number of fixations before the one in which the

searcher found the target. Solid and dashed curves are the predictions of the ideal and

random searchers, respectively.
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size (see later). Third, the ideal searcher tends not to fixate display
locations that it has recently fixated (‘inhibition of return’), again
because nearby posterior probabilities are pushed down (see
Fig. 3b). Fourth, the ideal searcher sometimes makes long saccades
into regions where the posterior probabilities are low, followed by a
return saccade to a region with higher probabilities. It performs
these eye movements because excluding an unlikely region that has
not yet been inspected is sometimes the best chance for increasing
the posterior probabilities in the more likely regions. It is unknown
whether humans perform these ‘exclusion saccades’ in visual search,
although a related type of saccade is predicted for optimal eye
movements in reading22.

To compare human and ideal search quantitatively, we measured
search performance for the sine-wave target randomly embedded at
one of 85 locations tiling the 158 diameter display in a triangular
array. Measurements were made for two levels of 1/f noise contrast
(0.05 and 0.2) and for six levels of target visibility in the fovea
(d 0 ! 3, 3.5, 4, 5, 6 and 7). The visibilities were set by using the
results from the detection experiment (see Figs 1 and 2). The data
points in Fig. 4a show the median number of fixations required for
two human observers to find the target. (We obtained a similar
search performance for a third observer naive to the aims of the
study, althoughwe do not have visibility maps for that observer.) As
can be seen, search performance improves as the visibility of the
target increases and is better in the high-noise condition (presum-
ably because the visibility maps are broader; see Fig. 2c). The solid
curves show the predictions of the ideal searcher with the same
visibility maps as the human observers. Figure 4b shows how
human and ideal search performance varies with location of the
target in the display, for all 12 stimulus conditions. The results
in Fig. 4a, b imply that humans are remarkably efficient at visual
search, at least under these conditions, nearly reaching the
performance of the ideal searcher.

The obvious question is: How do humans perform so well? To
address this question, consider the three things that the ideal
searcher does in an optimal fashion: parallel detection, integration
of information across fixations, and selection of the next fixation
location. With regard to parallel detection, there is evidence that
humans are efficient at finding targets in noise under conditions in
which visibility is equal at all potential target locations4,23. Further,
in brief presentations that do not allow eye movements, humans
often process multiple target locations in parallel with equal
efficiency11,23,24. Our results indicate strongly that humans are able
to perform this kind of efficient parallel processing in complex
extended search tasks.

With regard to the integration of information across fixations,
there is evidence that humans are not very efficient8–10. So how can
they approximate ideal performance? A key insight is provided by

the solid curve in Fig. 4c, which plots the average posterior
probability at the target location as a function of the number of
fixations before the one at which the ideal searcher found the target.
The rapid rise in posterior probability implies that there is little to
be gained by integrating detailed display or posterior probability
information more than one or two fixations into the past. However,

Figure 3 Ideal searcher. a, Flow chart for the ideal searcher. b, A typical sequence of

fixations for the ideal searcher, for which the initial fixation is at the centre of the display.

The temperature plots show the posterior probability map after each fixation. There is an

elevated posterior probability at the target location (downward of the left of centre), but

initially the eye is drawn to other locations. Posterior probabilities are suppressed in the

neighbourhood of each fixation, creating ‘inhibition of return’.

Figure 4 Human versus ideal performance. a, Median number of fixations to locate the
target correctly, as a function of the target’s visibility in the fovea, for two levels of

background noise contrast: 0.05 (red lines and triangles) and 0.20 (blue lines and circles).

Solid and dashed curves are the predictions of the ideal and random searchers,

respectively. The histogram at the bottom shows the error rates of the human observers

(grey) and an ideal searcher (white). Observers: filled symbols, J.N.; open symbols, W.G.

b, Median number of fixations to locate the target correctly as a function of the target’s
eccentricity and its visibility in the fovea. The symbols are combined results for two

observers; the solid curves are the predictions of the ideal searcher. The medians were

obtained by binning with a sliding 28 window. The medians are less reliable at small

eccentricities because the average number of observations in a bin increases with the

square of the eccentricity. Noise contrast: red, 0.05; blue, 0.20. c, Posterior probability at
the target location as a function of the number of fixations before the one in which the

searcher found the target. Solid and dashed curves are the predictions of the ideal and

random searchers, respectively.
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size (see later). Third, the ideal searcher tends not to fixate display
locations that it has recently fixated (‘inhibition of return’), again
because nearby posterior probabilities are pushed down (see
Fig. 3b). Fourth, the ideal searcher sometimes makes long saccades
into regions where the posterior probabilities are low, followed by a
return saccade to a region with higher probabilities. It performs
these eye movements because excluding an unlikely region that has
not yet been inspected is sometimes the best chance for increasing
the posterior probabilities in the more likely regions. It is unknown
whether humans perform these ‘exclusion saccades’ in visual search,
although a related type of saccade is predicted for optimal eye
movements in reading22.

To compare human and ideal search quantitatively, we measured
search performance for the sine-wave target randomly embedded at
one of 85 locations tiling the 158 diameter display in a triangular
array. Measurements were made for two levels of 1/f noise contrast
(0.05 and 0.2) and for six levels of target visibility in the fovea
(d 0 ! 3, 3.5, 4, 5, 6 and 7). The visibilities were set by using the
results from the detection experiment (see Figs 1 and 2). The data
points in Fig. 4a show the median number of fixations required for
two human observers to find the target. (We obtained a similar
search performance for a third observer naive to the aims of the
study, althoughwe do not have visibility maps for that observer.) As
can be seen, search performance improves as the visibility of the
target increases and is better in the high-noise condition (presum-
ably because the visibility maps are broader; see Fig. 2c). The solid
curves show the predictions of the ideal searcher with the same
visibility maps as the human observers. Figure 4b shows how
human and ideal search performance varies with location of the
target in the display, for all 12 stimulus conditions. The results
in Fig. 4a, b imply that humans are remarkably efficient at visual
search, at least under these conditions, nearly reaching the
performance of the ideal searcher.

The obvious question is: How do humans perform so well? To
address this question, consider the three things that the ideal
searcher does in an optimal fashion: parallel detection, integration
of information across fixations, and selection of the next fixation
location. With regard to parallel detection, there is evidence that
humans are efficient at finding targets in noise under conditions in
which visibility is equal at all potential target locations4,23. Further,
in brief presentations that do not allow eye movements, humans
often process multiple target locations in parallel with equal
efficiency11,23,24. Our results indicate strongly that humans are able
to perform this kind of efficient parallel processing in complex
extended search tasks.

With regard to the integration of information across fixations,
there is evidence that humans are not very efficient8–10. So how can
they approximate ideal performance? A key insight is provided by

the solid curve in Fig. 4c, which plots the average posterior
probability at the target location as a function of the number of
fixations before the one at which the ideal searcher found the target.
The rapid rise in posterior probability implies that there is little to
be gained by integrating detailed display or posterior probability
information more than one or two fixations into the past. However,

Figure 3 Ideal searcher. a, Flow chart for the ideal searcher. b, A typical sequence of

fixations for the ideal searcher, for which the initial fixation is at the centre of the display.

The temperature plots show the posterior probability map after each fixation. There is an

elevated posterior probability at the target location (downward of the left of centre), but

initially the eye is drawn to other locations. Posterior probabilities are suppressed in the

neighbourhood of each fixation, creating ‘inhibition of return’.

Figure 4 Human versus ideal performance. a, Median number of fixations to locate the
target correctly, as a function of the target’s visibility in the fovea, for two levels of

background noise contrast: 0.05 (red lines and triangles) and 0.20 (blue lines and circles).

Solid and dashed curves are the predictions of the ideal and random searchers,

respectively. The histogram at the bottom shows the error rates of the human observers

(grey) and an ideal searcher (white). Observers: filled symbols, J.N.; open symbols, W.G.

b, Median number of fixations to locate the target correctly as a function of the target’s
eccentricity and its visibility in the fovea. The symbols are combined results for two

observers; the solid curves are the predictions of the ideal searcher. The medians were

obtained by binning with a sliding 28 window. The medians are less reliable at small

eccentricities because the average number of observations in a bin increases with the

square of the eccentricity. Noise contrast: red, 0.05; blue, 0.20. c, Posterior probability at
the target location as a function of the number of fixations before the one in which the

searcher found the target. Solid and dashed curves are the predictions of the ideal and

random searchers, respectively.
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Number of fixations is optimal

21



An algorithm is likely to be understood more 
readily by understanding the nature of the 
problem being solved than by examining the 
mechanism in which it is embodied.

David Marr,  1982
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Decomposing Natural Perceptual Behavior
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from Rodieck, 1998
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Sensing
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• optimal coding

• dynamic range

• maximizing signal to noise
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Orienting

• sound localization

• visual pop-out

• eye/body movements

• attentional shift
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Perceiving

• perceptual inference 

• surface perception 

• shape and structure 

• room acoustics 

• sound structure 

• perceptual invariance
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from Regan, 2000
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Searching

• exploratory perception 

• visual search 

• eye movements
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Separating

• auditory stream segmentation 

• visual grouping and segmentation 

• figure ground organization 

• perceptual interpolation
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Identifying

• perceiving objects properties and 
parts 

• object and sound recognition
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Methodology

• Science: ethology, psychology, psychophysics 

• Theory: modeling, abstraction, idealization 

• Engineering: computation, algorithms
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Object recognition by features

Figure 12: The training images for two objects are shown on the left. These can be recognized

in a cluttered image with extensive occlusion, shown in the middle. The results of recognition

are shown on the right overlaid on a reduced contrast version of the image. A parallelogram is

drawn around each recognized object showing the boundaries of the original training image under

the affi ne transformation solved for during recognition. Smaller squares indicate the keypoints that

were used for recognition.

outliers are discarded, the least-squares solution is re-solved with the remaining points, and

the process iterated. In addition, a top-down matching phase is used to add any further

matches that agree with the projected model position. These may have been missed from

the Hough transform bin due to the similarity transform approximation or other errors.

The fi nal decision to accept or reject a model hypothesis is based on a detailed prob-

abilistic model given in a previous paper (Lowe, 2001). This method fi rst computes the

expected number of false matches to the model pose, given the projected size of the model,

the number of features within the region, and the accuracy of the fi t. A Bayesian analysis

then gives the probability that the object is present based on the actual number of matching

features found. We accept a model if the fi nal probability for a correct interpretation is

greater than 0.98. For objects that project to small regions of an image, 3 features may

be suffi cient for reliable recognition. For large objects covering most of a heavily textured

image, the expected number of false matches is higher, and as many as 10 feature matches

may be necessary.

8 Recognition examples

Figure 12 shows an example of object recognition for a cluttered and occluded image con-

taining 3D objects. The training images of a toy train and a frog are shown on the left. The

middle image (of size 600x480 pixels) contains instances of these objects hidden behind

others and with extensive background clutter so that detection of the objects may not be im-

mediate even for human vision. The image on the right shows the fi nal correct identifi cation

superimposed on a reduced contrast version of the image. The keypoints that were used

for recognition are shown as squares with an extra line to indicate orientation. The sizes

of the squares correspond to the image regions used to construct the descriptor. An outer

parallelogram is also drawn around each instance of recognition, with its sides correspond-
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from Lowe, 2003



Michael S. Lewicki ◇ Carnegie MellonCP08: Introduction

Object recognition by features
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the affi ne transformation solved for during recognition. Smaller squares indicate the keypoints that
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How general are features?
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from Sinha, 2002
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How general are features?
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from Sinha, 2002
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Where are the objects?

Another view of grouping

Where are the objects?

(from Kersten and Yuille, 2003)

Computational Perception and Scene Analysis, Apr 22, 2004 / Michael S. Lewicki, CMU !! !
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Michael S. Lewicki ◇ Carnegie MellonCP08: Introduction

Grouping parts: more difficult than it appears

Grouping natural images

Grouping is more di!cult with complex backgrounds. (from Kersten and Schrater, 2001)

Computational Perception and Scene Analysis, Apr 22, 2004 / Michael S. Lewicki, CMU !! !
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How should “parts” be grouped?

Intensity surfaces with orginal images

Computational Perception and Scene Analysis, Apr 22, 2004 / Michael S. Lewicki, CMU !! !
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from Kersten and Yuille, 2003
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Segmentation algorithms often failOther types of region segmentation
Output from the “normalized cuts”
algorithm (Leung and Malik, 1998).

• A graph is used to represent
similarities

• Algorithm identifies regions of
maximal similarity.

• “Cuts” are points where the graph is
partitioned

• These correspond to regions in the
image

• Fig D shows edge detection does not
produce the same partitional of the
image.

• Further work by Jianbo Shi refined
and extened this algorithm to include
color and motion.

Computational Perception and Scene Analysis, Apr 20, 2004 / Michael S. Lewicki, CMU !! !
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from Leung and Malik, 1998
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Non-locality in visual perception

39

from Rock, 1995
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Selecting information through attention

Selecting the focus of attention

Once a region is attended to, the inhibition of return mechanism inhibits that
region so that the next most salient region is selected.

Computational Perception and Scene Analysis, Apr 20, 2004 / Michael S. Lewicki, CMU !! !
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from Itti et. al, 1998
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Selecting information through attention

Selecting the focus of attention

Times is simulated to incorporate known psychophysical aspects of human visual
search (e.g. a region is not attend again for a period of 500-900 ms).

Computational Perception and Scene Analysis, Apr 20, 2004 / Michael S. Lewicki, CMU !! !
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from Itti et. al, 1998
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Selecting information through attention

Selecting the focus of attention

Notice that the IOR dynamically influences the saliency map.

Computational Perception and Scene Analysis, Apr 20, 2004 / Michael S. Lewicki, CMU !! !
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from Itti et. al, 1998
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Selecting information through attention

Selecting the focus of attention

Computational Perception and Scene Analysis, Apr 20, 2004 / Michael S. Lewicki, CMU !! !
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from Itti et. al, 1998
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Selecting information through attentionOlshausen et al (1993): Dynamic routing circuit

The stages show hypothetical
corresponding visual cortex areas and
the resolution of particular regions at
the various stages.

Computational Perception and Scene Analysis, Apr 20, 2004 / Michael S. Lewicki, CMU !! !
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from Olshausen et al, 1993
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Olshausen et al (1993): Dynamic routing circuit

This time the window of attention is
focused on a larger spatial scale.

Questions:

• Model performs attentional
selection by finding blobs.

• How could regions be selected
automatically?

Computational Perception and Scene Analysis, Apr 20, 2004 / Michael S. Lewicki, CMU !! !

!

? 10

Selecting information through attention

45

from Olshausen et al, 1993
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The importance of context

46

example courtesy of Antonio Torralba
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The importance of context

47

example courtesy of Antonio Torralba
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Non-locality in visual perception

from Goldstein, 2001 
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Non-locality in visual perception

from Goldstein, 2001 
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It starts here
Eye Anatomy

• Photoreceptors: rods (night vision) and cones (day vision)
• Other layers: processing to enhance SNR and maximize information transmission
• All visual information is conveyed to brain through about 1 million fibers in the

optic nerve.

Computational Perception and Scene Analysis, Feb 3, 2004 / Michael S. Lewicki, CMU !! !
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from Hubel, 1988
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The real thing
Retinal cross section: the real thing

Computational Perception and Scene Analysis, Feb 3, 2004 / Michael S. Lewicki, CMU !! !
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from Wandell, 1995
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Real-world problems start at the lowest level

52

from Rodieck, 1998
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Example: Auditory coding

53

from Moore, 1997 
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Course objectives

54

• comprehensive understanding of computations in perception

• reason scientifically about problems and issues 

• abstract essential computational properties 

• create models and algorithms
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Course requirements

• assigned background material 

• participation in class discussion 

• homework assignments 

• class presentation on a perceptual research issue (of your choice)

• write-up describing the research issue 

• independent research project (grad students)

55
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Grades

56

undergrad grad

homeworks 75% 60%

presentation 
& writeup 25% 20%

project (10%) 20%

Grad students must complete a course project.



Date Notes Topics
Tue Jan 15 Course overview and general issues
Thu Jan 17

Sound localization, linear systems theoryTue Jan 22 HW 1
Thu Jan 24
Tue Jan 29 Bayesian Inference
Thu Jan 31 HW1 due; HW2 Auditory sensory coding, information theoryTue Feb 5
Thu Feb 7

Visual sensory coding, information theoryTue Feb 12 HW2 due; HW3
Thu Feb 14
Tue Feb 19
Thu Feb 21

Computation and representation of visual motion, regularizationTue Feb 26 HW3 due; HW4
Thu Mar 28
Tue Mar 4 Perceptual inference, Bayesian modelingThu Mar 6 HW4 due

Mar 10-14 spring break no class
Tue Mar 18 grad project proposals due Visual structure, representation of shape and surfacesThu Mar 20
Tue Mar 25 HW5 Perceptual constancyThu Mar 27
Tue Apr 1 Auditory structureThu Apr 3
Tue Apr 8 HW5 due Auditory scene analysisThu Apr 10
Tue Apr 15 Eye movements
Thu Apr 17 Spring Carnival no class
Tue Apr 22 HW6 Visual search
Thu Apr 24 Visual scene analysis
Tue Apr 29 Perceptual organization
Thu May 1 HW6 due Object recognition and class retrospective
Fri May 2 grad project reports due


