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Scene analysis and eye movements

Eye movements are not random

Computational Perception and Scene Analysis, Apr 13, 2004 / Michael S. Lewicki, CMU !! !
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Distribution of rods and cones

Maximum accuity is in the fovea:

• about 50,000 cones, each about 30 seconds of visual angle
• no sharp border, but about 250 cones across
• about 2! of visual angle

Computational Perception and Scene Analysis, Feb 3, 2004 / Michael S. Lewicki, CMU !! !
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Distribution of rods and cones

• ~ 200,000 cones in fovea (~ 500 cones in diameter, 3-4º in area)

• ~ 17,500 in central rod-free fovea (~ 150 cones in diameter, 1º in area, )
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Visualizing our variable spatial resolution
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from Stuart Anstis
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Simulating variable spatial resolution (from Anstis, 1998)

5

3

Fig. 1b by applying radial blur (Spin=1, Zoom=4) in Adobe Photoshop, to produce a
picture which keeps its original sharpness at the centre but is progressively blurred
toward the periphery.  It is important that the reader should at all times strictly fixate
of the centre of the picture, just above the head of the man in the black jacket. The
blur function in Fig. 1b has been exaggerated for purposes of exposition, but if it were
not for this then Fig. 1b would look equally sharp all over because the progressive blur
in the stimulus would match the progressive neural blur in the eye.  The amount of
blurring in the stimulus gives a rough idea of the amount of neural blurring that occurs
in peripheral vision, of which we are seldom aware. Ideally, an alternation of the
superimposed sharp and blurred pictures (Figs 1a, 1b), during strict fixation of the
centre, would yield no perceptible change in the picture, showing that the two pictures
are metameric. Assuming the spatial rate of blur is calculated correctly, all details
across the picture will lie just below the Nyquist frequency of the part of the retina on
which it falls, and then the two pictures would be indistinguishable.  Oddly enough, the
viewing distance makes no difference, because bringing the picture closer to one’s
eyes makes the details get larger but also moves them further out into the periphery,
where the loss in acuity exactly balances out the gain in size. There have been some
good studies of blur discrimination (Watt. & Morgan, 1983: Hess, Pointer & Watt,
1989: Levi & Klein, 1990: Westheimer, 1991: Mather, 1996) but here we are studying
the non-discrimination of blur.
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Figure 1. The picture (a) is progressively blurred from the centre outwards (b),
simulating the progressive loss of acuity with eccentricity.

Why is the visual system organized with these varying levels of acuity?  We calculate
that it achieves considerable data compression which can reduce the bandwidth of a
picture transmitted to the brain by up to 97%. Rounding off some numbers taken
from Curcio et al (1990a, b), there are 1 million ganglion cells spread unequally across
the total retinal area of 1000 mm2.  In the central fovea the peak density of ganglion
cells is 35K cells/mm2, with at least two ganglion cells connected to every cone in the
central fovea, perhaps one ON-ganglion and on OFF-ganglion.  As one proceeds
further into the periphery, of course, the ganglion receptive fields get larger, and more
and more photoreceptors have to share each ganglion.  Curcio et al. bring out the
extreme inequality of the distribution of retinal ganglion cells by pointing out that the
gradient of functional ganglion density from fovea to periphery is in the order of
1000:1, and that 50% of the ganglion cells lie within 16° of the foveal centre, a region
that comprises only 7% of the total area. Figure 1 ignores several known non-
uniformities, such as a slight favouring of the lower visual field (superior retina), which
at eccentricities greater than 2.5° has 12% more visual cortex (Van Essen et al. 1984),
and at eccentricities greater than 15° has 60% more retinal ganglion cells (Curcio &
Allen 1990), compared to the upper visual field (inferior retina).  There is a much
greater favouring of the temporal visual field (nasal retina) which at eccentricities
greater than 15° has 300% more retinal ganglion cells (Curcio & Allen 1990),
compared to the nasal visual field (temporal retina).

The advantages of the real visual system can be brought out by comparing it with two
imaginary ones.  If all the existing 1M ganglion cells were to be packed in together at

6

Simulating variable spatial resolution (from Anstis, 1998)
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Different computational goals of eye movements

• saccadic integration:     use eye movements to represent different parts of 

the scene

• optimal visual search:   move eyes to find target

• more general:                 move eyes to maximize information gain
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Eye movements on natural scenes

Red circles are center of gaze recorded every 20 ms. Square is 1! visual angle.
Subjects tend to look at regions of high spatial contrast, but exact location and
sequence is unpredictable. (from Reinagel and Zador, 1999)
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Eye movements are task dependent

Subjects view same picture
(A) were given di!erent
instructions:

B. free viewing
C. estimate economic level
D. judge their ages
E. guess what they had

been doing before
visitor’s arrival

F. remember the clothes
worn by the people

(From Yarbus, 1967)
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As shown in Figure 5B, burst magnitudes were unaffected by
when, in time, the burst occurred. In addition, Figure 5B shows
the average time of occurrence of each of the first six saccades
after the presentation of the scene. The saccade data (n ! 20,510
saccades) show a linear relationship between the number of
saccades made and time, indicating that eye movements were
programmed at a relatively fixed rate. The slope of the linear fit
was 241 msec/saccade, or just over four eye movements per
second. This means, for instance, that if the maximum burst
began 1500 msec after the beginning of a trial, there would be, on
average, six saccades preceding that burst (Fig. 5A, bottom plot).
Taken together, we see that burst magnitude does not change as
a function of time or the number of preceding saccades.

Next we asked how closely the observed changes in neural
activity related to overt aspects of the animals’ behavior. For this
analysis, we constructed event-triggered averages aligned on the
monkeys’ visual acquisition of the target and on their manual
lever pulls. Figure 6 illustrates the population activity averaged
across the 32 cells that showed significant selective bursting be-
havior in both the isolated and scene conditions. For each cell,
trials containing the most effective and least effective stimuli were
extracted. Spike density estimates were calculated using the adap-
tive kernel procedure (Richmond et al., 1990) and were normal-
ized to the maximum rate observed in the effective/isolated
condition on a cell-by-cell basis. In Figure 6A, time 0 marks the
arrival of gaze direction to within 1.5° of the center of the target
(target acquisition), whereas in Figure 6B, the same trials are

aligned on the manual response. In the isolated trials, the mon-
keys acquired the target at the moment the stimuli appeared (or
the trial was aborted), and the solid gray line in Figure 6A closely
resembles the spike density functions for the single cells shown in
Figure 2. For both the isolated ( gray) and embedded (black)
conditions, there is a clear difference between trials with effective
targets (solid lines) and those with ineffective targets (dotted lines),
demonstrating the selectivity of this cell population and the fact
that in the absence of an appropriate stimulus, little if any mod-
ulation in activity is observed.

We estimated the time at which the population response to the
effective targets diverged significantly from the response to inef-
fective stimuli for both the isolated and embedded conditions by
conducting repeated pairwise t tests for consecutive 10 msec
epochs spaced 5 msec apart (Fig. 6A, gray and black asterisks
along the abscissa). In the isolated condition, repeated significant
differences ( p " 0.01) began 100 msec after stimulus onset,
providing an estimate of the response latency of our cells to
conventionally presented effective stimuli. However, in the em-
bedded condition, differential response to effective targets began
95 msec before the eyes acquired the target. The shallower slope
for the effective/embedded conditions indicates that this preacti-
vation did not occur at the same time on every trial. A second
peak in this activity profile, starting #100 msec after target
acquisition, aligns almost perfectly with the activity profile in the
isolated condition, suggesting that a second round of processing
began only after the eyes landed on the target.

Figure 3. The embedded search task: associated behavior and neuronal response. A, Representation of the actual visual stimulus presented on a single
trial with eye movement records superimposed. On each trial in the embedded condition, one of the target objects was placed at a random location within
one of 100 background scenes. The eye trace starts near the center of the screen and ends atop the embedded target, which on this trial was the most
effective stimulus of the cell (as indicated by Fig. 1A). The red circle and inset show the location and identity of the target (neither was present in the
experiment). Before the trial, the monkey did not know which target would be present or where it would appear. The behavioral and neural responses
for this trial are depicted in the graph below. The bottom section of the plot shows the distance from the center of gaze to the target as a function of time.
The stimulus appeared at time 0 ( green vertical line); the vertical blue line denotes the time of the lever pull and stimulus disappearance. In this plot,
saccades are indicated by sharp transitions in the distance function, and fixations are indicated by the flat epochs. Spikes occurring on this trial are shown
above the plot, as is a spike density function estimate. The dotted line in this and subsequent plots corresponds to an estimate of 100 spikes per second.
Note the silence of the cell between scene onset and the time at which the animal appears to notice the target and responds. B, A single embedded trial
for the cell of Figure 2 B.

1344 J. Neurosci., February 15, 2001, 21(4):1340–1350 Sheinberg and Logothetis • Neural Activity during Visual Exploration
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The double take responses

how much of the observed response results from the sudden onset
of a single target, because this external event presumably captures
the attention of the entire visual system. Analysis of neural
activity during search helped clarify this issue because, under
these conditions, targets were often noticed only hundreds of
milliseconds after the stimulus initially appeared. Nevertheless,
even without abrupt external transients and in the presence of
unconstrained eye movements and complex visual surrounds,
stimulus-selective neurons still responded shortly before the mon-

key’s overt manual response. Closer inspection of the precise
timing of this response revealed that information about the iden-
tity of targets was sometimes extracted before the eyes acquired
the target, but only if the monkey was about to fixate the target.
Behaviorally, this preview led to speeded reaction times, indicat-
ing that the information not only was available to the visual
system but also was used to guide behavior.

Although most studies of temporal cortical neurons have con-
centrated on the responses to complex but isolated figures, we
specifically set out to determine how these cells would respond
during exploration of equally complex backgrounds. Gallant et al.
(1998) previously examined the effect of free viewing of natural
scenes on neural activity in visual areas V1, V2, and V4 and
reported an overall reduction in activity during exploration,
which they attributed to both suboptimal stimulation and sur-
round inhibition. Our results in the temporal cortex are compat-
ible with these findings, because very little discharge activity was
observed while the monkeys explored the scenes before finding
effective target stimuli. We analyzed the entire period encom-
passing the active search and were struck by the fact that inciden-
tal objects encountered in these epochs rarely led to bursts of
activity similar in magnitude to the discharges elicited by partic-
ular effective targets. If these bursts had occurred, then their
presence would be evident, for example, in Figure 4 for the
embedded trials with ineffective targets. Instead, the visually
selective cells did not contribute in any obvious way to the
representation of random features or other objects located in the
scenes. One interpretation of these results is that visual neurons
in the temporal lobes are more involved in connecting particular
feature configurations with learned actions or other mental asso-
ciations than they are with the analysis of all visual patterns.

Previous studies have shown that the presentation of multiple
isolated stimuli can have suppressive effects on cell responses in
both early visual areas (Reynolds et al., 1999) and temporal
cortex (Sato, 1989; Miller et al., 1993; Rolls and Tovee, 1995;
Missal et al., 1999). These experiments demonstrate that the
response of a cell to multiple stimuli cannot be predicted by the
response to each of the constituent stimuli alone. Instead, inter-
actions between multiple stimuli appear to compete for neural
representation (Chelazzi et al., 1998; Reynolds et al., 1999). In
this study, we also found that for !20% of cells that were stimulus
selective in isolation, response magnitudes to effective stimuli
were significantly reduced in the presence of the complex sur-
rounds. This effect was observed even when the monkeys looked
directly at the target stimulus and correctly identified it. One
possibility is that that response selectivity of cells, which appears
to be plastic and modifiable by experience (Sakai et al., 1994;
Logothetis et al., 1995; Booth and Rolls, 1998; Kobatake et al.,
1998), must also adapt to respond under conditions of complex
surrounds. In our experiments, the monkeys had repeatedly ex-
perienced targets that were both in isolation and embedded in
scenes by the time-selective cells were recorded; presumably,
many but not all stimulus-selective cells could have adapted to
both conditions. One prediction of this hypothesis is that the
amount of suppression observed in an experiment will depend on
the level of experience the monkey has had with the test objects
in complex environments.

Previous studies also suggest that in the course of visual search,
the observed competitive effects may also be controlled by the
active selection of targets by the perceiver for subsequent pro-
cessing. Reynolds et al. (1999), for example, found that by direct-
ing the monkey to attend to a particular stimulus, the competitive

Figure 9. Double-take responses. A, Example trial in which the monkey’s
eye movement pattern indicates that he noticed the stimulus just after
looking away from it. The eyes then quickly return to the target location,
and the monkey makes his response. The neural burst, shown in the plot
below the stimulus, occurs during the intervening fixation, after which
time the gaze returns to the target. The neural processing of the form of
the target continued independent of the eye movement and seems most
related to the state of registering the presence of the target. B, C, Other
examples of double-take trials from two different cells.

1348 J. Neurosci., February 15, 2001, 21(4):1340–1350 Sheinberg and Logothetis • Neural Activity during Visual Exploration



Classic problems in visual perceptual organization

• feature grouping

• image segmentation

• texture segmentation

• spatio-temporal/motion segmentation

• figure-ground segregation

• contour completion

• attention
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Attention and scene analysis

What is “attention” ?

• Attention in the general sense is the organization and selection of information
(bottom-up) and also the integration of the that information with existing
knowledge (top-down).

• Attention is really a complex set of interrelated processes.

Why do perceptual systems need attention?

• limited resources
• Even though we have 1012 neurons, the brain is still not su!cient to process all

the information coming out of the retina
• attentional simplifies the problem computationally by selecting information
• This also achieves a significant degree of perceptual constancy by separating the

“foreground” from the “background”

Problems:

• How do we select information from the scene?
• Can we control where or what we attend to?

CP08: Eve Movements, Visual Search, and Attention Michael S. Lewicki · Carnegie Mellon



Organizing information in a visual scene

Like scene analysis in audition, the visual system needs to select and group
information.

Di!erent attention-related tasks:

• pre-attentive cues “pop-out”
• image segregation: texture
• perceptual grouping
• selective or focal attentional
• perceptual completion
• conscious awareness

Grouping is closely related to attention because it’s part of the process of selecting
of information.
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Selective attention: saliency maps

Koch and Ulman (1985)

• based on the idea of
perceptual “pop-out” for
pre-attentive selection

• Idea is to compute muliple
feature maps, e.g. color,
orientation, contrast, motion,
etc.

• feature maps are computed in
parallel

• maps are combined at each
location to yield a saliency
map

• winner-take-all network
selects most salient region

CP08: Eve Movements, Visual Search, and Attention Michael S. Lewicki · Carnegie Mellon



A computational implementation

Itti, Koch and Neibur (1998)

• feature maps consist of 4
colour channels (R, G, B,
Y), intensity, and 4
orientations

• Gaussian pyramid creates
feature maps at 9 spatial
scales (1:1 to 1:256)

• center-surround filters
and normalization
computes local spatial
constrast for each
feature dimention

• normalization enhances
peaks

• combine across scales to
form “conspicuity” maps

• WTA and IOR act to
select attended locations

CP08: Eve Movements, Visual Search, and Attention Michael S. Lewicki · Carnegie Mellon



Computing saliency using normalization

• All feature maps are normalized to fixed range
• mean of non-local maxima is subtracted from all peaks to enhance small

numbers of strong peaks and suppress numerous comparable peaks
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Applying model to real image

Middle row shows conspicuity maps for each feature channel which is combined to
form a single saliency map. This is then used to select the focus of attention.
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Selecting the focus of attention

Once a region is attended to, the inhibition of return mechanism inhibits that
region so that the next most salient region is selected.
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Selecting the focus of attention

Times is simulated to incorporate known psychophysical aspects of human visual
search (e.g. a region is not attend again for a period of 500-900 ms).
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Selecting the focus of attention

Notice that the IOR dynamically influences the saliency map.
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Selecting the focus of attention
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Model also explains performance of visual search tasks

Itti and Koch (2000).
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Olshausen et al (1993): Dynamic routing circuit

The stages show hypothetical
corresponding visual cortex areas and
the resolution of particular regions at
the various stages.
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Olshausen et al (1993): Dynamic routing circuit

This time the window of attention is
focused on a larger spatial scale.

Questions:

• Model performs attentional
selection by finding blobs.

• How could regions be selected
automatically?

CP08: Eve Movements, Visual Search, and Attention Michael S. Lewicki · Carnegie Mellon
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Najemnik and Geisler (2005)

27

• Motivation:

- good (fast, efficient) visual search is essential for survival

- mammals must have evolved efficient strategies for selecting fixation locations

• Address two questions:

- What are the optimal eye movement strategies for a foveated visual system?

- Do humans employ such strategies?

• Main idea:

- use simplified visual search task so it’s possible to define an ideal searcher

- ideal searcher moves eyes to gain most information about target location

• Conclusions:

- Humans achieve nearly optimal search performance.

- Humans and ideal searcher do not need to integrate perfectly across fixations.
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Najemnik & Geisler: Measuring the visibility maps

28

• Optimal eye movement 
strategy depends on visibility 
of target across retina

• Need to characterize 
visibility maps to specify ideal 
searcher.

• Detection accuracy was 
measured as a function of 
target contrast and 
background noise contrast 
(0, 0.05, 0.1, 0.2) at each 
location.

• eyes fixed, monitor eye 
movements

• Measure at known locations, 
2-interval, forced choice

• summarize by contrast 
threshold value (at 82% 
accuracy) and steepness

target
%correct in fovea

fovea all locations
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Representation of the visibility maps

29

• Avg slope and intercept 
change systematically with 
eccentricity.

• These can be used 
determine the visibility map 
for any target and 
background contrast.

• Cross section of SNR for 
target detection across 
visual field.

• red: background contr. 0.05 
target contrast 0.07

• blue: background contr. 0.20 
target contrast 0.19
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The ideal searcher

30

be summarized by a contrast threshold value, the target contrast
that is detected with 82% accuracy, and by a parameter that
describes the steepness of the function (see Methods). Figure 1c
plots the foveal contrast thresholds (in units of contrast power—the
square of the contrast) for two observers. The thresholds fall
approximately along a straight line, in agreement with previous
studies using white-noise backgrounds15–17. Figure 1d plots the
relative threshold (see the figure legend) as a function of noise
contrast power for all the retinal locations. The relative thresholds
cluster around a straight line, showing that an approximately linear
relationship holds for all retinal locations tested; however, there are
systematic changes in the slopes and intercepts of the lines with the
distance of the target from the fovea (the retinal eccentricity), as
shown in Fig. 2a, b. These slope and intercept functions (together
with the steepness parameter of the psychometric function) can be
used to determine the visibility map for any combination of target
and background contrast. Figure 2c shows a cross-section of the
maps for two of the conditions in the search experiment described
later. Each map specifies, for every retinal eccentricity, the value of a
signal-to-noise ratio, d 0 , which ismonotonically related to detection
accuracy (see Methods)3.
Now consider the ideal searcher for the relatively simple search

task in which the target location is unknown but the stimulus is
presented briefly so that no eyemovements are possible. In this case,
the optimal method is template matching (that is, cross-corre-
lation)3,4. At each potential target location, the retinal image is
multiplied by a template of the target and the product is integrated
to obtain a template response. If all target locations have equal prior
probability, and if the visibility map is flat, then the locationwith the
largest template response is the most likely location of the target
(that is, the location with the greatest posterior probability). To
compute posterior probabilities when the visibility map is not flat,

template responses are weighted by the visibility at each potential
target location.

The temporally extended search task with eye movements intro-
duces two new requirements for the ideal searcher: optimal inte-
gration of responses across fixations, and optimal selection of
successive fixation locations. The flow diagram of processing
performed by the ideal searcher is shown in Fig. 3a. During the
first fixation the searcher captures responses from all potential
target locations. It then computes the posterior probability that
the target is located at each of these locations. If themaximum of the
posterior probabilities exceeds a criterion (the criterion determines
the error rate), the search stops and the location with the largest
posterior probability is reported. If the criterion is not exceeded, the
ideal searcher determines the fixation location that will maximize
the probability of finding the target after the eyemovement is made.
It then moves its eyes to that location, and the process repeats.

To integrate responses across fixations optimally, the ideal
searcher cumulates the weighted responses from each potential
target location:
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0 2
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0 2
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where t is fixation number, and d 0
ik(t) andWik(t) are the visibility and

response at display location iwhen the fixation is at display location
k(t). Equation (1) is for the case in which both stimulus noise and
internal noise are statistically independent in time (dynamic).
Equations for the more complicated case, in which the noise is a
mixture of static stimulus noise and dynamic internal noise (like the
present experiments), are given in the Supplementary Information.
The predictions reported here are for the static case, although
predictions for the dynamic case are similar (see Methods).

To compute the optimal next fixation point, kopt(T $ 1), the
ideal searcher considers each possible next fixation and picks the
location that, given its knowledge of the current posterior prob-
abilities and visibility map, will maximize the probability of cor-
rectly identifying the location of the target after the fixation:
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Maximizing accuracy is the relevant goal in the present task; other
goals (such as minimizing entropy) have been explored for certain
computer vision tasks18. Explicit expressions for equation (2) are
derived in the Supplementary Information.

Given the prior probabilities of possible target locations and the
visibility maps, which specify all the relevant values of d 0 , equations
(1) and (2) can be used to simulate the behaviour of the ideal
searcher (see Methods). Figure 3b shows a sequence of ideal
fixations. The ideal searcher performs a rather random-looking
search pattern, although it is in fact a highly principled search that
reflects the specific properties of the stimulus and the visibility map.
This figure also shows how posterior probabilities across the display
evolve over time. The location of the target is at the peak in the
posterior probability map seen downward of the left of centre.

The ideal searcher shows several other interesting qualitative
behaviours. First, it sometimes makes fixations to the display
location with the maximum posterior probability of containing
the target (MAP fixations, where MAP is short for maximum a
posteriori), and sometimes to a location near the centroid of a
cluster of locations where the posterior probabilities are high
(‘centre-of-gravity’ fixations). Both MAP and centre-of-gravity
fixations have been observed in human visual search19–21. Second,
the saccade lengths of the ideal searcher tend to be moderate in size,
because posterior probabilities at nearby locations are pushed down
and posterior probabilities at distant locations tend not to jump up
(see Fig. 3b). Human saccade lengths also tend to be moderate in

Figure 2 Representation of the visibility maps. a, b, The average slopes (a) and intercepts
(b) of the threshold functions shown in Fig. 1c, d as a function of retinal eccentricity.
Observers: circles, J.N.; triangles, W.G. c, The signal-to-noise ratio, d 0 , for target

detection across the visual field (visibility maps) for two of the conditions in the search

experiment. The red function is for a background contrast of 0.05 and a target contrast of

0.07. The broader blue function is for a background contrast of 0.20 and a target contrast

of 0.19. Note that visibility reaches a peak in the centre of the fovea and decreases rapidly

with retinal eccentricity.
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be summarized by a contrast threshold value, the target contrast
that is detected with 82% accuracy, and by a parameter that
describes the steepness of the function (see Methods). Figure 1c
plots the foveal contrast thresholds (in units of contrast power—the
square of the contrast) for two observers. The thresholds fall
approximately along a straight line, in agreement with previous
studies using white-noise backgrounds15–17. Figure 1d plots the
relative threshold (see the figure legend) as a function of noise
contrast power for all the retinal locations. The relative thresholds
cluster around a straight line, showing that an approximately linear
relationship holds for all retinal locations tested; however, there are
systematic changes in the slopes and intercepts of the lines with the
distance of the target from the fovea (the retinal eccentricity), as
shown in Fig. 2a, b. These slope and intercept functions (together
with the steepness parameter of the psychometric function) can be
used to determine the visibility map for any combination of target
and background contrast. Figure 2c shows a cross-section of the
maps for two of the conditions in the search experiment described
later. Each map specifies, for every retinal eccentricity, the value of a
signal-to-noise ratio, d 0 , which ismonotonically related to detection
accuracy (see Methods)3.
Now consider the ideal searcher for the relatively simple search

task in which the target location is unknown but the stimulus is
presented briefly so that no eyemovements are possible. In this case,
the optimal method is template matching (that is, cross-corre-
lation)3,4. At each potential target location, the retinal image is
multiplied by a template of the target and the product is integrated
to obtain a template response. If all target locations have equal prior
probability, and if the visibility map is flat, then the locationwith the
largest template response is the most likely location of the target
(that is, the location with the greatest posterior probability). To
compute posterior probabilities when the visibility map is not flat,

template responses are weighted by the visibility at each potential
target location.

The temporally extended search task with eye movements intro-
duces two new requirements for the ideal searcher: optimal inte-
gration of responses across fixations, and optimal selection of
successive fixation locations. The flow diagram of processing
performed by the ideal searcher is shown in Fig. 3a. During the
first fixation the searcher captures responses from all potential
target locations. It then computes the posterior probability that
the target is located at each of these locations. If themaximum of the
posterior probabilities exceeds a criterion (the criterion determines
the error rate), the search stops and the location with the largest
posterior probability is reported. If the criterion is not exceeded, the
ideal searcher determines the fixation location that will maximize
the probability of finding the target after the eyemovement is made.
It then moves its eyes to that location, and the process repeats.

To integrate responses across fixations optimally, the ideal
searcher cumulates the weighted responses from each potential
target location:
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where t is fixation number, and d 0
ik(t) andWik(t) are the visibility and

response at display location iwhen the fixation is at display location
k(t). Equation (1) is for the case in which both stimulus noise and
internal noise are statistically independent in time (dynamic).
Equations for the more complicated case, in which the noise is a
mixture of static stimulus noise and dynamic internal noise (like the
present experiments), are given in the Supplementary Information.
The predictions reported here are for the static case, although
predictions for the dynamic case are similar (see Methods).

To compute the optimal next fixation point, kopt(T $ 1), the
ideal searcher considers each possible next fixation and picks the
location that, given its knowledge of the current posterior prob-
abilities and visibility map, will maximize the probability of cor-
rectly identifying the location of the target after the fixation:
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Maximizing accuracy is the relevant goal in the present task; other
goals (such as minimizing entropy) have been explored for certain
computer vision tasks18. Explicit expressions for equation (2) are
derived in the Supplementary Information.

Given the prior probabilities of possible target locations and the
visibility maps, which specify all the relevant values of d 0 , equations
(1) and (2) can be used to simulate the behaviour of the ideal
searcher (see Methods). Figure 3b shows a sequence of ideal
fixations. The ideal searcher performs a rather random-looking
search pattern, although it is in fact a highly principled search that
reflects the specific properties of the stimulus and the visibility map.
This figure also shows how posterior probabilities across the display
evolve over time. The location of the target is at the peak in the
posterior probability map seen downward of the left of centre.

The ideal searcher shows several other interesting qualitative
behaviours. First, it sometimes makes fixations to the display
location with the maximum posterior probability of containing
the target (MAP fixations, where MAP is short for maximum a
posteriori), and sometimes to a location near the centroid of a
cluster of locations where the posterior probabilities are high
(‘centre-of-gravity’ fixations). Both MAP and centre-of-gravity
fixations have been observed in human visual search19–21. Second,
the saccade lengths of the ideal searcher tend to be moderate in size,
because posterior probabilities at nearby locations are pushed down
and posterior probabilities at distant locations tend not to jump up
(see Fig. 3b). Human saccade lengths also tend to be moderate in

Figure 2 Representation of the visibility maps. a, b, The average slopes (a) and intercepts
(b) of the threshold functions shown in Fig. 1c, d as a function of retinal eccentricity.
Observers: circles, J.N.; triangles, W.G. c, The signal-to-noise ratio, d 0 , for target

detection across the visual field (visibility maps) for two of the conditions in the search

experiment. The red function is for a background contrast of 0.05 and a target contrast of

0.07. The broader blue function is for a background contrast of 0.20 and a target contrast

of 0.19. Note that visibility reaches a peak in the centre of the fovea and decreases rapidly

with retinal eccentricity.
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size (see later). Third, the ideal searcher tends not to fixate display
locations that it has recently fixated (‘inhibition of return’), again
because nearby posterior probabilities are pushed down (see
Fig. 3b). Fourth, the ideal searcher sometimes makes long saccades
into regions where the posterior probabilities are low, followed by a
return saccade to a region with higher probabilities. It performs
these eye movements because excluding an unlikely region that has
not yet been inspected is sometimes the best chance for increasing
the posterior probabilities in the more likely regions. It is unknown
whether humans perform these ‘exclusion saccades’ in visual search,
although a related type of saccade is predicted for optimal eye
movements in reading22.

To compare human and ideal search quantitatively, we measured
search performance for the sine-wave target randomly embedded at
one of 85 locations tiling the 158 diameter display in a triangular
array. Measurements were made for two levels of 1/f noise contrast
(0.05 and 0.2) and for six levels of target visibility in the fovea
(d 0 ! 3, 3.5, 4, 5, 6 and 7). The visibilities were set by using the
results from the detection experiment (see Figs 1 and 2). The data
points in Fig. 4a show the median number of fixations required for
two human observers to find the target. (We obtained a similar
search performance for a third observer naive to the aims of the
study, althoughwe do not have visibility maps for that observer.) As
can be seen, search performance improves as the visibility of the
target increases and is better in the high-noise condition (presum-
ably because the visibility maps are broader; see Fig. 2c). The solid
curves show the predictions of the ideal searcher with the same
visibility maps as the human observers. Figure 4b shows how
human and ideal search performance varies with location of the
target in the display, for all 12 stimulus conditions. The results
in Fig. 4a, b imply that humans are remarkably efficient at visual
search, at least under these conditions, nearly reaching the
performance of the ideal searcher.

The obvious question is: How do humans perform so well? To
address this question, consider the three things that the ideal
searcher does in an optimal fashion: parallel detection, integration
of information across fixations, and selection of the next fixation
location. With regard to parallel detection, there is evidence that
humans are efficient at finding targets in noise under conditions in
which visibility is equal at all potential target locations4,23. Further,
in brief presentations that do not allow eye movements, humans
often process multiple target locations in parallel with equal
efficiency11,23,24. Our results indicate strongly that humans are able
to perform this kind of efficient parallel processing in complex
extended search tasks.

With regard to the integration of information across fixations,
there is evidence that humans are not very efficient8–10. So how can
they approximate ideal performance? A key insight is provided by

the solid curve in Fig. 4c, which plots the average posterior
probability at the target location as a function of the number of
fixations before the one at which the ideal searcher found the target.
The rapid rise in posterior probability implies that there is little to
be gained by integrating detailed display or posterior probability
information more than one or two fixations into the past. However,

Figure 3 Ideal searcher. a, Flow chart for the ideal searcher. b, A typical sequence of

fixations for the ideal searcher, for which the initial fixation is at the centre of the display.

The temperature plots show the posterior probability map after each fixation. There is an

elevated posterior probability at the target location (downward of the left of centre), but

initially the eye is drawn to other locations. Posterior probabilities are suppressed in the

neighbourhood of each fixation, creating ‘inhibition of return’.

Figure 4 Human versus ideal performance. a, Median number of fixations to locate the
target correctly, as a function of the target’s visibility in the fovea, for two levels of

background noise contrast: 0.05 (red lines and triangles) and 0.20 (blue lines and circles).

Solid and dashed curves are the predictions of the ideal and random searchers,

respectively. The histogram at the bottom shows the error rates of the human observers

(grey) and an ideal searcher (white). Observers: filled symbols, J.N.; open symbols, W.G.

b, Median number of fixations to locate the target correctly as a function of the target’s
eccentricity and its visibility in the fovea. The symbols are combined results for two

observers; the solid curves are the predictions of the ideal searcher. The medians were

obtained by binning with a sliding 28 window. The medians are less reliable at small

eccentricities because the average number of observations in a bin increases with the

square of the eccentricity. Noise contrast: red, 0.05; blue, 0.20. c, Posterior probability at
the target location as a function of the number of fixations before the one in which the

searcher found the target. Solid and dashed curves are the predictions of the ideal and

random searchers, respectively.
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size (see later). Third, the ideal searcher tends not to fixate display
locations that it has recently fixated (‘inhibition of return’), again
because nearby posterior probabilities are pushed down (see
Fig. 3b). Fourth, the ideal searcher sometimes makes long saccades
into regions where the posterior probabilities are low, followed by a
return saccade to a region with higher probabilities. It performs
these eye movements because excluding an unlikely region that has
not yet been inspected is sometimes the best chance for increasing
the posterior probabilities in the more likely regions. It is unknown
whether humans perform these ‘exclusion saccades’ in visual search,
although a related type of saccade is predicted for optimal eye
movements in reading22.

To compare human and ideal search quantitatively, we measured
search performance for the sine-wave target randomly embedded at
one of 85 locations tiling the 158 diameter display in a triangular
array. Measurements were made for two levels of 1/f noise contrast
(0.05 and 0.2) and for six levels of target visibility in the fovea
(d 0 ! 3, 3.5, 4, 5, 6 and 7). The visibilities were set by using the
results from the detection experiment (see Figs 1 and 2). The data
points in Fig. 4a show the median number of fixations required for
two human observers to find the target. (We obtained a similar
search performance for a third observer naive to the aims of the
study, althoughwe do not have visibility maps for that observer.) As
can be seen, search performance improves as the visibility of the
target increases and is better in the high-noise condition (presum-
ably because the visibility maps are broader; see Fig. 2c). The solid
curves show the predictions of the ideal searcher with the same
visibility maps as the human observers. Figure 4b shows how
human and ideal search performance varies with location of the
target in the display, for all 12 stimulus conditions. The results
in Fig. 4a, b imply that humans are remarkably efficient at visual
search, at least under these conditions, nearly reaching the
performance of the ideal searcher.

The obvious question is: How do humans perform so well? To
address this question, consider the three things that the ideal
searcher does in an optimal fashion: parallel detection, integration
of information across fixations, and selection of the next fixation
location. With regard to parallel detection, there is evidence that
humans are efficient at finding targets in noise under conditions in
which visibility is equal at all potential target locations4,23. Further,
in brief presentations that do not allow eye movements, humans
often process multiple target locations in parallel with equal
efficiency11,23,24. Our results indicate strongly that humans are able
to perform this kind of efficient parallel processing in complex
extended search tasks.

With regard to the integration of information across fixations,
there is evidence that humans are not very efficient8–10. So how can
they approximate ideal performance? A key insight is provided by

the solid curve in Fig. 4c, which plots the average posterior
probability at the target location as a function of the number of
fixations before the one at which the ideal searcher found the target.
The rapid rise in posterior probability implies that there is little to
be gained by integrating detailed display or posterior probability
information more than one or two fixations into the past. However,

Figure 3 Ideal searcher. a, Flow chart for the ideal searcher. b, A typical sequence of

fixations for the ideal searcher, for which the initial fixation is at the centre of the display.

The temperature plots show the posterior probability map after each fixation. There is an

elevated posterior probability at the target location (downward of the left of centre), but

initially the eye is drawn to other locations. Posterior probabilities are suppressed in the

neighbourhood of each fixation, creating ‘inhibition of return’.

Figure 4 Human versus ideal performance. a, Median number of fixations to locate the
target correctly, as a function of the target’s visibility in the fovea, for two levels of

background noise contrast: 0.05 (red lines and triangles) and 0.20 (blue lines and circles).

Solid and dashed curves are the predictions of the ideal and random searchers,

respectively. The histogram at the bottom shows the error rates of the human observers

(grey) and an ideal searcher (white). Observers: filled symbols, J.N.; open symbols, W.G.

b, Median number of fixations to locate the target correctly as a function of the target’s
eccentricity and its visibility in the fovea. The symbols are combined results for two

observers; the solid curves are the predictions of the ideal searcher. The medians were

obtained by binning with a sliding 28 window. The medians are less reliable at small

eccentricities because the average number of observations in a bin increases with the

square of the eccentricity. Noise contrast: red, 0.05; blue, 0.20. c, Posterior probability at
the target location as a function of the number of fixations before the one in which the

searcher found the target. Solid and dashed curves are the predictions of the ideal and

random searchers, respectively.
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size (see later). Third, the ideal searcher tends not to fixate display
locations that it has recently fixated (‘inhibition of return’), again
because nearby posterior probabilities are pushed down (see
Fig. 3b). Fourth, the ideal searcher sometimes makes long saccades
into regions where the posterior probabilities are low, followed by a
return saccade to a region with higher probabilities. It performs
these eye movements because excluding an unlikely region that has
not yet been inspected is sometimes the best chance for increasing
the posterior probabilities in the more likely regions. It is unknown
whether humans perform these ‘exclusion saccades’ in visual search,
although a related type of saccade is predicted for optimal eye
movements in reading22.

To compare human and ideal search quantitatively, we measured
search performance for the sine-wave target randomly embedded at
one of 85 locations tiling the 158 diameter display in a triangular
array. Measurements were made for two levels of 1/f noise contrast
(0.05 and 0.2) and for six levels of target visibility in the fovea
(d 0 ! 3, 3.5, 4, 5, 6 and 7). The visibilities were set by using the
results from the detection experiment (see Figs 1 and 2). The data
points in Fig. 4a show the median number of fixations required for
two human observers to find the target. (We obtained a similar
search performance for a third observer naive to the aims of the
study, althoughwe do not have visibility maps for that observer.) As
can be seen, search performance improves as the visibility of the
target increases and is better in the high-noise condition (presum-
ably because the visibility maps are broader; see Fig. 2c). The solid
curves show the predictions of the ideal searcher with the same
visibility maps as the human observers. Figure 4b shows how
human and ideal search performance varies with location of the
target in the display, for all 12 stimulus conditions. The results
in Fig. 4a, b imply that humans are remarkably efficient at visual
search, at least under these conditions, nearly reaching the
performance of the ideal searcher.

The obvious question is: How do humans perform so well? To
address this question, consider the three things that the ideal
searcher does in an optimal fashion: parallel detection, integration
of information across fixations, and selection of the next fixation
location. With regard to parallel detection, there is evidence that
humans are efficient at finding targets in noise under conditions in
which visibility is equal at all potential target locations4,23. Further,
in brief presentations that do not allow eye movements, humans
often process multiple target locations in parallel with equal
efficiency11,23,24. Our results indicate strongly that humans are able
to perform this kind of efficient parallel processing in complex
extended search tasks.

With regard to the integration of information across fixations,
there is evidence that humans are not very efficient8–10. So how can
they approximate ideal performance? A key insight is provided by

the solid curve in Fig. 4c, which plots the average posterior
probability at the target location as a function of the number of
fixations before the one at which the ideal searcher found the target.
The rapid rise in posterior probability implies that there is little to
be gained by integrating detailed display or posterior probability
information more than one or two fixations into the past. However,

Figure 3 Ideal searcher. a, Flow chart for the ideal searcher. b, A typical sequence of

fixations for the ideal searcher, for which the initial fixation is at the centre of the display.

The temperature plots show the posterior probability map after each fixation. There is an

elevated posterior probability at the target location (downward of the left of centre), but

initially the eye is drawn to other locations. Posterior probabilities are suppressed in the

neighbourhood of each fixation, creating ‘inhibition of return’.

Figure 4 Human versus ideal performance. a, Median number of fixations to locate the
target correctly, as a function of the target’s visibility in the fovea, for two levels of

background noise contrast: 0.05 (red lines and triangles) and 0.20 (blue lines and circles).

Solid and dashed curves are the predictions of the ideal and random searchers,

respectively. The histogram at the bottom shows the error rates of the human observers

(grey) and an ideal searcher (white). Observers: filled symbols, J.N.; open symbols, W.G.

b, Median number of fixations to locate the target correctly as a function of the target’s
eccentricity and its visibility in the fovea. The symbols are combined results for two

observers; the solid curves are the predictions of the ideal searcher. The medians were

obtained by binning with a sliding 28 window. The medians are less reliable at small

eccentricities because the average number of observations in a bin increases with the

square of the eccentricity. Noise contrast: red, 0.05; blue, 0.20. c, Posterior probability at
the target location as a function of the number of fixations before the one in which the

searcher found the target. Solid and dashed curves are the predictions of the ideal and

random searchers, respectively.
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size (see later). Third, the ideal searcher tends not to fixate display
locations that it has recently fixated (‘inhibition of return’), again
because nearby posterior probabilities are pushed down (see
Fig. 3b). Fourth, the ideal searcher sometimes makes long saccades
into regions where the posterior probabilities are low, followed by a
return saccade to a region with higher probabilities. It performs
these eye movements because excluding an unlikely region that has
not yet been inspected is sometimes the best chance for increasing
the posterior probabilities in the more likely regions. It is unknown
whether humans perform these ‘exclusion saccades’ in visual search,
although a related type of saccade is predicted for optimal eye
movements in reading22.

To compare human and ideal search quantitatively, we measured
search performance for the sine-wave target randomly embedded at
one of 85 locations tiling the 158 diameter display in a triangular
array. Measurements were made for two levels of 1/f noise contrast
(0.05 and 0.2) and for six levels of target visibility in the fovea
(d 0 ! 3, 3.5, 4, 5, 6 and 7). The visibilities were set by using the
results from the detection experiment (see Figs 1 and 2). The data
points in Fig. 4a show the median number of fixations required for
two human observers to find the target. (We obtained a similar
search performance for a third observer naive to the aims of the
study, althoughwe do not have visibility maps for that observer.) As
can be seen, search performance improves as the visibility of the
target increases and is better in the high-noise condition (presum-
ably because the visibility maps are broader; see Fig. 2c). The solid
curves show the predictions of the ideal searcher with the same
visibility maps as the human observers. Figure 4b shows how
human and ideal search performance varies with location of the
target in the display, for all 12 stimulus conditions. The results
in Fig. 4a, b imply that humans are remarkably efficient at visual
search, at least under these conditions, nearly reaching the
performance of the ideal searcher.

The obvious question is: How do humans perform so well? To
address this question, consider the three things that the ideal
searcher does in an optimal fashion: parallel detection, integration
of information across fixations, and selection of the next fixation
location. With regard to parallel detection, there is evidence that
humans are efficient at finding targets in noise under conditions in
which visibility is equal at all potential target locations4,23. Further,
in brief presentations that do not allow eye movements, humans
often process multiple target locations in parallel with equal
efficiency11,23,24. Our results indicate strongly that humans are able
to perform this kind of efficient parallel processing in complex
extended search tasks.

With regard to the integration of information across fixations,
there is evidence that humans are not very efficient8–10. So how can
they approximate ideal performance? A key insight is provided by

the solid curve in Fig. 4c, which plots the average posterior
probability at the target location as a function of the number of
fixations before the one at which the ideal searcher found the target.
The rapid rise in posterior probability implies that there is little to
be gained by integrating detailed display or posterior probability
information more than one or two fixations into the past. However,

Figure 3 Ideal searcher. a, Flow chart for the ideal searcher. b, A typical sequence of

fixations for the ideal searcher, for which the initial fixation is at the centre of the display.

The temperature plots show the posterior probability map after each fixation. There is an

elevated posterior probability at the target location (downward of the left of centre), but

initially the eye is drawn to other locations. Posterior probabilities are suppressed in the

neighbourhood of each fixation, creating ‘inhibition of return’.

Figure 4 Human versus ideal performance. a, Median number of fixations to locate the
target correctly, as a function of the target’s visibility in the fovea, for two levels of

background noise contrast: 0.05 (red lines and triangles) and 0.20 (blue lines and circles).

Solid and dashed curves are the predictions of the ideal and random searchers,

respectively. The histogram at the bottom shows the error rates of the human observers

(grey) and an ideal searcher (white). Observers: filled symbols, J.N.; open symbols, W.G.

b, Median number of fixations to locate the target correctly as a function of the target’s
eccentricity and its visibility in the fovea. The symbols are combined results for two

observers; the solid curves are the predictions of the ideal searcher. The medians were

obtained by binning with a sliding 28 window. The medians are less reliable at small

eccentricities because the average number of observations in a bin increases with the

square of the eccentricity. Noise contrast: red, 0.05; blue, 0.20. c, Posterior probability at
the target location as a function of the number of fixations before the one in which the

searcher found the target. Solid and dashed curves are the predictions of the ideal and

random searchers, respectively.
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size (see later). Third, the ideal searcher tends not to fixate display
locations that it has recently fixated (‘inhibition of return’), again
because nearby posterior probabilities are pushed down (see
Fig. 3b). Fourth, the ideal searcher sometimes makes long saccades
into regions where the posterior probabilities are low, followed by a
return saccade to a region with higher probabilities. It performs
these eye movements because excluding an unlikely region that has
not yet been inspected is sometimes the best chance for increasing
the posterior probabilities in the more likely regions. It is unknown
whether humans perform these ‘exclusion saccades’ in visual search,
although a related type of saccade is predicted for optimal eye
movements in reading22.

To compare human and ideal search quantitatively, we measured
search performance for the sine-wave target randomly embedded at
one of 85 locations tiling the 158 diameter display in a triangular
array. Measurements were made for two levels of 1/f noise contrast
(0.05 and 0.2) and for six levels of target visibility in the fovea
(d 0 ! 3, 3.5, 4, 5, 6 and 7). The visibilities were set by using the
results from the detection experiment (see Figs 1 and 2). The data
points in Fig. 4a show the median number of fixations required for
two human observers to find the target. (We obtained a similar
search performance for a third observer naive to the aims of the
study, althoughwe do not have visibility maps for that observer.) As
can be seen, search performance improves as the visibility of the
target increases and is better in the high-noise condition (presum-
ably because the visibility maps are broader; see Fig. 2c). The solid
curves show the predictions of the ideal searcher with the same
visibility maps as the human observers. Figure 4b shows how
human and ideal search performance varies with location of the
target in the display, for all 12 stimulus conditions. The results
in Fig. 4a, b imply that humans are remarkably efficient at visual
search, at least under these conditions, nearly reaching the
performance of the ideal searcher.

The obvious question is: How do humans perform so well? To
address this question, consider the three things that the ideal
searcher does in an optimal fashion: parallel detection, integration
of information across fixations, and selection of the next fixation
location. With regard to parallel detection, there is evidence that
humans are efficient at finding targets in noise under conditions in
which visibility is equal at all potential target locations4,23. Further,
in brief presentations that do not allow eye movements, humans
often process multiple target locations in parallel with equal
efficiency11,23,24. Our results indicate strongly that humans are able
to perform this kind of efficient parallel processing in complex
extended search tasks.

With regard to the integration of information across fixations,
there is evidence that humans are not very efficient8–10. So how can
they approximate ideal performance? A key insight is provided by

the solid curve in Fig. 4c, which plots the average posterior
probability at the target location as a function of the number of
fixations before the one at which the ideal searcher found the target.
The rapid rise in posterior probability implies that there is little to
be gained by integrating detailed display or posterior probability
information more than one or two fixations into the past. However,

Figure 3 Ideal searcher. a, Flow chart for the ideal searcher. b, A typical sequence of

fixations for the ideal searcher, for which the initial fixation is at the centre of the display.

The temperature plots show the posterior probability map after each fixation. There is an

elevated posterior probability at the target location (downward of the left of centre), but

initially the eye is drawn to other locations. Posterior probabilities are suppressed in the

neighbourhood of each fixation, creating ‘inhibition of return’.

Figure 4 Human versus ideal performance. a, Median number of fixations to locate the
target correctly, as a function of the target’s visibility in the fovea, for two levels of

background noise contrast: 0.05 (red lines and triangles) and 0.20 (blue lines and circles).

Solid and dashed curves are the predictions of the ideal and random searchers,

respectively. The histogram at the bottom shows the error rates of the human observers

(grey) and an ideal searcher (white). Observers: filled symbols, J.N.; open symbols, W.G.

b, Median number of fixations to locate the target correctly as a function of the target’s
eccentricity and its visibility in the fovea. The symbols are combined results for two

observers; the solid curves are the predictions of the ideal searcher. The medians were

obtained by binning with a sliding 28 window. The medians are less reliable at small

eccentricities because the average number of observations in a bin increases with the

square of the eccentricity. Noise contrast: red, 0.05; blue, 0.20. c, Posterior probability at
the target location as a function of the number of fixations before the one in which the

searcher found the target. Solid and dashed curves are the predictions of the ideal and

random searchers, respectively.
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size (see later). Third, the ideal searcher tends not to fixate display
locations that it has recently fixated (‘inhibition of return’), again
because nearby posterior probabilities are pushed down (see
Fig. 3b). Fourth, the ideal searcher sometimes makes long saccades
into regions where the posterior probabilities are low, followed by a
return saccade to a region with higher probabilities. It performs
these eye movements because excluding an unlikely region that has
not yet been inspected is sometimes the best chance for increasing
the posterior probabilities in the more likely regions. It is unknown
whether humans perform these ‘exclusion saccades’ in visual search,
although a related type of saccade is predicted for optimal eye
movements in reading22.

To compare human and ideal search quantitatively, we measured
search performance for the sine-wave target randomly embedded at
one of 85 locations tiling the 158 diameter display in a triangular
array. Measurements were made for two levels of 1/f noise contrast
(0.05 and 0.2) and for six levels of target visibility in the fovea
(d 0 ! 3, 3.5, 4, 5, 6 and 7). The visibilities were set by using the
results from the detection experiment (see Figs 1 and 2). The data
points in Fig. 4a show the median number of fixations required for
two human observers to find the target. (We obtained a similar
search performance for a third observer naive to the aims of the
study, althoughwe do not have visibility maps for that observer.) As
can be seen, search performance improves as the visibility of the
target increases and is better in the high-noise condition (presum-
ably because the visibility maps are broader; see Fig. 2c). The solid
curves show the predictions of the ideal searcher with the same
visibility maps as the human observers. Figure 4b shows how
human and ideal search performance varies with location of the
target in the display, for all 12 stimulus conditions. The results
in Fig. 4a, b imply that humans are remarkably efficient at visual
search, at least under these conditions, nearly reaching the
performance of the ideal searcher.

The obvious question is: How do humans perform so well? To
address this question, consider the three things that the ideal
searcher does in an optimal fashion: parallel detection, integration
of information across fixations, and selection of the next fixation
location. With regard to parallel detection, there is evidence that
humans are efficient at finding targets in noise under conditions in
which visibility is equal at all potential target locations4,23. Further,
in brief presentations that do not allow eye movements, humans
often process multiple target locations in parallel with equal
efficiency11,23,24. Our results indicate strongly that humans are able
to perform this kind of efficient parallel processing in complex
extended search tasks.

With regard to the integration of information across fixations,
there is evidence that humans are not very efficient8–10. So how can
they approximate ideal performance? A key insight is provided by

the solid curve in Fig. 4c, which plots the average posterior
probability at the target location as a function of the number of
fixations before the one at which the ideal searcher found the target.
The rapid rise in posterior probability implies that there is little to
be gained by integrating detailed display or posterior probability
information more than one or two fixations into the past. However,

Figure 3 Ideal searcher. a, Flow chart for the ideal searcher. b, A typical sequence of

fixations for the ideal searcher, for which the initial fixation is at the centre of the display.

The temperature plots show the posterior probability map after each fixation. There is an

elevated posterior probability at the target location (downward of the left of centre), but

initially the eye is drawn to other locations. Posterior probabilities are suppressed in the

neighbourhood of each fixation, creating ‘inhibition of return’.

Figure 4 Human versus ideal performance. a, Median number of fixations to locate the
target correctly, as a function of the target’s visibility in the fovea, for two levels of

background noise contrast: 0.05 (red lines and triangles) and 0.20 (blue lines and circles).

Solid and dashed curves are the predictions of the ideal and random searchers,

respectively. The histogram at the bottom shows the error rates of the human observers

(grey) and an ideal searcher (white). Observers: filled symbols, J.N.; open symbols, W.G.

b, Median number of fixations to locate the target correctly as a function of the target’s
eccentricity and its visibility in the fovea. The symbols are combined results for two

observers; the solid curves are the predictions of the ideal searcher. The medians were

obtained by binning with a sliding 28 window. The medians are less reliable at small

eccentricities because the average number of observations in a bin increases with the

square of the eccentricity. Noise contrast: red, 0.05; blue, 0.20. c, Posterior probability at
the target location as a function of the number of fixations before the one in which the

searcher found the target. Solid and dashed curves are the predictions of the ideal and

random searchers, respectively.
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size (see later). Third, the ideal searcher tends not to fixate display
locations that it has recently fixated (‘inhibition of return’), again
because nearby posterior probabilities are pushed down (see
Fig. 3b). Fourth, the ideal searcher sometimes makes long saccades
into regions where the posterior probabilities are low, followed by a
return saccade to a region with higher probabilities. It performs
these eye movements because excluding an unlikely region that has
not yet been inspected is sometimes the best chance for increasing
the posterior probabilities in the more likely regions. It is unknown
whether humans perform these ‘exclusion saccades’ in visual search,
although a related type of saccade is predicted for optimal eye
movements in reading22.

To compare human and ideal search quantitatively, we measured
search performance for the sine-wave target randomly embedded at
one of 85 locations tiling the 158 diameter display in a triangular
array. Measurements were made for two levels of 1/f noise contrast
(0.05 and 0.2) and for six levels of target visibility in the fovea
(d 0 ! 3, 3.5, 4, 5, 6 and 7). The visibilities were set by using the
results from the detection experiment (see Figs 1 and 2). The data
points in Fig. 4a show the median number of fixations required for
two human observers to find the target. (We obtained a similar
search performance for a third observer naive to the aims of the
study, althoughwe do not have visibility maps for that observer.) As
can be seen, search performance improves as the visibility of the
target increases and is better in the high-noise condition (presum-
ably because the visibility maps are broader; see Fig. 2c). The solid
curves show the predictions of the ideal searcher with the same
visibility maps as the human observers. Figure 4b shows how
human and ideal search performance varies with location of the
target in the display, for all 12 stimulus conditions. The results
in Fig. 4a, b imply that humans are remarkably efficient at visual
search, at least under these conditions, nearly reaching the
performance of the ideal searcher.

The obvious question is: How do humans perform so well? To
address this question, consider the three things that the ideal
searcher does in an optimal fashion: parallel detection, integration
of information across fixations, and selection of the next fixation
location. With regard to parallel detection, there is evidence that
humans are efficient at finding targets in noise under conditions in
which visibility is equal at all potential target locations4,23. Further,
in brief presentations that do not allow eye movements, humans
often process multiple target locations in parallel with equal
efficiency11,23,24. Our results indicate strongly that humans are able
to perform this kind of efficient parallel processing in complex
extended search tasks.

With regard to the integration of information across fixations,
there is evidence that humans are not very efficient8–10. So how can
they approximate ideal performance? A key insight is provided by

the solid curve in Fig. 4c, which plots the average posterior
probability at the target location as a function of the number of
fixations before the one at which the ideal searcher found the target.
The rapid rise in posterior probability implies that there is little to
be gained by integrating detailed display or posterior probability
information more than one or two fixations into the past. However,

Figure 3 Ideal searcher. a, Flow chart for the ideal searcher. b, A typical sequence of

fixations for the ideal searcher, for which the initial fixation is at the centre of the display.

The temperature plots show the posterior probability map after each fixation. There is an

elevated posterior probability at the target location (downward of the left of centre), but

initially the eye is drawn to other locations. Posterior probabilities are suppressed in the

neighbourhood of each fixation, creating ‘inhibition of return’.

Figure 4 Human versus ideal performance. a, Median number of fixations to locate the
target correctly, as a function of the target’s visibility in the fovea, for two levels of

background noise contrast: 0.05 (red lines and triangles) and 0.20 (blue lines and circles).

Solid and dashed curves are the predictions of the ideal and random searchers,

respectively. The histogram at the bottom shows the error rates of the human observers

(grey) and an ideal searcher (white). Observers: filled symbols, J.N.; open symbols, W.G.

b, Median number of fixations to locate the target correctly as a function of the target’s
eccentricity and its visibility in the fovea. The symbols are combined results for two

observers; the solid curves are the predictions of the ideal searcher. The medians were

obtained by binning with a sliding 28 window. The medians are less reliable at small

eccentricities because the average number of observations in a bin increases with the

square of the eccentricity. Noise contrast: red, 0.05; blue, 0.20. c, Posterior probability at
the target location as a function of the number of fixations before the one in which the

searcher found the target. Solid and dashed curves are the predictions of the ideal and

random searchers, respectively.
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size (see later). Third, the ideal searcher tends not to fixate display
locations that it has recently fixated (‘inhibition of return’), again
because nearby posterior probabilities are pushed down (see
Fig. 3b). Fourth, the ideal searcher sometimes makes long saccades
into regions where the posterior probabilities are low, followed by a
return saccade to a region with higher probabilities. It performs
these eye movements because excluding an unlikely region that has
not yet been inspected is sometimes the best chance for increasing
the posterior probabilities in the more likely regions. It is unknown
whether humans perform these ‘exclusion saccades’ in visual search,
although a related type of saccade is predicted for optimal eye
movements in reading22.

To compare human and ideal search quantitatively, we measured
search performance for the sine-wave target randomly embedded at
one of 85 locations tiling the 158 diameter display in a triangular
array. Measurements were made for two levels of 1/f noise contrast
(0.05 and 0.2) and for six levels of target visibility in the fovea
(d 0 ! 3, 3.5, 4, 5, 6 and 7). The visibilities were set by using the
results from the detection experiment (see Figs 1 and 2). The data
points in Fig. 4a show the median number of fixations required for
two human observers to find the target. (We obtained a similar
search performance for a third observer naive to the aims of the
study, althoughwe do not have visibility maps for that observer.) As
can be seen, search performance improves as the visibility of the
target increases and is better in the high-noise condition (presum-
ably because the visibility maps are broader; see Fig. 2c). The solid
curves show the predictions of the ideal searcher with the same
visibility maps as the human observers. Figure 4b shows how
human and ideal search performance varies with location of the
target in the display, for all 12 stimulus conditions. The results
in Fig. 4a, b imply that humans are remarkably efficient at visual
search, at least under these conditions, nearly reaching the
performance of the ideal searcher.

The obvious question is: How do humans perform so well? To
address this question, consider the three things that the ideal
searcher does in an optimal fashion: parallel detection, integration
of information across fixations, and selection of the next fixation
location. With regard to parallel detection, there is evidence that
humans are efficient at finding targets in noise under conditions in
which visibility is equal at all potential target locations4,23. Further,
in brief presentations that do not allow eye movements, humans
often process multiple target locations in parallel with equal
efficiency11,23,24. Our results indicate strongly that humans are able
to perform this kind of efficient parallel processing in complex
extended search tasks.

With regard to the integration of information across fixations,
there is evidence that humans are not very efficient8–10. So how can
they approximate ideal performance? A key insight is provided by

the solid curve in Fig. 4c, which plots the average posterior
probability at the target location as a function of the number of
fixations before the one at which the ideal searcher found the target.
The rapid rise in posterior probability implies that there is little to
be gained by integrating detailed display or posterior probability
information more than one or two fixations into the past. However,

Figure 3 Ideal searcher. a, Flow chart for the ideal searcher. b, A typical sequence of

fixations for the ideal searcher, for which the initial fixation is at the centre of the display.

The temperature plots show the posterior probability map after each fixation. There is an

elevated posterior probability at the target location (downward of the left of centre), but

initially the eye is drawn to other locations. Posterior probabilities are suppressed in the

neighbourhood of each fixation, creating ‘inhibition of return’.

Figure 4 Human versus ideal performance. a, Median number of fixations to locate the
target correctly, as a function of the target’s visibility in the fovea, for two levels of

background noise contrast: 0.05 (red lines and triangles) and 0.20 (blue lines and circles).

Solid and dashed curves are the predictions of the ideal and random searchers,

respectively. The histogram at the bottom shows the error rates of the human observers

(grey) and an ideal searcher (white). Observers: filled symbols, J.N.; open symbols, W.G.

b, Median number of fixations to locate the target correctly as a function of the target’s
eccentricity and its visibility in the fovea. The symbols are combined results for two

observers; the solid curves are the predictions of the ideal searcher. The medians were

obtained by binning with a sliding 28 window. The medians are less reliable at small

eccentricities because the average number of observations in a bin increases with the

square of the eccentricity. Noise contrast: red, 0.05; blue, 0.20. c, Posterior probability at
the target location as a function of the number of fixations before the one in which the

searcher found the target. Solid and dashed curves are the predictions of the ideal and

random searchers, respectively.
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size (see later). Third, the ideal searcher tends not to fixate display
locations that it has recently fixated (‘inhibition of return’), again
because nearby posterior probabilities are pushed down (see
Fig. 3b). Fourth, the ideal searcher sometimes makes long saccades
into regions where the posterior probabilities are low, followed by a
return saccade to a region with higher probabilities. It performs
these eye movements because excluding an unlikely region that has
not yet been inspected is sometimes the best chance for increasing
the posterior probabilities in the more likely regions. It is unknown
whether humans perform these ‘exclusion saccades’ in visual search,
although a related type of saccade is predicted for optimal eye
movements in reading22.

To compare human and ideal search quantitatively, we measured
search performance for the sine-wave target randomly embedded at
one of 85 locations tiling the 158 diameter display in a triangular
array. Measurements were made for two levels of 1/f noise contrast
(0.05 and 0.2) and for six levels of target visibility in the fovea
(d 0 ! 3, 3.5, 4, 5, 6 and 7). The visibilities were set by using the
results from the detection experiment (see Figs 1 and 2). The data
points in Fig. 4a show the median number of fixations required for
two human observers to find the target. (We obtained a similar
search performance for a third observer naive to the aims of the
study, althoughwe do not have visibility maps for that observer.) As
can be seen, search performance improves as the visibility of the
target increases and is better in the high-noise condition (presum-
ably because the visibility maps are broader; see Fig. 2c). The solid
curves show the predictions of the ideal searcher with the same
visibility maps as the human observers. Figure 4b shows how
human and ideal search performance varies with location of the
target in the display, for all 12 stimulus conditions. The results
in Fig. 4a, b imply that humans are remarkably efficient at visual
search, at least under these conditions, nearly reaching the
performance of the ideal searcher.

The obvious question is: How do humans perform so well? To
address this question, consider the three things that the ideal
searcher does in an optimal fashion: parallel detection, integration
of information across fixations, and selection of the next fixation
location. With regard to parallel detection, there is evidence that
humans are efficient at finding targets in noise under conditions in
which visibility is equal at all potential target locations4,23. Further,
in brief presentations that do not allow eye movements, humans
often process multiple target locations in parallel with equal
efficiency11,23,24. Our results indicate strongly that humans are able
to perform this kind of efficient parallel processing in complex
extended search tasks.

With regard to the integration of information across fixations,
there is evidence that humans are not very efficient8–10. So how can
they approximate ideal performance? A key insight is provided by

the solid curve in Fig. 4c, which plots the average posterior
probability at the target location as a function of the number of
fixations before the one at which the ideal searcher found the target.
The rapid rise in posterior probability implies that there is little to
be gained by integrating detailed display or posterior probability
information more than one or two fixations into the past. However,

Figure 3 Ideal searcher. a, Flow chart for the ideal searcher. b, A typical sequence of

fixations for the ideal searcher, for which the initial fixation is at the centre of the display.

The temperature plots show the posterior probability map after each fixation. There is an

elevated posterior probability at the target location (downward of the left of centre), but

initially the eye is drawn to other locations. Posterior probabilities are suppressed in the

neighbourhood of each fixation, creating ‘inhibition of return’.

Figure 4 Human versus ideal performance. a, Median number of fixations to locate the
target correctly, as a function of the target’s visibility in the fovea, for two levels of

background noise contrast: 0.05 (red lines and triangles) and 0.20 (blue lines and circles).

Solid and dashed curves are the predictions of the ideal and random searchers,

respectively. The histogram at the bottom shows the error rates of the human observers

(grey) and an ideal searcher (white). Observers: filled symbols, J.N.; open symbols, W.G.

b, Median number of fixations to locate the target correctly as a function of the target’s
eccentricity and its visibility in the fovea. The symbols are combined results for two

observers; the solid curves are the predictions of the ideal searcher. The medians were

obtained by binning with a sliding 28 window. The medians are less reliable at small

eccentricities because the average number of observations in a bin increases with the

square of the eccentricity. Noise contrast: red, 0.05; blue, 0.20. c, Posterior probability at
the target location as a function of the number of fixations before the one in which the

searcher found the target. Solid and dashed curves are the predictions of the ideal and

random searchers, respectively.
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size (see later). Third, the ideal searcher tends not to fixate display
locations that it has recently fixated (‘inhibition of return’), again
because nearby posterior probabilities are pushed down (see
Fig. 3b). Fourth, the ideal searcher sometimes makes long saccades
into regions where the posterior probabilities are low, followed by a
return saccade to a region with higher probabilities. It performs
these eye movements because excluding an unlikely region that has
not yet been inspected is sometimes the best chance for increasing
the posterior probabilities in the more likely regions. It is unknown
whether humans perform these ‘exclusion saccades’ in visual search,
although a related type of saccade is predicted for optimal eye
movements in reading22.

To compare human and ideal search quantitatively, we measured
search performance for the sine-wave target randomly embedded at
one of 85 locations tiling the 158 diameter display in a triangular
array. Measurements were made for two levels of 1/f noise contrast
(0.05 and 0.2) and for six levels of target visibility in the fovea
(d 0 ! 3, 3.5, 4, 5, 6 and 7). The visibilities were set by using the
results from the detection experiment (see Figs 1 and 2). The data
points in Fig. 4a show the median number of fixations required for
two human observers to find the target. (We obtained a similar
search performance for a third observer naive to the aims of the
study, althoughwe do not have visibility maps for that observer.) As
can be seen, search performance improves as the visibility of the
target increases and is better in the high-noise condition (presum-
ably because the visibility maps are broader; see Fig. 2c). The solid
curves show the predictions of the ideal searcher with the same
visibility maps as the human observers. Figure 4b shows how
human and ideal search performance varies with location of the
target in the display, for all 12 stimulus conditions. The results
in Fig. 4a, b imply that humans are remarkably efficient at visual
search, at least under these conditions, nearly reaching the
performance of the ideal searcher.

The obvious question is: How do humans perform so well? To
address this question, consider the three things that the ideal
searcher does in an optimal fashion: parallel detection, integration
of information across fixations, and selection of the next fixation
location. With regard to parallel detection, there is evidence that
humans are efficient at finding targets in noise under conditions in
which visibility is equal at all potential target locations4,23. Further,
in brief presentations that do not allow eye movements, humans
often process multiple target locations in parallel with equal
efficiency11,23,24. Our results indicate strongly that humans are able
to perform this kind of efficient parallel processing in complex
extended search tasks.

With regard to the integration of information across fixations,
there is evidence that humans are not very efficient8–10. So how can
they approximate ideal performance? A key insight is provided by

the solid curve in Fig. 4c, which plots the average posterior
probability at the target location as a function of the number of
fixations before the one at which the ideal searcher found the target.
The rapid rise in posterior probability implies that there is little to
be gained by integrating detailed display or posterior probability
information more than one or two fixations into the past. However,

Figure 3 Ideal searcher. a, Flow chart for the ideal searcher. b, A typical sequence of

fixations for the ideal searcher, for which the initial fixation is at the centre of the display.

The temperature plots show the posterior probability map after each fixation. There is an

elevated posterior probability at the target location (downward of the left of centre), but

initially the eye is drawn to other locations. Posterior probabilities are suppressed in the

neighbourhood of each fixation, creating ‘inhibition of return’.

Figure 4 Human versus ideal performance. a, Median number of fixations to locate the
target correctly, as a function of the target’s visibility in the fovea, for two levels of

background noise contrast: 0.05 (red lines and triangles) and 0.20 (blue lines and circles).

Solid and dashed curves are the predictions of the ideal and random searchers,

respectively. The histogram at the bottom shows the error rates of the human observers

(grey) and an ideal searcher (white). Observers: filled symbols, J.N.; open symbols, W.G.

b, Median number of fixations to locate the target correctly as a function of the target’s
eccentricity and its visibility in the fovea. The symbols are combined results for two

observers; the solid curves are the predictions of the ideal searcher. The medians were

obtained by binning with a sliding 28 window. The medians are less reliable at small

eccentricities because the average number of observations in a bin increases with the

square of the eccentricity. Noise contrast: red, 0.05; blue, 0.20. c, Posterior probability at
the target location as a function of the number of fixations before the one in which the

searcher found the target. Solid and dashed curves are the predictions of the ideal and

random searchers, respectively.
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Interesting qualitative behaviors of the ideal searcher
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• sometimes makes fixations MAP locations, and sometimes to ‘center of gravity’ 
locations

- MAP locations have maximum probability of containing target

- ‘center of gravity’ locations represent a cluster of high posterior probabilities

- both types of fixations are observed in human visual search

• saccades of ideal searcher tend to be moderate in size

- this is because posterior probabilities of nearby locations are ‘pushed down’

- human saccades also tend to be moderate in size

• ideal searcher tends not to fixate display locations that it has recently fixated

- ‘inhibition of return’ behavior, humans also do this

• ideal searcher sometimes makes long saccades into low probability regions 
followed by a return to a region with higher probabilities

- regions not expected sometimes have best chance for increasing posterior

- not known if humans perform these ‘exclusion saccades’
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size (see later). Third, the ideal searcher tends not to fixate display
locations that it has recently fixated (‘inhibition of return’), again
because nearby posterior probabilities are pushed down (see
Fig. 3b). Fourth, the ideal searcher sometimes makes long saccades
into regions where the posterior probabilities are low, followed by a
return saccade to a region with higher probabilities. It performs
these eye movements because excluding an unlikely region that has
not yet been inspected is sometimes the best chance for increasing
the posterior probabilities in the more likely regions. It is unknown
whether humans perform these ‘exclusion saccades’ in visual search,
although a related type of saccade is predicted for optimal eye
movements in reading22.

To compare human and ideal search quantitatively, we measured
search performance for the sine-wave target randomly embedded at
one of 85 locations tiling the 158 diameter display in a triangular
array. Measurements were made for two levels of 1/f noise contrast
(0.05 and 0.2) and for six levels of target visibility in the fovea
(d 0 ! 3, 3.5, 4, 5, 6 and 7). The visibilities were set by using the
results from the detection experiment (see Figs 1 and 2). The data
points in Fig. 4a show the median number of fixations required for
two human observers to find the target. (We obtained a similar
search performance for a third observer naive to the aims of the
study, althoughwe do not have visibility maps for that observer.) As
can be seen, search performance improves as the visibility of the
target increases and is better in the high-noise condition (presum-
ably because the visibility maps are broader; see Fig. 2c). The solid
curves show the predictions of the ideal searcher with the same
visibility maps as the human observers. Figure 4b shows how
human and ideal search performance varies with location of the
target in the display, for all 12 stimulus conditions. The results
in Fig. 4a, b imply that humans are remarkably efficient at visual
search, at least under these conditions, nearly reaching the
performance of the ideal searcher.

The obvious question is: How do humans perform so well? To
address this question, consider the three things that the ideal
searcher does in an optimal fashion: parallel detection, integration
of information across fixations, and selection of the next fixation
location. With regard to parallel detection, there is evidence that
humans are efficient at finding targets in noise under conditions in
which visibility is equal at all potential target locations4,23. Further,
in brief presentations that do not allow eye movements, humans
often process multiple target locations in parallel with equal
efficiency11,23,24. Our results indicate strongly that humans are able
to perform this kind of efficient parallel processing in complex
extended search tasks.

With regard to the integration of information across fixations,
there is evidence that humans are not very efficient8–10. So how can
they approximate ideal performance? A key insight is provided by

the solid curve in Fig. 4c, which plots the average posterior
probability at the target location as a function of the number of
fixations before the one at which the ideal searcher found the target.
The rapid rise in posterior probability implies that there is little to
be gained by integrating detailed display or posterior probability
information more than one or two fixations into the past. However,

Figure 3 Ideal searcher. a, Flow chart for the ideal searcher. b, A typical sequence of

fixations for the ideal searcher, for which the initial fixation is at the centre of the display.

The temperature plots show the posterior probability map after each fixation. There is an

elevated posterior probability at the target location (downward of the left of centre), but

initially the eye is drawn to other locations. Posterior probabilities are suppressed in the

neighbourhood of each fixation, creating ‘inhibition of return’.

Figure 4 Human versus ideal performance. a, Median number of fixations to locate the
target correctly, as a function of the target’s visibility in the fovea, for two levels of

background noise contrast: 0.05 (red lines and triangles) and 0.20 (blue lines and circles).

Solid and dashed curves are the predictions of the ideal and random searchers,

respectively. The histogram at the bottom shows the error rates of the human observers

(grey) and an ideal searcher (white). Observers: filled symbols, J.N.; open symbols, W.G.

b, Median number of fixations to locate the target correctly as a function of the target’s
eccentricity and its visibility in the fovea. The symbols are combined results for two

observers; the solid curves are the predictions of the ideal searcher. The medians were

obtained by binning with a sliding 28 window. The medians are less reliable at small

eccentricities because the average number of observations in a bin increases with the

square of the eccentricity. Noise contrast: red, 0.05; blue, 0.20. c, Posterior probability at
the target location as a function of the number of fixations before the one in which the

searcher found the target. Solid and dashed curves are the predictions of the ideal and

random searchers, respectively.
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Saccadic integration

How do we put the information together?

from Tai Sing Lee.

Computational Perception and Scene Analysis, Apr 13, 2004 / Michael S. Lewicki, CMU !! !
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from Simons et al (2000) 


