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Abstract

Functional Magnetic Resonance Imaging (fMRI) is a very powerful instrument to collect data about activity in the human brain. Like in many empirical sciences, this new method has led to a flood of new data and to a need for new tools to analyze this data. Machine learning methods for classifying the cognitive state of a human subject based on its fMRI data have been applied. The major issues of this kind of learning problem can be noted as (1) the data is very sparse (tens of training examples per human subject), (2) noisy data (3) extremely high dimensional (up to 105) feature space. In order to increase the classification accuracy, it is important to come up with powerful dimensionality reduction methods. In this project, several feature selection methods are applied among different learning methods and all of them are noted to perform better than using all of the features for training the classifiers.
1 Introduction
fMRI technology offers revolutionary approaches to the study of human brain functioning, if appropriate analysis tools can be developed given the big amount of data produced. The motivation for that kind of study is to be able to decode the cognitive states of the brain, which can be used, for example in medical diagnosis such as in diagnosing Alzheimer's, given the fMRI brain activity of a specific human subject.

For developing classifiers to distinguish cognitive states of the brain, Mitchell et al. performed several case studies on human subjects in which they tried to find a mapping function in the form 

 f : 
fMRI-sequence(t1,t2) ( CognitiveState,
where fMRI-sequence(t1,t2) is the sequence of fMRI images from time t1 to t2 and CognitiveState is the set of cognitive states to be discriminated.
1.1 Picture versus Sentence study
In this fMRI case study, each subject experienced a total of 40 trials. During each trial, they were shown in sequence a sentence and a simple picture. The first stimulus (sentence/picture) was presented for 4 seconds, followed by a blank screen for 4 seconds. The second stimulus was then presented for up to 4 seconds, ending when the subject pressed the mouse button to indicate whether the sentence correctly described the picture. Finally, a rest period of 15 seconds was inserted before the next trial began. fMRI images were collected every 500 msec.
The learning task considered for this study is to train a classifier to determine, given a particular 8-second interval of fMRI data, whether the subject is viewing a sentence or a picture during this interval. 
The fMRI-sequence is described by the activities of all voxels in cortex. The average number of voxels per subject was ~5,000. Furthermore, the 8-second interval considered by the classifier contains 16 images, yielding a vector both in time and space containing ~80,000 features. On the other hand, there are only a total of 80 examples available from each subject (40 examples per class from 40 trials.
With such a sparse training data and large number of features, it is vital that good feature selection methods are applied and the dimensionality is reduced. In the following sections, first the proposed feature selection methods by Mitchell et al. are presented. Next, I give in detail the extensions I introduced to these methods. Finally, experiment results are listed and observations and conclusions are stated. 

2 Feature Selection Methods
2.1 Previous Approaches
Mitchell et al. proposed two feature selection approaches which they call as Discrim and Active. The first technique is to select those features that best discriminate the target classes. The second method is to select those features that best discriminate the target classes from some third-party base-class, which they call as ‘zero-signal-data’. 
2.1.1 Discrim

In this method, a separate classifier is trained for each voxel, where each voxel has 16 features associated with the 8-sec intervals. The accuracy of each single-voxel classifier over the training data is regarded as the measure of the discriminating power of the corresponding voxel. Top n voxels that have the highest accuracy are selected.
2.1.2 Active

In picture-sentence study, in addition to classes where a picture or a sentence is observed, there also exists data corresponding to a third condition in which the human subject is at 'rest' observing neither a picture nor a sentence, but staring at a fixation point. In this method, each voxel is scored based on how active it is relative to the fixation intervals. The most active n voxels are selected.
2.2 Proposed Extensions
In general, discrimination-based methods run the risk of selecting voxels that are irrelevant but appear nonetheless to be good discriminators when the training set is sparse, whereas the activity-based methods run the risk of choosing high signal-to-noise voxels that cannot truly discriminate the target classes. Therefore, it is a good idea to blend these two approaches to optimize learning accuracy.

2.2.1 ActiveThenDiscrim
One drawback of Discrim is that it requires more computational power than Active: a different classifier is trained for each single voxel and ranked according to its performance among the training set, whereas for Active, the activity test is only applied once to rank voxels according to their difference from the zero-signal-data. Another drawback of Discrim is that it is more prone to overfitting since its performance is evaluated on the training data. For combining these two methods, first Active is run over all features. Next, out of m>n most active voxels, most discriminating n are selected to train the final classifier. Note that in this case, the number of per-voxel classifiers while applying Discrim is considerably decreased from all number of features N to m << N.
2.2.2 DiscrimAndActive

In this method, Discrim and Active are applied separately and the intersection of the subset of voxels they return (most active AND discriminative ones) are fed to the final classifier. This method is computationally as expensive as Discrim.
2.2.3 *Time-SeriesAverage

This method is applied on top of the previously proposed methods in order to further decrease the dimensionality and in the hope of increasing classifier accuracy. First; top n active (or discriminative depending on which method is first applied) voxels are selected. Then, beginning from the first voxel, the time-series of that voxel is compared with the time-series of the remaining voxels one by one, as we have features both in time and space and we are trying to choose best features in space that is, the best voxels, using their relative information in time. The correlation measure is the covariance. If the covariance of any pair is found to be high enough, (if covariance is higher than half of the highest covariance occurred between all pairs for at least half of the training examples) then those two voxels are considered to be in the same group. This process is continued for the voxels that are not assigned a group number until all voxels are grouped accordingly. After grouping, time-series of those voxels belonging to the same group are summed together and averaged to form a new supervoxel. As a result, the number of features is further diminished. 
2.2.4 *Time-SeriesMostActive(Discriminative)
First, top n active (discriminative) voxels are selected. Then, the most effective voxel is determined as the voxel with the highest accuracy for Discrim and the voxel with the highest relative activity for Active. For the remaining n -1 voxels, the time-series of each one is compared to the time series of that most effective voxel. If the covariance of these two vectors is low enough, (if covariance is lower than half of the highest covariance occurred between all pairs for at least half of the training examples) then these two voxels are presumed to be independent enough from each other to be considered in the feature set together. Those voxels that do not satisfy the given condition are simply discarded. Basically, those voxels that are as much informative as the most effective voxel are grouped together as the new feature set and the remaining ones are dropped to further reduce dimensionality.
2.3 Experiments 
Feature selection methods are tested among several classifier types. For the fMRI data project, the GNB classifier was already implemented and existed in the software provided on the website. Taking GNB as the base classifier, SVM and kNN algorithms are further applied. For SVM, the libSVM implementation is used and for kNN, cosine distance is used as the distance metric. Feature selection is performed over space, that is, features in time belonging to the same voxel are grouped together and a ‘subset of voxels’ is selected. Average cross-validation errors over all 6 single-subject classifiers are reported in Table 1, 2 and 3.
Table1. Picture vs. Sentence study-GNB classifier errors by subject and feature selection method

	Feature selection
	Average error
	A
	B
	C
	D
	E
	F

	AllFeatures(~5000)
	0.3979
	0.2
	0.575
	0.325
	0.5125
	0.425
	0.35

	Active(120)
	0.2146
	0.15
	0.4125
	0.1
	0.3
	0.1625
	0.1625

	Discrim(120)
	0.1604
	0.0125
	0.2875
	0.0875
	0.275
	0.1375
	0.1625

	ActiveThenDiscrim

(nToKeep=120,  nActive=2000)
	0.1479
	0.0125
	0.2625
	0.075
	0.2875
	0.125
	0.125

	DiscrimAndActive

(nDiscrim=120,  nActive=2000)
	0.0792
	0.0125 (45)
	0.0625

(21)
	0.025

(10)
	0.2125

(4)
	0.0875

(2)
	0.075

(2)


The first column indicates the feature selection method, along with the number of features (voxels, in this case) selected shown in parentheses. (AllFeatures indicates using all available features and is the average number of voxels among 6 human subjects.) The second column indicates the average error over all 6 single-subject classifiers when using the corresponding feature selection method. Here, error refers to the leave-one-out-cross-validation error over 80 training examples. Remaining columns indicate errors for individual subjects A through F. For each feature selection method, the parameters such as nToKeep, nActive, etc. in parentheses that minimize the average error over all subjects are reported. The numbers in parentheses on the last row listed for each subject is the number of voxels in the intersection of nDiscrim discriminative and nActive active voxels. It is surprising that the error rate is still low for such small number of features after applying this method.
Table2. Picture vs. Sentence study-SVM classifier errors by subject and feature selection method

	Feature selection
	Average error
	A
	B
	C
	D
	E
	F

	AllFeatures(~5000)
	0.2687
	0.0625
	0.45
	0.2
	0.35
	0.325
	0.225

	Active(240)
	0.0917
	0.05
	0.0875
	0.0625
	0.225
	0.0375
	0.0875

	Discrim(120)
	0.0208
	0
	0.0125
	0.0375
	0.025
	0.0125
	0.0375

	ActiveThenDiscrim

(nToKeep=120, nActive=1000)
	0.0271
	0
	0
	0.0375
	0.075
	0.025
	0.025

	DiscrimAndActive

(nDiscrim=120, nActive=3000)
	0.0583
	0.0125

(83)
	0

(51)
	0.0125

(31)
	0.15

(17)
	0.0875

(9)
	0.0875

(8)


   Table3. Picture vs. Sentence study - kNN classifier errors by k and feature selection method

	Feature selection
	Average error

	
	1NN
	3NN
	5NN
	9NN

	AllFeatures(~5000)
	0.4125
	0.3937
	0.4083
	0.3625

	Active (nToKeep)
	0.2896 (120)
	0.2854 (240)
	0.2917 (480)
	0.3000 (480)

	Discrim(nToKeep)
	0.3104 (120)
	0.2417 (120)
	0.2333 (120)
	0.2042 (120)

	ActiveThenDiscrim

(nToKeep, nActive)
	0.2854

(240,1000)
	0.2562

(120,1000)
	0.2250

(120,2000)
	0.2146

(120,2000)

	DiscrimAndActive

(nDiscrim, nActive)
	0.2604

(120,2000)
	0.2917

(120,3000)
	0.2667

(120,2000)
	0.2125

(120,3000)


When performing feature selection, features were selected separately for each cross-validation fold in order to avoid training on the test set. The only way the test data influenced feature selection is in choosing the parameters like nToKeep, nActive, etc. Particularly, these parameters are chosen to minimize the mean error over all 6 single-subject classifiers. The specific numbers considered can be listed as 120, 240, 480, 1000, 1440, 1920, 2000, 2400, 2880, 3000, and 3360. For Discrim, to rank voxels according to their discriminative power, a small C value for the SVM classifier is considered, in order to avoid zero training error for all single-voxel classifiers. For the final classifier however, C is chosen using cross-validation. For 1NN, k=2 is considered for Discrim since for k=1, all single-voxel classifiers have zero training error.
Time-series methods are performed using the Naïve Bayes classifier in order to see if they helped to increase accuracy while reducing dimensionality. Experiment results are given in Table-5 and Table-6 for *TSAvg and *TSmost methods, respectively for different m and n values. The best results are highlighted. The values on columns A through F are the number of misclassified training examples out of 80 using LOOCV. In Table-7, we can see a clear listing of the results for all applied methods in this paper when NB is used. 
Table 4. Picture vs. Sentence study - Error rates for classifiers across all studies

	Examples per class
	Feature selection
	GNB
	SVM
	1NN
	3NN
	5NN
	9NN

	Picture    (40)
	Yes
	0.0792
	0.0208
	0.2604
	0.2417
	0.2250
	0.2042

	Sentence (40)
	No
	0.3979
	0.2687
	0.4125
	0.3937
	0.4083
	0.3625


Each entry indicates the mean test error averaged over all single-subject classifiers trained for a particular training method. The rows with Feature Selection ‘No’ show results when using all voxels. The rows with  Feature Selection ‘Yes’ show results of the feature selection method that produced the lowest errors. In every case, either the Discrim method or the newly proposed extended methods produced the best result. For classifiers where Discrim is the best method (SVM, 3NN, 9NN), the proposed methods also pretty well approximated its error. 
Table 5. Picture vs. Sentence study - Error rates for *Time-SeriesAvg method using GNB classifier
	Feature selection
	Average error
	A
	B
	C
	D
	E
	F

	AllFeatures(~5000)
	0.3833
	15
	44
	22
	39
	31
	33

	ActiveTSavg(120)
	0.2125
	10
	33
	8
	24
	13
	14

	*ActiveTSavg(240)
	0.2063
	10
	31
	10
	22
	12
	14

	*DiscrimTSavg(120)
	0.1625
	1
	21
	6
	23
	12
	15

	DiscrimTSavg(240)
	0.1854
	1
	28
	9
	25
	12
	14

	*ActiveThenDiscrimTSavg

(nToKeep=120,  nActive=2000)
	0.1479
	0
	21
	6
	23
	11
	10

	ActiveThenDiscrimTSavg
(nToKeep=120,  nActive=1000)
	0.1625
	0
	30
	5
	24

	7
	12

	ActiveThenDiscrimTSavg
(nToKeep=120,  nActive=240)
	0.1750
	7
	28
	6
	22
	10
	11


We see that increasing the value of n works better for Active, but negatively affects the accuracy for Discrim. This may be due to information washed away when we average more number of discriminating voxels which actually might reduce their discriminative power. For ActiveThenDiscrim, increasing the value of m increases the accuracy as it did for Active when n was increased. We can even get zero LOOCV error for one of the human-subjects.
Table 6. Picture vs. Sentence study - Error rates for *Time-SeriesMost using GNB classifier
	Feature selection
	Average error
	A
	B
	C
	D
	E
	F

	AllFeatures(~5000)
	0.3833
	15
	45
	22
	39
	31
	32

	*ActiveTSmost(120)
	0.2021
	9
	34
	7
	23
	11
	13

	ActiveTSmost(240)
	0.2146
	8
	33
	7
	24
	16
	15

	*DiscrimTSmost(120)
	0.1792
	0
	17
	9
	30
	17
	13

	DiscrimTSmost(240)
	0.1833
	1
	17
	12
	28
	15
	15

	*ActiveThenDiscrimTSmost

(nToKeep=120,  nActive=2000)
	0.1458
	1
	16
	10
	20
	12
	11

	ActiveThenDiscrimTSmost
(nToKeep=120,  nActive=1000)
	0.1646
	0
	24
	7
	27
	8
	13

	ActiveThenDiscrimTSmost
(nToKeep=120,  nActive=240)
	0.1750
	4
	29
	6
	22
	11
	12


Wee see that increasing the value of n works better for some human subjects but not for the others. This might be due to the difference between human subjects in the discriminative (active) group of voxels in their brains. Human subjects with similar most discriminative voxels might be positively affected when n is increased, due to the fact that the chance of selecting voxels that are not similar to the most effective voxel is increased.
Table 7. Picture vs. Sentence study - Error rates for classifiers across all studies

	Feature selection
	Average error
	A
	B
	C
	D
	E
	F

	All (~5000)
	0.3979
	16
	46
	26
	41
	34
	28

	Active(120)
	0.2146
	12
	33
	8
	24
	13
	13

	Discrim(120)
	0.1604
	1
	23
	7
	22
	11
	13

	ActiveThenDiscrim

(nToKeep=120,  nActive=2000)
	0.1479
	1
	21
	6
	23
	10
	10

	DiscrimAndActive

(nDiscrim=120,  nActive=2000)
	0.0792
	1
	5
	2
	17
	7
	6

	ActiveTSavg(240)
	0.2063
	10
	31
	10
	22
	12
	14

	DiscrimTSavg(120)
	0.1625
	1
	21
	6
	23
	12
	15

	ActiveThenDiscrimTSavg

(nToKeep=120,  nActive=2000)
	0.1479
	0
	21
	6
	23
	11
	10

	ActiveTSmost(120)
	0.2021
	9
	34
	7
	23
	11
	13

	DiscrimTSmost(120)
	0.1792
	0
	17
	9
	30
	17
	13

	ActiveThenDiscrimTSmost

(nToKeep=120,  nActive=2000)
	0.1458
	1
	16
	10
	20
	12
	11


Numbers in parenthesis for the *time-series methods indicate the number of voxels selected before the time-series methods are applied for any * method (Active, Discrim or ActiveThenDiscrim). When grouping or ‘non-similar to most effective’ selection of voxels are done, the number of resulting voxels (or supervoxels) is almost halved compared to the values in parenthesis.  
2.4 Conclusions
Looking at Table-4, an important conclusion is that error considerably decreased when feature selection is used for all types of classifiers. In general, SVM outperformed both GNB and kNN classifiers for almost all feature selection methods, with its error decreasing to as low as 2%.
Another observation is that for almost all types of classifiers, the discrimination-based method outperformed the activity-based method. However, Discrim is computationally more expensive than Active as stated in Section 2.2.1, which was the motivation for the extended methods. Wee see from experiment results that ActiveThenDiscrim outperforms Active for all types of classifiers. We further notice that even though this new method is computationally less demanding, its accuracy is very close to that of Discrim, even better for GNB, which makes ActiveThenDiscrim a good alternative method that is as powerful as Discrim and less costly like Active.
For DiscrimAndActive, we observe that it also outperforms Active for almost all types of classifiers and well approximates the error rates of Discrim, just like ActiveThenDiscrim. However, it is computationally as demanding as Discrim. Still, it could be a good alternative for feature selection since it reduces the number of voxels significantly (note the small number of voxels in parentheses in Table 1 and Table 2.) and thus yields faster learning without losing much information.

For the time-series methods, both when similar voxels are grouped together and when those discriminative voxels that are similar to the most effective voxel are dropped, the number of voxels was almost halved. Looking at the accuracy results, we observe that even though the number of features are considerably reduced (almost halved) for the two new methods, we do not sacrifice accuracy to the reduction in dimensionality, that is the accuracies are still very close to those without further applying time-series methods. On the other hand, these methods come with extra computational cost; however they can be easily employed when high dimensionality is a problem since it makes learning more difficult, especially if a complex classifier rather than Naïve Bayes is used.

For the *Time-SeriesAvg method, we see that increasing the value of n works better for Active, but negatively affects the accuracy for Discrim. This may be due to information washed away when we average more number of discriminating voxels which actually might reduce their discriminative power. For ActiveThenDiscrim, increasing the value of m increases the accuracy as it did for Active when n was increased. We can even get zero LOOCV error for one of the human-subjects.

For *Time-SeriesMost, we see that increasing the value of n works better for some human subjects but not for the others. This might be due to the difference between human subjects in the discriminative (active) group of voxels in the brain. Human subjects with similar most discriminative voxels might be positively affected when n is increased, due to the fact that the chance of selecting voxels that are not similar to the most effective voxel is increased.

Dimensionality reduction using other methods was also tried. PCA is applied, but the results are not provided here for brevity as the accuracy is not much improved compared to the listed methods, presumably because the assumptions of PCA such as linearity, exponential distribution, large-variance(important dynamics, etc. do not hold for the fMRI data. Averaging neighboring voxels in space or averaging the time-series over 80 training examples per subject also did not contribute much to the current results, presumably because of useful information being washed away due to averaging. 
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