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Abstract. Relational interpretations of type systems are a useful tool
for establishing properties of programming languages. For languages with
recursive types the existence of a relational interpretation is often diffi-
cult to establish. The most well-known approach is to pass to a domain-
theoretic model of the language, using the structure of the domain to
define a suitable system of relations. Here we study the construction of
relational interpretations for an ML-like language with recursive func-
tions and recursive types in a purely operational setting. The construc-
tion is an adaptation of results of Pitts on relational properties of do-
mains to an operational setting, making use of techniques introduced by
Mason, Smith, and Talcott for proving operational equivalence of expres-
sions. To illustrate the method we give a relational proof of correctness
of the continuation-passing transformation used in some compilers for
functional languages.

1 Introduction

The interpretation of types as relations is a fundamental technique in the study
of type systems (see, for example, Mitchell’s survey [18] and monograph [19]
for examples and references to the literature). The general idea is to associate
to each type a relation over a suitable value space in such a way that well-
typed terms are related appropriately by the interpretation. The construction
of relational interpretations of type systems often raises interesting technical
problems. For example, Girard’s proof of strong normalization for the second-
order A-calculus [10] may be understood as a relational interpretation for a type
system with impredicative type quantification.

In this paper we are concerned with the construction of relational interpre-
tations for an ML-like language £ with recursive functions and one recursive
type. The operational semantics of the language specifies an “eager” or “call-by-
value” evaluation strategy, as in Standard ML [17]. We make no restrictions on
the occurrence of the recursively-defined type in its definition — both positive
and negative occurrences are permitted. This complicates the construction of a
relational interpretation of the language.

The usual approach is to pass to a specific model (for example, a domain-
theoretic model such as Scott’s Do) and to exploit the structure of the model to
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construct the required system of relations. One disadvantage of this approach is
that one must then give a denotational semantics for the language in the model
under consideration, and this must be proved adequate with respect to the op-
erational semantics. Another disadvantage is that the interpretation is defined
for a specific model, and it is not clear to what extent the result applies to
other models of the language. The question of generality was recently addressed
by Pitts [22], who exploited Freyd’s analysis of solutions of recursive domain
equations [8,7,9] to construct relational interpretations over domain models of
recursive types. In particular, Pitts showed that the existence of a relational
interpretation can, under very general conditions, be reduced to the minimal in-
variant property of solutions to recursive domain equations given by Freyd. Very
roughly, the minimal invariant property characterizes the “minimal” solution to
a recursive domain equation by a universal property.

The starting point for our work is the observation that the minimal invariant
property for a model of £ can be stated entirely in terms of the constructs of
the language itself. This opens the way to carrying out the construction of a re-
lational interpretation of the type system in a purely operational setting — that
is, without consideration of a domain-theoretic denotational semantics of the
language. The key is to establish a “syntactic minimal invariant” property for
terms of the language taken modulo a suitable notion of operational equivalence.
With this in hand we may adapt Pitts’s results to construct relational interpre-
tations of types over operational equivalence classes of closed terms. The choice
of operational equivalence is guided by the requirements of the proof. Candidates
for operational equivalence include contextual equivalence [20,23] (coincidence of
evaluation in all program contexts), bisimilarity {13,21] (existence of a correspon-
dence between evaluation steps), and experimental equivalence [15] (coincidence
of closed instances in all evaluation contexts). It turns out that all three notions
coincide for the language £, so our decision to work with experimental equiva-
lence is entirely pragmatic — it supported a relatively straightforward proof of
the critical minimal invariant property for L.

Relational interpretations of types have a number of applications. Pitts [22]
uses relations to characterize the approximation relation in minimal domain
models of FPC and to give a proof of adequacy of the denotational semantics
for FPC in a minimal domain model relative to an operational semantics for it.
Here we focus on the application to the correctness of program transformations
used in compilers of functional languages. In particular, we consider the cor-
rectness of the translation into continuation-passing style [6,23], called the cps
transform. The proof relies on the construction of a relational interpretation of
L that establishes a correspondence between the evaluation of a program and its
continuation-passing transform. The result generalizes Reynolds’s proof [25] of
the relation between direct and continuation semantics for an untyped language
to the case of a typed language with a recursive type (which could be taken to
be the recursive type corresponding to the untyped A-calculus). In constrast to
Reynolds’ proof we do not rely on a specific domain-theoretic interpretation of
L, but instead work directly over the operational semantics.
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This paper is organized as follows. In Section 2 we define the syntax of the
language L, define the operational semantics and show some standard typing
properties, including type soundness. Then in Section 3 we define the notion of
operational equivalence, with which we shall be working in the remainder of the
paper. The main result of this section is the proof of syntactic minimal invariance
based on a technique introduced by Mason, Talcott, and Smith [15]. In Section 4
we define a universe of admissible relations over operational equivalence classes
of closed expressions. We also define relational operators corresponding to the
type constructors of the language and show that they preserve admissibility.
The relational constructors are used in Section 5 where we construct a relational
interpretation of types using the method described above. In Section 6 we apply
the method to give a proof of correctness of the cps transformation. Finally, in
Section 7 we discuss related work, and in Section 8 we conclude.

2 The Language

The language, £, is a simply-typed fragment of ML with one top-level recursive
type. We let = and f range over a set Var of program variables. The syntax of
the language is given by the following grammar:

Types T::::0|1|p|1'1+7'2|7’1XTlel—‘Tz
Ezpressions e ::=v | ine | oute | inl e | inrre | case(er, ez, €3) |
(e1,e2) | fste | snde | er ez |

Values v = |inv |inlyv | inr;v |

(v1,ve) | fixf(z:7).e
Evaluation E == _|inE |outE |inl,E |inr, E | case(E,e,e') |
Contexts (E,e)| (v,E) |fstE |sndE | Ee|vE

The £ raw terms are given by the syntax trees generated by the grammar above,
with e as start symbol, modulo a-equivalence, as usual. Alpha-equivalence is de-
noted =,. Observe that p is a type constant. Distinguish a fixed type expression
7,, the intuition being that p is a recursive type isomorphic to 7p; in and out are
used to mediate the isomorphism.

A typing context is a finite function from variables to types; we use I" to range
over typing contexts. If ¢ Dom(I"), then I'[z : 7] denotes the typing context
that assigns 7 to = and I'(y) to all other variables y # z. A typing judgment has
the form I' e : 7. The typing rules are given in Figure 1. We write + e 7 for
0 F e: . The L terms is the set of raw terms e for which there exists, for each
e, a typing context I" and a type T such that '+ e: 7.

Note that, even though there is no explicit introduction rule for the type 0,
there are terms of this type, for instance (fixf(z:1).f z) *.

The set of expressions of type T with free variables given types by I", denoted
Exp, (I) is defined as follows.

ExpT(F)déf{e | The:7}
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'krz:r (I'(z)=r7)
I'kFx:1

ke :mn I'kFey:m
'k (e1,e2) : 11 X 72

I'kFe:m1 X1
I'tfste:n
'kte:m X1
'l snde: 1

I'ke:n
I'Finly,e: 11+ 1

I'kFe:m
I'kinrpe:m + 12

'kFei:n 'kFe:mm—171 'kFes:nn—171

I\ case(ey, ez,€3) : T

If:n—=mnllz:n)kFe:n

I'+fixf(zim).e: 1 — 12

(f,z ¢ Dom(I'))

I'te:mp—1 I'kez:m
I'kFeex:r
I'kFe:p
I'loute: 7,
I'kFe:7,
I'kine:p

Fig. 1. Typing Rules

(T-vAR)

(T-ONE)

(T-PROD)

(T-FST)

(T-SND)

(T-INL)

(T-INR)

(T-CASE)

(T-F1X)

(T-APP)

(T-ouT)

(T-IN)
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Further define ot
Exp, = Exp,(9)

Likewise, we define sets for values as follows.

def

Val, (I = {v | 'tv:7}

and
Val, % Val, ()

Substitution of a value v for free occurrences of z in e is written [v/z]e. We
let FV(e) denote the set of free variables in e. We use Az:7.e as an abbreviation
for fixf(z:7).e when f € FV(e).

2.1 Contexts

The £ contexts, ranged over by C, are the syntax tree generated by the grammar
for e augmented by the clause

Cu=---|p

where p ranges over some fixed set of parameters. Note that the syntax trees of £
terms are contexts, namely the ones with no occurrence of parameters. [C/p]C’
denotes the context obtained from context C' by replacing all occurrences of p
in C' with C. This may involve capture of variables.

Notation Most of the time we will only use contexts involving a single pa-
rameter which we will write as _. We write C{_} to indicate that C' is a context
containing no parameters other than _ (note that it may contain no parame-
ters at all). If e is an £ term, then C{e} denotes the raw term resulting from
choosing a representative syntax tree for e, substituting it for the parameter in
¢ and forming the a-equivalence class of the resulting £ syntax tree (which by
the remarks above is independent of the choice of representative for e).

2.2 Typed Contexts

We will assume given a funtion that assigns types to parameters. We write _, to
indicate that a parameter _ has type 7.

The relation I' F C : 7 is inductively generated by axioms and rules just like
those defining I' b e : 7 together with the following axiom for parameters.

't .7 (T-PAR)
The set of contexts of type 7 with free variables given types by I', denoted
Ctx,(I") is defined as follows.
Ctx, (D) E{C | IFC:7)

Ctx, & Ctx, (0)
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2.3 Evaluation

The operational semantics will be given by term rewriting and will be defined
for all closed terms (not only those of ground type).

The set of evaluation contexts are the syntax trees generated by the grammar
for E. Note that this is clearly a subset of the set of contexts (with parameters
including _). Hence we shall use the notation associated with contexts for eval-
uation contexts also. In addition we define

ECtx, (I ¥ {E | T+FE: 7}

and ]
ECtx, % ECtx, ()

Note that evaluation contexts are not capturing.
Redices are generated by the following grammar.

Redices 1 ::= (fixf(z:1).€) v | fst(vy,v2) | snd(vy,va) |
out(inv) | case(inl v, e;, ez) | case(inr;v, e, ez)

Note that the set of redices is a subset of the set of expressions. We define
Rexpr([‘)dg{r | C'Fr:7}

and dof
Rexp, = Rexp, (0)

The reduction rules for redices are as follows.

(fixf(z:7).e)v  ~ [fixf(z:7).e,v/f,z]e (R-BETA)
fst(vy,va) ~ Uy (R-FST)
Snd(’l)l,'Ug) ~ Vg (R—SND)
out(inv) ~ v (r-oUT)
case(inl, v, ey,e3) ~ ey v (R-CASE-INL)
case(inr;v, ey, e2) ~ ea v (R-CASE-INR)

Further we define, for closed expressions e and €', e — €' if and only if e = E{r}
and e’ = E{e;} and r ~ e;.

Definition 1. The reflexive and transitive closure of — is denoted —*. For
n > 0, we define e =™ €' iff e = eg > €; = ---en_1 > e, = €. Further, we
write e 1} iff whenever e —* €', there exists an e” such that e’ = e". Finally, we
write e |} iff there exists a v such that e —* v.

Remark 2. Note that evaluation is only defined for closed expressions and that
during evaluation we will only ever substitute closed values for variables.

Theorem 3 (Preservation).
Iferr e and Fe: 7, then Fe':T.

Theorem 4 (Progress). If e : 1, then either e is a value or there exists an
e' such thate— ¢e'.




















































































