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• Many people with content to share
• How do you find something?

Peer-to-peer file-sharing
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· State: server maintains O(N) state for indexing
· Search scope: O(1) seen by only the server
· Simple, but server is a single point of failure

Centralized index (Napster)

Where is file A?

Query Reply
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· State: No state maintained (no index)
· Search scope: flooding reaches O(N) hosts
· Simple, robust, but not scalable

I have file A.

I have file A.

Flooding (Gnutella)

Where is file A?

Query

Reply
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Motivation

· Design goals
– Decentralized
– Simple and robust
– Scalable
� Let’s retain the simplicity and robustness of

Gnutella and make it scalable

· Locality!
± Network locality? No.
± Popularity? No.
± Interest-based locality?  Yes.
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   “If a peer has a particular piece of content that I am
interested in, it is very likely that it will have other
pieces of content that I am (will be) interested in as
well.”

Interest-based locality

2002 Infocom proceedings?

2001 Infocom proceedings?

Random person 
on the street

Someone in my 
research group
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Contributions

· Provide empirical evidence that interest-
based locality exists

· Design simple heuristics to effectively
infer interest-based locality

· Demonstrate that interest-based locality
can be leveraged to locate content with
good performance
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· Overlay on top
of Gnutella

· Benefits
± Can be easily

integrated
into Gnutella

± Can be used
with many
other
underlying
mechanisms
like DHT’s

Our solution: Shortcuts
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Discover interest-based shortcuts

Where is     ? 
No shortcut.
Discover and add shortcut.

Shortcut
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Use interest-based shortcuts

Where is     ? 

Use shortcut. Success!            

Shortcut

O(1) scope for most searches.
No index (state) maintained.            
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Constructing shortcuts
· Shortcut discovery

± Infer locality using underlying protocol
(Gnutella)

± Add 1 shortcut to list at a time

· Shortcut selection
± Rank shortcuts based on performance
± Ask shortcuts sequentially

± Limit shortcut list size to 10
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Performance evaluation

· Trace-based simulation
± Traces

± Methodology

· Results
· Understanding interest-based locality
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Traces
· Web content sharing

± Boeing proxy

± Microsoft proxy
± CMU-Web

· Multimedia file-sharing (songs and movies)
± CMU-Gnutella
± CMU-Kazaa

Internet
CMU

Monitoring host

Download 
requests
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CMU-Gnutella and CMU-Kazaa:
From traces to search and storage

Trace
12:01 pm, Host1 MovieA from Host3 Bytes 0-99
12:02 pm, Host1 MovieA from Host3 Bytes 100-199 
12:20 pm, Host2 MovieA from Host1

Search workload

Storage

Host1
Host2

Host3

12:00 pm, Host3 MovieA (preprocess)

12:20 pm, Host2 MovieA

12:01 pm, Host1 MovieA 

12:01 pm, Host1 MovieA 

Repeat

12:20 pm, Host2 MovieA
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Successfully find content
through shortcuts

Success rate is measured after a warm shortcut list.

Simulation Time (minutes)

CMU-Gnutella 58%
CMU-Kazaa 53%

Boeing 82%

Microsoft 90%
CMU-Web 85%

Microsoft 
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Add more shortcuts at a time
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Number of shortcuts added at a time
Unbound ed5 10 15 20

Basic algorithm (add 1) is surprisingly good.
Add 5 at a time is comparable to adding more.

Boeing

Microsoft

CMU-Web

CMU-Gnutella
CMU-Kazaa
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Understanding interest-based locality (Web)

· Are shortcuts successful because people are
accessing objects on the same Web page?
± More than that.  Only 5%-15% effect.

· Are shortcuts useful for locating objects from
only the same publisher (Web servers)?
± More than that.  Shortcuts are useful for locating

objects from different servers.

· Are interest-based shortcuts caused by
following HTML links on Web pages?
± More than that.  Different from Web graph.

· Appears to capture human-level interests.
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Understanding interest-based locality (P2P)

· Are interest-based shortcuts caused by listing
certain peers’ directories (“ls”)?
± More than that.
± Most people do no t download multiple files from

the same peer over and over again in the trace.
± Most people send out distinct queries before

download (Gnutella).

· Are interest-based shortcuts caused by
downloading songs from the same artist or
songs from the same music preference?
± Perhaps.  Though shortcuts are also useful for

locating files that have different types.

· Appears to capture human-level interests.



Infocom 2003 20

Summary

· Interest-based locality exists and is inherent
in many content sharing workloads
± Web content
± Multimedia files (songs and movies)

· Simple heuristics can infer interest-based
locality

· Interest-based shortcuts are effective at
locating content in peer-to-peer systems

· A fresh way to construct overlays
± Scalable primitive for richer search and

recommendation services in peer-to-peer systems


