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Abstract

Physical simulation techniques are widely used in computer graphics to produce realistic animations of complex natural
phenomenon. The behavior of a physical simulator is governed by a set of parameters, typically specified by the
animator. Tuning complex simulations, like rigid bodies and cloth is extremely laborious because of the large number
of parameters that must be adjusted to achieve the desired motion. This proposal presents a set of techniques to
create physically realistic animations from video. Our first technique uses optimization toestimate the simulation
parametersfrom a video sequence of the real physical phenomenon. This framework has been applied to estimate
the parameters of rigid body and cloth simulations from video using simple image features like silhouettes or local
curvature measurements. Our optimization framework tunes the parameters of the simulation by minimizing the least
square error between the features from simulation and video. This framework has produced compelling simulations
of tumbling rigid bodies and fabrics (linen, satin, fleece and knit) that closely match their real-world footage. Our
second technique is avideo editingframework for creating animations of chaotic natural systems like fluids. Here,
the goal is to create new animations by editing existing video footage. The proposed algorithm obtains velocity fields
from the original footage and modifies them to satisfy a set of user specified flow constraints, while preserving the
local statistics of the original velocity field. It then uses color from the original video to render the modified sequence
in simulation. The velocity fields in the proposed editing framework can be defined in 2D or 3D, depending on the
phenomenon that is being modelled. We have already implemented our framework for estimating the parameters of
rigid bodies and cloth simulations from video. During the course of this thesis, we plan to implement the video editing
framework and test it on several interesting video sequences of complex fluid motion with both stationary and transient
temporal dynamics.

1 Introduction

Animation is a powerful medium of expression used by artists to create and animate characters in virtual worlds.
Traditional animators achieve cartoon-like effects by exaggerating the motion of objects using tricks like squash and
stretch or anticipation that typically violate the laws of physics. However, animators often add realisticsecondary
motion to enhance the believability of their animations. Recently, these secondary motions have often been created
using physical simulations. For example, the motion of Boo’s shirt and Sully’s fur inMonsters Incwere created using
physical simulations. Physically based simulations also play an important role in enhancing the realism of scenes
where real and synthetic actors interact. For example, a cloth simulator was used to match Yoda’s clothing with
Anakin Skywalker’s costume inEpisode II: Attack of the Clones. In the moviePerfect Storm, a fluid simulator was
used to create animations of ocean waves that interacted with real characters and boats. In such scenes, the simulation
must move and be rendered so that it blends in seamlessly with the motion and appearance of the real elements in the
scene.
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Video provides a natural and convenient mechanism to enhance the realism of computer animations. It can be
used in conjunction with physical simulations by acting as a reference for estimating the appropriate set of simulation
parameters. Alternatively, video can be directly edited to create new animations that satisfy a set of constraints specified
by the animator. We propose two optimization techniques for creating realistic animations from video. Using the first
technique, we create animations of a tumbling rigid body and of cloth motion by estimating the parameters of a physical
simulator from video. Our proposed work attempts to create complex fluid animations by editing sequences of fluid
motions recorded in video. We plan to use a simple source-sink model to control and edit the velocity field of the
fluid motion from video. Then, we usetexture transfer[35] to render the edited velocity fields in simulation using
pixel colors from video. Though the underlying physical model is very simple, we hope to get a rich set of behavior in
simulation by leveraging on the velocity information stored in video.

Identifying the parameters of simulations is an open research problem in engineering and sciences. Although with
the right set of parameters good simulators produce very realistic looking motion, choosing the parameters that will
provide a particular appearance is still a time consuming task requiring the computation and viewing of many forward
simulations. For instance, manually tuning the initial conditions and inertial parameters of a rigid body simulator to
produce a complex tumbling behavior is a very difficult task. Even harder is the task of exactly matching a simulation
to video sequence from reality. Some parameters are easier to tune based on the animator’s intuition about the system–
for example, a knit fabric is more stretchy than a woven fabric such as linen. This fact helps the animator to fix a few
static parameters of a cloth simulator. But not all the parameters of a cloth simulator are intuitive or map directly to
measurements that can made by a system such as the Kawabata system [41]. This is especially true for the dynamic
parameters, because the fabric motion in simulation is affected by the choice of the numerical integration scheme.
However, it is easy to capture a video sequence of different types of fabrics in motion.

Apart from capturing the dynamics of the moving phenomena, video also implicitly captures the complex lighting
of the scene. This information can be directly exploited in many cases to create new animations by directly editing
the original video. For example, a video sequence of Niagara falls could be edited to create a new waterfall which is
twice as big as Niagara. The challenge here is to create a controllable animation framework that produces physically
plausible and realistically rendered animations using data from a video clip. Our video editing framework allows
the animator to control the placement and character of complex simulations like foam and bubbles on water streams,
texture formation near collisions in waterfalls and avalanches, and color evolution in flames and smoke, which are
captured in video.

Our work has direct applications in creating realistic visual effects for movies and computer games. We envision
several other potential applications of this framework, like tracking rigid bodies in video, creating virtual garments in
online stores and designing interestingPhotoshoplike software for video editing.

2 Problem Statement

The technical contribution of this thesis is to address the following two problems:

Problem 1: Identifying simulation parameters from video. Physical simulations of dynamic systems are ex-
tremely hard to tune manually due to their chaotic dynamics and the non-linear coupling between the simulation
parameters. Our goal is to infer the simulation parameters for two classes of dynamic systems from a pre-recorded
video sequence obtained from real-world experiments. Specifically, we want to capture the parameters of rigid bodies
and cloth simulations from video.
Solution: We present an optimization based framework for parameter identification of physical simulations from
video. Our framework has three key steps: (1) developing aphysical modelfor the system dynamics that captures the
complexity of the motion, (2) developing ametric to compare the simulated motion with video and (3) searching the
parameter space usingoptimizationto find thebestset of parameters. The design of dynamic models for physical sim-
ulations is a very active area of research in computer graphics; we use standard models from literature for rigid bodies
and cloth with only minor modifications. A key element in our framework is the design of simple and perceptually
motivated metrics that compare the simulation with the video. The metric compares two sequences and returns a num-
ber that measures the difference in their motion. We use numerical optimization to estimate the simulation parameters
that minimize the metric value. We applied our framework on two distinctly different physical systems:

• estimating the initial conditions and camera parameters of a tumbling rigid body using a sequence of silhouettes
from video.
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Figure 1: Four frames of a tumbling object superimposed (left) and a physical simulation generated from the estimated
motion parameters. The object is thrown from right to left. Our optimization framework computes the object, camera
and environment parameters to match the simulated wireframe object with the video at every frame.

• estimating the static and dynamic parameters of different types of fabrics by moving a swatch of the real fabric
in front of a camera.

Problem 2: Create realistic animations of natural phenomena by editing video. Our goal is to create an intuitive
video editing framework for generating controllable animations of fluids from pre-recorded video sequences of fluid
motion.
Proposed Solution:We propose to create new animations by editing velocity fields obtained from the original video
footage. Our proposed algorithm uses optimization to compute a velocity field in simulation that satisfies the user-
specified constraints and captures local statistics of the original velocity field from video. We exploit the correlation
between neighborhoods of velocity and color to render the modified velocity field using blocks extracted from the
original video.

In the next two sections, we describe the details of the parameter estimation for rigid bodies and cloth. This
work is complete and we present detailed results obtained using our framework. Then, we propose our video editing
framework, present very preliminary results and give a detailed plan of action and a list of possible examples.

3 Rigid bodies

Our first experiment was to estimate the physical parameters underlying the motion of a rigid body in free flight from a
video sequence of its motion (figure 1). Although the tumbling motion of a rigid body in free flight is very complicated,
its dynamics is governed by the Newton-Euler equations of motion [70]. Because gravity is the only external force
acting on the body, the body rotational dynamics is completely governed by its inertia and initial conditions (position,
orientation, linear and angular velocities). Free flight motion of a rigid body in video is determined by a relatively
small set of parameters:

• Object Parameters:intrinsic (object shape, mass distribution and location of center of mass),extrinsic(initial
position, orientation, velocity, angular velocity).

• Environment Parameters:gravity direction, air drag.

• Camera:intrinsic (focal length, principle point, etc.),extrinsicparameters (position and orientation).

In this thesis, we extract the extrinsic parameters of the object and the direction of the gravity vector. We assume that
the shape and inertial properties of the object are known and the effect of air drag is negligible.

We use a rigid body simulator developed by Baraff [5] in our estimation framework. Rigid body simulation is
a well researched area in computer graphics; several simulators have been developed [50] that can robustly handle
multi-body collisions [3, 31]. Recently, Popovic et al. [55] presented an optimization approach to to design interactive
animation of rigid bodies. Masutani et al. [48] describes an algorithm to extract the inertial parameters of a tumbling
rigid body from video. Their system tracks feature points in the images to get instantaneous velocity measurements
and uses the Poinsot’s solution [70] to compute the inertial parameters. The problem of simultaneously recovering the
physical parameters of the object, camera, and environment from a single camera has not been previously addressed.
Our work is closely related to prior work on model based tracking in computer vision [34, 15, 64, 11, 20, 81, 54, 49].
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3.1 Model

The tumbling motion of a rigid body in free flight is characterised by its position, orientation, linear and angular
velocity. Let us define the state~q(t)= [ ~X(t),~θ(t),~V (t),~ω(t)] to be the values of these parameters at timet. ~X(t) ∈ R3

and~θ(t) ∈ SO(3) specify the position and orientation in a world coordinate system. We use a quaternion representation
to represent the orientation with four parameters.~V (t) ∈ R3 and~ω(t) ∈ R3 specify the linear and angular velocity
coordinates. The time derivative of the state~q(t), called the simulation function~F (t,~q(t)), is governed by the ODE

~F (t, ~q(t)) =
d

dt
(~q(t)) =

d

dt




~X(t)
~θ(t)
~V (t)
~ω(t)


 =




~V (t)
1
2 (~θ(t) ∗ ~ω(t))

~g

−~I(t)
−1

(
d~I(t)

dt ~ω(t)
)


 (1)

Here,~I(t) is the inertia matrix in world coordinates, and~g ≈ (0,−9.81, 0) is the acceleration due to gravity. The
product∗ refers to the quaternion multiplication. The state~q(t) at any time instantt = tf is determined by integrating
equation 1:

~q(tf ) = ~q(t0) +
∫ tf

t0

~F (t, ~q(t))dt (2)

The state at any time~q(t) depends on the initial state~q(t0) and inertial matrix. In this thesis, we assume that the inertia
matrix is known. Consequently, it is sufficient to solve for the initial state, which we denote bypobj. We are interested
in estimating the simulation parameters from video; we place the origin of the world coordinate system at the camera
center, with the principle axes aligned with the camera coordinate system. Due to the choice of this coordinate system,
the direction of gravity depends on the orientation of the camera, and is not necessarily vertical. We use the symbol
penv to indicate the direction of gravity in simulation. The gravity direction in our framework is encoded by two
angles (tilt and roll).

3.2 Metrics from video

We use the silhouette mismatch between the frames in simulation and video as the metric for comparing a rigid-body
simulation with video. Silhouettes are a very attractive choice for comparing videos of tumbling rigid bodies for
several reasons. First, the motion of a tumbling rigid-body in video is very complex with lots of self-occlusions. The
occlusion problem makes the data from point tracking or optic flow unreliable. Second, silhouettes can be computed
quickly and reliably from video, assuming a fairly static background with few moving objects. Moreover, we argue that
a long sequence of silhouettes can help identify the true set of parameters of the simulator. Although we cannot prove
this fact theoretically, we have found experimentally that an optimizer that matches a long sequence of silhouettes
converges to the same solution with different starting guesses.

Silhouette Comparison:Our metric computes the frame by frame difference between silhouettes in simulation
with video. We preprocess the input video sequence to compute the silhouettes at each frame. Similarly, we render
a silhouette sequence in simulation using the current parameter values. Our silhouette metric counts the number of
mismatched pixels between the two silhouettes. The error at framek is given by:

Esilh
k =

Sx∑

i=0

Sy∑

j=0

‖(Areal
k (i, j)−Asim

k (i, j))‖ (3)

where

Ak(i, j) =
{

1, inside silhouette
0, otherwise

(4)

where(Sx, Sy) is the size of the image andAk is the binary silhouette image.
The error across the whole sequence, of lengthN frames, is given by:

E =
N∑

k=0

Esilh
k (5)

4



3.3 Optimization

The optimization algorithm solves for the object, camera, and environment parameters simultaneously which generates
a simulation whose silhouettes match the silhouettes from the video clip. Recall that the motion of a rigid body is fully
determined by the parametersp. For a given set of parameters, the optimizer simulates the motion to compute the
silhouette images at each frame. It then computes the gradients of the metric (silhouette), which is used to update the
parameters in the next optimization step. The goal of the optimization algorithm is to minimize the objective function
defined by equation 5. We provide an initial estimate for the parametersp and use a gradient descent to update it at
each step of the optimization. Gradient based methods are fast, and with reasonable initialization, converge quickly to
the correct local minima. The update rule for parameters is

p = p + λ
∂E

∂p
(6)

whereλ is the magnitude of the step in the gradient direction.
Gradient Computation: The optimization algorithm needs the gradients of the silhouette at each frame. Although

the stateq(t) is a continuous function of the parametersp (equation 1), silhouettes are not continuously differentiable
functions of parametersp. One straightforward approach is to compute the gradients of the metrics (e.g.∂A(q)/∂p)
numerically, using finite differences. However, this method has two major drawbacks. First, computing the gradients
of the metric with respect topobj (initial conditions) using finite differences is extremely slow, because the simulation
function has to be evaluated several times during the gradient computation. Second, determining robust step sizes that
yield an accurate finite difference approximation is difficult. We use to a hybrid approach for computing the gradients.
First, we analytically compute the gradients of the state with respect to parameters∂q(t)/∂p. We then compute the
derivative of the metric with respect to the state using finite differences, e.g.∂A(q)/∂q. We use the chain rule to
combine the two gradients:

∂A
∂p

=
∂A
∂q

∂q
∂p

(7)

Since the metric (e.g. silhouetteA) depends only on the position and orientation terms of the stateq, the gradient
∂A(q)/∂q can be computed quickly and accurately using finite differences. Finally, we note that the camera param-
eters do not depend on the 3D state of the object. Therefore, we use finite differences to compute the gradients with
respect to gravity vectorpenv. The formulas for the derivatives of the silhouette with respect to the object parameters
and gravity direction is described in section 5 of Bhat et al. [7].

3.4 Results

Our system has three main modules:Preprocessor, Rigid body simulatorandOptimizer. We first preprocess the video
sequence to compute the silhouettes of the rigid object. We build a background model for the scene and use autoregres-
sive filters [8] to segment the moving object from the background. We then compute the silhouette metrics from the
segmented image at each frame. Our tumbling video sequences are typically 35-40 frames long when captured with a
digital camera operating at 30 Hz. The optimizer typically takes a couple of minutes to compute the parameters from
the sequence on a SGI R12000 processor. Figure 2 shows a few frames of a T shaped object in simulation matched
with video. Our user interface lets the user specify an approximate value for the initial positions and velocities of the
body. The algorithm robustly estimates the initial position and linear velocity, even with a poor initial guess. However,
it is very sensitive to the initial estimate of the orientation and angular velocities. From numerous experiments, we
have found the error space of the silhouette metric to be very noisy, containing many local minima. However, with a
reasonable initialization for the orientation and angular velocity parameters, we find that our algorithm converges to a
reasonable local minima. This convergence is seen in Figure 2(a), where the overall motion of the simulation closely
matches the motion in video. We superimpose the bounding boxes obtained from simulation onto the frames from
video (the white boxes in the first row) to show the match. We also show the match between the trajectory of a corner
point in video with the corresponding trajectory in simulation. The small square boxes show the trajectory of a corner
point, identified by hand, from the video sequence. These trajectories are shown for visualization purposes only and
are not used in the optimization. As the algorithm proceeds, the trajectory of the 3D corner point in simulation (black
line) overlaps with these boxes. This sequence also highlights some limitations with our optimization framework and
metrics. Row (c) shows an example where the simulated and the real object have totally different orientations but have
silhouettes that look very similar. Finally, we observe that although our goal was parameter estimation, our algorithm
generates a 3D reconstruction of the object’s trajectory that matches the given video sequence. Additionally, we per-
formed several additional experiments for estimating the initial velocities, camera parameters and the gravity vector
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Figure 2: Computing the parameters of a T-shaped object thrown in the air. The first row (a) shows a few frames from
the video (right to left) and the corresponding physical simulation generated by our algorithm. The bounding boxes
from simulation are superimposed over the video to show the match. The small square boxes indicate the trajectory
of a corner point in video. The thin line indicates the motion of the corresponding corner in simulation. Row (b)
shows the results of the algorithm at different stages of optimization. Notice that the match improves as the number
of iterations increases. Row (c) highlights a limitation of the silhouette-based metric. Although the orientation of the
simulated object is flipped relative to the real object, they have similar silhouettes.
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Figure 3: Showing our parameter estimation pipeline for cloth. An animator waves a swatch of fabric in front of a
camera and our algorithm tunes a cloth simulator to match this video sequence. These parameters are then used to
animate a skirt made out the same fabric, as shown on the right.

from video, and these results are reported in [7].

4 Cloth

The second problem that we addressed in this thesis was to estimate the parameters of a cloth simulation from video
(figure 3). The motion of cloth in video is governed by its intrinsic (static and dynamic) parameters and extrinsic forces
like air drag, gravity and collisions. We classify these parameters into four groups:

• Static Parameters:mass, stiffness (stretch, shear and bend). Our model has stiffness parameters to control
the stretch, shear and bend forces acting on the fabric. The stretch and shear stiffness parameters have two
components along the two principal directions, and the bend stiffness has one component.

• Dynamic Parameters:damping, air drag. We have a damping term corresponding to each stiffness term, namely
stretch damping, shear damping and bend damping. Additionally, we model the air drag with a three parameter
model.

• Collision parameters: stiffness terms forself collisionsandobject collisions

• Camera Parameters:intrinsic (focal length, orientation),extrinsic(position and orientation).

In this thesis, we estimate all the static and dynamic parameters for four types of fabrics from video. We assume that the
mass of the fabric and the camera parameters are known. We manually select the values for the collision parameters,
which we’ve found to be constant across different fabric types.

4.1 Prior Work

Cloth modeling has a long history, dating back to work in the textile community from the mid-1930s by Peirce[53].
Work on cloth modeling in computer graphics has focused on developing dynamic simulation techniques that are both
realistic and fast. Baraff and Witkin describe a cloth model that uses stiff springs with implicit time integration[5]. This
model was subsequently adapted to reduce the over-damping due to implicit integration[17]. Explicit time integration
approaches[36] use weaker springs for stretching and shearing, often explicitly limiting the amount of stretching[57,
12]. Choi and Ko introduced a bending energy model that more accurately captures the fine creases and bends of
cloth[17]. Lahey provides a comprehensive overview of cloth hysteresis models from the perspective of computational
fabric mechanics[44]. Extensive work has also been done on modelling collisions and friction. Cloth self-collision is
handled either by untangling the cloth[77, 79, 4] or by preemptively avoiding collisions[58, 39, 12]. Various potential
field methods have been used for general collision detection and response[72, 65].
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Despite this large body of work on cloth simulation models, little work has appeared in the computer graphics
literature on estimating the parameters of these models so that they match the behavior of real fabrics. Cloth parameter
estimation has been studied in the textile community (for an overview, see Breen and colleagues[37]), but such methods
have not yet enjoyed wide-spread use in the computer graphics community. An important exception is the work by
Breen[10] who used the Kawabata system[41] to measure bending, shearing, and tensile parameters by subjecting a
swatch of fabric to a series of mechanical tests and measuring the force needed to deform it into a standard set of
shapes. Although the Kawabata system can provide accurate measurements, these measurements are problematic for
computer graphics cloth simulation problems for two reasons. First, there might not be a direct and simple mapping
between the parameters for a particular cloth model and the Kawabata parameters. Second, the Kawabata system does
not measuredynamiccloth parameters, e.g. air drag or damping, which are of key importance for moving cloth.

One promising approach for modelling cloth parameters is to automatically search for parameters that match real,
observed cloth. Jojic and Huang fit parameters of a particle-based cloth model to fit a range scan of real cloth in a
static rest configuration, draped over a sphere[40]. More challenging still, they attacked the problem of measuring the
3D geometry of an object from the resting shape of a piece of cloth draped over it, a problem that we do not consider
in this paper. However, Jojic and Huang did not treat the problem of measuring dynamic parameters or demonstrate
accurate results across a range of fabric types.

More distantly related are techniques for computing the geometry of cloth from images. Coarse estimates of
the time-varying geometry of cloth can be computed using traditional stereo matching techniques by using two or
more cameras and treating each time instant independently (see Scharstein and Szeliski[61] for an overview). More
accurate results may be obtained by projecting structured light patterns on the cloth (see Zhang et al.[82] for an
overview). Rather than computing shape at every time instant independent from the next, it can be advantageous to
integrate images over time to improve accuracy. Two examples of promising work along these lines are Carceroni and
Kutulakos[14] and Torresani et al.[73]; both studies demonstrated reconstructions of moving cloth.

4.2 Cloth Model

Our choice of a cloth model was guided by two goals, realism and practicality. We wanted to use a model that
was sophisticated enough to capture the detailed dynamic behavior found in real fabrics but still straightforward to
implement. Because our intention was to apply the learned cloth model parameters to arbitrary garments with varying
triangle resolution, it was also important that the cloth parameters correctly scale to varying resolutions of cloth. Our
framework for estimating cloth simulation parameters is independent of the cloth model. So, we can in principle select
a specific model that meets a set of criteria such as accuracy or simulation speed.

We used the model described by Baraff and Witkin as the basis for our cloth simulator[5]. This model has sufficient
richness to produce a wide variety of cloth behaviors. The underlying meshing is triangular, making clothing modelling
easier. More importantly, its input parameters are independent of meshing, so that parameters recovered on one mesh
(the test swatch) can be transferred to another (the skirt). While nonlinear models such as the buckling behavior of
Choi and Ko[17] could potentially capture more realistic details of cloth, there is no straightforward way to scale the
parameters of these models to meshes of varying resolutions. We expect that future application of our parameter-
estimation framework to other scale-invariant cloth models will provide even more realistic results.

The model developed by Baraff and Witkin formulates the energy of a particular triangle in terms of so-called
condition functionsC(x) such that the total potential energy associated with the system is given by

Eu =
ks

2
C(x)CT (x) (8)

whereks is a stiffness coefficient associated with the particular condition function. Forces are then simply calculated
by

F = ∇xEu (9)

Damping forces are similarly fomulated in terms of theC(x),

d = −kd
dC
dx

Ċ(x) (10)

We thus associate a stiffness coefficientks and a damping coefficientkd with each of theC(x). In their paper, Baraff
and Witkin describe a set ofC(x) consisting of an in-plane stretch term, an in-plane shear term, and an out-of-plane
bending term, giving a total of six parameters we can use to tune the internal cloth model. We refer the reader to their
paper for the full details[5]. We note, however, that (as they allude to in footnote 5)energyshould scalelinearly with
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triangle area to ensure scale independence. Therefore, we need to be careful when substitutingC(x) for stretch and
shear into equation 8 that the resulting formula is linear ina rather than quadratic.

In the course of running our experiments, we discovered that a linear drag model such as that used in previous cloth
work[5, 17] was not able to capture dynamic aspects of cloth. In order to add additional air-drag degrees of freedom
to our cloth model without resorting to fully modeling aerodynamics[47], we developed a simple nonlinear alternative.
To calculate the drag force on a triangle, we decompose the average velocity on the face into two components, one
normal to the surface (vN ) and one tangential (vT ). Total drag force is then a linear function of tangential velocity and
a quadratic function of normal velocity, with an additional termkf that controls the degree of nonlinearity,

fdrag = −a

(
kN |vN |2

1 + kf |vN |2
vN

|vN | + kT vT

)

wherea is the area of the given triangle. The linear term is merely Stokes’s law[1]; the quadratic term matches better the
experimental behavior of macroscopic bodies in low Reynold’s number flow[29]. The addition of the|vN |2 term in the
denominator which makes the force asymptotic asvN → ∞ was partially motivated by the observed phenomenon of
drag crisis[29], where under certain circumstances the drag coefficient can actually drop at the onset of turbulence[1].
The optimizer is free to eliminate this behavior or other terms of this equation by setting the corresponding parameters
to zero.

Initially, we used a first-order implicit Euler time integration scheme similar to the one described by Baraff and
Witkin[5]. Unfortunately, we found that implicit integration introduced damping which could not be eliminated by
optimizing cloth parameters. We had more success in matching realistic cloth motions by using higher-order explicit
methods. The results in this paper all use an adaptive 4th-order accurate Runge-Kutta methods with embedded error
estimation[2]. While this method offers the advantages of familiarity and automatic bounding of error, it is rather slow,
and recent work suggests that using 2nd-order backward differences[17] or Newmark schemes[13] may be a better
choice.

For collision handling, we use a model similar to Bridson and colleagues[12] which combines repulsion forces
with impulses to robustly prevent all collisions before they occur. However, separating repulsion forces from the
cloth internal dynamics and applying them outside the Runge-Kutta solver affected stability and resulted in visible
artifacts. Instead, we apply repulsion forces inside the solver loop, so that the solver’s own internal error estimation
can remove these artifacts. The drawback of this technique is speed, because the system must check for collisions
every time it evaluates the state derivatives (as opposed to once everycollision timestepas in Bridson et al.[12]). To
achieve acceptable performance, we used a number of collision culling algorithms, including hybrid top-down/bottom-
up update[46], fast triangle reject tests[52], and a curvature-based criterion for rejecting self-collisions that was first
introduced by Volino and Thalmann[78] and later refined by Provot[58]. We really like to thank Christopher Twigg
(CMU) and Jia-chi Wu (University of Washington) for implementing the cloth model presented in this section.

4.3 Metrics from Video

We use a perceptually motivated metric to compare the motion of cloth in simulation with a video sequence of real
fabric motion. Our algorithm compares the two sequences frame by frame and computes an average error across the
entire sequence. Real fabrics exhibit a wide variety of motion ranging from soft and flowing (satin) to stiff (linen). Our
metric captures the complex dynamics of cloth motion and also helps to distinguish between different fabrics.

Researchers in computational neurobiology hypothesize that the human perceptual system is sensitive tomoving
edgesin video[25, 26, 76]. Studies have shown that the receptive fields of simple cells in the macaque cortex act as edge
or line detectors, responding to oriented edges or lines in natural scenes[38, 75, 19]. In cloth, these edges correspond to
folds and silhouettes, which are regions of high variation in shape. Hence, our perceptually motivated metric for cloth
compares two video sequences, one from simulation and one from the real world, and returns a number that measures
the differences in their folds. The metric also penalizes the silhouette mismatch between the two sequences.

Fold Detection and Representation: Folds appear as soft edges in video whose appearance is dependent on material
properties and lighting. Haddon and Forsyth[33, 32] describe a learning approach for detecting and grouping folds (and
grooves) in images of fabrics. Their technique can handle lighting effects caused by diffuse inter-reflections in cloth.
However, most fabrics have very complicated reflectance properties. In our experiments, we eliminate the effects of
lighting and material reflectance by projecting a structured light pattern of horizontal stripes onto the fabric.

From the light-striped video sequence, we compute thedominant orientationfor each edge pixel by convolving it
with a steerable filter bank[28]. In our implementation, we use the G2/H2 quadrature pair with kernel size 12 as the
basis filters. Details of computing the dominant orientation from the coefficients of the filter bank response are given
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Figure 4: Top Row: Input light striped image. Bottom Row (left to right): angle map and gradient mask.

in Appendix I of Freeman and Adelson[28]. We convolve the image with the filter bank, compute the filter coefficient
responses, blur the coefficients using a Gaussian kernel, and compute the dominant orientation from these coefficients.
We name the resulting orientation image anangle map, shown in figure 4. The angle map, which measures the local
orientation of the projected pattern, has a constant value when the surface is planar and varies at folds. We threshold
the gradient of the angle map to get agradient maskMk for each frame of video (figure 4).

Mk(i, j) =
{

1, ‖δ(i, j)‖ ≥ τ
0, ‖δ(i, j)‖ < τ

(11)

whereτ is a user-defined threshold and‖δ(i, j)‖ is the magnitude of the gradient of the angle map at(i, j). The
gradient mask is non-zero at regions of high gradients, corresponding to folds, and zero at planar regions.

Fold Comparison: Our metric computes the frame by frame sum of squared differences (SSD) between masked
angle maps in simulation with video. We preprocess the input video sequence to compute the angle map at each
frame. Similarly, in simulation, we render the cloth shape using the current parameter values and project the same
striped pattern, to get a striped simulation sequence. We compute the angle map at every frame in simulation from this
sequence. We then compute the SSD of the angle values for all overlapping points in the two angle maps. We multiply
this difference with the gradient mask, which helps to emphasize the differences in fold regions over planar regions
(figure 5). We sum the error across all frames to compute the overall error across the entire sequence. The error at any
particular framek along the sequence is

Efold
k =

Sx∑

i=0

Sy∑

j=0

Mk(i, j) · (θreal
k (i, j)− θsim

k (i, j))2 (12)

where(Sx, Sy) is the size of the angle maps andθreal, θsim are the angle values from real and simulation angle maps
respectively.

Silhouette Comparison: In addition to the angle map error, we penalize the silhouette mismatch between the sim-
ulation and the video of real cloth. This penalty is proportional to the difference between the two silhouettes, i.e., the
number of mismatched pixels.

Esilh
k =

Sx∑

i=0

Sy∑

j=0

| Areal
k (i, j)−Asim

k (i, j) | (13)

where

Ak(i, j) =
{

1, inside silhouette
0, otherwise

(14)
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Figure 5: The stages in the metric pipeline. Top row (left to right): Angle map from video, angle map from simulation.
Bottom row (left to right): angle map difference, final metric value for this frame (angle map difference multiplied by
gradient mask from video).

The total error in framek is
Ek = Efold

k + αEsilh
k (15)

whereα is a user-defined weight that controls the relative contribution of the two terms. We used a value of 0.1 forα
in our experiments. The error across the entire sequence of lengthN frames is given by

E =
N∑

k=1

Ek (16)

4.4 Optimization Framework

We use simulated annealing to find the parameters that minimize the error function given in equation 16. Simulated
annealing initially explores the space in a semi-random fashion and eventually takes downhill steps. The likelihood
that it will take a step in a direction that is not locally optimal is a function of thetemperature(figure 6). We use the
continuous simulated annealing method presented in Press et al.[56], which combines the Metropolis algorithm with
the downhill simplex method for continuousn-variable optimization. We find it useful to reset the simplex with the
current best solution when the temperature reduces by a factor of 3. Prior to optimization, we perform an exhaustive
search for each fabric, where we choose four values for each cloth parameter across its entire range. This search
corresponds to a very coarse sampling of the parameter space. We simulate the fabric for all points in this coarse set
and compute the error for each point by comparing against the real fabric. We initialize the optimizer with the point
corresponding to the minimum error. We have found that this strategy allows the optimizer to locate a good minimum
of the space.

4.5 Results

In this section, we report the results of simulation parameters obtained using our technique applied to four fabrics:
linen, fleece, satin and knit. We measured the mass and dimensions of the fabrics. We also accurately measure the
position of the two top corners using a Vicon motion capture system. We compute the projection matrices for the
camera and projector using a calibration grid comprising of several motion capture markers. We performed two trials
per experiment, each with slightly different initial conditions and optimized on the first 50 frames of video in each trial.
Each trial took approximately 50 hours to converge on a 2.8GHz Intel Pentium 4 Xeon processor (approximately 600
iterations of simulated annealing). For this reason, we started the optimizations on the two trials (per fabric) with the
same initial guess and chose optimized parameters that minimized the total error on the two trials.
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Figure 6: Progress of the simulated annealing optimizer as measured by error. The temperature decrease is governed
by a geometric cooling schedule.

Linen Fleece Satin Knit
Pars Start Exp 1 Exp2 Start Exp 1 Exp 2 Start Exp 1 Exp 2 Start Exp 1 Exp 2

1 1e-3 0.001 0.0008 1e-4 1.1e-5 0.0001 1e-5 6.4e-6 5.6e-6 1e-6 1.1e-6 1.2e-6
2 4000 2016.8 2935.3 50 82.6 89.3 50 26.4 32.4 50 69.7 12.7
3 215.4 167.8 465.7 215.4 255.2 296.9 50 97.7 74.2 50 37.5 60.0
4 1e-7 3.1e-7 4.7e-7 2.2e-6 1.4e-6 1.3e-6 1e-7 1.5e-6 1.2e-7 1e-7 1.0e-7 5.4e-7
5 10 2.7 5.2 10 2.4 5.9 10 0.6 4.5 10 4.5 3.9
6 10 3.9 5.5 10 1.6 9.8 10 6.6 4.7 10 4.9 2.6
7 2 8.7 2.2 2 2.4 1.6 2 4.8 0.8 2 1.5 1.0
8 2 5.6 2.0 2 3.1 0.3 2 1.8 1.5 2 0.5 1.8
9 2 0.4 1.3 2 4.3 1.2 2 0.9 0.8 2 1.2 0.3

E1 94.2 85.9 93.1 208.8 179.6 222.2 124.0 106.4 114.1 230.7 208.8 246.3
E2 115.7 113.0 100.9 233.2 230.2 180.2 280.8 272.8 178.6 255.1 261.8 225.3

E1+E2 198.9 194.0 409.8 402.4 379.2 292.7 470.6 471.6

Table 1: Parameters from two waving experiments. Line E1 shows the error for Experiment 1 with the initial conditions
and after optimization. It also shows the error for experiment 2 when run with the parameters found for experiment 1
without further optimization. Similarly line E2 shows the initial error for experiment 2, the error after optimization, and
the unoptimized result with those parameters on experiment 1. The parameter set from the experiment shown in bold
is selected as the final estimate for each experiment because this parameter set minimizes the sum of the error from the
two trials, E1 + E2. Satin has very different starting errors for the two experiments although the initial conditions are
the same and the error values after optimization also differ significantly. Legend: 1=bend, 2=stretch, 3=shear, 4=bend
damping, 5=stretch damping, 6=shear damping, 7=linear drag, 8=quadratic drag, 9=drag degradation, E1=error per
frame from experiment 1, E2=error per frame from experiment 2.
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Figure 7: Waving results for satin. The top picture in each block shows the real fabric and the bottom shows the
corresponding frame from simulation.
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Figure 8: Comparing the optimized parameters in simulation for each fabric with the four real fabrics. For example,
point 1 in the graph shows the error when a simulation with fleece parameters is compared with video of satin. Simi-
larly, point2 is the error when the satin simulation is compared with real satin. The four curves have a minimum when
they are compared to their correct counterparts.

Waving test. We optimized for nine parameters in the waving test: the six cloth stiffness and damping parameters
and three air drag parameters (figure 7). As with the static test, we initialized the static parameters in this test from a
coarse exhaustive search. The dynamic parameters were initialized using a random guess. We optimized on the first
50 frames of the sequence. The initial values and final values of the optimized parameters for two trials are reported
in Table 1. We choose the parameter set that minimizes the sum of the error from the two trials. For instance, in the
following example of satin waving, we choose the parameters from experiment 2. This approach seems to produce
plausible results with skirts and other validation experiments. However, we believe that a more general solution for
parameter identification using our framework would be to simultaneously optimize across multiple trials of different
experiments.

Metric validation. We compare each of the four optimized angle maps from simulation (corresponding to the four
fabrics) with the four angle maps computed from video. In figure 8, each curve shows one fabric (e.g., fleece) compared
with four simulations, corresponding to each fabric type. We see that each fabric in simulation has a minimum error
when compared to its counterpart in reality. Figure 8 also demonstrates that our approach could be potentially useful
for recognizing different types of fabrics in video.

Generalization. We used the optimized parameters from the waving test to simulate a skirt on a human actor who was
skipping (figure 9). In the first trial, we capture the full body motion of the actor performing a skipping motion using an
optical motion capture setup. We use this data to drive the character for the cloth simulation. She then approximately
repeats the same skipping motion wearing each one of the four skirts. Here, we just show the results for one of the
four fabrics (fleece), results for the other fabrics can be found in [6]. These results show that the parameters obtained
from our optimization approach approximately captures the dynamic properties of skirts of different materials. We
performed a set of additional generalization experiments using a robot, that applied the same waving motion to all the
fabrics, and showed that the simulations with the optimized parameters match their counterparts in video. A detailed
description of these results and other estimation experiments can be found in [6].

5 Animating Fluids By Constrained Video Editing

We propose an intuitive video editing framework for creating controllable animations of fluids from pre-recorded
video sequences of fluid motion. We are interested in editing video to create controlled simulations of complex natural
phenomena like bubble formation in water jets or complex collisions in real waterfalls and avalanches, which are
otherwise very hard to simulate using state of the art physical simulators. We propose to combine a simple particle
simulator with the domain knowledge stored in video to simulate and render fluid animations which have stationary
or transient temporal dynamics. Our simulation framework can be applied to produce realistic animations of natural
phenomenon for visual effect applications.
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Figure 9: Validating the estimated parameters on a more complicated motion and garment. We show (from left to right,
top to bottom) several frames of an actor skipping while wearing a fleece skirt. The corresponding frames of the skirt
in simulation shows that our technique captures the approximate shape and dynamics of the real skirt. These frames
were equally spaced across the entire sequence (0.5 seconds apart). The validation results on all four skirts can be
found in our project webpage:http : //graphics.cs.cmu.edu/projects/clothparameters/.
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Physical simulators that integrate the Navier-Stokes equation have been widely used for animating fluid motion in
computer graphics. These techniques have produced very accurate simulations for several natural phenomenon like
smoke, flame, water, explosions [69, 45, 27]. However, controlling these simulators to achieve a specific animation
can be very tricky, since the simulators are usually sensitive to initial conditions, model parameters and external
forces. Recently, there has been work on controlling smoke simulations to match specific keyframes using optimization
techniques [74].

Several texture synthesis techniques [43, 63] have successfully used video footage of fluids to synthesize longer
sequences of fluid motions. These animations are compelling and realistic, because video captures the complex tex-
tured motion of the natural phenomenon. However, because these techniques do not model the underlying physical
phenomenon, the range of interesting editing operations that can be performed on the original video sequence is fairly
restricted. Our proposed technique attempts to combine the physical constraints on the fluid flow produced by simula-
tions with domain knowledge and texture from video to produce controllable animations.

The motion of fluid pixels in video can be represented by its 2D velocity field, which can be estimated using optical
flow or other semi-automatic techniques (section 5.5). This velocity field can be edited to satisfy the set of constraints
specified by an animator. The edited velocity fields can be rendered usingtexture transfer[35] of color from original
video to create new animations. The texture transfer scheme inherently exploits the correlation that exists between
the velocity fields and color fields in video for many fluid-like phenomena. Hence, with our framework, the problem
of creating controllable fluid animations reduces to recovering and editing velocity fields from video and then using
texture transfer to render the results. Our approach combines the domain knowledge of video with a simple physical
simulator for velocity editing. We hope that the simplicity of the simulator will make it controllable for the user, while
the video data will provide the visual complexity that would otherwise be missing from the simple simulation.

Our framework uses a particle simulator as an interface for specifying and constraining the global characteristics of
the desired velocity field. These velocity fields can be defined in 2D or 3D, depending on the phenomenon that is being
modelled. The animator controls the global flow direction of the velocity field by specifying thesourcesandsinksof
the flow and/or using velocity constraints at any point on the field. Additionally, the animator can perform edits that
arephysically motivatedby adding external forces or collision objects to the original velocity field from video. We
then optimize for a velocity field in simulation that captures the statistics of the velocity field in video and satisfies
animator specified constraints. The objective function tries to conserve flow from sources to sinks and matches the
velocity neighborhoods present in the simulation and the video. For each point on the modified velocity field, the
texture transfer algorithm finds the closest point on the original velocity field and uses its corresponding pixel color
(from video) for rendering. We present a few potential applications using our framework with examples.
Example 1: Modifying a waterfall. In this example, an animator creates a new waterfall by performingphotoshop

styleedits on an existing waterfall sequence. Figure 10 shows a mock up of this idea, created by an artist who cut and
pasted regions from one frame of Niagara falls to create a novel image. The 2D velocity field from the input sequence
is obtained using a standard optical flow algorithm [9]. The goal of the algorithm is to synthesize the desired waterfall
sequence using appropriate blocks of video from the input sequence.
Example 2: Adding a second boat into a stream. The animator adds an additional boat in one frame of video of a

stream which already has one boat, as mocked up in figure 11. The goal here is to produce a plausible looking motion
for the water colliding against the second boat using the data already encoded in video.
Example 3: Spreading Flame. In this example, the animator creates a spreading flame by starting with a small source

of fire in video and spreading the source area across the image (figure 12). This example highlights the application of
our source-sink framework to create interesting animations from video.

Before explaining the details of our algorithm, we would like discuss three possible circumstances where our
proposed 2D technique will likely fail: (a) when the simplified source-sink particle model does not capture the global
characteristics of the desired phenomenon, (b) when the optimized velocity field is very different from the velocity
fields in video and (c) when the underlying phenomenon is inherently 3D, its observed 2D velocity field in video has
several artifacts (e.g. artificial sinks in 2D).

Our approach does not attempt to model the true physics underlying the fluid motion in video but only models a
simplified particle systems version of physics. Consequently, the fluid motion in the edited video is not guaranteed
to obey the laws of full natural physics that were captured in the original video. However, the edited fields should
satisfy the animator specified flow constraints and hence can reasonably approximate the desired behavior for several
real world natural phenomena. This behavior is especially true for locally chaotic phenomenon like Niagara falls,
where the fluid has a well defined global flow direction caused due to gravity, but is locally chaotic due to collisions
or turbulence. Our editing technique will not work well for phenomena whose velocity fields exhibit other global
behaviors, if those are not well modelled by our particle simulator. For example, consider a phenomenon where the
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Input Image Regions  selected by artist

Desired image sketched out by artist Patches used to create the desired image

Figure 10: A new waterfall sequence created from a existing video sequence of Niagara falls by an artist (using
Photoshop).

Input Edited

Figure 11: Adding a second boat into a video sequence of a stream with one boat (using Photoshop).
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Input Edited

Figure 12: Highlighting the effect of a flame spreading by choosing multiple sources and sinks. This image was also
mocked up in Photoshop to illustrate the expected result with such an editing operation.

velocity difference between two nodes is related to its spatial distance. Clearly, in this example, the spatial structure
of the velocity field could lost in the edited field when we move these nodes around, because our technique does not
simulate the true underlying physics. Our framework might also produce visual artifacts when the edited velocity field
is too different from the input field, potentially caused due to the application of an external force in simulation. We
discuss a user assisted approach in section 5.4 to reduce these artifacts. Finally, since our algorithm tries to satisfy the
global flow constraints of particles flowing from sources to their desired sinks, it implicity tries to generate divergence
free velocity fields for all points in the field (other than source, sinks and obstacles). However, achieving this global flow
while simultaneously satisfying the neighborhood statistics of the velocity field from video can be tricky, especially
when the phenomenon observed in video is inherently 3D. For example, the 2D velocity field of a fountain video such
as that shown in figure 17 has lots of artifacts because neighboring pixels in 2D correspond to particles at different
depths, which could have different 3D velocities. This problem might be solved by modelling a 3D velocity field in
simulation using 3D sources and sinks, and match the statistics of its 2D projection with the input velocity field. This
is an open research problem and we are planning to address this problem in the future as a part of this thesis.

5.1 Prior Work

Creating realistic animations of fluid motion is a very active area of research in computer graphics. Several techniques
have been developed for simulating the complex motions of liquids [27, 69], gases [24], fire [45] and other natural
phenomenon. These model the fluid motion with arbitrary external forces using the Navier-Stoke’s equations and
integrate these equations over a 2D or 3D grid. Moreover, they can handle collisions with external objects by setting
appropriate boundary conditions on the intersecting node velocities. Earlier work in simulating fluid-like phenomenon
used dynamic particle systems [59, 60]. The Connection Machine was used to render particle system animations in a
data parallel system, with quite compelling results [67]. Particle based Lagrangian approaches [21, 51] have been used
to simulate soft objects and fluids in real time. However, the force fields in simulation for most particle systems are
usually hand tuned, which can be very laborious for many complex fluid motions.

High level control over the fluid motion in simulation is very important for most animation systems. This task is
especially challenging for a physically based animation system where the focus is on creating very realistic behavior.
Most previous systems have addressed this issue, but usually provide indirect methods of control to the animator (e.g.,
using collision objects in [27]). However, a few recent papers address this problem more directly for fluid simularors.
For example, Lamorlette and Foster [45] use simplified fluid models and user controlled stochastic force fields that
produce compelling simulations of fire. Treuille et al. [74] use external wind forces, computed using optimization, for
controlling smoke simulations. In this project, we are use a controllable particle simulator to edit velocity fields from
video and render the edited fields using colors from video.

There has been a lot of interest in modelling fluid flow from video and using it for synthesizing new motion. These
techniques are often calledtexture synthesis. Parametric techniques using Auto-Regressive (AR) filters have been used
to model the complex motion of fluids in video [68, 71]. Wang and Zhu [80] present a generative model for analysis
and synthesis of natural phenomenon from video. Their generative model, similar in principle to a particle system,
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Figure 13: (a) Shows our proposed source-sink framework with one source and three sinks. The colors at the source
indicate the desired source distribution. (b) Velocity field at some intermediate stage of optimization. The red trace
shows a source particle whose desired sink is the red sink (sink 1) but misses the desired sink by a column. (c) Velocity
field after optimization. All source nodes go to their correct sinks.

uses a second order Markov chain to model the motion of pixel blocks in video. They use an EM algorithm to infer
the properties of the Markov chain. Several non-parametric techniques [23, 43] use the Markov Random Field (MRF)
assumption for texture to synthesize new textures and longer video sequences from a small video sequence. Another
related technique is video textures [63] which creates longer video sequences from short clips by looping through
cleverly selected transitions from the original clip. Several extensions of this basic idea provide an animator with high
level control over the resulting motion [62]. However, these techniques have no underlying notion of global motion or
flow conservation, and hence are not appropriate for creating fluid animations which have a well defined flow pattern.
Hence, these techniques are not adequate for video editing that requires a large change in the spatial structure of the
scene or the direction of fluid flow. We hope that the addition of a particle simulator will allow larger edits in our
system.

5.2 Proposed Model

We propose a source-sink framework to model the velocity and color fields at each node in simulation. The source-sink
model provides a convenient way for specifying the global flow constraints on the desired velocity field. Mathemat-
ically, our framework is a Eulerian system with a velocity field defined at each node. The input to our system is a
video sequence and a corresponding 2D velocity field, obtained either manually or using optical flow techniques. The
animator typically edits one or more frames of the input video; the system generates an output video sequence by
selecting blocks of video from the input that obeys the constraints on flow and velocity specified by the edit. Here, we
only describethe steps to estimate thevelocity field at one framein simulation; we believe that the same technique can
be extended to create a sequence of velocity fields in simulation and we propose some possible ways in section 5.3.

To control the overall flow direction of the velocity field, we use a notion ofparticle flowthrough the field from
a fewsourcenodes to a fewsink nodes (figure 13). The animator specifies the location of the sources, sinks and the
desired flow distribution (which source nodes flow to which sink nodes). This interface provides a convenient way to
constrain the overall flow direction of the field. Particles are generated at the source, terminate at the sink nodes, or
flow out of the field through the boundary nodes. We use the termexit pointto denote the termination location of each
particle, which occurs either at a sink or at the boundaries. The animator can constrain the velocities at the sources or
any of the intermediate nodes using cut-and-paste style editing operations from the input velocity field, or by sketching
out the desired flow. The goal of the algorithm is toestimatethe velocity field in simulation (v1, v2, ..., vk, in figure
13(b)) thatsatisfiesconstraints,conservesflow, andpreservesthe local statistics of the velocity field from video. For
example, in figure 13(a), there are three sinks, which are shown in different colors. The boundary nodes are shown
in white. The desired flow distribution at the source, specified by the animator, is also shown. We define a velocity
field asflow conservingif all particles emitted from the red sources end at the red sink; green sources at green sink,
etc. For added control, the animator can also apply external forces like gravity or wind to any node. We propose a
technique for doing this in section 5.5. Our framework also allows the animator to initialize the node velocities using
any arbitrary velocity field that is divergence free (for example, from video), which could be used to bias the output of
the optimization.
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5.3 Estimating Velocities using Optimization

We propose a gradient-based optimization technique to estimate the velocity fields in simulation. We minimize an
objective function that has three terms: aFlow Conservationterm that encourages all the source particles to reach
their desired sink, aSmoothingterm that keeps the estimated field relatively smooth, and aNeighborhoodterm that
encourages the local neighborhoods of the simulated field to match its closest neighbors from video. The smoothing
and neighborhood terms affect thelocal velocity distribution, whereas the flow conservation term affects it globally.
More precisely, the optimal velocity field̂v is estimated as

v̂ = arg min
v

[αEf (v) + βEs(v) + γEn(v)] (17)

whereα, β andγ are scalar weights that control the contribution of the flow(Ef ), smoothing(Es) and neighborhood
(En) terms respectively andv is the velocity field in simulation. Although we present a continuous gradient descent
approach, a discrete search algorithm might work well for the flow conservation term. We are currently looking
into various discrete search techniques and network flow algorithms, that could potentially speed up the optimization
considerably.

Flow Conservation: The flow conservation term minimizes the distance between the exit points of particles emitted
from each source node and its desired sink. This term can be visualized by looking at the trace of a particle from the
source in figure 13(b). Assume that the desired color for this particular source particle is red. The particle should
move to the left, to reduce this distance. In our formulation, all nodes on the path from a source also contributes to the
objective function. For these nodes, the error is computed as the average distance contributed by all particles that flow
through that node.

Assuming that there areN sinks, we assign each sink with a uniquesink color, which is a unit vector of dimension
N. For example, in figure 13 with 3 sinks, the red sink has a sink color(100), blue sink is(010) and green sink has a
color(001). For any node, we define thedesiredcolor vectorcdes as the color of the desired sink. Note that the desired
color values at the sources are specified by the animator. Also, for a particle emitted from each node, thedistance to
sink vector, ~d, stores the distance between its exit point and all the sinks. For each source node, we define the flow
conservation error as:

Ef (vi) = cdes
i .~d2

i (18)

For an intermediate nodein the pathof a source particle, the flow conservation term is the average flow error across all
source particles passing through that node:

Ef (vj) = (
1

Mpass
j

)Σ
Mpass

j

k=1 [cdes
k .~d2

k] (19)

whereMpass
j is the total number of source particles passing through that node.

Derivatives: The derivative of the flow conservation error at a source node with respect to the node velocity is ob-
tained directly from equation 18:

∂Ef (vi)
∂vi

= 2cdes
i .[~di.

∂ ~di

∂vi
] (20)

For all intermediate points in the source path, the derivatives are

∂Ef (vj)
∂vj

= (
1

Mpass
j

)
Mpass

j∑

k=1

2cdes
j .[~dj .

∂ ~dj

∂vj
] (21)

We note that the two derivative equations above require the gradient∂ ~d
∂v evaluated at the node. We use a finite difference

approximation to compute this gradient as shown.

∂ ~d

∂v
|v=vi =

~d(vi + h)− ~d(vi − h)
2h

(22)

This gradient computation involves two forward simulations at each node where the node velocity is varied by a step
sizeh.
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Figure 14: Showing the 4-connected and 8-connected neighborhoods around a node.

Smoothness: The smoothness term minimizes the least square difference between the velocity at each node and
its neighbors. It has the effect of smoothing the velocity field at each iteration of the optimization. We define the
smoothness cost at nodei as follows

Es(vi) =
∑

j=N (i)

(vi − vj)2 (23)

whereN (i) are the 4-connected neighbors of nodei (figure 14). The derivatives of the smoothness term are computed
as follows

∂Es(vi)
∂vi

= 2
∑

j=N (i)

(vi − vj) (24)

Neighborhood: This term ensures that local statistics of the estimated velocity field in simulation matches the statis-
tics of the velocity field from video. We look at a neighborhood matrix around each node in simulation (4-connected
or 8-connected, see figure 14) and search for itsnearest neighborfrom the velocity field in video. Note that each
element of the neighborhood matrix is a 2D velocity vector. Denoting the neighborhood matrix around the nodei
(with coordinates(xi, yi)) in simulation asS(i) and the neighborhood matrix around an offset nodeo + i in video as
V (o + i), we define the search costC(o) as the least square error between the two matrices

C(o) = ‖S(i)− V (o + i)‖2 (25)

whereo = (ox, oy) is an offset used to index the different spatial nodes of the velocity field in video. We define the
nearest neighbor for nodei in simulation,N(i) as the patch from video that produces the minimum value ofC(o).

ô = arg min
o

(C(o)) (26)

N(i) = V (ô + i) (27)

The neighborhood matching error is the least square error between a node and its nearest neighbor.

En(i) = C(ô) (28)

Rewriting this explicitly in terms of the velocity at nodei and its neighbors, this error becomes

En(vi) = (vS
i − vN

i )2 +
∑

j=N (i)

(vS
j − vN

j )2 (29)

wherevS
i is the velocity of nodei in simulation andvN

i is the velocity of its corresponding nearest neighbor node. The
derivative of this error term is easily computed as

∂En(vi)
∂vi

= 2(vS
i − vN

i ) (30)

Gradient Descent: After evaluating the objective function and its derivatives at all the nodes, we perform a simple
gradient descent with step-sizeλ to update the velocity at each node.

E(vi) = αEf (vi) + βEs(vi) + γEn(vi) (31)

vk+1
i = vk

i + λ
∂E(vi)

∂vi
(32)
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Figure 15: Showing a local minima problem with the simple continuous formulation of the flow conservation term.
(a) shows the setup with one source and two sinks. (b) shows the initial condition and (c) shows the result after
optimization. Notice that one of the green particles (third from right) lands up in the red sink after optimization.

Discrete Solutions for Flow Conservation: The continuous formulation of the flow conservation term with sources
and sinks is analogous to thePotential Fieldapproach for robot path planning. This formulation has problems with
local minima (see figure 15 for an example). We are investigating several other alternative formulations for the flow
conservation term. One possible approach is to try a discrete search at each node, using anA∗-type search algorithm
[66]. Another approach is to use harmonic potential functions that are guaranteed to produce divergence free paths
from sources to sinks [42, 18].

Extension to temporal domain: The temporal dynamics of several water sequences of that we model with our
framework, like the Niagara falls or water streams, are nearly stationary. We are planning to model this variation using
a stationary stochastic process, for example, using an autoregressive process. However, for many other sequences,
like fire or smoke, the temporal variation of the velocity at each pixel (or block) is quite complex. The problem of
modelling temporal dynamics of natural phenomena in video is an open research problem in the computer vision
community [68]. Currently, we are looking into a few non-parametric techniques using nearest neighbors on temporal
blocks of the velocity field to model the temporal dynamics. Using these models, we hope to create long temporal
sequences of velocities in simulation that captures the spatio-temporal dynamics of the given video.

Extension to 3D: Our velocity editing framework can be extended to 3D by defining a velocity field on a 3D grid.
The sources and sinks are now defined in 3D and the optimization algorithm tunes the velocities to match a set of flow
and neighborhood constraints. Since video does not provide 3D velocity fields, the neighborhood term is evaluated by
projecting the 3D velocity fields from simulation into the camera plane and performing 2D operations as before. The
flow constraints, however, can be evaluated in 3D because the sources and sinks are defined on the 3D grid.

5.4 Rendering

There has been a tremendous effort in the computer graphics community [69, 27, 51] to create realistic rendering
of fluids and other complex natural phenomena. Recent rendering techniques have shown significant improvement
in modelling sub-surface scattering, complex inter-reflections and self shadowing in fluids [45, 27]. Although these
models produce convincing animations, they cannot match the realism of a video of real fluid motion for complex
natural phenomena. The color distribution of natural phenomenon in video is characterized by chaotic structure (e.g.
fire, foam on water) coupled with large deformation (e.g. Niagara falls) and inter-reflections (smoke, clouds).

In our framework, we directly use the colors captured in video to render the particle simulation. We assume
that there is a correlation between pixel color neighborhoods and their corresponding velocity neighborhoods in video
sequences. We present quantitative results showing this correlation on a few video sequences of waterfalls and streams.
We present apatch selectionalgorithm similar to thetexture-by-numbersidea of [35] to render the velocity field in
simulation using color and velocity information from video.

Patch selection algorithm: The patch selection algorithm takes three inputs, the velocity field in simulationV sim,
the velocity field in videoV src and colorCsrc from video. The color at each node in simulation is obtained by min-
imizing an objective function with two terms:data consistencyandneighborhood consistency. The data consistency
term penalizes the mismatch between a velocity patch around each node and its nearest neighbor patch from video.
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The neighborhood consistency term ensures that the simulation color is consistent with its already filled neighbors.
The algorithm can be described more precisely in pseudocode as follows:

function PATCHSELECT(V sim, V src, Csrc)

for each node n in V sim

do





list ← KNN(N sim
v (n),N src

v )
for each i ← list

do





Edata
n (i) ← ‖N sim

v (n)−N src
v (i)‖2

Eneigh
n (i) ← ‖N sim

c (n)−N src
c (i)‖2

En(i) ← Edata
n (i) + Eneigh

n (i)
i∗ ← arg mini[En(i)]
Csim(n) ← Csrc(i∗)

return (Csim)

N sim
v (n) is the velocity neighborhood of noden andN sim

c (n) is the color neighborhood of the already filled pixels
in simulation. The functionKNN(N sim

v (n),N src
v ) returns the indices of theK nearest neighbors ofN sim

v (n) from
the velocity field in videoN src

v .

Patch placement and advection: Once we have a technique for selecting the color patches for a given velocity field,
we use a standard texture filling algorithm to render out a frame in simulation. We select a patch of texture for each
node using thePatchSelect algorithm and use standard texture blending techniques [23, 43] to merge the boundaries
of overlapping patches.

We propose two methods for rendering a video sequence in simulation. The first method creates a sequence
of velocity fields in simulation using the temporal velocity model learnt from video. It then renders out a color
image corresponding to the velocity field at each frame. The second technique uses a sequence of velocity fields
simultaneously (twelve consecutive frames, for example) to render out the simulation. It discretizes the sequence of
velocity fields into a grid of small (spatio-temporal) voxels of velocity data. In this case, thePatchSelect function
returns a color voxel (instead of patches) from video for each element in simulation. Once again, the overlapping
voxels between neighboring elements are merged using standard texture blending techniques.

Our rendering algorithm hinges on the assumption that the patches of the velocity field in simulation and video are
reasonably similar. This is usually achieved by the neighborhood term of the objective function. However, there might
be cases when the error at a patch is large enough that it produces a rendered result that does not look plausible. In
this case, the animator can guide the system to produce the correct result by constraining the velocities at these patches
to their correct desired value (by a cut and paste operation from the original video). This will force the optimization
algorithm to recompute the velocity field that produces a plausible rendering.

Preliminary results on Niagara sequence: Figure 16 shows an example result that performs texture transfer using
the rendering idea presented in the previous paragraph. The animator hand labels the velocity fields for one frame of
the source sequence. For this example, we used a hand labelled velocity field in simulation (destination). Here, the
animator was interested in removing the foamy portion of the fall (on the left) and replace it with the clearer section
on the right.

Although this example used hand-labelled velocity fields, we are planning to use dense optical flow for our future
experiments. The velocity fields in simulation will also be generated automatically, using the optimization framework.
The objective of this experiment was to show that we can get decent rendering results using sparse velocity fields.

5.5 Plan of Action

Current status: We are currently implementing the different cost functions and their derivatives for estimating the
velocity fields in simulation. We have designed a simple user interface where the user can specify sources, sinks,
constraints, external forces and collision objects in simulation. The interface also allows the user to control the relative
weights of the different terms of the objective function. We have implemented an adaptive gradient descent algorithm
that minimizes the objective function to compute the final velocity field in simulation. Our rendering scheme performs
block selection at each node and blends the boundaries using simple feathering operation. We are planning to imple-
ment the patch advection scheme combined with better texture merging methods like graph cut textures [43] or image
quilting [23].
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Source Velocity Field Source Image

Destination Velocity Field Rendered Result

Figure 16: The rendering result for one frame of a waterfall edited from the Niagara sequence. The animator hand-
labelled the velocity field in the original sequence, and sketches out a new velocity field. The system performs an
image-analogiesstyle texture transfer using the underlying velocity fields to render the output sequence corresponding
to the new velocity field.
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Figure 17: Examples of natural phenomenon that we are interested in simulating. The fountain on the extreme left is
a good example of a system that requires a 3D simulator. The flame sequence and smoke stack has complex texture
deformations. The waterfall sequence (Niagara Falls) has particles with large out of plane motion. The example of
water jet falling into a cup creates bubble patterns that deform and move out of plane.

Examples: We plan to use our framework to model and edit a wide range of commonly occurring natural phenomena
(see figure 17). Here, we list a set of examples that would like to work with, listed in the increasing order of difficulty.
We would definitely like to experiment with several water sequences, smoke and fire. We may try extend our algorithm
to handle sequences with varying temporal dynamics, although we are not sure how to handle these systems with our
current framework.
Water: We plan to edit video sequences of complex waterfalls, like Niagara falls, which have highly deforming texture
and complex spatial velocity fields (due to collisions with rocks). Other similar examples include videos of streams
and oceans with swirls and foam. All these examples exhibit a strong correlation between velocity and color, and have
fairly simple temporal dynamics (the temporal velocity at each node could be modelled using a stationary stochastic
process).
Smoke: The examples that we are trying to model include smoke from a chimney or from a steam engine, which has
interesting texture depending on the velocity of the smoke particles.
Fire: Fire sequences exhibit highly stochastic temporal dynamics, which can be modelled using a particle system with
stochastic attributes for sinks locations and particle age. We plan to work with video sequences of flames, bonfires and
flame throwers.
Systems with transient temporal dynamics: This includes a list of phenomena where the temporal velocity at each node
evolves dynamically. An ocean wave crashing into the beach or motion of particles in an explosion or smoke emitted
from an incense stick or rocks falling during an avalanche are examples of such phenomena in nature. Sequences with
non-stationary temporal dynamics could be modelled using a space-time velocity term at each node, which relates the
temporal variation of velocity at a node with the velocities of its spatial neighbors. We are exactly not sure how to
incorporate the space-time velocity term (from optical flow) into our framework, and are currently exploring several
ideas.

The water examples of Niagara falls and streams have lots of slowly moving texture in video which make them
ideal for optical flow algorithms. The large volume of water flow in Niagara causes deforming foam patterns when
falling water collides with underlying rocks. Though this results in swirling texture patterns, its surface velocity field in
video is more or less divergence free, validating the 2D approximation. The other water examples (water jet, fountains)
require larger frame rates in order to obtain a good optical flow estimate.

Optical Flow: Computing decent optical flow estimates for fire, smoke and other fluid phenomena is an open re-
search problem. Video sequences of smoke and fire is characterized by large inter-frame deformations and lack of
texture, which causes most traditional optical flow algorithms to break down. However, there is some recent work on
statistically estimating fluid flow fields from video that models the velocity distribution using a autoregressive process
[16]. We are also planning to use a semi-automatic learning scheme to infer the velocity fields for a sequence using
data from a few manually specified frames.

Model Extensions Here, we present a set of extensions to the optimization algorithm presented in section 5.3 for
estimating velocity fields in simulation. Specifically, we discuss ideas to handle collisions, constraints and temporal
dynamics with the same framework. We also present alternative analytical formulations for computing the derivatives
of the flow conservation and neighborhood terms. Finally, we discuss some modifications to the neighborhood model
that handles perspective distortions and captures the local statistics of each node that is independent of the camera
viewpoint in video.
External Fields and Collisions: Although we have been dealing with velocity fields so far, our framework can modified
to handle acceleration fields in simulation. Acceleration fields provide a convenient way to add external forces into the
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Initial Condition Velocity based Acceleration based

Impulse ResponseBefore collision
(a) (b) (c) (d) (e)

Figure 18: Showing the two different strategies for collision response. (a) shows a scenario where a new obstacle
is introduced into a velocity field. The path of a particle advecting through the field is shown in red. (b) shows
the expected response using a penalty based method that directly modifies the velocity field. (c) shows the position
and velocity of the particle just before collision using an acceleration based scheme. In (d), the obstacle applies an
instantaneous impulse at the point of contact. (e) shows the resulting path of the particle after the impulse is applied.
The acceleration based scheme allows particles to have different velocities at the same spatial location (before and after
collision, for example).

system. Our framework allows the animator to either apply an external velocity field or an external acceleration field
at selected nodes. External velocities get added directly to the existing velocity field, hence affecting the motion of
the particles that move through that node. To handle the effect of external accelerationaext, we first compute theflow
accelerationaflow acting on a particle due to the underlying velocity field . The total acceleration acting on a particle
p is computed as

atot
p = aext

p + aflow
p (33)

The flow acceleration of a particle in simulation is obtained by computing thematerial derivativeof the particle flowing
through the field. Let the particle’s trajectory along the velocity field be parameterized by the variablet. Assuming
thatx(t) andv(t) denotes its position and velocity, its acceleration is given by:

aflow(t) = ẍ(t) =
D(v(t, x(t)))

Dt
=

∂v

∂t
+

∂v

∂x

d(x)
d(t)

=
∂v

∂t
+∇vT v(t) (34)

The particle flow acceleration requires the computation of the temporal derivative∂v
∂t along with the spatial gradient of

velocity ∂v
∂x . The position of the particle at the next time step is given by

x(t +4t) = x(t) + v(t)4t + 0.5atot4t2 (35)

We use the above equation to advect the particles through the acceleration field. We use this particle advection scheme
in conjunction with the optimization framework presented in section 5.3 to estimate the velocity field in simulation
under the influence of external forces.

We propose two strategies for collision handling with external objects using our framework. The first scheme mod-
ifies the velocity field directly during optimization by applying a large penalty term in the objective function whenever
a particle passes through an obstacle. This algorithm would produce velocity fields that would always avoid obstacles
without ever colliding against them. The second scheme advects particles through acceleration flow fields and applies
anoutward impulsefor particles that penetrate an obstacle. This is has an effect of locally modifying the velocity field
where particles bounce against an obstacle and eventually flow around it.

Better neighborhood models: Because our neighborhood model compares velocity patches in simulation directly
to patches from video, theirL2 difference depends on the pose of the camera relative to the direction of fluid flow in
the scene. One simple way to eliminate this dependence is to make the average direction in each patch equal to zero
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(zero mean distribution) by subtracting out the average of the patch. Another common artifact visible in many video
sequences is perspective distortion, which causes pixels near the camera to move faster than pixels far away. This
distortion can be corrected if we can solve for the camera scale factor. These two operations normalize the patches for
orientation and scale, and have been used for texture filling applications [22]. Finally, we are investigating in other
models for the neighborhood term from video, using kernel density estimation techniques, which have well defined
analytical gradients. Specifically, we are looking atmean shiftbased clustering algorithms [30], which have been
shown to produce impressive texture classification and NPR results.

6 Contributions

In this thesis, we present two novel approaches for creating realistic physical simulations from video. Our first contri-
bution is an optimization based approach for estimating the parameters of rigid body and cloth simulators from video.
A crucial element of this framework was the design of perceptually motivated metrics that compared the objects in
simulation with their counterpart in video. In the rigid body work, our framework used a simple silhouette based
metric to estimate the parameters of the object (initial velocities), camera (extrinsic) and environment (gravity) simul-
taneously. In our cloth work, we designed a novel curvature based metric that measured the folds in fabrics. Using this
metric, we estimated the simulation parameters for four distinct real fabrics. To the best of our knowledge, our system
is the first framework to identify both the static and dynamic parameters of cloth simulators from real data. Our latest
contribution is an intuitive video editing framework for creating animations of fluids. Though this work is currently in
progress, we believe that the simplicity of the underlying simulation framework would provide a controllable interface
for creating complex fluid animations.

7 Schedule

Here is a tentative time-line for completing my thesis work by September 2004:
Dec 2003 - Feb 2004:

• Implement the basic constrained video editing framework and test it on several interesting 2D examples. Submit
results to Siggraph (Jan 21st).

March 2004 - June 2004:

• Test different user interfaces with artist feedback to make this framework easy and intuitive to use.

• Experiment with different optical flow algorithms.

• Implement the various model extensions for handling acceleration fields and temporal dynamics.

• Experiment with simple 3D examples.

July 2004 - Sept 2004:

• Write the thesis document and defend.
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