
10-710/11-763
Fall 2013

Homework 4
Due: 11/14/2013

1 Introduction

The purpose of this homework is to investigate learning algorithms and
feature engineering. This is a competitive task where you will be competing
with your peers to see who can build the best system, using a combination
of clever features or cutting-edge learning algorithms. The winner will be
declared based on the highest f1-score on the test set. The task is biomedical
named entity recognition from BioNLP/NLPBA 2004 1. As a baseline you
will be required to implement perceptron training for your tagger.

2 Tasks

2.1 Perceptron Training

As you learned in class, the perceptron learning algorithm can be viewed as
stochastic gradient descent with the following loss function:

L(w) =

N∑
i=1

−w>f(xi,yi) + max
y′

w>f(xi,y
′)

i ranges over the examples in the training data. To perform stochastic
gradient descent for this loss function, process each training example one at
a time and update the weights as follows:

wt+1 = wt − αt

∂Li(t)(w)

∂w

αt is a stepsize which can depend on t, and i(t) is the training example which
is used at gradient descent step t. Usually multiple passes over the training
data are performed, and a random permutation of the training data is used
for each pass. Taking αt = 1 gives the perceptron update:

wt+1 = wt + f(xi(t),yi(t)) − f(xi(t), arg max
y′

w>f(xi(t),y
′))

1http://www.nactem.ac.uk/tsujii/GENIA/ERtask/report.html
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Implement this training method for your NER tagger from homework 1,
using a subset of the features from that homework. Do not use the Gazetteer
or POS tag features since we have not provided a Gazetteer or POS tags. To
obtain better performance, you can average the weight vectors over timesteps
t and/or do early-stopping using a held-out dev set.

2.2 Improve the performance of your tagger

Now it is time to improve the performance of your tagger! Here are some
ideas to get you thinking:

• Look at the errors your tagger makes and think of features that might
boost performance.

• Run an external text-analysis tool such as a POS-tagger, dependency
parser, or Percy Liang’s Brown cluster implementation2 and add fea-
tures that use those analysers as input.

• Try a different loss function such as CRF, SVM, risk, softmax-margin3

or ramp loss.4 These loss functions can still be optimized using stochas-
tic (sub-)gradient descent.5

• Create features beyond the first-order Markov assumption and use
greedy or approximate inference to decode.

• Try minimum Bayes risk (MBR) decoding with f1-score as a cost func-
tion.

3 Data format and eval tool

The training data is in two columns separated by a tab. Each token in the
sentence has been put on a separate line, and the sentences are separated
by a blank line. The first column is the token, and the second is the named
entity (NE) tag. The NE tags use the standard BIO tagging scheme. The

2https://github.com/percyliang/brown-cluster
3http://www.aclweb.org/anthology/N10-1112
4http://books.nips.cc/papers/files/nips24/NIPS2011_1222.pdf or http://ttic.

uchicago.edu/~kgimpel/papers/gimpel+smith.naacl12.pdf
5If gradient descent training becomes slow after adding an L2 regularizer, there is a

common trick to speed things up - see this blog post: http://blog.smola.org/post/

940672544/fast-quadratic-regularization-for-online-learning or ask your TA).
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tags are: B-DNA, B-RNA, B-cell line, B-cell type, B-protein, I-DNA, I-
RNA, I-cell line, I-cell type, I-protein, O.

You can evaluate your tagger on the dev set using the evaluation script.
If your output is in dev.output, run:

./evalIOB2.pl dev.answers dev.output

4 Turn-in

Put the output of your tagger on ‘test’ in a file named ‘test.output’ and the
source code into a .zip or .tgz file and send an email with the subject ‘assign-
ment four - andrew id’ to cmu-10710-2013-instructors@googlegroups.com by
11:59pm on the due date. For questions, please email Jeff at jeffflani-
gan@gmail.com.
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