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Abstract

Given m groupsof streamswhich consistof n1; : : : ; nm co-evolving streamsin eachgroup,we
want to: (i) incrementally�nd local patternswithin a singlegroup,(ii) ef�ciently obtainglobal
patternsacrossgroups,andmoreimportantly, (iii) ef�ciently do that in real time while limiting
sharedinformationacrossgroups. In this paper, we presenta distributed,hierarchicalalgorithm
addressingtheseproblems.It �rst monitorslocal patternswithin eachgroupandfurthersumma-
rizesall localpatternsfrom differentgroupsinto globalpatterns.Theglobalpatternsareleveraged
to improve and re�ne the local patterns,in a simple and elegant way. Moreover, our method
requiresonly a singlepassover the data,without any buffering, and limits informationsharing
andcommunicationacrossgroups.Our experimentalcasestudiesandevaluationcon�rm thatthe
proposedmethodcanperformhierarchicalcorrelationdetectionef�ciently andeffectively.





1 Intr oduction

Datastreamshavereceivedconsiderableattentionin variouscommunities(theory, databases,data
mining,networking,systems),dueto severalimportantapplications,suchasnetwork analysis[7],
sensornetwork monitoring[23], �nancial dataanalysis[24], andscienti�c dataprocessing[25].
All theseapplicationshave in commonthat: (i) massive amountsof dataarrive at high rates,
which makestraditionaldatabasesystemsprohibitively slow, (ii) thedataandqueriesareusually
distributedin a large network, which makesa centralizedapproachinfeasible,and(iii) usersor
higher-levelapplications,requireimmediateresponsesandcannotafford any post-processing(e.g.,
in network intrusiondetection).Datastreamsystemshavebeenprototyped[1, 18, 4] anddeployed
in practice[7].

In additionto providing SQL-like supportfor datastreammanagementsystems(DSMS),it is
crucial to detectpatternsandcorrelationsthatmayexist in co-evolving datastreams.Streamsare
often inherentlycorrelated(e.g.,temperaturesin the samebuilding, traf�c in the samenetwork,
pricesin thesamemarket,etc.)andit is possibleto reducehundredsof numericalstreamsinto just
ahandfulof patternsthatcompactlydescribethekey trendsanddramaticallyreducethecomplex-
ity of further dataprocessing.We proposean approachto do this incrementallyin a distributed
environment.

Limitations of centralized approach: Multiple co-evolving streamsoftenarisein a large dis-
tributedsystem,suchascomputernetworksandsensornetworks. Centralizedapproachesusually
will not work in this setting.Thereasonsare: (i) Communication constraint; it is too expensive
to transferall datato a centralnodefor processingandmining. (ii) Power consumption; in a
wirelesssensornetwork, minimizing informationexchangeis crucialbecausemany sensorshave
very limited power. Moreover, wirelesspower consumptionbetweentwo nodesusuallyincreases
quadraticallywith thedistance,which impliesthattransmittingall messagesto singlenodeis pro-
hibitively expensive. (iii) Robustnessconcerns; centralizedapproachesalwayssuffer from single
point of failure. (iv) Privacy concerns; in any network connectingmultiple autonomoussystems
(e.g.,multiple companiesforming a collaborative network), no systemis willing to shareall the
information,while they all want to know the global patterns.To sumup, a distrib uted online
algorithm is highly neededto addressall theaboveconcerns.

Moti vation and intuition: Wedescribeamotivatingscenario,to illustratetheproblemwewant
to solve. Considera large computernetwork, in which multiple autonomoussitesparticipate.
Eachsite(e.g.,company) wantsto monitorlocal traf�c patternsin theirsystem,aswell asto know
globalnetwork traf�c patternssothatthey cancomparetheir local patternswith globalonesto do
predicationandanomalydetection.The methodhasto be: (i) Fast; early detectionis crucially
importantto reducethe impactof virus spreading.(ii) Scalable; a hugenumberof nodesin the
network requirea distributed framework that canreactin real-time. (iii) Secure; an individual
autonomoussystemwantsto limit sharedinformationin orderto protectprivacy.

To addressthis problem,we proposea hierarchicalframework that intuitively works asfol-
lows (alsoseeFigure1): 1) Eachautonomoussystem�rst �nds its local patternsandsharesthem
with othergroups(detailsin section4). 2) Global patternsare discoveredbasedon the shared
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Figure1: Distributeddataminingarchitecture.

local patterns(detailsin section5). 3) Fromtheglobalpatterns,eachautonomoussystemfurther
re�nes/veri�es their localpatterns.

Therearetwo mainoptionsonwheretheglobalpatternsarecomputed.First,all local patterns
arebroadcastto all systemsandglobal patternsarecomputedat individual systems.Second,a
high-level agentcollectsall local patternsfrom differentsystems,thencomputesglobal patterns
andsendsthembackto individual systems.For presentationsimplicity, we only focuson latter
case1, thoughwe believe our proposedapproachescanapply to the former casewith very little
modi�cation.

We proved that thequality of our hierarchicalmethodis asgoodasthecentralizedapproach
(whereall measurementsaresentto the centralsite). And our methodcanreducethe commu-
nicationcostsigni�cantly while still preservingthe goodquality comparedwith the centralized
approach.At theextreme,without any communicationto thecentralagent(e.g.,whenthecentral
agentis down), local patternscan still be computedindependently. Moreover, the hierarchical
methodhidesthe original streammeasurements(only aggregatedpatternsareshared)from the
centralagentaswell asotherstreamgroups,sothatgloballysharedinformationis limited.

Contributions: The problemof patterndiscovery in a large numberof co-evolving groupsof
streamshasimportantapplicationsin many differentdomains.We introduceahierarchicalframe-
work to discover local and global patternseffectively and ef�ciently acrossmultiple groupsof
streams.Theproposedmethodsatis�esthefollowing requirements:

� It is streaming, i.e., it is incrementalwithoutany bufferingof historicaldata.

� It scaleslinearly with thenumberof streams.

� It runsin adistributedfashionrequiringsmallcommunicationcost.

� It avoidsasinglepointof failure,which all centralizedapproacheshave.

� It utilizestheglobalpatternsto improveandre�ne thelocalpatterns,in asimpleandelegant
way.

� It reducesthe informationthathasto besharedacrossdifferentgroups,therebyprotecting
privacy.

1Note that the latter caseis quite differentto centralizedapproaches,becauseinsteadof all measurementsto be
sentto acentralsite,hereonly aggregatedinformationareneeded,which is muchsmaller.
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The local andglobalpatternswe discover have multiple uses.They provide a succinctsummary
to theuser. Potentially, userscancomparetheir own local patternswith theglobalonesto detect
outliers.Finally, they facilitateinterpolationsandhandlingof missingvalues[19].

Therestof thepaperis organisedasfollows: Section2 formally de�nestheproblem.Section3
presentstheoverall framework of ouralgorithm.Section4 andSection5 illustratehow to compute
localandglobalpatterns,respectively. Section6 presentsexperimentalstudiesthatdemonstratethe
effectivenessandef�ciency of our approach.Section7 discussesrelatedwork, on streammining
andparallelmining algorithms.Finally, in Section8 weconclude.

2 Problemformalization

In this sectionwe presentthe distributedmining problemformally. Given m groupsof streams
which consistof f n1; : : : ; nm g co-evolving numericstreams,respectively, we want to solve the
following two problems:(i) incrementally�nd patternswithin asinglegroup(local patternmoni-
toring), and(ii) ef�ciently obtainglobalpatternsfrom all thelocal patterns(global patterndetec-
tion).

More speci�cally, we view original streamsaspoints in a high-dimensionalspace,with one
pointpertimetick. Localpatternsarethenextractedaslow-dimensionalprojectionsof theoriginal
points.Furthermore,wecontinuouslytrackthebasisof thelow-dimensionalspacesfor eachgroup
in a way thatglobalpatternscanbeeasilyconstructed.

More formally, the i -th groupSi consistsof a (unbounded)sequenceof n i -dimensionalvec-
tors(points)whereni is thenumberof streamsin Si , 1 � i � m. Si canalsobeviewedasamatrix
with ni columnsandanunboundednumberof rows. The intersectionSi (t; l ) at the t-th row and
l-th columnof Si , representsthevalueof thel-th node/streamrecordedat time t in thei -th group.
Thet-th row of Si , denotedasSi (t; :), is thevectorof all thevaluesrecordedat timet in i -th group.
Note thatwe assumemeasurementsfrom differentnodeswithin a grouparesynchronizedalong
thetimedimension.Webelievethisconstraintcanberelaxed,but it wouldprobablyleadto amore
complicatedsolution.

With abovede�nition in mind, local patternmonitoringcanbemodelledasa function,

FL : (Si (t + 1; :); G(t; :)) ! L i (t + 1; :); (1)

wheretheinputsare1) thenew inputpointSi (t + 1; :) at time t + 1 andthecurrentglobalpattern
G(t; :) andtheoutputis thelocal patternL i (t + 1; :) at time t + 1. Detailson constructingsucha
functionwill beexplainedin section4. Likewise,global patterndetectionis modelledasanother
function,

FG : (L1(t + 1; :); : : : ; Lm (t + 1; :)) ! G(t + 1; :); (2)

wherethe inputsarelocal patternsL i (t + 1; :) from all groupsat time t + 1 andtheoutputis the
new globalpatternG(t + 1; :).

Having formally de�ned thetwo functions,Section3 introducesthedistributedmining frame-
work in termsof FL andFG. Thedetailsof FL andFG arethenpresentedin section4 andsection5,
respectively.
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Symbol Description

ni numberof streamsin groupi
m totalnumberof streamgroups
n totalnumberof streamsin all groups(

P m
1 ni )

Si i -th streamgroup(1 � i � m) consistingof n i streams
Si (t; l ) thevaluefrom l-th streamat time t in groupi
Si (t; :) an i -dimensionalvectorof all thevaluesrecordedat time t in groupi
Ŝi (t; :) thereconstructionof Si (t; :), Ŝi (t; :) = L i (t; :) � Wi;t

Wi;t aki � n i participationweightmatrixat time t for groupi
k(ki ) numberof global(local)patterns
L i (t; :) aki -dimensionalprojectionof Si (t; :) (localpatternsat t for groupi )
G(t; :) ak-dimensionalvector(globalpatternsat time t)
FL (FG ) thefunctioncomputinglocal(global)patterns.
E t;i Totalenergy capturedby groupi at time t.
Ê t;i Totalenergy capturedby thelocalpatternsof groupi at time t.
f i;E , Fi;E Lowerandupperboundson thefractionof energy for groupi .

Table1: Descriptionof notation.

3 Distrib uted mining framework

In this section,we introducethegeneralframework for distributedmining. More speci�cally, we
presentthemeta-algorithmto show theoverall �o w, usingFL (local patternsmonitoring) andFG

(globalpatternsdetection) asblackboxes.
Intuitively, it is naturalthat global patternsarecomputedbasedon all local patternsfrom m

groups.Ontheotherhand,it mightbeasurprisethatthelocalpatternsof groupi takeasinputboth
thestreammeasurementsof groupi andtheglobalpatterns.Streammeasurementsareanaturalset
of inputs,sincelocalpatternsaretheirsummary. However, wealsoneedglobalpatternsasanother
input sothat local patternscanberepresentedconsistentlyacrossall groups.This is importantat
the next stage,whenconstructingglobal patternsout of the local patterns;we elaborateon this
later. Themeta-algorithmis thefollowing:

Algorithm DISTRIBUTEDM INING

0. (Initialization) At t = 0, setG(t; :)  null
1. For all t > 1

(Updatelocal patterns) For i  1 to m, setL i (t; :) := FL (Si (t; :); G(t � 1; :))
(updateglobalpatterns) SetG(t; :) := FG(L1; : : : ; Lm )

4 Local pattern monitoring

In thissectionwepresentthemethodfor discoveringpatternswithin astreamgroup.Morespecif-
ically, we explain the detailsof function FL (Equation1). We �rst describethe intuition behind
the algorithmandthenpresentthe algorithmformally. Finally we discusshow to determinethe
numberof local patternski .
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(a)OriginalWi;t (1; :) (b) Updateprocess (c) ResultingWi;t +1 (1; :)

Figure2: Illustrationof updatingWi;t (1; :) whenanew pointSi (t; :) arrives.

Thegoalof FL is to �nd thelow dimensionalprojectionL i (t; :) andtheparticipationweights
Wi;t soasto guaranteethat thereconstructionerror kSi (t; :) � Ŝi (t; :)k2 over time is predictably
small. Notethat thereconstructionof Si (t; :) is de�ned asŜi (t; :) = L i (t; :) � Wi;t . TheWi;t can
beconsideredasthebasison which theoriginalhigh-dimensionalpointsareprojected.

This formulationis closelyrelatedto PCA[15], which triesto �nd botha low rankapproxima-
tion Y andtheparticipationweightsW from original dataX , suchthat (Y; W) = argmin kX �
Y � Wk2. But a fundamentaldifferenceis thatPCA requirestheentiredatamatrix X available
up front, while in our settingSi grows continuallyandrapidly, without bound. This requiresa
fast incrementalalgorithmthat �nds the projectionquickly and is also capableof updatingthe
participationweightsasthedatadistributionchanges.

If we assumethat the Si (t; :) aredrawn accordingto somedistribution that doesnot change
over time (i.e., understationarityassumptions),thentheweightvectorsWi;t convergeto thetrue
principaldirections.However, even if therearenon-stationaritiesin the data(i.e., gradualdrift),
wecanstill dealwith theseveryeffectively, aswe explainshortly.

Tracking local patterns: The �rst stepis, for a given ki , to incrementallyupdatethe k � ni

participationweight matrix Wi;t , which servesasa basisof the low-dimensionalprojectionfor
Si (t; :). Later in this section,we describethe methodfor choosingki . For the moment,assume
thatthenumberof patternski is given.

Weuseanalgorithmbasedonadaptive�ltering techniques[22, 13], whichhavebeentriedand
testedin practice,performingwell in avarietyof settingsandapplications(e.g.,imagecompression
andsignaltrackingfor antennaarrays).

Themainideabehindthealgorithmis to readthenew valuesSi (t+1; :) � [Si (t+1; 1); : : : ; Si (t+
1; ni )] from theni streamsof groupi at time t + 1, andperformthreesteps:(1) Compute thelow
dimensionalprojectionyj ; 1 � j � ki , basedonthecurrentweightsWi;t , by projectingSi (t + 1; :)
onto these.(2) Estimate the reconstructionerror (~ej below) andthe energy.(3) Compute Wi;t +1

andoutputtheactual local patternL i (t + 1; :). To illustratethis, Figure2(b) shows the~e1 andy1

whenthenew dataSi (t + 1; :) entersthesystem.Intuitively, thegoal is to adaptively updateWi;t

sothatit quickly convergesto the“truth.”
In particular, we wantto updateWi;t (j; :) morewhen~ej is large. Themagnitudeof theupdate

alsotakesinto accountthepastdatacurrently“captured”in thesystem,which is why theupdate
stepsizeis inverselyproportionalto di . Finally, the updatetakesinto accountthe globalpattern
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G(t; j )—only whenaglobalpatternis notavailable,weusethelocalprojection~yj . This is crucial
to ensurethat the local patternsare representedconsistentlyamonggroups. It is a simple and
elegantwaybywhichtheglobalpatternsdirecttheprojectionsinto thelocalsubspacesandimprove
thequalityof thelocalpatterns,while sharingvery limited information.Moreover, it simpli�es the
globalpatterndetectionalgorithm(seeSection5)

Algorithm FL

Input: new vectorSi (t + 1; :), old globalpatternsG(t; :)
Output: local patterns(ki -dimensionalprojection)L i (t + 1; :)
1. Initialize ~x1 := Si (t + 1; :).
2. For 1 � j � k, weperformthefollowing in order:

yj := ~x j Wi;t (j; :)T (yj = projectionontoWi;t (j; :))

If G(t; :) = null; thenG(t; j ) := yj (handlingboundarycase)

dj  �d j + y2
j (localenergy, determiningupdatemagnitude)

~e := ~x j � G(t; j )Wi;t (j; :) (error, ~e ? Wi;t (j; :))

Wi;t +1 (j; :)  Wi;t (j; :) + 1
dj

G(t; j )~e (updateparticipationweight)

~x j +1 := ~x j � G(t; j )Wi;t +1 (j; :) (repeatwith remainderof ~x):

3. Computethenew projectionL i (t + 1; :) := Si (t + 1; :)W T
i;t +1

For eachj , ~x j is the componentof Si (t + 1; :) in the orthogonalcomplementof the space
spannedby the updatedweight Wi;t +1 (j 0; :); 1 � j 0 < j . The vectorsWi;t +1 are in order of
importance(moreprecisely, in orderof decreasingeigenvalueor energy). It canbe shown that,
understationarityassumptions,theseupdatedWi;t +1 convergeto thetrueprincipaldirections.

The term � is an exponentialforgetting factorbetween0 and1, which helpsadaptto more
recentbehavior. For instance,� = 1 meansputting equalweightson all historicaldata,while
smaller� meansputtinghigherweighton morerecentdata.This allows usto follow trenddrifts
over time. Typical choicesare0:96 � � � 0:98 [13]. We chose0:96 throughoutall experiments.
As longasthevaluesof Si do notvarywildly, theexactvalueof � is notcrucial.

So far, we understandhow to track the local patternsfor eachindividual group. Next we
illustratehow to decidethenumberof localpatternski .

Detecting the number of local patterns: In practice,we do not know the numberk i of local
patterns.Weproposeto estimateki onthe�y , sothatwemaintainahighpercentagef i;E of theen-
ergyE i;t . Energy thresholdingis acommonmethodto determinehow many principalcomponents
areneeded[15] andcorrespondsto a boundon the total squaredreconstructionerror. Formally,
theenergy E i;t (at time t) of thesequenceof ~x t is de�ned as

E i;t := 1
t

P t
� =1 kSi (� ; :)k2 = 1

t

P t
� =1

P n i
j =1 Si (� ; j )2:

Similarly, theenergy Ê i;t of thereconstruction ^Si (t; :) is de�ned as

Ê i;t := 1
t

P t
� =1 kŜi (� ; :)k2 = 1

t

P t
� =1 kL i (t; :) � Wi;t k2 = 1

t

P t
� =1 kL i (t; :)k2:

For eachgroup,wehavea low-energy andahigh-energy threshold,f i;E andFi;E , respectively.
Wekeepenoughlocalpatternski , sotheretainedenergy is within therange[f i;E � E i;t , Fi;E � E i;t ].

6



Dataset n k Description
Chlorine 166 2 Chlorineconcentrationsfrom EPANET.
Motes-Light 48 2–4 Light sensormeasurements.
Motes-Humid 48 2 Humidity sensormeasurements.
Motes-Temp 48 2 Temperaturesensormeasurements.
Motes-Volt 48 2 Batteryvoltagemeasurements.

Table2: Descriptionof datasets

Whenever we getoutsidethesebounds,we increaseor decreaseki . In moredetail, thestepsare:
(1) Estimate the full energy E i;t +1 from thesumof squaresof Si (� ; :). (2) Estimate the energy
Ê i;t +1 of theki local patterns.(3) Adjust ki if needed.We introducea new local pattern(update
ki  ki + 1) if thecurrentlocalpatternsmaintaintoo little energy, i.e., Ê i;t +1 < f i;E E i;t . Wedrop
a localpattern(updateki  ki � 1), if themaintainedenergy is toohigh, i.e., Ê i;t +1 > Fi;E E i;t +1 .
Theenergy thresholdsf i;E andFi;E arechosenaccordingto recommendationsin theliterature[15].
Wesetf i;E = 0:95andthresholdFi;E = 0:98.

5 Global pattern detection

In this sectionwe presentthemethodfor obtainingglobalpatternsover all groups.More speci�-
cally, weexplain thedetailsof functionFG (Equation2).

Firstof all, whatis aglobalpattern?Similar to localpattern,globalpatternis low dimensional
projectionsof thestreamsfrom all groups.Looselyspeaking,assumeonly oneglobalgroupexists
whichconsistsof all streams,theglobalpatternsarethelocalpatternsobtainedby applyingFL on
theglobalgroup—thisis essentiallythecentralizedapproach.In otherwords,we want to obtain
theresultof thecentralizedapproachwithout centralizedcomputation.

As explainedbefore,FL hasbeendesignedin awaythatit is easyto combineall differentlocal
patternsinto globalpatterns.Morespeci�cally, wehave:

Lemma 1. Assumingthesameki for all groups,theglobalpatternsfromthecentralizedapproach
equalthesumof all local patterns.i.e., G(t; :) = FL ([S1(t; :); : : : ; Sm (t; :)]) equals

P m
i=1 L i (t; :)

Proof. Let G(t + 1; :) =
P m

i=1 L i (t; :) be the global patternsfrom distributed approachand
L i = Si (t; :) � W T

i;t from algorithm FL . Therefore,G(t + 1; :) = [S1(t; :); : : : ; Sm (t; :)] �
[W1;t ; : : : ; Wm;t ]T . That is exactly the resultof global approach(i.e., consideringall streamsas
onegroupandapplyingFL on that). Otherupdatestepscanbe provedusingsimilar arguments,
thereforeomitted.

Thealgorithmexactly follows the lemmaabove. The j -th globalpatternis thesumof all the
j -th localpatternsfrom m groups.

Algorithm FG

Input: all localpatternsL 1(t; :); : : : ; Lm (t; :)
Output: globalpatternsG(t; :)
0. Setk := max(ki ) for 1 � i � m
1. For 1 � j � k, setG(t; j ) :=

P m
i=1 L i (t; j ) (if j > ki thenL i (t; j ) � 0)
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Figure3: Chlorine dataset:(a) Actual measurementsandreconstructionat four junctions.We
plot only 500 consecutive timestamps(the patternsrepeatafter that). (b) Two local (and also
global)patterns.

6 Experimental evaluation

In this sectionwe �rst presentcasestudieson real andrealisticdatasetsto demonstratethe ef-
fectivenessof our approachin discoveringpatternsamongdistributedstreams.Thenwe discuss
performanceissues.In particular, we show that(i) identi�ed patternshave naturalinterpretations,
(ii) very few patternscanachievegoodreconstruction,(iii) processingtimeperstreamis constant,
and(iv) communicationcostis small.

6.1 CaseStudy I — Chlorine concentrations

Description TheChlorine datasetwasgeneratedby EPANET 2.0 [8] which accuratelysim-
ulatesthe hydraulic and chemicalphenomenawithin drinking water distribution systems. We
monitorthechlorineconcentrationlevel at 166junctions(streams)for 4310timestampsduring15
days(onetime tick every � ve minutes).Thedatawasgeneratedusingtheinput network with the
demandpatterns,pressuresand �o ws speci�ed at eachnode. We partition the junctionsinto 4
groupsof roughlyequalsizebasedon theirgeographicalproximity.

Data characteristics This datasetis an exampleof homogeneousstreams.The two key fea-
turesare:(1) A clearglobalperiodicpattern(daily cycle,dominatingresidentialdemandpattern).
Chlorineconcentrationsre�ect this, with few exceptions.(2) A slight time shift acrossdifferent
junctions,which is dueto thetime it takesfor freshwaterto �o w down thepipesfrom thereser-
voirs. Thus,moststreamsexhibit thesamesinusoidal-like pattern,but with gradual“phaseshift”
aswego furtheraway from thereservoir.

Results Theproposedmethodcansuccessfullysummarizethedatausingtwo local patternsper
group(i.e., eight local patternsin total) plus two global patterns,asopposedto the original 166
streams). Figure3(a) shows thereconstructionfor four sensorsfrom onegroupover 500 times-
tamps.Justtwo local patternsgive very goodreconstruction.Sincethe streamsall have similar
periodicbehavior, thepairof globalpatternsis similar to thepairsof localpatterns.Overall recon-
structionerroris below 4%,usingtheL 2 norm(seealso6.3).
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Figure4: Mote dataset:originalmeasurements(blue)andreconstruction(red)areveryclose.And
themethodconvergesveryquickly with 20-50time ticks.

Inter pretation Thetwo local/globalpatterns(Figure3(b)) re�ect thetwo key datasetcharacter-
istics: (1) The�rst hiddenvariablecapturestheglobal,periodicpattern.(2) Thesecondonealso
follows a very similar periodicpattern,but with a slight “phaseshift.” It turnsout that the two
hiddenvariablestogetheraresuf�cient to expressany othertime serieswith an arbitrary“phase
shift.”

6.2 Casestudy II — Mote sensors

Description TheMotes datasetconsistsof 4 groupsof sensormeasurements(i.e., light inten-
sity, humidity, temperature,batteryvoltages)collectedusing48Berkeley Motesensorsatdifferent
locationsin a lab,overa periodof a month.This is anexampleof heterogeneousstreams.All the
streamsarescaledto haveunit variance,to becomparableacrossdifferentmeasures.In particular,
streamsfrom differentgroupsbehave very differently. This canbe consideredasa badscenario
for our method.Thegoalis to show thatthemethodcanstill work well evenwhenthegroupsare
not related.If we doknow thegroupsareunrelatedup front, we cantreatthemseparatelywithout
botheringto �nd globalpatterns.However, in practice,suchprior knowledgeis notavailable.Our
methodis still a soundapproachin this case.

Data characteristics The main characteristics(seethe blue curvesin Figure4) are: (1) Light
measurementsexhibit aclearglobalperiodicpattern(daily cycle)with occasionalbig spikesfrom
somesensors(outliers),(2) Temperatureshowsaweakdaily cycleandalot of bursts.(3) Humidity
doesnothaveany regularpattern.(4) Voltageis almost�at with asmalldownwardtrend.

Results The reconstructionis very good(seethe red curvesin Figure4(a)), with relative error
below 6%. Furthermore,thelocal patternsfrom differentgroupsarecorrelatedwell with theorig-
inal measurements(seeFigure6). Theglobalpatterns(in Figure5) arecombinationsof different
patternsfrom all groupsandrevealtheoverallbehavior of all thegroups.

6.3 Performanceevaluation

In this sectionwe discussperformanceissues.First, we show that theproposedmethodrequires
very limited spaceandtime. Next, weelaborateontradeoff betweenaccuracy andcommunication
cost.
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Figure6: Localpatterns

Time and spacerequirements: For local patternmonitoring,time scaleslinearly with respect
to (i) streamsizet, (ii) numberof streamsni , and(iii) numberof localpatternski . This is because,
for eachtime tick t, we have to updatetheweightsWi;t , which consistof ni numbersfor eachof
theki localpatterns.Thespacerequirementsalsoscalelinearlywith n i andki andareindependent
of streamsize.For globalpatterndetection,thetime scaleslinearlywith thenumberof groupsm.
Spacedependsonly on thenumberof globalpatternsk = maxi ki .

Accuracy and communicationcost: In termsof accuracy, everythingboils down to thequality
of thesummaryprovidedby thelocal/globalpatterns.To this end,we usetherelative reconstruc-
tion error(kS � Ŝk2=kSk2 whereS aretheoriginal streamsandŜ arethereconstructions)asthe
evaluationmetric.Thebestperformanceis obtainedwhenaccurateglobalpatternsareknown to all
groups.But thisrequiresexchangingup-to-datelocal/globalpatternsateverytimestampamongall
groups,which is prohibitivelyexpensive.Oneef�cient wayto dealwith thisproblemis to increase
the communicationperiod,which is the numberof timestampsbetweensuccessive local/global
patterntransmissions.For example,we canachieve a 10-fold reductionon communicationcost
by changingtheperiodfrom 10 to 1000timestamps.Figure7 showsreconstructionerrorvs.com-
municationperiodfor both realdatasets.Overall, the relative error rateincreasesvery slowly as
thecommunicationperiodincreases.This impliesthatwecandramaticallyreducecommunication
with minimal sacri�ce of accuracy.

7 Relatedwork

Streammining Many streamprocessingandmining techniqueshave beenstudied(seetutorial
[10]). Much of the work hasfocusedon �nding interestingpatternsin a singlestream. Ganti
et al. [9] proposea genericframework for streammining. Guhaet al. [11] proposea one-pass
k-medianclusteringalgorithm. Recently, [14, 20] addressthe problemof �nding patternsover
conceptdrifting streams.
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Figure7: Accuracy dropsslowly astheupdateperiodincreases.

Guhaet al. [12] studyon discoveringcorrelationsamongmultiple streams,by �rst doingdi-
mensionalityreductionwith randomprojections,andthenperiodicallycomputingtheSVD. How-
ever, the methodincurshigh overheadbecauseof the SVD re-computation.Yuanet al. [21] de-
velopedanincrementalsubspacelearningalgorithm,with applicationin text data.Papadimitriou
et al. [19] improveon correlationdiscovering,which requiresconstantprocessingtime pertimes-
tampwithout any buffering. However, both methodsstill usea centralizedapproachthathasall
theundesirablepropertiesaswe list in Section1.

Distrib uted data mining Most of workson distributeddatamining focuson extendingclassic
(centralized)dataminingalgorithmsinto distributedenvironment,suchasassociationrulesmining
[6], frequentitem sets[17]. Web is a populardistributedenvironment. Several techniquesare
proposedspeci�cally for that, for example,distributedtop-k query[3] andBayes-netmining on
web[5]. But our focusareon �nding numericpatterns,which is different.

Privacypreserving data mining Recentyearmany researchersstartto studytheprivacy issues
associatedwith datamining. The most relateddiscussionis on how muchprivacy canbe pro-
tectedusingsubspaceprojectionmethod[2, 16]. Liu et al. [16] discussthe subspaceprojection
methodand proposea possiblemethodto breachthe protectionusing Independentcomponent
analysis(ICA).All the methodprovidesa goodinsight on the issueson privacy protection. Our
methodfocusesmoreon incrementalonlinecomputationof subspaceprojection.

8 Conclusion

We focus on �nding patternsin a large numberof distributed streams. More speci�cally, we
�rst �nd local patternswithin eachgroup, wherethe numberof local patternsis automatically
determinedbasedon reconstructionerror. Next, globalpatternsareidenti�ed, basedon the local
patternsfrom all groups.Ourproposedmethodhasthefollowing desirablecharacteristics:

� It discoversunderlyingcorrelationsamongmultiple streamgroupsincrementally, via a few
patterns.

� It automaticallyestimatesthenumberki of local patternsto track,andit canautomatically
adapt,if ki changes.

11



� It is distributed, avoiding a single point of failure and reducingcommunicationcost and
powerconsumption.

� It utilizestheglobalpatternsto improveandre�ne thelocalpatterns,in asimpleandelegant
way.

� It requireslimited sharedinformationfrom differentgroups,while beingableto successfully
monitorglobalpatterns.

� It scalesup extremelywell, dueto its incrementalandhierarchicalnature.

� Its computationdemandsarelow. Its spacedemandsarealsolimited: no buffering of any
historicaldata.

We evaluatedour methodon several datasets,whereit indeeddiscoveredthe patterns.We gain
signi�cant communicationsavings,with smallaccuracy loss.
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