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What is Bias?



Types of Bias

General definition: Systematic patterns of deviation from 
norm or rationality in judgement.

This shows up as:

1. Cognitive biases: Self-serving bias, confirmation bias, 
framing bias, herd-mentality bias, anchoring bias, etc

2. Legal definitions: Title VII, Title IX laws protect 
against discrimination (which is a form of bias).

3. Data bias: Sampling, labeling, and modeling that 
systematically distorts statistical models from true 
population parameters.

https://en.wikipedia.org/wiki/List_of_cognitive_biases


Examples



How Did Bias Get Into the Data?

As the old saying goes, “Garbage in, garbage out.”

1. Skewed Sampling: Your data sample was unrepresentative of 
the true population.

2. Discriminatory Practices: Data labeled or generated by a 
person, organization, or process that is historically (or 
still is) biased.

3. Mismeasurement: Confounding or hidden variables cause 
improper correlations and thus incorrect inference.



Reconsidering Two Cases

Risk Scoring

● Historical training data skewed 
to discriminate against African 
Americans.

● Contributed factors such as 
poverty and mental health are 
not accounted for.

● Scoring system creates a 
framing bias that further 
biases judges.

Google Object Detection

● Trained on a bad population 
sample

● Lacking diversity in testing 
team

● Biased validation process
● Deep model means lacking 

transparency to discover these 
relationships.



Short Activity



Useful Heuristic: Construct, Observation, Decision

Examples Construct Observation Decision

Loan Rating Financial reliability Credit history, bank 
account

Give a loan

Mental Health Depression Online behaviors Show adds for 
therapy

Scholarship Work Ethic Resume, class load, 
grades, 
extracurriculars

Offer a scholarship 
to limited pool

We can look at our construct and observation to get an initial grip on 
potential bias factors and our decision on impacts of those biases.



Activity 1 - Risk

1. Break off into groups of 2
2. Using the construct of criminal risk, what is the best 

data we could observe to estimate?
3. Choose a decision you think is fair based on this data.
4. Where do we believe the biases will exist? List 2-3 

potential biases.
5. How might these biases show up in our decision?
6. What mitigation tactics can we use to improve?



Activity 2 - Job Hiring

1. Go back into your small groups
2. Construct an outline for an ML system that could support 

making job hiring decisions
3. What features do you think would be most important to 

observe?
4. What would be your ideal dataset?
5. Share out across groups
6. What differences do we see?
7. How might this help us see some of our personal biases?



Project Workshop



Workshop on Class Project

1. Break up into your class project groups
2. Discuss what biases may be in your design/data
3. How might you discover those biases? (technically)
4. What is the worst scenario for how your ML system behaves 

if the biases aren’t addressed?
a. Write a short scenario description of what could happen to a 

vulnerable individual

5. What bias mitigation tactics might be available?
6. Class share out on biases and mitigations


