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Abstract

This thesis proposesa novel approach to planning for a speci�c class of human-
robot interaction domains: those in which robots engagein tasks with humans that
are governed by social conventions. When humans perform these social tasks, they
try to achieve their own goals in an environment that they share with other people.
Becausethe goals all participants are independent, the interaction is neither purely
cooperative nor adversarial in nature. However, the actions of others may have a
direct impact on each person'sabilit y to achieve their goals. Social conventions exist
as a guideline for how to interact with others so that all parties involved can achieve
their goals e�cien tly without interfering with one another. Recognizing what goals
others are trying to achieve and performing actions at the appropriate time in the
interaction are critical abilities for social competence.

Adding a robot into thesesystemswithout upsetting the social equilibrium is chal-
lenging. Our approach to this problem focuseson creating more accurate models of
social tasks. Becausethe human participants aremodeledasa part of the environment,
the world state in theseproblems is dynamic and partially observable. Speci�cally , we
model the intentions of the human as hidden state and explicitly model the time-
dependenceof action outcomesfor both the human and the robot. We intro duce the
partially observable generalizedMarkov decision process(POGSMDP), an extension
of the GSMDP model that includes hidden state. We explain a general framework
for modeling human behaviors and the dynamics of the environment as a POGSMDP,
transforming the model into a partially observable Markov decisionprocess(POMDP)
approximation, and solving for a policy for the robot. Once a policy is obtained, it is
veri�ed against the model to ensure that it does not throw the social system out of
equilibrium.

This planning technique provides a general approach to planning for a variety of
domains in which social conventions govern behavior. The utilit y of this approach will
be demonstrated by using it to implement a controller for a mobile robot that rides
elevators with people and an agent that interacts with human players in an online
role-playing game (RPG). Performance will be evaluated by comparing the policies
to policies developed using lessexpressive models, and by evaluating objective perfor-
mancecriteria and people'ssubjective responsesto interacting with the robot or agent.
We believe that POGSMDP-basedpolicieswill both outperform competing approaches
in terms of task performanceand result in interactions that are moreacceptableto peo-
ple.
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1 In tro duction

In human-robot interaction, both humansand robots sharea commonenvironment in which
they are trying to perform tasks to achieve their goals. In many such interactions, each
agent (human or robot) is pursuing its own goal, rather than working in collaboration to
achieve a common one. At the sametime, the interactions are not of a competitiv e or
adversarialnature. However, becauseof the sharedenvironment, the abilit y of each agent to
achieve its goal may be signi�cantly dependent on the behavior of the other agents. When
humans interact with each other under theseconditions, the social regulation of behavior
helpssuch interactions go smoothly. Much of this social protocol relieson recognizingwhat
task other peopleare attempting to perform and performing your part of the protocol in
turn. Many everyday tasksfall into this category, including riding elevators, standing in line,
and navigating crowded hallways.

The primary goal of this research is to produce a practically useful computational model
of this interplay for the purposeof controlling an agent in socially situated tasks. More
generally, this work suggestsa novel approach to modeling and planning for a particular
kind of multi-agent system: one in which self-interestedagents pursue their own goalsin a
sharedenvironment while following someset of guidelinesfor behavior. In most cooperative
and many adversarial domains,the goalsof the other agents are known. In domainswhere
the agents are pursuing one of a number of possiblegoals,the intent of another agent may
not immediately be clear. By observingtheir actions, their intent can be inferred, which will
improve an agent's abilit y to plan to achieve its own goal.

The planning paradigmon which this work is basedis decision-theoreticplanning. Decision-
theoretic planning is concernedwith obtaining policies for acting in situations where there
is uncertainty over the outcomeof actions modeled as probability distributions over those
outcomes. The criteria that decisiontheory usesto evaluate the quality of policies is the
amount of reward obtained. Decision-theoreticapproacheshave proven themselvesuseful in
a variety of real world planning domains,particularly in robotics, becauseof the 
exibilit y of
de�ning agents' goalsin terms of reward and the abilit y to model the uncertainty of action
outcomesand observations that so often arisesin physical domains.
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In this proposal, a general framework for modeling and planning for social
interactions is introduced. The intentions that direct people'sbehaviors are
modeled as hidden state. Also, the time dependencyof action outcomesare
explicitly modeled. The hypothesisof this work is that modeling social inter-
action by treating human behavior behavior as intentional and goal-oriented
and modeling the time-dependent aspectsof a dynamic environment achieves
better resultswhencomparedto decision-theoreticmodelsthat treat peopleas
just another randompart of the environment. The superiority of this modeling
technique will be demonstratedin two ways:

� Whenglobal reward is basedon both the robot and the humansachieving
their goals,the policieswill obtain higher reward.

� The policies produced will be subjectively more acceptableto people
who interact with the agent.

The approach proposedin this thesis was inspired by observing the characteristics of the
problem of planning for a robot to e�ectively navigate in populated spacesand perform
goal-oriented tasks. Our experiencewith theseproblemsconvincedus that the most common
ways of modeling problemsusing decision-theoreticplanning formalismswere inadequateto
expresstheir fundamental characteristics. The proposedapproach explicitly addressesboth
the time-dependenceof action outcomesand the partial observabilit y that arisesfrom not
knowing the intentions of other agents in the environment. The utilit y of this approach will
be evaluated by using it to implement a controller for a mobile robot that rides elevators
with peopleand an agent that interacts with human players in a video game.

1.1 Motiv ation

Social interaction seemsmundanebecauseof its regularity, but it is often deceptively simple.
It is an interaction between two or more intelligent agents with separategoals. Thesesit-
uations are often incredibly di�cult planning problems,becauseof the in�nite regressthat
can occur when oneagent may changeits behavior basedon changesin the behavior of the
other agent. But the constraints on \allo wable" behaviors in social interaction make the
interactions manageableto model.

Our interest is in domains in which the other agents are all following policies that are
constrained, either implicitly or explicitly, by the domain-speci�c guidelines for behavior
that govern their interaction with the environment and other agents. There are a number of
di�erent goalscorrespondingto tasksin the domainthat anagent may haveat any giventime.
For each goal, there is a commonway of achieving it. This can be thought of as guidelines
for action that form a widely agreedupon, heuristically "good", policy for achieving the
goal. Theseguidelinesde�ne what kind of behavior is desirableat a certain time and place
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and what is not. They include instructions on how to interact with and respond to the other
agents in the environment, assumingthat they arealsofollowing guidelinesfor achieving one
of the commonly known goals.

In situations where the agents are peopleand the goalsare achievement of everyday tasks,
thesesetsof guidelinesand their interactions are called "etiquette". Peoplemake modi�ca-
tions to the generalguidelinesfor behavior in order to optimize their performancefor the
speci�c situation.Social interactions are stable systemsin which peopleplay di�erent roles
basedon their goals.But when someonedeviatescompletely from the socially agreedupon
patterns of behavior, things go awry. The equilibrium of the systemis upset if oneperson's
actions interfere with the planned behavior of others.

People�gure out each others' intentions in an interaction by taking information gathering
actions: observation and communication. Communication is a di�cult issuein and of itself.
Deciding when and what information to communicate is an open areaof research in multi-
agent systems[1], [2]. Also, communication increasesthe cognitive load on the other agents
becausethey must decideon an appropriate responseto the requestfor information. While
communication can be modeledas just another possibleaction, dealingspeci�cally with the
issueof communication is outside the scope of this work.

Therefore,the focusfalls on observation asthe primary method of gaining information about
other agents' intentions. Often, taking a single observation or even several observations
doesn't yield enoughinformation. The history of an agent's behavior and the way that it
evolves over time is necessary. If the model of behavior that you have for another agent
capturesthe time-dependencyof its behavior, then the passageof time itself can be a form
of information.

Having a robot autonomously ride elevators in the presenceof people is a task of time-
dependent interactions with both the environment and people. To be successful,the robot
must plan not only to get itself into or out of the elevator while the doors are open, but also
infer the intentions of other passengerssoasnot to interfere with them. For instance,before
entering the elevator, the robot should wait for peoplewho are getting o�. It cannot wait
too long, however, or elsethe doors will close. Similarly, when on the elevator, the robot
should try to predict the intentions of the other peopleon board in order to know where it
should position itself soas to not prevent others from exiting.

Standing in line is also a di�cult problem becausethere can be uncertainty as to who is,
or is not, in line. Both spatial and temporal cuescan help { peopleleaving too much space
(comparedto their personalspace)are probably not in line, and neither are peoplewho do
not move up when the rest of the line moves. The uncertainty is in how much spaceis \to o
much" and how much time to allow beforedecidingthat the personis not in line. Of course,
one can always ask the personabout his/her intentions, but one would prefer to use that
sparingly, since it is intrusive and introducesa large cognitive load. Thus, the abilit y to
reasonabout the utilit y of information gathering actions is very important.
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There are a number of domainsthat do not include physical robots interacting with people
that sharemany characteristicswith the previoustasks. Oneexampleis dialog management:
the conversationalgoalsof a personwill determinewhat they communicate, but which goal
a personhas may not be known to the conversational agent beforehand. The participants
in a conversation may have di�erent conversational goals. Also, in conservation, time can
provide valuable information. The amount of time it takesa personto respond can give the
agent insight into whether its last responsewas appropriate.

Driving in tra�c is also a social domain in which self-interested agents are following a set
of guidelinesfor interaction. The intentions of the other drivers aren't directly observable.
Exogenousevents in the environment such as the changing of tra�c lights provide external
cuesthat peopleuseto coordinate the interaction. Social rules, such as the order of right-
of-way at a 4-way stop sign and the Pittsburgh left, govern how peoplebehave in tra�c.

The control of agents in video gamesis in many ways similar to the control of mobile
robots, especially in gamesin which the agents are embodied in a virtual environment.
Even in gamesin which the overall game-play is adversarial, there are scenariosin which
the interactions with agents or other players in the game are not competitiv e in a zero-
sum sense. In particular, many aspects of online role-playing games(RPGs) are social.
Characterscontrolled by peopleinteract with one another in familiar gameplay situations
in order to achieve their own goals.

8



2 Background

2.1 Psychology

The �eld of psychologyis relevant to this research becauseof its well-developedmethodologies
for evaluating subjective measuresof human experienceand conducting experiments that
involve humans [3]. Researchers in human-computer interaction have recognizedthis and
much interesting work on people'sperceptionof computershasbeenbuilt on insights drawn
from this other discipline, perhaps most notably in the research of Reeves and Nass [4].
Psychology is especially usefulfor studying the relationshipsand interactionsbetweenpeople
and embodied computer agents or robots [5], [6].

Oneareaof psychologyof particular interest for designingalgorithms for robots that interact
with people is the study of nonverbal behavior [7]. While the conceptsnonverbal interac-
tion identi�ed by this research have not beenoperationalized,they can still provide insight
into how peoplemanagephysical interactions and what the salient characteristics of these
interactions are.

An important psychologicalconceptthat is relevant to the designof robots that interact with
peopleis that of cognitive load [8]. The conceptis part of a theory of learningconcernedwith
the relationship betweenhuman cognitive structure and the formation of long-term memory.
The limits on how much information short term memory can contain has an impact on
information processingand on the performanceof unfamiliar tasks. Unfamiliar tasks place
a high cognitive load on a personbecausethey require many piecesof seeminglyunrelated
information to beheld in the person'sshort-term memory. Familiar taskshavetheir structure
encodedinto the person'slong-termmemory, and the relevant piecesof information that must
be attended to in the short-term memory are easily identi�ed.

In peoples'interactionswith others, the regularity and familiarit y of the interaction servesto
reducethe cognitive load on the human participants. Better understandingof what is going
on in physical interactions between peoplehelps to designmore accurate models of these
interactions for use in planning. This results in controllers for robots that will behave in a
manner that is both e�cien t and familiar] to people,making the robots easierfor humans
to sharetheir environment with and interact with.

2.2 Planning and multi-agen t systems

In planning, it is typical to de�ne a problem as a set of states, each of which has a set
of actions available for the agent to take in that state. Performing an action may cause
a transition from one state to another. Certain states may represent a set of desirable
conditions that are de�ned to be the agent's goal. In general,planning is the problem of
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decidingupon a seriesof actionsthat will obtain the agent's goal. The planning problem can
be thought of as the problem of �nding a policy, a prescription for choosing actions given
the state of the world.

Usually, policiesare mappingsfrom statesto actions, but someproblemsmay require more
complexpolicy representations. For time-dependentpolicies, the time at which an action is
takenin a state is important, in addition to what action is taken. For a history-dependentpol-
icy, the entire history of the agent's experienceup to the current action is usedto determine
what action to take.

For realworld problems,theremay beuncertainty in the outcomeof actionsor the transitions
from onestate to another. Additionally , the agent may not know the true state of the world.
The state may be only partial ly observable, with certain observations more likely in certain
states.

Decision theoretic planning de�nes goal achievement in terms of maximizing reward. The
criteria for maximization may be the averagereward, total reward, or discounted total re-
ward, depending on the formulation of the problem.The models usedfor decisiontheoretic
planning are sequential decisionmodels, which are usedto decideon a sequenceof actions
to take in a seriesof states, rather than a one-time decision. There are well-understood
sequential decisionmodels that represent uncertainty (MDPs), time-dependence(SMDPs),
history dependence(�nite horizonsolutionsto MDPs), and partial observabilit y (POMDPs).
One potential weaknessof thesemodels is that their framework isn't developed to explicitly
reasonabout multiple agents with di�erent goals. A group of agents can be combined into
a model that represents the entire group as one decision-maker. In order to �nd a policy
for only oneagent acting in the presenceof other agents, the other agents and their actions
must be modeled as a part of the world state. Thesetypesof models cannot capture how
oneagent's actions may changein responseto a changein policy by another agent.

Gametheory is a �eld of mathematicsdevoted to reasoningabout how to act optimally in
the presenceof other agents, consideringthat the actions taken by oneagent may a�ect the
utilit y of the actionsavailable to another. For a gameto be solved by �nding its equilibrium
(minimax, Nash, or correlated), one must assumethat all players are playing rationally.
Constant-sum games,in which the payo� to one player results in an equal loss to another
player, are useful for modeling purely adversarial situations. Gamesthat are cooperative or
neither purely cooperative or adversarial require more complex solution techniques. Also,
much of classicalgametheory is devoted to solving one-stepgames,wherethe players both
simultaneouslydecideon their strategiesbeforethe gameis played. Theseapproachescannot
always be extendedto modelsthat allow sequential decision-making.Somesequential games
can be converted into a normal form representation (which makesthem appear to be a one-
step game). But this change in representation results in a massive increasein the size of
the game. Also, the normal form representation is ill-suited to handle situations in which
additional information about the gameis discoveredby the playersduring game-play. When
players have di�erent knowledgeabout the world (one or more players don't have accessto
the true world state), the gameis oneof imperfect information. Gameshaving this property
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cannot be solved using the dynamic programming techniquesthat are usedto solve normal
form games.

2.3 Mark ov mo dels

The most commonrepresentation for sequential decisionmodels in decision-theoreticplan-
ning areMarkov models. This group of modelsall in someway take advantageof the Markov
property asa way of reducingthe complexity of the planning problem. The Markov property
is de�ned as:

Pr f st+1 = s0; r t+1 = r jst ; at ; r t ; :::; r1; s0; a0g = Pr f st+1 = s0; r t+1 = r jst ; atg

In other words, the environment's responseat time t + 1 depends only on the state and
actions at time t, and the rest of the executionhistory can be ignored.

A Markov decisionprocessis made up of a set of states, a set of actions available in each
state, a transition function de�ning the probability of transition from one state to another
under all actions,and a reward function de�ning the valueof each action whentaken at each
state. T is the time the systemis de�ned over, either �nite or in�nite. Actions are taken at
�xed decisionepochs in the continuouscaseor timestepsin the discretecase.

f T; S;As; pt (�js;a); r t(s;a)g

The dynamicprogrammingalgorithms for evaluating MDPs may be formulated to �nd either
a �nite horizon or in�nite horizon solution. A �nite horizon policy assumesthat the system
will terminate after a certain number of decisionepochs or time steps. Becausetime is �nite,
the rewardsand transition probabilities may behistory dependent. An in�nite horizonpolicy
assumesthat thesedistributions are stationary (i.e, they are the sameat every time step or
decisionepoch). Most planning problemsare treated asstationary and solved for an in�nite
horizonpolicy. This makesthe problemrepresentation morecompactand yieldsa stationary
policy as a solution.

Semi-Markov decisionprocesses(SMDPs) are a generalizationof MDPs that allow for the
representation of limited non-Markov aspects of the state. SMDPs allow the time spent in
a particular state to be modeled as an arbitrary probability distribution. In a MDP, time
spent in a state can only be modeledasa self-transition, which hasan exponential distribu-
tion. Many di�erent formulations of SMDPs exist, including both discreteand continuous
representations of time. Policies for SMDPs in the in�nite horizon casemay be stationary
and time-dependent, rather than having the full history dependenceof a �nite horizon MDP
policy.
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f S;As; F (tjs;a); P(�js;a); R(s;a)g

Semi-Markov models represent an in�nite variable (time) as a part of the state space. In
discreterepresentations, time may be treated as �nite. Becauseof the abilit y to \reset" the
time variable associated with a state through self-transition, SMDPs can be usedto model
a cyclic, time-dependent state duration. In this case,the time variable represents the phase
of this cycle in the state. In the discrete casewhere the time distribution for the state is
a delta function at t = n, the SMDP model can be thought of as an MDP with a timer
associated with each state that can be resetby self-transition.

The generalizedsemi-Markov decisionprocess(GSMDP) is a model designedto represent
problemswith multiple asynchronousevents and actions [9]. A GSMDP can be thought of
asa collection of concurrent SMDPs running simultaneously, onefor each event. Events are
any changesin the environment that causea state transition (including the actions of the
agent). The state spaceis assumedto have a factored representation. Logical formulas over
the state variablesare usedto describe which events are enabledin a state. Each event has
an associated time distribution governing how long it remainsenabledbeforeit triggers and
a state transition function that describesthe probability of transitioning to the other states
when the event is triggered.

One way of approximating arbitrary distributions (such asthe time distributions for a state
in an SMDP or GSMP) as a Markov processis with a phasetype distribution.A phasetype
distribution with n phasesis a Markov processwith n transient statesand a singleabsorbing
state. The time from entry to absorption in the Markov processapproximates the original
distribution. Phasetypedistributions may beeither discreteor continuousMarkov processes.

The partially observable Markov decisionprocess(POMDP) is similar to the MDP, except
that the state is not directly observable by the decisionmaker. Instead, the decisionmaker
receivesobservations that ariseprobabilistically from the underlying statedependingon what
action was taken. Planning in a POMDP can be thought of asplanning over the continuous
belief spaceof the underlying MDP, the probability distribution over which state the agent
is actually in when it receivesan observation.

f S;As; O(o;s;a); P(�js;a); R(s;a)g
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3 Related Work

3.1 Systems for social in teraction

3.1.1 Human-rob ot in teraction

Recently, there has beena variety of work involving social interaction betweenrobots and
humans [10]. What distinguishesour work from this research is the emphasison planning
for social interaction rather than on the physical designof the robot or ethnographicstudy
of human-robot interactions. Additionally , the majorit y of this research concentrates on
conversational interaction betweenhumansand robots rather than on social behaviors that
govern physical movement in sharedspaces.

Existing approachesto producing social behavior tend to be either hand coded systemsor
model free learning methods. Policies for interaction are often designedby hand. Whether
they are basedon domain knowledgeabout the task to be performed[11] or a more general
theory of social behavior [6], the result is a set of hand-craftedrules that trigger the appro-
priate actions. The main problem with this approach is that designingat set of rules that
produce the desiredbehavior is likely to be very di�cult and the method of obtaining the
policy will not generalizeto other tasks. Learning policies for behavior by either imitation
[12] or reinforcement learning [13] is a popular method. The shortcoming of learning by
imitation is that a particular way of achieving the goal is learned, not a full policy. The
solution learned may be brittle and fail to generalizeto future instances. The problems
inherent in the model free reinforcement learning approach are the di�cult y of obtaining
enoughtraining data for learning to occur and the di�cult y of producing rewards for the
system. In social tasks, rewards are likely to be delayed, and it is di�cult to have people
assignrewards during a realistic interaction.

3.1.2 Behavior/Plan recognition and dialog managemen t

There is existing research that treats human-robot interaction as a planning problem. One
application that bearsmany similarities to the problemsthat we are interested in is dialog
management for robots, in particular approachesto dialog management that attempt to deal
with the ambiguity of human speech in addition to speech recognition error. Work by [14]
suggeststhe use of the POMDP formalism to model dialog tasks for a robotic helpmate.
This approach is novel becauseit explicitly models ambiguity by representing the topic of
conversation using hidden state. This makesit possibleto �nd policiesthat allow the robot
to take information gathering speech acts to resolve this ambiguity.

There has beensomeresearch in dialog management that usesthe goal-directednature of
certain typesof conversationsto improveperformanceby usingplan recognition[15]. Because
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the systemhasa model of the task that the user is trying to perform, the dialog systemcan
useplan recognition to identify what part of the task a user is asking for information about
how to perform. While the representation is di�erent, the idea of explicitly modeling the
human's goalsfor interacting with the systemis similar to our approach. This dialog system
hasalsobeenextendedto include non-verbal communication cuesfor a robotic hosting task
[16].

Another interesting approach to recognitionwasthe modeling of a gesturerecognitionprob-
lem with an active vision system as a POMDP [17]. This allowed the vision system to
plan its movements in order to take the most useful observations for the recognition task.
Planning actions to improve recognition performanceis very useful to the problemswe are
considering,and the abilit y to do so is oneof the reasonsthat we have chosento extend the
POMDP formalism.

3.2 Multi-agen t Planning

Much work in multi-agent planning is concernedwith coordinating the planned behaviors
of multiple agents. When all the agents are cooperating on a commongoal, such aswhen a
team of robots is performing a task, the agents caneither bemodeledasa singleagent taking
joint actions or as a gamewhereall the players have commonpayo�s. Theseproblemsare
complicatedby the fact that the agents do not all have accessto the sameinformation about
the world, and an accuratecentralized model may be impossibleto keepup to date with all
of the incoming information. Therefore,decentralized approachesare used. One approach,
basedon game theory, models decentralized robot teams as partially observable stochas-
tic games(POSGs) [1]. Another approach models the problem as a distributed POMDP
model and usescommunication to shareinformation about observations [2]. In human-robot
interaction, we only have control over one of the agents in the environment (the robot).
Decentralized planning approaches that rely on communication of state information are a
poor �t for the problem becausethe cooperation of the humanscannot be guaranteed.

In situations that are neither purely cooperative or adversarial, a decisionis often made to
treat the problem asif it wereoneor the other. The Electric Elvesproject modelsa group of
agents trying to schedulemeetingson behalf of peoplewho may have con
icting interestsas
a cooperative team [18]. While this approach provides a framework for coordinating agent
actions, the e�ects of the agents' policieson each other cannot be reasonedabout explicitly.

In purely adversial domains,gametheoretic solutions can guarantee optimal behavior, but
the problem may be large enoughto make �nding such a solution intractable. In this case,
hybrid methods may be used to reducethe complexity of the game. In one such system,
the problem of planning a path through an environment in which the adversary has placed
sensorsis modeled as an MDP in which the cost function is chosenby the adversary from
a set of possiblecost functions. A mixed strategy is chosenby solving a matrix gameover
the pure strategiesof the opponent (possiblecost functions) and the agent (the optimal
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policies for MDPs with those cost functions). [19]. Finding a game-theoreticequilibrium
over policiesis a promising way of improving performancein the presenceof other agents.

Market-basedsystemsareanotherpopular way of managinginteractionsbetweenself-interested
agents. market-basedsystemshave beenusedextensively in a variety of multi-rob ot plan-
ning domains[20]. Theseapproachesareconcernedwith the allocation of tasksand resources
rather than on learning policies for task performance,so they are not directly relevant to
the planning problemsthis research is concernedwith.

3.3 Mark ov mo dels for decision-theoretic planning

3.3.1 Appro ximate POMDP solution metho ds

There are many di�erent kinds of algorithms for �nding approximately optimal POMDP
policies, either by approximating the value function [21],[22]or by policy search [23], [24],
[25]. There are also greedyheuristics that solve the underlying MDP and make simplifying
assumptionsabout belief during execution [26], [27]. Another classof heuristics makesuse
of the convexity of the value function over the belief spacein order to take information-
gathering actions. The Q-MDP heuristic makes the simplifying assumptionthat the state
will becomeobservable after one step [28]. The weighted-entropy heuristic combines the
Q-value function of the completelyunobservable MDP and the completelyobservable MDP
weighted accordingto the entropy of the belief state [29].

Current approximate POMDP solution methods reducethe complexity of the value function
or the policy representation without compromisingthe abilit y to take information gathering
actions. Belief compressionrepresents the belief spaceby a set of su�cien t statistics [30].
Point-basedvalueiteration (PBVI)is an anytime algorithm that represents the valuefunction
as samplesat chosenpoints of the belief space[31]. The heuristic search value iteration
(HSVI), another anytime algorithm, returns a regret bound on the obtained policy with
respect to the optimal policy [32]. The VDCBPI algorithms runs boundedpolicy iteration
on a compressedversionof the original POMDP [33]. Policy gradient techniqueshave also
beenapplied to POMDPs [34], [25].

3.3.2 Semi-Mark ov and time-dep endent models

The major o�ine MDP algorithms(valueiteration, policy iteration, and linear programming)
all have well-known SMDP versions[35], [36]. Reinforcement learning algorithms, such as
Q-learningand temporal distancelearning,have beenextendedto SMDPs[37]. Convergence
results for SMDP Q-learning have beenproven [38].

Semi-Markov extensionsto Markov models have beenusedfor modeling and planning in a
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variety of domains. Hidden semi-Markov models (HSMMs) have beenproposedas a more
natural way of representing wordsfor speech recognition[39]. HSMMs have alsobeenusedto
model the plasmaetching processfor semiconductormanufacturing [40]. Semi-Markov deci-
sionprocesseshavebeenexploredasa form of temporal abstractionfor reinforcement learning
[41]. SMDPs have alsobeenusedto model planning problemsthat allow concurrent actions
[42]. An interesting formulation that is closely related to SMDPs is the time-dependent
Markov decisionprocess, which models both time-dependenceand arbitrary distributions
over action durations and was usedfor planning in a transportation domain [43].

A number of modelsthat are basedon SMDPs but represent partial observabilit y have been
proposed.A partially-observable semi-Markov decisionprocess(POSMDP) model hasbeen
proposedas a way of doing hierarchical abstraction in POMDPs [44]. A similar model,
the H-POMDP, hierarchically models concurrent, temporally extended actions [45]. The
H-POMDP model has been transformed into a more compact factored representation, a
dynamic Bayes network (DBN), used for multi-resolution mapping for robot localization
[46]. The focus of this work is on hierarchical abstraction and representing temporally
extended actions rather than on modeling time-dependent action outcomesand dynamic
environments.

Generalizedsemi-Markov decisionprocessesare a planning formalism for representing do-
mainswith multiple asynchronousevents [47]. Rather than solving thesemodelsexactly, the
semi-Markov statesare approximated using phasetype distributions. GSMDP modelswere
shown to perform better than a SMDP representation on the \F oreman'sDilemma" problem
and to be capableof representing problemsthat cannot be modeledasSMDPs becausethey
contain multiple asynchronous events. The planning approach we proposeis largely based
on this work, with the addition of partial observabilit y to the GSMDP model.
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Is that guy getting
off on this floor?

Figure 1: A robot planning to ride the elevator with people

4 Technical Approac h

4.1 Problem

In Section2.3 many di�erent models usedfor decision-theoreticplanning were introduced.
They cover a wide rangeof modeling power and complexity. Choosingan appropriate model
is one of the most fundamental steps in solving a planning problem. A model that isn't
expressive enough to represent the most important characteristics of a domain will not
achieve adequate performance. But a model that is unnecessarilycomplex can make a
relatively simple problem intractable. When choosing a model, it is important to identify
which aspectsof a problem are essential and which can be abstractedaway.

This thesishypothesizesthat the following are all critical characteristicsof social tasks:

� uncertainty in action outcomes

� exogenousevents arising from a dynamic environment

� time-dependenceof action outcomes

� partial observabilit y of the world state

As a motivating example,considerthe problem of a robot attempting to get on an elevator
that currently contains human passengers. If the people want to exit the elevator, it is
probably best for the robot to yield to them (asetiquette dictates) in order to avoid colliding
with someoneor blocking them from exiting the elevator. But becausethe robot is slow
comparedto a person, it should move toward the elevator as soon as possiblein order to
avoid having the door closebeforeit can get on. There is a dangerof deadlock if the robot
doesn't move to enter the elevator at the right time.
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In most real-world domains,the outcomesof an agent's actions and changesin the environ-
ment (including the actions of other agents) are uncertain. Any high-level action (such as
moving to enter the elevator) that a mobile robot takeshasa possibility of failing or falling
short of its intended e�ect becauseof unexpected complicationscausedeither by the envi-
ronment or by problemsin actuation. Recognizingthis limitation and modeling the rangeof
possibleaction outcomesresults in more robust plans that have a greater chanceof success
when executedin a physical environment.

Uncertainty in action outcomesis often also used as a way of modeling a dynamic envi-
ronment, but that approach is appropriate only for modeling state changesthat may occur
randomly. In interactions with people,however, actions are typically planned,not random.
The world state will changeaccordingto exogenousevents whether the robot acts or not.
These events may be causedby the actions of other agents or by a dynamic part of the
environment. In the elevator-riding domain, state may changebecauseof the movements of
the personriding the elevator or becauseof changesin the state of the elevator itself.

The outcomeof an action may depend on the amount of time spent in a state beforeexecut-
ing the action. Purely Markovian models cannot capture this time-dependent information
without making time a variable in the state space.For example,the robot may be outside
the elevator with the doorsopenand about to move to get on. However, becausethe elevator
doors operateaccordingto a timer, the robot's chanceof successis a�ected by how long the
doors have beenopen.

Partial observabilit y is alsoa commoncharacteristic of most real-world domains. The most
familiar kind of partial observabilit y in robotics problems is perceptual aliasing causedby
noisy sensors.Physical characteristicsof the environment or other agents (such astheir rela-
tive location, direction of movement, or gazedirection) areobservable,but theseobservations
aren't completely trustworthy and the underlying world characteristics they represent are
likely to be changing over time.

In social taskswherethe peoplein the environment are trying to achieve their own goals,the
intentions of the people interacting with the robot are another partially observable aspect
of the environment. While intention can't be observed directly, knowing the intentions that
agents commonly have in a given domain, and having a model of the actions people take
when they have thoseintentions, makespredicting their behavior much easier.For example,
if a personis inside the elevator, it can be assumedthat they are either planning to exit at
that 
o or or waiting to get o� at another 
o or. By observingtheir actions over time, the
robot can usually infer their intention.

The dynamics of the environment itself may also be only partially observable. Consider
the timer that controls the amount of time that the elevator door is open. The robot
may arrive in front of the elevator when the door is already open, so the start time of the
timer is unobservable.Even if the robot doesn't know the amount of time that the timer has
left, knowing the time distribution governing the elevator door closing event gives it some
information about how likely it is to be able to get on the elevator in time.
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4.2 General framew ork

Here, we will outline a technique to represent problemswith both partial observabilit y and
multiple time-dependent events as a partially observable generalizedsemi-Markov decision
process(POGSMDP). Both the dynamicsof the environment and the actions of peopleare
represented as exogenous,timed events in the POGSMDP. The basicapproach to planning
using such models is to transform the POGSMDP into a POMDP that can be solved using
existing algorithms.

Here is an outline of the proposedapproach:

� Model social interaction problem asPOGSMDP

� Transform the POGSMDP into POMDP

� Solve the POMDP

� Verify \social correctness"of the policy using the POGSMDP model

� Demonstratethe performanceof the policy obtained on the real problem

The POGSMDP model is basedon the GSMDP model [47]. Partial observabilit y is modeled
by de�ning a probability distribution over the observations in a state, exactly as it is done
in the POMDP model. For the time being, the role of observations can be ignored in order
to focus on the designof the state spaceand reward, which will be described in terms of
GSMDPs.

A bene�t of the GSMDP model is that it allows one to write a compact representation of
the problem while assigningarbitrary time distributions to events and actions. A useful
way of approaching the modeling issue is to think of a GSMDP as the composition of a
number of SMDPS. This allows one to decomposethe problem into easyto managepieces,
one for each agent and exogenousevent in the environment. The reward structure can also
be decomposedas such, assigningeach agent (both human and robot) its own rewards for
goal achievement. The global reward for each state may be the sum of all agents' rewards,
or another way of composing the rewards may be chosen,such as weighing simultaneous
failures for multiple agents more heavily than failures by a singleagent.

BecausePOGSMDPs will be usedto model large, realistic problems,authoring the models
by hand may becomeprohibitiv ely di�cult. In order to simplify the process,tools will be
developed to compile the models from domain descriptions. PPDDL is an existing domain
description languagethat was usedas the input languagefor the probabilistic track of the
4th International Planning Competition [48]. PPDDL will be extendedas neededto useit
as an input languagefor the compilation tools.
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Givena GSMDP model of the problem, it canbetransformedinto a continuous-timeMDP by
approximating the non-exponential distributions in the model usingphase-type distributions
[9]. The resulting MDP is the underlying MDP of a POMDP model that approximates the
original POGSMDP.

Most widely used POMDP solution techniques require that the underlying MDP have a
discretestate space.One to way obtain a discreteMDP is to apply uniformization, an exact
transformation from a continuous MDP to its discrete equivalent [49] .Another possibility
which was discussedbut not explored in Younes'swork [9] is to use discrete phase-type
distributions to approximate the GSMDP. One possiblebene�t of this approach is that dis-
crete phase-type distributions can handle deterministic distributions, while continuousones
cannot. Therefore,discretephase-type distributions may be better suited to domainswhere
certain events trigger upon expiration of a timer rather than happeningprobabilistically over
a rangeof time. An elevator door closingor opening is an exampleof such an event.

When making this transformation, there is a trade-o� between the accuracyof the model
and the sizeof the resulting MDP. Each state addedaddsa dimensionto the belief spaceof
our POMDP. Oneof the goalsof this work will be to discover techniquesto managethe state
blow-up resulting from the phase-type distribution approximation, either through analysis
or through heuristicsdeterminedby experimentation.

Once the underlying GSMDP of the POGSMDP has been transformed into an MDP, the
correct observation probabilities can be applied to the new MDP statesto obtain a POMDP
model. This POMDP can then be solved using any of the state-of-the-art approximate
POMDP solution algorithms discussedin Section3.3.1. An additional contribution of this
work will be to apply thesecutting edgetechniquesto large, complexPOMDPs that model
real problems. We expect that this may yield someinsights into the relative strengths and
weaknessesof thesealgorithms.

In addition to obtaining a high level of reward, a policy should also result in behavior that
is acceptableto the peoplethe robot interacts with. The assumptionhasbeenmadethat an
adequatemodel of the socially acceptablebehavior for the peoplehas already beende�ned
as part of the POGSMP model. Therefore, the robot's policy should not force people to
deviate from their own policies in order to obtain higher reward.

How can we determinewhether the robot's policy has this property? One way is to �x the
robot's policy and solve for the human's responses.If the resulting policy is fundamentally
di�erent in structure for the given model of human behavior, the the robot's policy is not
\socially acceptable". Technically, the veri�cation processdepends on the fact that the
POGSMDP is the composition of the policiesof the humansand the model of the environ-
ment. The policy obtained for the robot canbe addedinto this model asif it wereoneof the
human agents. Then, the model governing the behavior of oneof the human agents can be
removed from the POGSMDP. The new model is solved as before,and the resulting policy
for the human agent is comparedto the model of its behavior. If the policy is fundamentally
di�erent in structure from the model of the human's behavior, then the robot's policy is
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unacceptable.Changesmust be madeto the reward structure of the problem to better de�ne
criteria for the robot's success,which should be basedon both achieving its own goalsand
on not interfering with the goal achievement of the humansit interacts with.

The idea of iterating over the policiesof agents in a multi-agent systemto improve overall
performanceis also used in the JESP algorithm [50]. Unfortunately, when iterating over
agents' policies, there are no guarantees that the system will converge to a better overall
reward. In order to avoid this situation, the policiesobtained for the peopleare not incorpo-
rated into the original model. It is the robot's policy that must accommodate the people's,
not the other way around.

It is possiblethat there may be multiple optimal policiesfor a personto achieve their goal.
In order to make sure that the changedpolicy for a personis actually an improvement over
their modeled behavior, the reward obtained by the policy should be checked against the
reward obtained by their modeled policy. Becausea social system is a system in a state
of equilibrium, it may be possibleto use game-theoretictechniques to determine how the
rewards should be adjusted in order to obtain a policy for the robot that doesnot disturb
the human's policy.

The application domainsthis approach will be demonstratedon are discussedin Section6.
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5 Previous Work

5.1 Social in teraction with a mobile rob ot

Our earliest experiment with a robot in a social situation involved a greeting task [51]. A
robot stood near the wall in a busy hallway and verbally requestedthat passersby stop to
answer a short poll. This task waschosenin order to investigatewhat behaviors and features
a robot can exhibit in order to more fully engagepassersby. The behaviors tested were the
abilit y to convey expressionwith a humanoid face and the abilit y to indicate attention by
turning toward the personthat the robot is addressing.We measuredthe impact of these
abilities on the robot's level of successat attracting peoplepassingby in the hallway. The
experimental designwas that of a 2x2 full factorial experiment, controlling for the e�ects of
time of day and day of trial. We found statistically signi�cant e�ects on peoples'willingness
to interact for both of the factors. Our results also indicated that using the movement and
the facein conjunction was more e�ective than using either alone.

Techniquesfrom social psychology wereusedto designand conduct this experiment. As was
discussedin Section 2.1, this �eld has developed a methodology for experimentation that
is designedto control for the complexity of human behavior. In addition to the metrics we
measured,we alsocollectedenthnographic data about the interactions that peoplehad with
the robot.

We observed many unanticipated failures in interaction. Most important, for the purposeof
this thesiswas that while the robot was capableof detecting and tracking people,it had no
internal model of human behavior.Our algorithm simply chosethe �rst person it detected
and would continue to try to engagethem, even if they were walking away. In many cases,
the robot did this while ignoring other passersby who wereclearly interestedin interacting.
Also, during the interaction, the robot prompted people to step closer to speak into the
microphone. Rather than doing this, peoplestayed the samedistance from the robot and
talked more loudly. This may have been becausestanding any closer to the robot would
have beena violation of their personalspace.Peoplebecameperplexedand then frustrated
when the robot repeatedly prompted them to move closerto continue their interaction.

The unforeseencomplications in interaction that we observed during the courseof this ex-
periment suggestedthat having a model of people'sbehavior and reasoningexplicitly about
time might make signi�cant improvements in the robot's abilit y to interact.

5.2 People trac king with a goal-based motion mo del

In work with Geo� Gordon [52], a path planner was incorporated into the motion model
of a particle-�lter basedpeopletracker in order to make tracking more robust to extended
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Figure 2: A snapshotof the goal location optimization process.The large circles represent
the current bestgoalsand the small circlesrepresent proposedgoals. The clustersof training
tra jectoriesare shown with lines drawn betweenpoints at which the personwas observable.
A plan is shown as a seriesof line segments with x's at their endpoints. Obstaclesin the
map are shown in black.

periods of occlusion. This approach capitalizeson the fact that peopleusually do not move
through spacesin a random manner, but instead follow relatively e�cien t paths between
particular locations in the environment (doorways, for example). These locations can be
thought of as a set of goalsthat peopletypically navigate toward in a certain space.Given
thesegoals,we assumethat any personthe robot seesis trying to navigate toward one of
them.

First, tra jectoriesof peoplemoving through the spaceare gatheredand divided into clusters
that areall following roughly the samepath toward a commongoal. A hill-climbing algorithm
is then usedto learna physical location for each goalthat resultsin plansthat �t the observed
tra jectoriesassignedto that goal.

Learning the goal location from the tra jectory data rather than assigningit by hand is
necessaryin order to obtain paths from the path planner that mimic the generalshape of
the people'stra jectories. Figure 2 illustrates the learning processin a casewith two clusters
of tra jectories.

When the tracking �lter is initialized, probability massis distributed equally over all of the
goals by assigningeach one the samenumber of samplesin the �lter. At each timestep,
the path planner plans a path from a person's last observed position to every goal, and
the motion model propagateseach particles along the path to its corresponding goal. This
technique tracks peoplesigni�cantly better than a particle �lter that usesBrownian motion
as its motion model in caseswhen tra jectoriesare occludedfor long periods of time during
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Figure 3: Tracking a person during the occluded part of their path using the Brownian
motion model (top) and the plan-basedmotion model (bottom): a) just after losing sight of
the person,b) the Brownian �lter's variance starts to grow, c) the Brownian �lter fails to
predict wherethe personis about to emergefrom occlusion,d) the Brownian �lter's variance
remainshigher for several stepsafter reacquiring the person.

tracking. Figure 3 shows a comparisonof the distribution of particles over the courseof an
instanceof tracking.

The particle �lter tracks the belief over which goal a person is navigating toward as well
as tracking belief over their location, becausethe samplescorresponding to unlikely goals
die out during the tracking. A conciseparameterization of people'sactions that represent
their higher-level intentions (i.e., wheretheir intended goal is) can be learneddirectly from
the data. Becausethere are very few parametersto learn, this approach is successfulwith
a small amount of data, provided that paths to all of the goalsare present in the training
set. It is possibleto represent the data with such a small number of parametersbecausewe
make strong assumptionsabout people'sbehavior: that they are goal oriented and follow
relatively e�cien t paths.

This novel approach to particle �lter-based peopletracking demonstratesthe utilit y of mod-
eling people'shigh-level goalsin order to represent their behavior. A better motion model
results in better tracking performance,particularly during periods of occlusion when the
�lter's hypothesescannot be frequently updated with observations of the person'slocation.
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5.3 Represen tation of time in POMDPs

In order to represent a problem as a POMDP, certain abstractions are made in designing
the state spacein order to keep problems small enough to be solvable. To illustrate the
e�ect of ignoring information about the dynamics of the world in order to achieve a more
compact representation of the problem, we constructed an arti�cial examplebasedon the
ever-popular tiger problem [53], which we call the \teleporting tiger" problem.

In the teleporting tiger problem, a person is standing in front of two doors. Behind one
door, there is a treasure, behind the other, there is a tiger that will eat the person if she
opensthe door. Shecan listen at the door for the soundof the tiger growling, but shemay
mis-hearwhich door the growling is coming from. Every n timesteps,the tiger 
ips a coin.
If it comesup tails, the tiger teleports to the other room. The personknows that the coin
will be 
ipp ed every n timesteps(she knows the coin-
ip event has phasen), but shedoes
not know when the coin 
ip is happening becauseshecannot seethe tiger. Figure 4.shows
a diagram of the state transitions of this problem for n = 3.

T1

T2

T3T3

T2

T1

Figure 4: The dynamicsof the state of the teleporting tiger problem with time n = 3

An n-valuedvariable representing time can be included in the state spaceto get a 2� n state
POMDP that accuratelycapturesthe relationship betweenthe timestep and the outcomeof
the actions. This e�ectively replacesboth of the two statesrepresenting the tiger's physical
location with n state chains with one state for each timestep between the coin-
ips. Or,
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the phaseof the coin 
ip event can be ignored by the model. Then the problem can be
represented by a two state POMDP wherethe outcomeof listening is more uncertain than
it actually is. SeeFigure 5 to comparethe resulting POMDP models. Appendix A includes
a full description of the models.
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Figure 5: State transitions of the listen action for the teleporting tiger problem without
representing time in the state (left) and with time as part of the state (right)

Both models were solved and tested using Cassandra'sPOMDP solver [54]. The two state
model took a fraction of a secondto solve exactly using the witnessalgorithm. However, the
six state model could not be solved by the witnessalgorithm in a reasonableamount of time.
Therefore, the PBVI algorithm [31] was usedto solve for an approximately optimal policy
for each model. The policieswere then simulated for 1000trials of 500 timestepseach. The
resultsare listed in Table6. The six state POMDP achieved higher averagereward than the
two state model, at the cost of taking considerablylonger to solve. It is possiblethat the
policy obtained for the six state model performedsuboptimally, but attempts to solve for a
better policy using more belief points resulted in policieswhich were an order of magnitude
larger in the number of alpha vectorsand failed to converge. The performanceof the policy
obtained for the two state model was virtually identical to the performanceof the optimal
policy found using the witnessalgorithm.

This toy problem illustrates the inherent trade-o� madebetweenmodeling time accurately
and managingthe sizeof the state spacein a POMDP. Putting a discrete time index into
the state spaceasa variable can causea blowup in the sizeof the state that can make even
relatively simple models intractable to exact POMDP solution algorithms and considerably
morecomputationally expensive even for state-of-the-art approximate solution methods. For

26



POMDP model soln time(secs) belief points alpha vecs avg reward std dev

2 state 0.74 73 17 1.123 37.199
6 state 5.04 141 13 10.232 35.398

Figure 6: Averagerewards for teleporting tiger POMDP experiment

a model with m states,adding a time variable to the state spacewith a phaseof n will result
in a model with m � n states. The belief spaceof the POMDP grows in turn from n � 1
dimensionsto m � n � 1 dimensions.Clearly, when representing time in a PODMP model,
it is important to �nd methods that increasethe accuracyof the model while causingthe
smallest increasepossiblein the sizeof the state.

5.4 Elev ator riding domain

Controlling a robot that rides elevators with people is one of the motivating problems for
developing the proposedframework for planning for social interaction. We initially thought
to model the problem as a POMDP, a commonly usedrepresentation for high-level mobile
robot planning problems. A simpli�ed version of the elevator riding problem in which the
robot learnsa policy for entering an elevator that is occupiedby onepersonwhen it arrives
was usedto investigatethe adequacyof POMDPs as a model. The robot's goal in this task
is to get on the elevator beforethe doors close,while not preventing the personfrom exiting
the elevator if they are getting o� at that 
o or.

Our original hypothesiswas that the performanceof a POMDP-basedpolicy would be an
improvement over an MDP-basedpolicy that assumesthe person'sintention is fully observ-
able from their behavior. However, the results of experiments using thesePOMDP polices
cast doubt on the adequacyof the model for the problem. In particular, the POMDP model
did not accuratelyrepresent the time-dependenceof the door closingevent. The distribution
over time spent in each state was modeled as a self-transition, as is commonly done with
Markov models. Becauseof the memorylessproperty of exponential distributions, the model
could not capture the time dependenceof action outcomes. This causedunanticipated dif-
ferencesin the performanceof the policieswhen run in the elevator simulator as compared
to their predicted performancein simulation from the POMDP models.

5.4.1 POMDP model

The POMDP model for the elevator riding task is de�ned as follows:

� state features
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{ door - open(Do), closed(Dc)

{ robot location - inside elevator(Ri), outside elevator(Ro)

{ personlocation - inside elevator(Pi), outside elevator(Po)

{ persongoal - stay on at 
o or(PGc), exit at 
o or(PGx)

There are 16 possiblecombinations of these binary valued state features. However,
only 12 combinations correspond to statesof the world that will actually occur accord-
ing to our model. In order to create a model in which the person'sintention is not
deterministic from trial to trial, we createan additional start state with transitions to
both of the beginningworld statescorresponding to the person'spossibleintentions (to
exit the elevator or stay on). Figure 7 shows a graphical representation of the states
of the POMDP model.

� actions

In each state, the robot has two actions available to it: move or wait. The outcome
of theseactions is uncertain. When the robot choosesthe \w ait" action, there is no
chancethat it's own location will change. The allowable state transitions will change
only the location of the person(if that is possible)or changethe state of the door from
open to closedaccordingto the dynamicsof the model.

The possibleoutcomesof the \move" action are more complicated. The probability
of the action's outcome not causing a change in state (i.e., the probability of self-
transition) is the sameas for the \w ait" action. In states where there is no chance
of con
ict between the goals of the robot and the person (state 8), the remaining
probability will all be placed on a transition to a state that represents a successful
movement on the part of the robot from outside the elevator to inside it. However,
whenthe robot's movement couldcon
ict with the person'sgoalof leaving the elevator,
the remaining probability massis distributed over transitions to statescorresponding
to either successor the ways in which the action could fail.

For a complete picture of the state transitions possiblefor the POMDP under each
action, seeFigure 8. For the transition probabilities usedfor the model, seethe Ap-
pendix.

� observations

We assumethat the robot has the abilit y to observe the state of the elevator itself
perfectly. When the elevator door is closed,the robot receivesan elevator closed(ec)
observation. When the door is openand there isn't a personin the elevator (becausethe
passengerhasalready exited), the robot perceivesan elevator empty (ee) observation.

When the door is open and there is a passengerinside the elevator, the situation is
only partially observable to the robot. We treat the intention of the person(whether
they intend to exit at this 
o or or ride the elevator to another 
o or) as hidden state.
The noisy observations that the robot may receive corresponding to theseintentions
are that the personis exiting (px) or standing still (ps).

The observations associated with each state transition are shown in Figure 8.
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Figure 7: The statesof the elevator riding POMDP
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� reward

We assignreward to states where the robot achieves its own goal (to get onto the
elevator before the door closes)and where the person achieves their goal (either to
remain on the elevator, or to exit the elevator before the doors close, depending).
However, we want the policy the robot learns to favor self-interested action, so we
assigngreater reward to states in which the robot's goalsare achieved. Reward for
goal achievement is additive and assignedin the end states (the states in which the
door is closed).

reward/p enalty for robot goal achievement: +60/-60
reward/p enalty for persongoal achievement: +40/-40

robot succeeds,personsucceeds(states S2,S6): 100
robot succeeds,personfails (state S7) : 20
robot fails, personsucceeds(states S1,S5) : -20
robot fails, personfails (state S12) : -100

The POMDP model description in the input format requiredby Tony Cassandra'sPOMDP
solver [54] is included in Appendix A.

5.4.2 Elev ator simulator

The elevator simulator is a simpli�ed task environment madeup of an elevator that travels
betweenmultiple 
o orsand the foyer areasoutsideof the elevator at each 
o or. The elevator
has a working controller that responds to button presseson the di�erent 
o ors and within
the elevator in the expectedmanner. The elevator controller alsocontrols lights that indicate
the arrival of the elevator at each 
o or and its direction of travel.

In our initial experiment, we did not include the detailed stepsof calling an elevator in our
model. But having an accuratesimulator will be necessaryto designand debugthe larger,
more realistic models that will be built in order to learn a controller for elevator riding for
a physical robot.

The representation of spaceusedin the elevator simulator is a hierarchical topological map
of areasof importanceto performing the elevator riding task. For example,the foyer outside
the elevator on the second
o or contains both the \button pressarea", which an agent must
be standing in to reach the elevator buttons, and the \do orway area" which an agent must
passthrough (or can block others from passingthrough) in order to enter the elevator.

Path planning for both the person and the robot is accomplishedby breadth �rst search
through the topological map of the 
o or that the agent is on. The map updates itself in
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Figure 8: Observations, state transitions, and rewards for the elevator riding POMDP model
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personintending to exit personintending to stay on

personexiting personstaying on elevator

Figure 9: Screencapturesof elevator simulator during experiment trials. The black circle is
the robot, the grey circle is the person,and the \x" marks the person'sintendeddestination

time with the changesto the elevator state, making links betweenareaswhen the door to
the elevator is opened and breaking them when it closes. Therefore, search through the
map will return a plan to a goal only if it is reachable from the agent's location at that
time. Low level motion control for agents is accomplishedby moving the agents along lines
from the center of onearea in the map to the next at constant speed. At each timestep, an
agent is prevented from moving if its movement will result in a collision with a part of the
environment or another agent.

For our experiments with the elevator simulator, a reactive, case-basedcontroller for a simu-
lated personwashand-coded. The personcontroller is ableto ride the elevator from one
o or
to another, making all of the necessarybutton pressesto call the elevator to their current

o or and sendit to the destination 
o or. Unlike the controller which is learnedfor the robot,
the personcontroller is given full accessto the internal state of the elevator simulator.

This person controller is not meant to be a high �delit y model of human elevator riding
behavior. It can be thought of as a model of the simplest set of behaviors necessaryto
ride the elevator from one
o or to another without consideringthe possibility of interference
from other agents. This simple model was chosenfor the sake of expediency. Later, a more
realistic model of the social behaviors that govern elevator riding will bedesigned.A detailed
description of the controller is included in Appendix A.
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5.4.3 Results

In order to investigate the relationship between the partial observabilit y of the person's
intention and the di�cult y of the problem,multiple POMDP modelswerecreatedby varying
the noiselevel of the observations related to the person'sintentions (ps and px) from 10%
to 40%by increments of 10%. Each model was solved for an approximately optimal policy
using the PBVI algorithm.

The averagereward obtained for 50 trials in the elevator simulator at di�erent noiselevels
in the observations are shown in Table 10. At the start of each trial, the person'sintention
was chosenrandomly with 50%probability on each case.The sameseedwas usedfor each
experiment in order to make a clear comparisonof the policies' performance. All of the
policiesperformedwell, regardlessof the noiselevel of the model that they had beentrained
on. The performanceof the policiestrained on the 10%,20%,and 30%noiselevel POMDP
modelswere the same(the policy trained on the 40%model performedonly slightly worse).
In order to show the casesin which the policies failed, the results are divided accordingto
the person'sintention. The elevator door stayed open long enoughthat even if the robot
neededto make observations for longer periods of time beforeacting, it could still enter the
elevator beforethe doors closed.The failures at higher noiselevels for the exit casewerethe
result of the robot attempting to enter the elevator before the personhad �nished exiting
and blocking them in the doorway. It is understandablethat the policies trained on low
noiselevels performed this way, becausethey could be expected to be overcon�dent in the
observations. But it is surprising that the samebehavior wasobserved in the policiestrained
at high noise levels. Thesepolicies seemto choosemoving immediately over waiting and
taking more observations in order to determinewhat the personintends to do.

noiselevel averagereward
exit stay

10% 100 100
20% 100 100
30% 90 100
40% 59 94

Figure 10: Averagerewards for POMDP policies in elevator simulator

Initial resultsshow that the low noisePOMDP policiesperform well in simulation. However,
when the model has a high noiselevel, the policy obtained ignoresobservations and causes
the robot to get on the elevator immediately, blocking the personfrom exiting if they intend
to leave the elevator at that 
o or. This occurs becauserepresenting the time before the
elevator door closesusingself-transition in a singlePOMDP state (which hasan exponential
distribution) modelsthat event ashaving a certain probability of happeningat each timestep
in that state. This is a poor model of the world. This problem with the representation
could be solved by using phase-type distributions to accurately represent the amount of
time that passesbeforethe elevator door closes,demonstrating the utilit y of more complex
representations of time in a real-world problem.
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The policiesobtained were also run in simulation against all of the POMDP models. Each
policy was simulated for 1000 trials on each model. Table 11 shows the averagereward
obtained per trial. Note that the policies performed worsewhen run against the POMDP
models than they did in the elevator simulator at the samenoise levels. We believe that
this di�erence in performancearisesfrom the way that time is represented in the POMDP
model.

policy model
10% 20% 30% 40%

10% 70.6 66.8 64.6 59.8
20% 70.6 66.8 64.6 59.8
30% 70.6 67.1 64.6 59.8
40% 70.6 67.1 64.6 60.3

Figure 11: Averagerewards for elevator riding POMDP simulation

Each policy performed about the sameon all of the models, regardlessof the noise level
of their observations. We interpreted theseresults to mean that the actions chosenby the
robot did not have a great e�ect on the reward that it could obtain. In order to gain insight
into this interpretation, we decided to make the model fully observable so that we could
obtain optimal policiesusing exact solution techniques. The POMDP was divided into two
di�erent MDPs, onefor the part of the state spacewherethe personintendedto stay on the
elevator and the other for the part wherethe personintended to exit at the robot's 
o or.

Optimal policiesfor both MDPs werefound and then run in simulation againstthe model for
1000trials each. The averagereward obtained is shown in Table 12. The combined average
reward for both casesis closeto the averagereward obtained by the POMDP policies on
the 10%noiselevel POMDP model, suggestingthat the performanceof thoseapproximate
policies is closeto optimal.

MDP avg reward
exit 61.8
stay 83.4
combined 72.6

Figure 12: Averagerewards for elevator riding MDP simulation

The policiesobtainedfor both MDPs werevery simple. If the personwasstaying, the optimal
solution found for the MDP wasto always move at every timestep. If the personwasexiting,
the optimal solution found for the MDP was to wait until the elevator was empty and then
move.

Thesepoliciesareintuitiv ely reasonablepoliciesfor elevator riding. Becausethe MDP models
have no uncertainty in the observations, our expectation wasthat the policiesshouldbe able
to obtain a reward of 100(perfect performance).However, this was not the case.
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Assuming that the robot has time to move into the elevator before the doors close,these
policiesshouldalways succeed.But becausethe MDP (and POMDP) model doesn't explic-
itly represent the �xed amount of time that passesbeforethe doors close,the door closing
can only be modeled as an event that has a non-zeroprobability of occurring in any state
at which the doors are open. This way of modeling the door closingevent is obviously in-
accurate,and exaggeratesthe probability of failure for the robot. We believe that it is this
characteristic of the model that causesthe POMDP policies trained on noisy observations
to fail at high noise levels. Becausethe model indicates that the door could closeat any
timestep, the policies learn to move onto the elevator when they could actually take more
observations. This leadsto failures when the personis trying to exit and the robot blocks
them in the elevator doorway.

Our next step is to develop a model of the problem with a more accurate representation
of time without causingthe state spaceof the POMDP to grow so large that it becomes
intractable to solve.
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6 Prop osed Research

6.1 Exp ected contributions

This thesis work will demonstrate a novel way of modeling social systemsinvolving peo-
ple and robots and designing controllers for robots in human-robot interaction domains.
The proposedapproach models both the partial observabilit y of the state and the time-
dependenceof action outcomesin theseproblems,two issuesthat have not previously been
addressedsimultaneously in planning. A new model, the POGSMDP, will be developed,
and its performancewill be testedagainstexisting commonlyuseddecision-theoreticmodels
in two di�erent implementation domains. Authoring tools for POGSMDP models will be
designedthat will allow thesemodels to be created from descriptionswritten in a general
domain description language. As a part of the planning framework, a method for verify-
ing that robot policies for human-robot interaction are \socially acceptable" to the human
participants will be developed. Becausethe POGSMDP models will be transformed into
POMDPs beforebeing solved, this work will provide insight into the performanceof current
approximate POMDP solution algorithms on large, real-world problems. Additionally , this
work will contribute to the �eld of human-robot interaction by experimentally evaluating
the performanceof the policiesdeveloped on a physical robot interacting with people.

6.2 Elev ator riding domain

First, build a phase-type model for the Elevator simulator and demonstrate that it is an
improvement. The next step of the research in the elevator riding domain is to model the
problem as a POGSMDP and test the resulting policy in simulation. To verify that the
additional complexity of our approach is necessary, we will compareour solutions to those
found using lessexpressive MDP and POMDP models. An MDP model cannot capture the
partial observabilit y of intention or the asynchronous,time-dependent nature of the problem.
A POMDP model (as we have shown in our previouswork with the elevator simulator) still
fails to accurately model the asynchronicity of events. Using a common reward structure
for all of the policies, we will evaluate their performancein the simulator accordingto the
reward obtained.

Next, we will build a POGSMDP-basedcontroller for a mobile robot that is able to ride an
elevator with human passengers.This will involve scalingup the elevator riding model we
used for the simulator to a level of detail that can capture the complexity of a real world
problem.

Onceagain,we will comparethe performanceof our policy to that of an MDP and POMDP
policy. The comparisonwill be done both objectively and subjectively. Someobjective
measuresinclude: time to complete a task, percentage of times the task is successfully
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completed (e.g., the percentage of people the robot successfullyinteracts with), and the
reward obtained by the policy. Subjective measuresinclude asking the peopleabout their
perceptionsof the interaction and cognitive load they experiencedwhile interacting with the
robot. Both measuresare important in assessingthe utilit y of our approach.

6.3 Multipla yer game domain

The secondimplementation domain for the thesiswill be a multiplayer game,in which one
of players will be an agent running a policy developed using the proposedtechnique.The
platform for development to be usedwill be a \mo d" (a usercustomizedgame)basedon the
UnRealTournament (UT) gameengine[55]. The UT engineis designedto giveprogrammers
a high level of 
exibilit y in designingtheir own gamesor makingextensionsto existing games.
It is usedby several research groups as a platform for research for AI in video games[56]
and for simulation in robotics[57].

While many online gamesare adversarial in nature, role-playing games(RPGs) are story-
basedgamesthat may contain adversarial,cooperative, and social elements. One implemen-
tation option is to identify a game-play scenariothat exhibits the type of social interaction
we are interested in within an existing RPG game,such as Neverwinter Nights [58]. In the
unlikely situation that an existing gamescenariothat exhibits both uncertainty in people's
intentions and time-dependencecannot be found, the UT enginewill be usedto author an
original gamefor the experiments to be conductedwith.

Evaluation of the systemwill be similar to the evaluation of the elevator riding domain. The
POGSMDP-basedpolicy will be comparedto policies generatedusing MDP and POMDP
models. The quality of the policieswill be evaluated basedon the reward obtained.Thepoli-
cieswill alsobe evaluated against the level of reward obtainedby a human player controlling
the sameagent. There will also be a subjective evaluation of the quality of gameplay that
results from interacting with each of the policies(including the human player's policy).

There are a number of reasonsfor choosing a computer game as the secondevaluation
domain rather than another task performed by a physical robot. One goal is to show the
generalapplicability of this approach to modeling social interactions betweenhumans and
arti�cial agents. The charactersare physically embodied within the gameenvironment, so
the planning problemsaresimilar to thosein robotics. However, many di�culties of working
with a mechanical systemare absent in dealing with software agents. Also, the popularity
of video gamesmakesthis an interesting demonstrationdomain to a wide variety of people.
Finally, the online gamesetup will make evaluating the systemwith human usersrelatively
simple.
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7 Schedule

� Fall 2005

{ Develop tools for authoring POGSMDP models and automatically transforming
them into approximate POMDP modelsusing phase-type distributions.

{ Explore issuesof representation for phase-type distributions to control POMDP
state blowup.

{ DesignPOGSMDP model for elevator riding domain. Test in the elevator simu-
lator against MDP and POMDP models.

� Spring 2006

{ Formalizeveri�cation processfor \socially acceptable"policies.

{ Designand implement controller for non-player character in online RPG.

{ Run tests evaluating performanceof video gamecontroller.

� Fall 2006

{ Implement elevator riding task on a physical robot.

{ Run tests evaluating robot's performanceat elevator riding task.

{ Write and defendthesis.
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App endix A

Tiger problem POMDP description �les

2 state version:

discount: 0.95
values: reward
states: tiger-left tiger-right
actions: listen open-left open-right
observations: tiger-left tiger-right

start:
0.5 0.5

T:listen
0.83 0.17
0.17 0.83

T:open-left
uniform

T:open-right
uniform

O:listen
0.85 0.15
0.15 0.85

O:open-left
uniform

O:open-right
uniform

R:listen : * : * : * -1
R:open-left : tiger-left : * : * -100
R:open-left : tiger-right : * : * 10
R:open-right : tiger-left : * : * 10
R:open-right : tiger-right : * : * -100
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6 state version:

discount: 0.95
values: reward
states: tiger-left0 tiger-right0 tiger-left1 tiger-right1

tiger-left2 tiger-right2
actions: listen open-left open-right
observations: tiger-left tiger-right

start:
uniform

T:listen
0.0 0.0 1.0 0.0 0.0 0.0
0.0 0.0 0.0 1.0 0.0 0.0
0.0 0.0 0.0 0.0 1.0 0.0
0.0 0.0 0.0 0.0 0.0 1.0
0.5 0.5 0.0 0.0 0.0 0.0
0.5 0.5 0.0 0.0 0.0 0.0

T:open-left
0.0 0.0 0.5 0.5 0.0 0.0
0.0 0.0 0.5 0.5 0.0 0.0
0.0 0.0 0.0 0.0 0.5 0.5
0.0 0.0 0.0 0.0 0.5 0.5
0.5 0.5 0.0 0.0 0.0 0.0
0.5 0.5 0.0 0.0 0.0 0.0

T:open-right
0.0 0.0 0.5 0.5 0.0 0.0
0.0 0.0 0.5 0.5 0.0 0.0
0.0 0.0 0.0 0.0 0.5 0.5
0.0 0.0 0.0 0.0 0.5 0.5
0.5 0.5 0.0 0.0 0.0 0.0
0.5 0.5 0.0 0.0 0.0 0.0

O:listen
0.85 0.15
0.15 0.85
0.85 0.15
0.15 0.85
0.85 0.15
0.15 0.85
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O:open-left
uniform

O:open-right
uniform

R:listen : * : * : * -1

R:open-left : tiger-left0 : * : * -100

R:open-left : tiger-right0 : * : * 10

R:open-left : tiger-left1 : * : * -100

R:open-left : tiger-right1 : * : * 10

R:open-left : tiger-left2 : * : * -100

R:open-left : tiger-right2 : * : * 10

R:open-right : tiger-left0 : * : * 10

R:open-right : tiger-right0 : * : * -100

R:open-right : tiger-left1 : * : * 10

R:open-right : tiger-right1 : * : * -100

R:open-right : tiger-left2 : * : * 10

R:open-right : tiger-right2 : * : * -100
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Elev ator riding POMDP description �le

This is a copy of the description �le for the elevator POMDP model. It is in the format
required by Cassandra'sPOMDP solver. For this model, there is a 10 percent chanceof
receivingan incorrect observation about the person'sintention.

discount: 0.95
values: reward

states: start DcRoPoPGxDcRiPoPGxDoRoPoPGxDoRiPoPGx
DcRoPiPGsDcRiPiPGs DcRiPiPGx DoRoPiPGs
DoRiPiRGsDoRoPiPGxDoRiPiPGxDcRoPiPGx

actions: wait move
observations: ec px ps ee

R:*:DoRoPiPGs:DcRoPiPGs:*-20
R:*:DoRoPoPGx:DcRoPoPGx:*-20
R:*:DoRiPiRGs:DcRiPiPGs:* 100
R:*:DoRiPiPGx:DcRiPiPGx:* 20
R:*:DoRiPoPGx:DcRiPoPGx:*100
R:*:DoRoPiPGx:DcRoPiPGx:*-100

start:
1.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0

T:wait
0.8 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.1 0.0 0.1 0.0 0.0
0.0 1.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0
0.0 0.0 1.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0
0.0 0.12 0.0 0.88 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0
0.0 0.0 0.12 0.0 0.88 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0
0.0 0.0 0.0 0.0 0.0 1.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0
0.0 0.0 0.0 0.0 0.0 0.0 1.0 0.0 0.0 0.0 0.0 0.0 0.0
0.0 0.0 0.0 0.0 0.0 0.0 0.0 1.0 0.0 0.0 0.0 0.0 0.0
0.0 0.0 0.0 0.0 0.0 0.12 0.0 0.0 0.88 0.0 0.0 0.0 0.0
0.0 0.0 0.0 0.0 0.0 0.0 0.12 0.0 0.0 0.88 0.0 0.0 0.0
0.0 0.0 0.0 0.105 0.0 0.0 0.0 0.0 0.0 0.0 0.88 0.0 0.015
0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.12 0.0 0.0 0.0 0.88 0.0
0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 1.0

42



T:move
0.8 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.1 0.0 0.1 0.0 0.0
0.0 1.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0
0.0 0.0 1.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0
0.0 0.015 0.0 0.88 0.105 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0
0.0 0.0 0.12 0.0 0.88 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0
0.0 0.0 0.0 0.0 0.0 1.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0
0.0 0.0 0.0 0.0 0.0 0.0 1.0 0.0 0.0 0.0 0.0 0.0 0.0
0.0 0.0 0.0 0.0 0.0 0.0 0.0 1.0 0.0 0.0 0.0 0.0 0.0
0.0 0.0 0.0 0.0 0.0 0.015 0.0 0.0 0.88 0.105 0.0 0.0 0.0
0.0 0.0 0.0 0.0 0.0 0.0 0.12 0.0 0.0 0.88 0.0 0.0 0.0
0.0 0.0 0.0 0.005 0.0 0.0 0.0 0.0 0.0 0.0 0.98 0.005 0.01
0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.12 0.0 0.0 0.0 0.88 0.0
0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 1.0

O:wait
1.0 0.0 0.0 0.0
1.0 0.0 0.0 0.0
1.0 0.0 0.0 0.0
0.0 0.0 0.0 1.0
0.0 0.0 0.0 1.0
1.0 0.0 0.0 0.0
1.0 0.0 0.0 0.0
1.0 0.0 0.0 0.0
0.0 0.1 0.9 0.0
0.0 0.1 0.9 0.0
0.0 0.9 0.1 0.0
0.0 0.9 0.1 0.0
1.0 0.0 0.0 0.0

O:move
1.0 0.0 0.0 0.0
1.0 0.0 0.0 0.0
1.0 0.0 0.0 0.0
0.0 0.0 0.0 1.0
0.0 0.0 0.0 1.0
1.0 0.0 0.0 0.0
1.0 0.0 0.0 0.0
1.0 0.0 0.0 0.0
0.0 0.1 0.9 0.0
0.0 0.1 0.9 0.0
0.0 0.9 0.1 0.0
0.0 0.9 0.1 0.0
1.0 0.0 0.0 0.0
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Reactiv e person controller for elevator simulator

The binary featuresthat make up the state spacefor the controller are::

� AD at destination 
o or

� IN in elevator

� EC elevator called

� P B personin button area

� CE can exit/enter

� ED elevator direction (relative to direction to destination)

� P OFF T persongetting o� at this 
o or

� P ON persongetting on elevator at this 
o or

The high level actions that a personmay executeare:

� enter/exit elevator

� move to button areaand push button

� ask another personto push button

� move to waiting areaand wait

Not at destination floor, outside elevator:

1) !AD,!IN,!EC,!P_B,!CE,*ED, *P_OFF_T
elevator not called, no one in button area, door closed

move to and press button

2) !AD,!IN,!EC,P_B,!CE,*ED, *P_OFF_T
elevator not called, person in button area, door closed

ask person to press button for you

3) !AD,!IN, EC, *P_B,!CE, *ED, *P_OFF_T
elevator called, door closed

move to waiting area and wait
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4) !AD,!IN, *EC, *P_B, *CE, !ED, *P_OFF_T
elevator not going in your direction

wait

5) !AD,!IN, *EC, *P_B, CE, ED, P_OFF_T
elevator going in your direction,door open, person getting off at this floor

wait

6) !AD,!IN, *EC, *P_B, CE, ED, !P_OFF_T
elevator going in your direction,door open, no one getting off at this floor

enter elevator

Not at destination floor, inside elevator:

7) !AD, IN, !EC, !P_B, *CE, ED, *P_OFF_T
elevator not called, no one in button area, elevator going in your
direction(or no direction)

move to and press button

8) !AD, IN, !EC, !P_B, *CE, !ED, *P_OFF_T
elevator not called, no one in button area, elevator not going in your direction

move to waiting area and wait

9) !AD, IN, !EC, P_B, *CE, *ED, !P_OFF_T
elevator not called, person in button area, no one getting off at your
destination floor

ask person to press button

10) !AD, IN, !EC, P_B, *CE, *ED, P_OFF_T
elevator not called, person in button area, someonegetting off at your
destination floor

move to waiting area and wait

11) !AD, IN, EC,*P_B, *CE, *ED, *P_OFF_T
elevator called
moveto waiting area and wait

At destination floor, inside elevator:

12) AD, IN, !EC, *PB,!CE, *ED, *P_OFF_T
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door closed, elevator not called
go to button area and press button

13) AD, IN, EC, *PB, !CE, *ED, *P_OFF_T
door closed, elevator called
wait

14) AD, IN,*EC, *PB, CE, *ED, *P_OFF_T
door open
exit elevator
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