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Carnegie Mellon

Where are we at so far

224 %224 x3 224 x 224 x 64

112 x[112x 128

y %‘x 56 256
7 28 % 28 ¢ 512 TXTx512
e l _1x1x4096  1x1% 1000

(=] convelution+Rellr
) max pooling

i~ fully connected+ReLU

[ softmax

Motivation of Convolution

Operation of Convolution

Convolutional Layers

Pooling Layers
LeNet-5 and AlexNet and VGG e redi: Knming He
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O ut line Carnegie Mellon

® Convolution Architectures (cont’d)
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Recap: AleXNe t Carnegie Mellon

5 Convolutional Layers 1000 ways
~_ Softmax

Max pooling
pooling pooling

3 Fully-Connected
Layers

e Total params: 62,367,776 (check the module I slides)

Image credit: Krizhevsky et. al 2012
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Recap: AlexNet

Carnegie Mellon

5 Convolutional Layers

1000 ways
Softmax

128

Max
pooling

128
pooling

3

e Total params: 62,367,776 (check the module

Max
pooling

Fully-Connected
Layers

I slides)

e 58,621,952 params in FC layers (=~ 94%) — a pain!
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Image credit: Krizhevsky et. al 2012
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Recap: AleXNet Carnegie Mellon

5 Convolutional Layers 1000 ways
' Softmax

128 Max

Max [T Max pooling g o
paoling pooling » r

3 Fully-Connected
Layers

e Total params: 62,367,776 (check the module I slides)
e 58,621,952 params in FC layers (=~ 94%) — a pain!
e First use: ReLU, norm layer, heavy augmentation, dropout,

momentum

Image credit: Krizhevsky et. al 2012
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i i Carnegie Mell
BatCh Normallzatlon arnegie Mellon

16(=

Input: Values of 2 over a mini-batch: B = {21._m};
; 0; Parameters to be learned: vy, 8
o Output: {y; = BN, z(z;)}
04 m
02 1 ..
oz - > " nB o Zl xz; // mini-batch mean
i
Lo
2 2 - .
— = Ti — (1B Vi -batch v
L R, ;(11 uB) mini-batch variance
T M // normalize
Vog+e
Yi < 72 + = BN, g(a;) // scale and shift

e Covariate Shift: different distributions between train and test sets

Reference: Ioffe and Szegedy Batch Normalization: Accelerating Deep Network Training by Reducing Internal Covariate Shift
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https://arxiv.org/pdf/1502.03167.pdf

Carnegie Mellon

Batch Normalization

12 Input: Values of 2 over a mini-batch: B = {21._m};
Parameters to be learned: vy, 8
o Output: {y; = BN, g(2:)}

m

02 1 ..

o nB o g > xz; // mini-batch mean
i—

m

1 .. .
0f pon 2(11 — up)? // mini-batch variance
=

L &z fMB
Vog+e

Yi < 72 + = BN, g(a;) // scale and shift

// normalize

e Covariate Shift: different distributions between train and test sets

o Internal Covariate Shift: a covariate shift between 2 layers in NN

Reference: Ioffe and Szegedy Batch Normalization: Accelerating Deep Network Training by Reducing Internal Covariate Shift
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https://arxiv.org/pdf/1502.03167.pdf

i i Carnegie Mell
BatCh Normallzatlon arnegie Mellon

Input: Values of 2 over a mini-batch: B = {21._m};
Parameters to be learned: vy, 8
Output: {y; = BN, s(2;)}
L&
nB o ; xz; // mini-batch mean
Lo
2 2 L .
= Ti — UB Vi -batch v
) L R, ;(11 uB) mini-batch variance
3. - o we _
4 4, Test samples Ti + i = e // normalize
A Y ".' Vogte
w5, Yi < Y% + B = BN, g(2;) // scale and shift
05 ° :
o i PR

e Covariate Shift: different distributions between train and test sets
o Internal Covariate Shift: a covariate shift between 2 layers in NN

e Fix: scale unto unit Gaussian distribution N'(0,Z) — differentiable

Reference: Ioffe and Szegedy Batch Normalization: Accelerating Deep Network Training by Reducing Internal Covariate Shift
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https://arxiv.org/pdf/1502.03167.pdf

i i Carnegie Mell
Batch Normalization (cont’d) rnegie Mellon

Input: Values of 2 over a mini-batch: B = {211 };
Parameters to be learned: vy, 8
Output: {y; = BN, 5(2:)}

m

1 ..
1B — pon 2; 5 // mini-batch mean
i
I . .
0% — 2(971 — up)? // mini-batch variance
m
i1
T; i ) // normalize
\/(7% +e

Yi YT + B = BN, g(x;) // scale and shift

e Training time: Take batch, compute (uy, 04) — new training
values — feed to the next layer

e Test time: use the whole test set instead of each batch

Reference: Ioffe and Szegedy Batch Normalization: Accelerating Deep Network Training by Reducing Internal Covariate Shift
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https://arxiv.org/pdf/1502.03167.pdf

Argument: Not about CO-VaI'iate Shift Carnegie Mellon

Standard Standard + Standard +
BatchNorm "Noisy" BatchNorm

|be+1 = Hel

— Standard
o~ —— Standard + BatchNorm
H* o ~— Standard + "Noisy" Batchnorm
. = -
g &
5 E 9]

© E
S '

e 3 3 -
oA 0
H*

= 2 2
E = N |01 — ol
% = —— Standard
— S —— Standard + BatchNorm
o —— Standard + "Noisy" Batchnorm
™ ¥
— 9]
* - ?
o i
%
> B
] =
0
0 sk 10k 15K
Steps

e Adding co-variate shift does not reduce the effect of batchnorm

Reference: Santurkar and Tsipras How does Batch Normalization Help Optimization
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https://arxiv.org/abs/1805.11604

Argument: Not about CO-VaI'iate Shift Carnegie Mellon

B Standard 250 @ Standard

BatchNorm I Standard + BatchNorm

Loss Landscape
Gradient Predictiveness

Steps Steps

e Adding co-variate shift does not reduce the effect of batchnorm

e Batch norm seems to make the landscap smoother for optimization

Reference: Santurkar and Tsipras How does Batch Normalization Help Optimization
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https://arxiv.org/abs/1805.11604

G’ (0] OgLeNet Carnegie Mellon

g A gigEd T
T IH*Hi\H g/
\H [ H_._}‘JL@ Convolution

’ IlilH@ - Pooling

Concat/Normalize|

e Inception module: concatenate 1x1, 3x3, 5x5 conv and a pooling
o Auxiliary losses with discounted factor of 0.3

e Use of average pooling to reduce parameters — reduce params and

hence overfitting at FC layers

Image credit: Google
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D eep 'I‘I'en d ? Carnegie Mellon

>200 Layers
28.2 ’ »
4
’
4
’
/
152 Layers
o
P

nz I 19Layers I I 22 Layers I

I ————— ' 357 299
----- O [

ILSVRC'10  ILSVRC'1 ILSYRC'12  ILSVRC'13  ILSVRC'14 ILSVRC'14 ILSVRC'15  ILSVRC'16
- - AlexNet - VGGNet GooglLeNet ResNet Ensemble

Image credit: Google
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Carnegie Mell
Is more layers always better? urnegieMellon

56-layer

" 20-layer

w
S

56-layer

training error (%)
test error (%)

20-layer

o

=)

ER Q0 F 0
iter. (1e4) iter. (le4)

e LeNet 5 layers — AlexNet 8 layers — VGG 16 layers —
GooglLeNet 22 layers

e Until it seems to saturate... (why?).

Image credit: Kaiming He
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Carnegie Mell
Is more layers always better? urnegieMellon

56-layer

" 20-layer

w
S

56-layer

training error (%)
test error (%)

20-layer

o

=)

ER Q0 F 3
iter. (1e4) iter. (le4)

e LeNet 5 layers — AlexNet 8 layers — VGG 16 layers —
GooglLeNet 22 layers

e Until it seems to saturate... (why?). We need something more

than just increasing no. of layers (and resources)

Image credit: Kaiming He
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ResNet (2015)

Carnegie Mellon

Identit) |

Identity

Identity

Identity

BLOCK 1

BLOCK 2

BLOCK 3

BLOCK 4

00000 [,

RESNET 200

F(x)+x

Aresidusl block

weight layer
weight layer

X
identity

TYPES of RESNET BLOCKS
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! | 1 g
[ weight | [ weight | [ weight | RelU BN
s‘u B‘N B‘N Resl.u
RelU RelU RelU BN [ weight |
weight weight weight Re‘lU 8
B$N addition | BN [Cweight | RelU
[“addition BI RelU BN [ weight |
RelU RelU addition [Caddition | addition
Xlti x)tl Xie1 Xis1 Xps1
(a) original (bZ:i]i\:izﬁﬂ @ l:;l&:;'i::fom (Sr)e{:];is;’i:lz, (e) full pre-activation

Image credit: Kaiming He
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WideResNet (2016)

Carnegie Mellon

xi x

*

convax3.

convax3

&

1+1

(a) basic

(b) bottleneck

e Going wide instead of deeper

(c) basic-wide

(d) wide-dropout

e To increase feature reuse, and decrease training time

e Same as ResNet, two important uses of:

11-695: AI Engineering

Image credit: Sergey Zagoruyko and Nikos Komodakis
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https://github.com/tensorflow/tensorflow/blob/master/tensorflow/contrib/slim/python/slim/nets/vgg.py

WideReSNet (201 6) Carnegie Mellon

X Xy X

convax3.

[ convax3 ]

&

1+1

(a) basic (b) bottleneck (c) basic-wide (d) wide-dropout

e Going wide instead of deeper

e To increase feature reuse, and decrease training time
e Same as ResNet, two important uses of:

o Residual connection to alleviate gradient vanishing and create
ensembling effect

o Use of 1x1 conv layer to reduce dimensionality (why?)

Image credit: Sergey Zagoruyko and Nikos Komodakis
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https://github.com/tensorflow/tensorflow/blob/master/tensorflow/contrib/slim/python/slim/nets/vgg.py

D enseNet ( 20 1 7) Carnegie Mellon

Input to each block is the
concatenation of outputs from
the first layer to it

DENSE BLOCK

e Same motivation of feature reuse, with a different implementation

e It grows with layers

Image credit: Gao Huang et al.
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D enseNet ( 20 1 7) Carnegie Mellon

Input to each block is the
concatenation of outputs from
the first layer to it

DENSE BLOCK

e Same motivation of feature reuse, with a different implementation

e It grows with layers

e But it also has a measure to reduce it by a compressing transition
layer which outputs 6 x m layers (0 < 6 < 1)

Image credit: Gao Huang et al.
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NASNet Carnegie Mellon

Normal Cell Reduction Cell

e As a result from Neural Architecture Search

Image credit: Barret Zoph - Google Al
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Break
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O u t line Carnegie Mellon

©® What CNNs Learn?

11-695: AI Engineering Spring 2019 18 / 29




IS CNN a blaCkbOX to human? Carnegie Mellon

e Ugly truth: Human’s perception and machine’s are different

e Human struggled to make machine understand vision (the way it
thinks useful)

Image credit: https://mlda.github.io/mlda /neural networks/
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Carnegie Mellon
Is CNN a blackbox to human? .

e Ugly truth: Human’s perception and machine’s are different

e Human struggled to make machine understand vision (the way it
thinks useful)

e Now human makes effort to understand more about machine’s
language /perception of vision

Image credit: https://mlda.github.io/mlda /neural networks/
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Carnegie Mellon
Is CNN a blackbox to human? .

e Ugly truth: Human’s perception and machine’s are different

e Human struggled to make machine understand vision (the way it
thinks useful)

e Now human makes effort to understand more about machine’s
language /perception of vision

e Although how NN works in general is still a myth...

Image credit: https://mlda.github.io/mlda /neural networks/
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Carnegie Mellon

Human vs. Machine

gll;ﬂlll:.:r!:rJ,J,J,EZ...‘«....E--‘Imf_x/f.I
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e Machine: 99.99% vs. Human: ~ 0%

Image credit: Anh Nguyen et al
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i Carnegie Mell
Human vs. Machine arnegie Mellon

robin cheetah | armadillo lesser panda

| centiede ' " peacoc " jackfrui " . bble

e Machine: 99.99% vs. Human: ~ 0%

Image credit: Anh Nguyen et al.
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Carnegie Mellon

Human vs. Machine
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e Machine: 99.99% vs. Human: ~ 0%

Image credit: Anh Nguyen et al.
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Human vs. Machine

Carnegie Mellon

“panda’

“vulture”

GWEET&SALTYNUT
T A
e

“not hotdog”

Adversarial Noise

“gibbon”
Adversarial Rotation
d
“orangutan”
Adversarial Photographer
+ r"' '
“hotdog”

e Panda + 0.07 Noise = Gibbon

11-695: AI Engineering

Image credit: Google Al Blog
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https://ai.googleblog.com/2018/09/introducing-unrestricted-adversarial.html

. Carnegie Mell
Translate back from machine to human? ™™

Layer Above
Reconstruction ) Pooled Maps
Switches

Max Pooling
Max Unpooling @ Q—Q
‘ Unpooled Maps | [ Rectified Feature Maps ‘
Rectified Linear Rectified Linear
Function Function
‘ Rectified Unpooled Maps | ‘ Feature Maps ‘
Convolutional Convolutional
Filtering {FT} Filtering {F}
[ Reconstruction I | Layer Below Pooled Maps |

dﬁi&"‘% &%’wm
Unpooling Pooling
& vbions ] RS

‘!m ‘I “Switches” “‘L

Unpooled Rectified
Maps Feature Maps

e Convolution <= Deconvolution, but

Image credit: Zeiler and Fergus
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3 Carnegie Mell
Translate back from machine to human? "™

Layer Above
ne:o»suucnon Pooled Maus
Swltches
Max Pooling
Max Unpooling g

‘ Unpooled Maps Rectified Feature Maps
Rectified Linear Rectified Linear
Function Function
‘ Rectified Unpooled Maps | ‘ Feature Maps ‘
Convolutional Convolutional
Filtering {F} Filtering {F}
[ Reconstruction I | Layer Below Pooled Maps I
Layer Above I
Reconstruction % %‘”‘ﬁ Maps
Unpooling ‘Q Pooling

sz Locnnuns

“ — LI e

Unpookd Rectified
Maps Feature Maps

e Convolution <= Deconvolution, but

e Is CNN an invertable transformation?

Image credit: Zeiler and Fergus
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. . o Carnegie Mell
CNN Visualization freerieon

Image credit: Zeiler and Fergus
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. . . Ca vie Mell
CNN Visualization freerieon

Image credit: Zeiler and Fergus
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Carnegie Mellon

CNN Visualization @™

Image credit: Zeiler and Fergus
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http://www.cs.cmu.edu/~aharley/vis/conv/flat.html

Carnegie Mellon

Related: Semantic Segmentation

Unpooling Unpooling
- ——___Unpooling
—_Unpooling

~Unpooling
DeconvNet

FCN

Al
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https://arxiv.org/pdf/1505.04366.pdf

End of Module II.
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