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Carnegie Mellon

Unsupervised Learning Landscape

Explicit Density

Appx Density Direct Estimation

Markov Chain|

Auto-
Regressive|

GAN

Markov Chain

e Note: this is not an exhaustive diagram
e We have not covered Markov Chain and Tractable Density
methods
o Tractable: NICE, Glow, MADE, PixelRNN, WaveNet, Masked

AutoRegressive Flow, Inverse Autoregressive FIoW .., .. rom Goodonion 2016
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Carnegie Mellon

AutoEncoder Generation

e Assume the model is well-trained. For example in MNIST case:

o If we want to generate digit 1, feed image of 1 into Encoder and
use Decoder to generate itself ?!!

e Same thing as with other digits: Perfect results are perfect
mimicries of inputs.

e We can use feature vectors to control the generation but still

based on the same "background”, e.g. same digit 1
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i CarnegieMell
GAN Generation arnegieMellon

Raw Data

(Real)

(Fake )
N(0,I) —> | \Jaxe)

Generated Data

e We have even less control on the generation

e Generator can generate any mode based on sampling

e Upside: it can generate completely new, cool images

e But still how can we learn the mapping of styles or domains?
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Example: VAE CarnegieMellon

Ground Truth
Generate from GT ﬂﬂﬂnaﬂ
Generate from Random n n n E n n n

e The only way to control outputs is to feed ground truths (GT)

e Real case: want to generate new samples from N(0,I), we cannot
control output

e This case: VAE models 10 modes from input distribution, it

returns a random mode

Image credit: Agustinus Kristiadi
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Example: VAE CarnegieMellon

Ground Truth
Generate from GT ﬂﬂﬂnaﬂ
Generate from Random n n n E n n n

e The only way to control outputs is to feed ground truths (GT)

e Real case: want to generate new samples from N(0,I), we cannot
control output

e This case: VAE models 10 modes from input distribution, it
returns a random mode

e Why don’t we condition on the label (scalar) to generate exactly

the mode that we want?

Image credit: Agustinus Kristiadi
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® Conditional Generation
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Carnegie Mell
We Want More for Outputs e

e Recall from last slide: Can we generate images of digits from other
domain, e.g. from keyboard input?

e Can we adopt, say Van Gogh’s style into images w/o formal
drawing training?

Image credit: Gene Kogan
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Carnegie Mell
We Want More for Outputs rnegieMellon

e Can we change the style of input based on an random template?
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Carnegie Mellon

Different Input and Output Domains?

A woman is throwing a frisbee in a park. A dog is standing on a hardwood floor. A stop sign is on a road with a
I - mountain in the background.
A little girl s.mng on a bed with A group of EeoEl sitting on a boat A giraffe standing in a forest with
a teddy bear. in the water. trees in the background.

e Can we generate description based on images?

e Or vice versa?

Image credit: Kevin Xu et al. 2016
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Carnegie Mellon

We condition on an attribute/style

So far: we generate from a latent representation & = p(z|z)

e Now, we condition on an attribute a s.t. & = p(z|z,a)

The latent distribution is now changed from p(z) to p(z|c)

Means that whatever input you have, you add one more input c,

for both Encoder and Decoder (Generator).
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@ Conditional Generative Models
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Conditional VAE (CVAE) Carnegie Mellon

Reconstruction Error

d(z, )

zwp

Raw Data g >

i NPw(w\C)

5—> f

Generated Data

Mode 3

e Recall VAE objective: ELBO = log p(z) — Dir(q(2)||p(z]x))
e Now CVAE objective: ELBO = log p(x|c) — Drr(q(z|c)||p(2|z, ¢))

Model: Kihyuk Sohn et al. 2015
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CVAE Results Carnegie Mellon

BHANdEEEdS -
«~ ABaan B Generae rom G
AGoBarogaa oo e

: E ﬂ 1 Ground Truth
Generate conditioned

on label 5

e How to edit VAE to make CVAE:
o Fuse ¢ and input, e.g. as simple as concatenation
o Embed ¢ into some dimensional space and fuse with input
o Inputs to Encoder and Decoder change only!

e Results is sharper (we implicitly make use of labels)

e And we can now control the mode of generation

Image credit: Agustinus Kristiadi
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Conditional G'A_N (CG’AN) Carnegie Mellon

Raw Data

TN

{ |

X3 ()
T +ec /

@~ plr) ——-

+r

Mode 3 \ z~pv z\ \
(Fe)
Generated Data

e Recall GAN objective:
ming maxg[Eyp@yl0g Dg(z) + (1 — E,pz)log De(Gy(2))]
e Now CGAN objective:
op(2)109 Do(x]c) + (1 — E,p(2)log Do(Gy(z, ¢))]

Model: Mehdi Mirza & Simon Osindero et al. 2014
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Carnegie Mellon

CGAN Results

O—~NMmHIAOY Moo
O~AMI>FHIS Do N
Q=NMFNnI o
O~ mI b9 Noo o
O— XM>LI s~wo
QN ™Y g N\

Groundtruth MNIST

e How to edit VAE to make CGAN: similar to CVAE
e And also, we can now control the mode of generation

1 et al. 2016
16 / 50

redit: Alec Radford

Image c
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Carnegie Mellon

InfoGAN

s (Real)

\lodc 0w
~N
~ \ %\
rated Data

~
e D also models distribution g(c|x), a variational appx for p(c|x)
e InfoGAN objective: miny maxy[Lcgan — M (¢, G(z,c))] where
Locan = EBapa)log Do(x]c) + (1 — Exp(zylog Do(Gy(z, c))
e Variational Mutual Information:
I(c,G(z,c)) = H(c) — H(c|G(z,¢)) (
= EinG(z.0)[Bermp(eln [logP(c|2)]] + H(c) (2)
> Eincz,0)[Bernp(ela) [109Q(c )] + H (c) (

Model: Xi Chen et al. 2016
11-695: AI Engineering Spring 2019 17 / 50



InfOGA_N Results Carnegie Mellon
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(c) Varying ¢ from —2 to 2 on InfoGAN (Rotation) (d) Varying c3 from —2 to 2 on InfoGAN (Width)

e Latent Representation can be disentangled
e ¢; ~ Cat(K =10,p=0.1), and cg,c3 ~ U[—1,1]
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Carnegie Mellon

InfoGAN Results

(c) Hair style (d) Emotion

Figure 6: Manipulating latent codes on CelebA: (a) shows that a categorical code can capture the
azimuth of face by discretizing this variation of continuous nature; in (b) a subset of the categorical
code is devoted to signal the presence of glasses; (c) shows variation in hair style, roughly ordered
from less hair to more hair; (d) shows change in emotion, roughly ordered from stern to happy.

Image credit: Xi Chen et al. 2016
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@ Conditional Generation as Image/Video Style Transfer
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Neural Style Transfer using CNN CarnegieMellon

Convolutional Neural Network

I

e Style Image an Input Image have features extracted at each CNN
layer of VGG

Image credit: Leon A. Gatys ef al. 2016 (Image Style Transfer Using Convolutional Neural Networks)
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Neural Style r:[‘ransfer USil’lg CNN Carnegie Mellon

BL=Y) (6" -4t Liotal = Leontent + BLstyle
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e White noise x is modeled into 2 components: content and style
e Each will have the respective loss

e Both losses are optimized together

Image credit: Leon A. Gatys ef al. 2016 (Image Style Transfer Using Convolutional Neural Networks)
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Neural Style Transfer using CNN CarnegieMellon

e Training converges when x matches content and style

Image credit: Leon A. Gatys ef al. 2016 (Image Style Transfer Using Convolutional Neural Networks)
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Carnegie Mellon

Cycle Consistency Loss

o] *

[F(G(z) — ]|

e Cycle loss is based on 2 phases: forward and back transfers

e Provides symmetric alignment intuition

Image credit: Jun-Yan Zhu et al. 2017 (Unpaired Image-to-Image Translation using Cycle-Consistent Adversarial Networks)
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C yCle GAN Carnegie Mellon

e 1 Generator,
e 2 Discriminators (1 per each style).
e Augmented by cycle loss

Image credit: Jun-Yan Zhu ef al. 2017 (Unpaired Image-to-Image Translation using Cycle-Consistent Adversarial Networks)
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C yc:le GAN Carnegie Mellon

Monet {_ Photos

Zebras 7 Horses Summer T Winter

zebra —y horse

horse — zebra

Photograph Van Gogh Cezann

e Is known as unpaired image-to-image translation

Image credit: Jun-Yan Zhu et al. 2017 (Unpaired Image-to-Image Translation using Cycle-Consistent Adversarial Networks)
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U-Net

Carnegie Mellon

164 64
128 64 64 2

input

i output

image .

t?le > N ': > ': segmentation
3l 3 & map
slels 344:
' 128 128
256 128
SIRW

'EI'E g[l':l'gl =conv 3x3, ReLU
R § e e copy and crop
] ¥ max pool 2x2
4 up-conv 2x2
=> conv 1x1

e Similar to Conv-Deconv

e Or (Auto)Encoder-Decoder

Tmage credit: Olaf Ronneberger et al. 2015 (U-Net: Convolutional Networks for Biomedical Image Segmentation)
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PiX2P iX Carnegie Mellon

Labels to Street Scene Labels to Facade BW to Color

tput
Aerial to Map o

output

Day to Night Edges to Photo

output input output

output

e Use CGAN to transfer styles
e Supervised by labels

Image credit: Phillip Isola ef al. 2016 (Image-to-Image Translation with Conditional Adversarial Networks)
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@ Conditional Generation as Text Style Transfer
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Professor-Forcing Carnesiedlellon
Teacher
Forcing
- a
|
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e | hiddenstatesare | |
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| | A
> |
[ - J
Free
Running

e Can not use GAN directly for text domain for discreteness

e RNN is a go-to solution when dealing with this domain
e Still want to apply adversarial training:
o G: RNN as usual
o D: classify hidden states output between free-run and
teacher-forcing modes

Image credit: Anirudh Goyal, Alex Lamb et al. 2016 (Professor Forcing: A New Algorithm for Training Recurrent Networks)
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Cross-Alignment Text Style Transfer

Carnegie Mellon

5 )
A B [~

Adversarial

loss

G

O

D2

—®

e Encoder + Generator = enc-RNN + dec-RNN = Seq2Seq

o

[¢]

Encode: (text, style) = (z;,;)

Embedded Representation: (z.;, zs;), drop style zs;,

o combined with new style for decoding: (zc;,y;), j =14 or j # i

o

e Professor-Forcing between 2 styles:

Result: Z; (we have transferred from style i to j).

o Dj: distinguish %1|zc1,y1 and 21]|ze0, Y1

o Da: distinguish Z3|zcq, y2 and 2|21, Yo

Image credit: Tianxiao Shen ef al. 2016 (Style Transfer from Non-Parallel Text by Cross-Alignment)
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Carnegie Mellon

Cross-Alignment Text Style Transfer

From negative to positive

consistently slow .
consistently good .
consistently fast .

my goodness it was so gross .
my husband ’s steak was phenomenal .
my goodness was so awesome .

it was super dry and had a weird taste to the entire slice .
it was a great meal and the tacos were very kind of good .
it was super flavorful and had a nice texture of the whole side .

From positive to negative

i love the ladies here !
i avoid all the time !
i hate the doctor here !

my appetizer was also very good and unique .
my bf was n’t too pleased with the beans .
my appetizer was also very cold and not fresh whatsoever .

came here with my wife and her grandmother !
came here with my wife and hated her !
came here with my wife and her son .

Table 3: Sentiment transfer samples. The first line is an input sentence, the second and third lines are
the generated sentences after sentiment transfer by Hu et al. (2017) and our cross-aligned auto-encoder,
respectively.

Image credit: Tianxiao Shen et al. 2016 (Style Transfer from Non-Parallel Text by Cross-Alignment)
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Carnegie Mellon

Adversarially Regularized Autoencoder

discrete (P,)  encoder  code (Pg) decoder model (Py)  reconst.

x e z f— % Lrect
_ i feemme et 3 W(Po, P,
s % z [ 1. (Pq, P.)
noise (N,...) generator prior (Py) critic reg.

e EncoderRNN: encg(z|z) = Pg (real), DecoderRNN: py(|2)

e Generator from noise s ~ N(0,I): go(2|s) = P, (fake)

e Discriminator: real vs. fake using Wasserstein distance W between
Encoder distribution Pg and prior distribution P,

e Objective:  ming y [Lrec(¢, 1)) + AW (Pg, Py)]

Image credit: Jake (Junbo) Zhao ef al. 2018 (Adversarially Regularized Autoencoders)
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ARAE ReSultS Carnegie Mellon

Positive great indoor mall .

= ARAE no smoking mall .

= Cross-AE terrible outdoor urine .

Positive it has a great atmosphere , with wonderful service .

= ARAE it has no taste , with a complete jerk .

= Cross-AE it has a great horrible food and run out service .

Positive we came on the recommendation of a bell boy and the food was amazing .
= ARAE we came on the recommendation and the food was a joke .

=> Cross-AE we went on the car of the time and the chicken was awful .

Negative hell no !

= ARAE hell great !

= Cross-AE incredible pork !

Negative small , smokey , dark and rude management .

= ARAE small , intimate , and cozy friendly staff .

=> Cross-AE great , , , chips and wine .

Negative the people who ordered off the menu did n’t seem to do much better .
= ARAE the people who work there are super friendly and the menu is good .
= Cross-AE the place , one of the office is always worth you do a business .

Image credit: Jake (Junbo) Zhao ef al. 2018 (Adversarially Regularized Autoencoders)
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ARAE ReSultS Carnegie Mellon

Science what is an event horizon with regards to black holes ?

=> Music what is your favorite sitcom with adam sandler ?

=> Politics what is an event with black people ?

Science take 1ml of hcl ( concentrated ) and dilute it to 50ml .

=> Music take em to you and shout it to me

=> Politics take bribes to islam and it will be punished .

Science just multiply the numerator of one fraction by that of the other .

=> Music just multiply the fraction of the other one that &apos;s just like it .

= Politics just multiply the same fraction of other countries .

Music do you know a website that you can find people who want to join bands ?

=> Science do you know a website that can help me with science ?

=> Politics do you think that you can find a person who is in prison ?

Music all three are fabulous artists , with just incredible talent ! !

=> Science all three are genetically bonded with water , but just as many substances ,
are capable of producing a special case .

=> Politics all three are competing with the government , just as far as i can .

Music but there are so many more i can &apos;t think of !

=> Science but there are so many more of the number of questions .

=> Politics but there are so many more of the can i think of today .

Image credit: Jake (Junbo) Zhao ef al. 2018 (Adversarially Regularized Autoencoders)
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@ Cross-Domain Transfer/Translation
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Carnegie Mellon

Cross-Domain Transfer

e So far: Style/Attribute transfer within the same domain: Image or
Text
¢ Cross-Domain Transfer /Translation:
o Image-to-Text: Image Captioning
o Text-to-Image: Image Synthesis
o Text-to-Audio: TTS (Text to Speech)
o Audio-to-Text: ASR (Automatic Speech Recognition)

o Any pair of modalities
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Carnegie Mellon

Image Captioning: Show-Attend-Tell

14x14 Feature Map

L. Input 2. Convolutional 3. RNN with attention 4. Word by
Image  Feature Extraction over the image word
generation

e Still Encoder-Decoder model
o Encode images by CNN
o Decode to text by RNN
o Attention to align spatial to sequential space

e Translate Image to Text, or generate Text conditioned on Image
Image credit: Kevin Xu et al. 2016 (Show, Attend and Tell: Neural Image Caption Generation with Visual Attention)
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Carnegie Mellon

Image Captioning: Show-Attend-Tell

A stop sign is on a road with a

mountain in the background.

- = £
A little girl sitting on a bed with A group of people sitting on a boat A giraffe standing in a forest with
a teddy bear. in the water. trees in the background.

Image credit: Kevin Xu et al. 2016 (Show, Attend and Tell: Neural Image Caption Generation with Visual Attention)
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Carnegie Mellon

Convolutional Image Captioning

© wemm B e ews
ww.m,m.m\@

Oupu
[ve Word

&
v,
Wo0s | WoOs w.,os‘ Embeddings
Thislyer an be
sacked repeatedly to ,
Have adesper network
aw

TWIxS12
features from

4096 dimensional Connections
FC-7 features

Embeddings

e s e @
0

I S s g g B
<S> ‘ a woman ‘ is J playing | | tennis
Figure 4: Our convolutional architecture for image captioning. Our architecture has four components: (i) Input embedding

layer, (ii) Image embedding, (iii) Convolutional module and (iii) Output embedding layer. Details of these components can
be found in Section 5.

Padding with Zeros

Image credit: Jyoti Aneja et al. 2017 (Convolutional Image Captioning)
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Convolutional Image Captioning

Carnegie Mellon

LSTM: a man and a woman
in a suit and tie

CNN: a black and white photo
of a man and woman in a suit
GT: A man sitting next to a
‘woman while wearing a suit.

LSTM: a dog is standing in
the grass near a tree

CNN: a dog is standing in
the grass with a frisbee

in its mouth

GT: large dog retrieving
the frisbee for his owner

£

LSTM: a man is walking down

LSTM: a cat is laying LSTM: a bear is standing LSTM: a box of donuts with

a path in the woods down on a bed on arock in a zoo a variety of toppings
CNN: a truck is parked in CNN: a polar bear is drinking ~ CNN: two bears are walking ~ CNN: a box of doughnuts with
the dirt near a tree water from a white bowl on a rock in the zoo sprinkles and a sign
GT: a truck is parked at a GT: A white polar bear laying  GT: two bears touching GT:A bunch of doughnuts
campground with snow on it on top of a pool of water noses standing on rocks with sprinkles on them

A g 1

4

LSTM: a parking meter
with a sign on it

LSTM: a boat is docked in LSTM: a cat is standing on LSTM: a dog and a

I the water near a dock top of a refrigerator dog in a field
CNN: a doll is sittin; . . : PR

N e CNN: a boat is docked in CNN: a cat is standing in a CNN: two cows are
next to a parking meter N N N A
GT: A doll with articulated the water near a mountain kitchen looking at the camera  standing in a field of grass
L GT: A white boat floating on ~ GT: A cat in a kitchen GT: A dog and a horse
joints stares from her perch . . .

a lake under mountains on top of a refrigerator standing near each other

between two parking meters.

Image credit: Jyoti Aneja et al. 2017 (Convolutional Image Captioning)
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Image Synthesis: StaCkGAN Carnegie Mellon

[ o e e 2 o e
| | | Stage-l Generator G, | SrTYTTR | Stage-| Discriminator Dy |
| Augmentation (cA) | | for sketch | restlts |

Text descriptiont  Embedding @] | | | |

$ |

= @l

|

= |

64x64 | Compression and |

realimages) | Spatial Replication |

—— T T T~ —— 1

| o 256 x 256 | Compression and |
| Conditioning %, realimages| | Spatial Replication

| Augmentation % | |

PP - Yo, | |

S '

—— |

|

! I

16 | 4 |

| | 256 x256 |
L Stage-Il Generator G for refinement | results

e Two-phase generation (relate to Progressive GAN?)

TImage credit: Han Zhang et al. 2017 (StackGAN: Text to Photo-realistic Image Synthesis with Stacked Generative Adversarial Networks)
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Image Synthesis: StackGAN CornegicMellon

urrounding a

Image credit: Han Zhang ef al. 2017 (StackGAN: Text to Photo-realistic Image Synthesis with Stacked Generative Adversarial Networks)
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StackGAN + _|_ Carnegie Mellon

IFC with reshape IUpsampIing IJoining IResiduaI IConv3x3

Generators in a tree-like structure

64x64 128x128 256x256
Xx4Ng X2Ng XxNg

N(O]) 256x256x3

1 B

128x128x3

64x64x3

Unconditional
loss

Conditional

TImage credit: Han Zhang et al. 2018 (StackGAN++: Realistic Image Synthesis with Stacked Generative Adversarial Networks)
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StackGAN + —|— Carnegie Mellon

A small bird A small yellow  This small bird
The bird is A bird with a This small with varying bird with a has a white
Text This bird isred  short and medium orange  black bird has shades of black crown breast, light
d 'xl' and brown in stubby with bill white body  a short, slightly  brown with and a short grey head, and
CSCrPUON color, witha  yellowonits  graywingsand  curvedbilland  white under the  black pointed  black wings
stubby beak body webbed feet long legs eyes beak and tail
64x64
GAN-INT-CLS
128x128
GAWWN
256x256
StackGAN-v1
256x256

StackGAN-v2

Fig. 3: Example results by our StackGANs, GAWWN [33], and GAN-INT-CLS [35] conditioned on text descriptions from CUB test set.

TImage credit: Han Zhang et al. 2018 (StackGAN++: Realistic Image Synthesis with Stacked Generative Adversarial Networks)
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Visual Question Answering (VQA)

1024

4096 output units from last hidden layer
(VGGNet, Normalized)

AW

wolution Layer
PoaingLayer s Nomneay poolng Layer

Fully-Connected

%

Fully-Connected MLP

Convolution Layer

+Non-Linearity
1024
Point-wise Fully-Connected Softmax

2X2X512 LSTM
multiplicatior

Fully-Connected

this  image?”

“How many horses

Fig. 8: Our best performing model (deeper LSTM Q + norm I). This model uses a two layer LSTM to encode the questions and the last
hidden layer of VGGNet [48] to encode the images. The image features are then £, normalized. Both the question and image features are
transformed to a common space and fused via element-wise multiplication, which is then passed through a fully connected layer followed

are in

by a softmax layer to obtain a distribution over answers.

e Reference architecture for VQA
e Extracting features from both and merge/align them using
point-wise multiplication
Tmage credit: Aishwarya Agrawal ef al. 2016 (VQA: Visual Question Answering)
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3 Une e femgour  eomemerd  sprapedoybose !

fight
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Fig. 2: Examples of questions (black), (a subset of the) answers given when looking at the image (green), and answers given when not
looking at the image (blue) for numerous representative examples of the dataset. See the appendix for more examples.
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Up-DOWﬂ Attention fOI‘ VQA Carnegie Mellon

)
Question L, Word embedding 14300 GRU s ®\
51

Top-down attention weights 2 @-@-6) N I I
512 . . . .
ft k
> ] @ @ 512 Predicted scores of

Image features kx2048 5 2048 candidate answers
Concatenation Weighted sum over  Element-wise
image locations product

Figure 4. Overview of the proposed VQA model. A deep neural network implements a joint embedding of the question and image features
{v1, ..., vk} . These features can be defined as the spatial output of a CNN, or following our approach, generated using bottom-up attention.
Output is generated by a multi-label classifier operating over a fixed set of candidate answers. Gray numbers indicate the dimensions of
the vector representations between layers. Yellow elements use learned parameters.

e Still based on the reference model
e With up-down attention

Image credit: Peter Anderson ef al. 2017 (Bottom-Up and Top-Down Attention for Image Captioning and Visual Question Answering)
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Up-DOWI], Attention for VQA_ Carnegie Mellon

Woma long hair,Bll
¥

woman

R, T W,

Figure 3. Overview of the proposed captioning model. Two LSTM
layers are used to selectively attend to spatial image features
{v1,...,vr}. These features can be defined as the spatial output
of a CNN, or following our approach, generated using bottom-up
attention.

e Faster RCNN to extract region vectors

e With up-down attention: using 2 LSTMs to align image-text

Image credit: Peter Anderson ef al. 2017 (Bottom-Up and Top-Down Attention for Image Captioning and Visual Question Answering)
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Up-DOWﬂ Attention for VQA Carnegie Mellon

Question: What color is illuminated on the traffic light? Answer left: green. Answer right: red.

Question: What color is his tie? Answer left: blue. Answer right: black.

Image credit: Peter Anderson ef al. 2017 (Bottom-Up and Top-Down Attention for Image Captioning and Visual Question Answering)
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