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1 Many People One Name (“Multiple Senses”) Disambiguation

1.1 The Problem

Many different people have the same name.  In a normal setting, people often use background knowledge to disambiguate different people from a common name.  But a transactional database can contain thousands of common names.  This will make it infeasible to manually obtain background information for every common name.

However, more information can be obtained from the context surrounding the common name.  Suppose the information about relationships between each name is given, partitions can be formed from among the associates of the common name.  The assumption is that if different people use a common name, there will be distinct partitions among the associates.

For example, the name Michael Jordan is used by many different people.  Some will know Michael as a basketball star, and some will know it as a statistics professor.  Suppose the background information (basketball star, statistics professor) is not given, disambiguation still can be done by knowing about the associates of the name.  Michael Jordan, as a basketball star, will be closely associated with Scottie Pippen and Washington Wizards and other basketball entities.  But Michael Jordan, as a statistics professor, will be closely associated with names of graduate students, postdocs such as David Cohn, and U.C. Berkeley.  Just by observing the associates, there will be a clear partition between the associates of the basketball star versus the associates of the professor.
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Figure 1 Michael Jordan and associates.
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Figure 2 Clusters of associates.

1.2 Approach
In all the following approaches, the input is a symmetric matrix with each row or each column representing an associate of the name in question.  And the number inside each cell of the matrix represents how frequent the two associates occur together in a given context.  For example, if the dataset is newspaper articles, row i can be George W. Bush, column j can be Dick Cheney, and cell(i,j) is how many times these two associates appear together in newspaper articles.  Note that both Bush and Dick can appear without the name in question.  This matrix can also be represented as a weighted graph with the vertices being associates and the weighted edges being the relationships between any two associates.

The first approach is to select two associates that will split all the associates into two clusters, with each selected associate in a separate cluster.  And from these two selections, probabilities that each associates belongs to each cluster can be calculated iteratively.  This approach is based on “Fully automatic word sense induction by semantic clustering” by Dan Neill.

The second approach also starts with the selection of the two associates.  However, the other associates will get assigned to each cluster base on their distance to the two selected associates.  Distance is defined as the length of the shortest path to the selected associate in the graph.

The third approach is Spectral Clustering.  First the matrix can be scaled down to two dimensions by projecting it onto the first two eigenvectors.  Then all the points (associates) are normalized onto a unit sphere.  Finally, K-means is used to cluster the projected and normalized points into two clusters.  This approach is based on “On Spectral Clustering: Analysis and an algorithm” by Andrew Y. Ng, Michael Jordan, and Yair Weiss

1.3 Testing
These three approaches have been tested on datasets from movie databases, news articles, research papers, cocktail mixes, and CMU Robotics Institute web pages.  To simulate two different individuals having the common name, two random individuals are selected and merged

into one individual.  Then all the relationships of these two individuals are collected.  Each relationship contains the individual and all its associates.  From these relationships, all the associates of these two are extracted.  For example, relationships can be new articles and the two individuals can be both Michael Jordans.  All the associates are Scottie Pippen, U.C. Berkeley, and so on.

As described above, each approach will assign clusters for each associate.  Now a relationship that contained the name in question can also be assigned a cluster by the associates contained in the relationship.  So all the relationships can be partition into two clusters.  Now the merge of two individuals can be undone to see how well the clustering performed.  Back to our example, if the clustering was complete successful, all the news articles that contain Michael Jordan as a basketball star will be in one cluster.  And all the news articles that contain Michael as a professor will be in another cluster.  If the clustering was completely random, each cluster will contain some basketball articles and some statistics articles.

Scoring is done by testing how "pure" are each clusters.  50% means completely random and 100% means perfect clustering.  Note that because of this metric, scores cannot go below 50%.  “Max associates = n” means only the top n associates were chosen for that test.  Each test score is the average of one hundred runs.

	Max Associates
	10
	100
	1000
	10,000

	 
	 
	 
	 
	 

	First Approach
	
	
	
	

	Movie Actors
	0.58
	0.61
	0.78
	0.78

	News Articles
	0.50
	0.54
	0.67
	0.69

	Research Papers
	0.61
	0.74
	0.75
	0.75

	Cocktail Mixes
	0.54
	0.52
	0.52
	0.52

	CMU RI webpages
	0.54
	0.73
	0.74
	0.74

	 
	 
	 
	 
	 

	Second Approach
	
	
	

	Movie Actors
	0.50
	0.54
	0.78
	0.78

	News Articles
	0.50
	0.55
	0.59
	0.59

	Research Papers
	0.58
	0.72
	0.72
	0.72

	Cocktail Mixes
	0.55
	0.63
	0.62
	0.62

	CMU RI webpages
	0.51
	0.64
	0.66
	0.66

	 
	 
	 
	 
	 

	Third Approach
	
	
	
	

	Movie Actors
	0.51
	0.55
	0.58
	0.60

	News Articles
	0.51
	0.54
	0.59
	DNE

	Research Papers
	0.55
	0.64
	0.64
	0.64

	Cocktail Mixes
	0.55
	0.65
	0.65
	0.65

	CMU RI webpages
	0.54
	0.67
	0.65
	0.65


2 GDA Output Hypertext Browser

2.1 Current status

Group Detection Analysis Browser (GDA Browser) is a web-based interface that enables viewing the results of running GDA algorithm on the source database. It lets the user browse links, groups and entities, and because the GDA output has a form of a relational database, it also allows users run read-olny SQL queries in order to retireve information which is not directly accessible though the Browser's interface. The entities are visualized in a form of a list of names. Clicking on a name brings up a list of groups of which the entitiy is considered a member, a list of up to 20 strongest linked other entities, and a list of links in which the entitity participates. Each list entry is a clickable pointer leading the user to the corresponding details. A group detail screen contains a list of pointers to all entities in the group and to the links the group is involved in. The link detail screen contains a clickable list of entities forming the link and it also contains an url address of the source for the link, so that the user could quickly review the origin of the discovered connection.

2.2 Near future

We are planning on enhancing usability of the Browser by adding addtional information in textual and graphical form (bar graphs) to represent the strenghts of links, extent of membership of entities in groups, relative importance of individual members and links in a group, etc. These extensions would greatly improve utility and user-friendliness of the tool. 

We are also working on extending functionality of the underlying analytical software and on integrating the extensions with the Browser. These extensions include ability to define groups and links a priori (so that known groups and links could be made known to the system before exectuting analyses of the input data). We are also considering an inclusion of additional analytical techniques (in particular Empirical Base Screening, EBS) to complement the GDA in link analysis. In parallel, we are looking into new and practical measures of who is working with whom and the best ways to present the findings to the users. We are also investigating possible future features of the system and its interface.

2.3 Farther future

The GDA Browser in its current shape is a convenient tool for accessing the results of analyses executed with the Group Detection Analysis software. It has limited data management functionality as it was not intended to be its main purpose. However, it might be interesting to consider extending the interface towards a form of an integrated tool for managing the complete system composed of the input and result databases and the data processing software.

3 Support and Interaction with Alphatech

We continue to work with Connie on both the GDA and kGroups code.  Some of the data sets have uncovered new problems with the code that have since been fixed.  
· GDA and kGroups now operate through the same output and html generation system.  The html generator is now a separate execution and both GDA and kGroups write the files it needs.  
· A recent enhancement to kGroups is the ability to specify initial groups for the search.  It will set the groups to have these members before entering its main search loop.  They are not hard constraints though.  If the link evidence does not support the membership, then they will be changed during the search.  This is particularly useful if an analyst would like to hypothesize a particular group and then see whether it holds up after optimization.  This is not a change to the code, but we note that the user can also add these prior group memberships as link data if they want to reinforce the idea that kGroups should leave the specified memberships intact.
· We have added a function to generate a probability for group membership from a single chart.  It relies on a measure of connectedness computed from the output group memberships.  It computes a distribution of that measure for random subsets of individuals and then when queried, computes the measure for the query and reports where it falls in the distribution.

