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Abstract

We evaluatethe performanceof threshold-basegbb allocationpoliciesin a heterogeneoudis-

tributedcomputingsystemwheresenersmayhave differentspeedsandjobsmayhave different
servicedemandsimportanceand/oraf nities for differentseners.We nd thatwhile threshold-
basedpoliciestypically yield low meanresponséime, thesepoliciesarenot robustwith respect
to uctuationsor mispredictiorof theload. We proposea new adaptve dual-thresholgbolicy and

shaw thatthis policy yieldslow meanresponséime while alsobeingrobust.
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1 Intr oduction

A commonproblemin distributed computingsystemss the allocation of sener time among
gueuesof jobs (allocationpolicy). Speci®callytheremay be jobs originating at one (heavily
loaded)sener which are betteroff sened by someother (morelightly loaded)sener. Since
estimatinghesystemoadis adif®culttask,andin factthesystemoadoften uctuatesovertime,
it is desirablethat the allocationpolicy be robust againstsuchmispredictionsand uctuations
of the systemload. Allocation policies are necessaryfor example,whenmigrating processes
in networks of workstationg[10], when dynamicallyallocatingresourcesn utility computing
[1, 4,5], andwhenassigningasksin multiprocessosystemg22, 24].

Thegoalof this paperis to designandevaluateallocationpoliciesfor ageneraheterogeneous
distributedcomputingsystemwhere(i) thejobsoriginatingatdifferentsenersmayhave different
meansize (processingequirement)(ii) the seners may have differentspeeds(iii) jobs may
have differentaf®nitieswith differentseners,i.e.,ajob maybe processednoreef®ciently(have
shorterduration)if run on one sener thanwhenrun on anothersener, and(iv) differentjobs
may have differentimportance(weights). Our objectve is twofold. First we seekto minimize

the weightedaveragemeanresponsdime (weightedresponsdime), , Where is
theweight(importancepf jobsoriginatingatsener , istheaveragerateof jobsoriginatingat
sener (type jobs), is thefractionof type jobs,and Isthemearnresponse

time of type jobs. Secondwe wantour policy to be robust againstervironmentalchanges,
suchaschangesn load.

Figure 1 shavs the model we considerfor the caseof two seners. Jobsarrive at queue
1 andqueue2 with averagerates and , respectrely. Sener 1 processegobsin queuel
with averagerate  (jobs/sec)while sener 2 canprocesgobsin queuel with averagerate
(jobs/secandcanprocesgobsin queue2 with averagerate  (jobs/sec) We de®ne ,

,and . Here, istheloadoftypeljobsassumingener
2 helpssener 1 asmuchaspossible,while processingll the type 2 jobs. Note that
and arenecessaryor the queuego be stableunderary allocationpolicy. Evenin this

simple model of just two seners, the optimal allocationpolicy is not known, despitethe fact
thatthis problemhasbeeninvestigatedn numerougaperq2, 13, 14,29,23,21,9, 11, 26, 27].
Below we will focuson two senersandtwo queueswith Poissonarrivals and exponentialjob
sizedistributions.Extensiongo moregenerakasesrediscussedn Section5.

One commonallocationpolicy is basedon the rule [7], wherea sener processe$obs
from the nonemptyqueuewith the highest  value, biasingin favor of jobswith high (high
importancelandhigh  (small expectedsize ). Underthe rule, sener 2 in Figurel senes
jobs from queuel (ratherthanqueue?) if , Or queue2 is empty The ruleis
provably optimalin thelimit asjob sizeapproachegero( uid model)[25]. However Squillante
et.al. [23] aswell asHarrison[13] have shovnthat rule mayleadto instability evenif
and . For example,the  rule may force sener 2 to procesgobs from queuel even
whenmary jobsarebuilt up atqueue2, leadingto instability in queue2 andundetrutilization of
sener 1. Morerecentlythegenerlized rule, whichis basedngreedilyminimizing thedelay

Hereresponsdime refersto thetotaltime from whenajob is requestedintil thejob is completed-thisincludes
gueueingime andservicetime.
Notethattheaveragesizeof ajobis 1/ , where istheaverageservicerate.
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Figurel: A two servermodel.

functionsat any moment,hasbeenappliedto relatedmodels[18, 17]. However, in our model,
thegeneralized rulereducedothe rule andhencehasthesamestabilityissues.
Squillanteet. al. [23] have proposeda threshold-basedolicy that, undertheright choiceof
thresholdvalue,improvesuponthe  rule andguaranteestability wheneer and
We referto this threshold-basedolicy asthe T1 policy, sinceit placesathresholdvalue, , on
gueuel, sothatsener 2 only processegobs from queuel (type 1 jobs)whenthereareat least
jobsof type 1, or if queue? is empty Therestof thetime sener 2 worksonjobsfrom queue
2 (type 2 jobs). The motivation behindplacingthe thresholdon queuel is thatit ‘resenes” a
certainamountof work for sener 1, preventingsener 1 from beingunderutilized andsener 2
from beingoverloaded More formally,

De nition 1 TheT1policyis characterizedythefollowingsetofrules,all of which areenfoiced
preemptively(preemptive-@sume):

Serverl servenly its ownjobs.
Server2 servegobsfromqueuel if either

1. , or
2. &

Otherwiseserver2 servegobsfromqueue2.

Figure 2(a) shavs which jobs sener 2 processessa function of the numberof jobsin queue
1( )andqueue2( ). Bell andWilliams prove the optimality of the T1 policy for a model
closelyrelatedto oursin the heavy traf®climit, where and arecloseto 1 from below [2].

Williams conjectureghatthe T1 policy is optimal for moregeneralmodelsin the heavy traf®c
limit [29].

To achieze maximalef®ciengy, we assumehe following exceptions.Whenqueue2 is emptyandqueuel has

only onejob, i.e. and , thejob is assignedo the sener with a higherservicerate;namely thejob is
processetby sener2 if andonly if . Also, when and , thejob in queuel is processedby
sener2 if andonly if regardlesof the numberof type 2 jobs.
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Figure2: Comparisorof the T1 policy and ADT policy.

Despiteits conjecturedheary traf®coptimality, the T1 policy still hastwo problems.The®rst
is how to determine . Figure2(b) shavs the weightedaveragemeanresponseime (weighted
responsdime) asa functionof . The ®gureshavs a common“V shapé€, wherethe optimal

is very closeto the  valuesthat leadto instability (in®niteresponsdime). This is quite
problematic,as an exact analysishasnever beenderived. Squillanteet. al. [23] only provide
a coarseapproximationithey thenadwocatechoosing consenratively (higherthanwhattheir
analysispredicts)atthe costof a highermeanresponsdime. A secondoroblemis the sensitvity
of performanceo a changen load. It is oftenthe casethatthe load of a systemchangesover
time,andevenif it doesnot, estimatinghecorrectaveragesystemoadis oftenadif®culttask[8].
Figure2(c) shonvstheweightedresponsdime asafunctionof  (only  is changedunderTl
policieswith two differentthresholdvalues.The T1 policy with optimal  (=2) atanestimated
load( and ) quickly becomesunstableat higher values(solidline). TheT1
policy is notrobustagainsiachangean , either Onecanchooseahigher (=20)to guarantee
stability at higherloads,but this will resultin worseperformanceat the estimatedoad (dashed
line). Thus,the T1 policy exhibits a tradeof betweengood performanceat the estimatedoad
andstability at higherloads.

In thispapemwe will introduceanew policy thatallows usto getthebestof bothworlds,good
performanceatthe estimatedoadandincreasedobustnessTo derive our new policy, it helpsto
®rstbetterunderstandhe T1 policy. Sincethe T1 policy hasonly beenevaluatedby simulation
or by coarseapproximationn theprior literature , we begin by introducinga computationallyef-
®cientandaccuratevaluationmethodfor threshold-basegolicies,includingboththe T1 policy
andour new policy. Togethertheseconstitutecontributionsof this paper



Contribution 1. We provide a computationally ef cient and accurate analysis of the
meanresponsdime under the T1 policy asa function of job sizeand interarri val time dis-
trib utions, sewver speedsaf nity , and weights. (SeeSection2-3.) Our analysigs technically
an approximation,but can be madeas accurateas desired,and appearsxact when validated
againstsimulation. Accurateanalysisallows usto quickly ®ndoptimal thresholdvaluesfor the
T1 policy.

The sameanalysistechniquecanbe appliedto otherthreshold-basedolicies. For example,
onemight arguethatthe stability issueof the T1 policy with too small  is resoledsimply by
placinganadditionalthreshold, , onqueue2, sothatif thenumberof type2 jobs, , exceeds

, sener 2 worksontype 2 jobsregardlesof the numberof type 1 jobs. We referto this policy
astheT1T2policy, sinceit operatesstheT1 policy only when . This naturalextension
to the T1 policy surprisinglyturnsout to be in generalno betterthanthe T1 policy. Thatis,
the optimalvalueof  isusually , reducingthe T1T2 policy to the T1 policy. The intuition
obtainedthroughthe extensve analysisof thesepoliciesleadsus to proposea new, adaptve,
threshold-basedolicy.

Contribution 2: We proposethe Adaptive Dual-Threshold (ADT) policy that achieves
performancesimilar to the optimal T1 policy andisrobustto changesn load (SeeSectiord.)
Thekey ideain thedesignof the ADT policy is theuseof two thresholds, and ,onqueue
1 with athreshold, , onqueue2. The ADT policy behaeslike the T1 policy with threshold

if thenumberof jobsin queue?islessthan andotherwisdiketheT1 policy with ahigher
threshold, . Thus,in contrasto the T1T2policy above,the ADT is alwaysoperatingasaT1
policy, but unlikethestandardr'l policy, thevalueof  adaptsdependingnthequeueatsener
2; the differentthresholdson queuel allow sener 2 to help queuel lesswhenthereare more
type 2 jobs, preventingsener 2 from becomingoverloaded.This leadsto theincreasedtability
region. Thedualthresholdsalsomake the ADT policy adaptve to a changen load (changesn
and ), in thatit operatediketheT1 policy with threshold  attheestimatedoadandlike
theT1 policy with ahigherthreshold  atahigherload.
Formally, the ADT policy is characterizedtby the following rule.

De nition 2 If , the ADT policy operatesas the T1 policy with threshold ;
otherwiseit opertesasthe T1 policy with threshold

Figure2(d) shovs which jobs sener 2 processesinderthe ADT policy asafunctionof  and
. When orwhen ,the ADT policy reducego the T1 policy with threshold

. Also, when , the ADT policy reducego the T1T2 policy.

The remaining®guresdllustrate the robustnessof the ADT policy. Figure 2(f) shaws the
weightedresponsdime asa functionof . Here,the ADT policy (solid line) performsjust as
well asthe optimal T1 policy atthe estimatedoad ( and ), andhasstability at
higher . Wewill show laterthatthe ADT policy is alsorobustagainsthangesn . Figure2(e)

shows the weightedresponsdime as a function of . The ®guresuggestghat once is
choserto guarante¢he stability at theestimatedoad, theresponséime is ®nitefor any . As
we will see,sincethe performancet the estimatedoadis relatively insensitve to , We can
choosea high to guarantee large stability region. In addition,sincethe stability region is
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insensitve to and , we canchoosethesevaluessothatthe performancet the estimated
loadis optimized.

In conclusionthe ADT policy is morerobustthantheT1 policy in two ways. (i) Theresponse
time underthe ADT policy is lesssensitveto changesn  and . (i) Thesettingsof thethree
thresholdvaluesunderthe ADT policy arelesslikely to leadto instability or increasedesponse
time, ascomparedo the T1 policy.

2 Analysisand validation of analysis

In this section,we ®rstdescribeour analysisof the T1 policy. The analysiscanbe extendedto
otherthreshold-basegolicies,includingthe ADT policy, asillustratedin Section2.2

2.1 Analysisof T1 policy

Thedif®cultyin analyzingthe meanresponséime underthe T1 policy comesfrom thefactthat
thestatespacaequiredo captureghesystenmbehaior growsin®nitelyin two dimensionsi.e.,we
needto trackboththenumberof type 1 jobsandthenumberof type2 jobs. In theliterature there
aretwo typesof approacheso analyzea processsuchasourswith two dimensionallyin®nite
statespace. The ®rstapproachis to resortto coarseapproximation. For example, Squillante
et. al. derive anapproximateanalysisof the T1 policy basedon vacationmodels[23]. Thistype
of analysigs computationallyery ef®cientput theaccurag of thesolutionis typically poor. For
example,the errorin the approximationby Squillanteet. al. is unboundedsinceit mispredicts
the stability region. The secondapproachncludescomputationalmethodsthat can,in theory
be madeas accurateas desired,but require more computationakime. Suchmethodsinclude
reductionto a boundaryvalue problem[6] andthe matrix analytic method[16] possiblywith
statespacetruncation(e.g. [27]). Reductionto a boundaryvalue problemis a mathematically
elegantapproactbut often experiencesiumericalinstability. The matrix analyticmethodcanbe
computationallyery expensvewithoutstatespacdruncationandit is very dif®cultto determine
whereto truncatethe statespaceo guarantesuf®cientaccuray [3].

Our analysisof the T1 and ADT policiesis a nearexact method,which canbe madeasac-
curateasdesired basedon the approactof dimensionalityreductionthatwe introducein [12].
Advantage®f dimensionalityreductionincludeits computationatf®cieng, accurag, andsim-
plicity; theseallow usto extensvely investigatethe performancecharacteristic®f the policies
underconsiderationThedimensionalityreductiontechniqueeduces 2D-in®niteMarkov chain
(hardto analyze)o a1D-in®niteMarkov chain(easyto analyze )y usingbusyperiodtransitions.
Figure 3 shows the resulting1D-in®niteMarkov chainfor the T1 policy. This chaintracksthe
exactnumberof type 2 jobs. With respecto the numberof type 1 jobs, the chaintracksthis in-
formationonly up to thepointwherethereare jobsof typel. At this pointatypel arrival
startsa “busyperiod ,” which endswhenthereareonceagain jobsof type 1. During this
busy period,both senersareworking on type 1 jobs, andtype 2 jobs receve no service. State

denoteghereareat least jobsof typel andthereare type2 jobsfor
Thekey pointis thatthere is no needto tradk the numberof type 1 jobs during this busyperlod

This busy periodis equivalentto anM/M/1 busyperiodservingatrate
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Figure3: Markov chain usedfor analyzingthe T1 policy ( )

We approximatehe distribution of the durationof this busy periodby a 2-phasehaseaype (PH)
distribution with Coxianrepresentationby matchingthe ®rstthreemomentsof the distributions
[19]. We ®ndthatthis suf®cedo achieve ahighlevel of accurag. Figure4 validatesour analysis
againssimulation;we shav two of mary casesve computed Notethatgeneatinga singledata
point via simulationrequires 30 minutes sinceten iterations,eachwith 1,000,000events,are
neededo stabilize.By contrastour analysistakeslessthana second

Thelimiting probabilitiesof the Markov chainin Figure3 canbe usedto calculatethe mean
numberof jobs of eachtype, and , Which in turn gives meanresponsdime via
Little's law [15]. The limiting probabilitiesof the 1D-in®niteMarkov chain can be obtained
ef®cientlyvia the matrix analyticmethod[16]. Deriving from thelimiting probabilitiesis
straightforvard,sincewe tracktheexactnumberof type2 jobs. We derive by conditioning
on the stateof the chain. Let denotethe expectednumberof type 1 jobs giventhatthe
chainis in state . For , for all . For , is
the meannumberof jobsin an M/M/1 systemgiventhatthe servicerateis the sumof the two
seners, , andgiventhatthe systemis busy, plusanadditional jobs.

2.2 Analysisof ADT policy

The analysisof the meanresponsdime underthe ADT policy follows an approactsimilar to
the analysisof the T1 policy. Figure5 shaws the 1D-in®niteMarkov chainusedfor analyzing
the ADT policy. Again, the chaintracksthe exactnumberof type 2 jobs, but with respecto the

A PHdistributionis thedistribution of the absorptiortime in acontinuougime Markov chain. The®gureillus-
tratesa2-phasdPH distributionwith Coxianrepresentationyherethe th statehasexponentially-distritutedsojourn
timewith rate  for . Theabsorptiortimeis thesumof thetimesspentin eachof thestatesstartingatstatel.

% p % absorptio
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Figure4: Validation of analysis,whele we set , , and

numberof type 1 jobsit tracksthis informationonly up to the point wherethereare

jobs. A typel arrival atthis point startsa “busyperiod; whichendswhenthereare jobs
of type 1. State denoteghatthereareat least jobsof typel andthereare jobs
of type 2 for . The meanresponsdime is againobtainedvia the matrix analytic
method.

3 Results: T1 Policy

Our analysisof Section2 allows, for the ®rsttime, ef®cientandaccurateanalysisof the T1 pol-
icy. In this sectionwe extensvely evaluatethe weightedaveragemeanresponsgime (weighted
responséime) undertheT1 policy for variouscasesand®ndthefollowing characteristicsf the
T1 policy performance.

1. Settingthethreshold higheryieldsalarger stability region.

2. When , the optimal thresholdwith respectto minimizing the weightedre-
sponsdimeis , Which at the sametime achievesthe largeststability region. This
is the policy of following the  rule, asin this casesener 2 “prefers” to run its own jobs
ina sense.

3. When , the optimal  thresholdis typically ®nite;in this casethereis a
tradeof betweengood performanceat the estimatedoad andpossibleinstability

athigher and/or . Thisisthecasewheresener2 “prefers”to runtypel jobsin a
sensebut following the  rule leadsto instability.

4. Thelower the valueof , the lower the optimal thresholdtendsto be,i.e. the closerit
tendsto be to the instability region. Hence,the tradeof betweengood performanceand
stability is moredramaticat smaller
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3.1 Characterizing the optimal threshold

Figure 6 shawvs the weightedresponsdime whentype 1 jobs andtype 2 jobs have the same

weight,i.e., . Differentrows correspondo different 'sanddifferentcolumnscor-
respondo different 's,aslabeled.Here, is®xedat 1. Theweightedresponséimeis evalu-
atedatthreeloads, (only ischanged)and is®xedat0.6throughout. We

alsodiscusgheeffect of lower/higher , thoughnotshawn in the®gure We considerrelatively
highloads,sincesystemperformanceneed€o beimprovedmostin thesecases.

Rule 1: If and , is optimal. In thethird andfourth columnsof
Figure6, where , theweightedresponséimeis anonincreasindunctionof ;
hence minimizesthe weightedresponsdime. As we will seein Section3.2,
alsomaximizeghestability region. Hence, (i.e.,followingthe rule)isthebestchoice
with respecto both performanceatthe estimatedoad, , andstability athigher  and/or

. Thecondition is achiezedwhentype 1 jobsarelarge, type 2 jobsaresmall,and/or
whentype 1 jobsdo nothave goodaf®nitywith sener2 (e.g.,whentype1 jobsrequireto access
datastoredocally atsener1). Thefollowing theorenformally characterizeRulel. We provide
its proofin [20].

Theorem 1 If and , minimizeghe overall meanresponsdime
Rule 2: If and , ®nite s typically optimal. In the ®rstand second
columnsof Figure 6, where , the weightedresponsdime hasminimum at some
®nite . Sincealargervalueof leadsto alargerstability region, thereis a tradeof between
Note that correspondgo when (row 1),
when (row 2), when (row 3), and
when (row 4).



good performanceat the estimatedoad, , and stability at higher and/or . (Note
thatthe curveshave sharpePV shapestin generabthigher .) Choosingheright s further
madedif®cultby thesteepcurveto theleft of theoptimal :as becomesmallertheweighted
response¢ime quickly divergesto in®nity. Thereforeevenwhen and are®xedandknown,
pastworksadvisedchoosing consenratively, asthey couldnot performaccurateanalysis.Our
accuratendef®cientanalysisnow allowsusto chooseheoptimal  in suchasituation.Though
not shovn, we have alsoinvestigatedothervaluesof . When is lower (andhence is
higherfora®xed ), theoptimal tendsto becomesmallerandhencehetradeof betweerthe
performanceat the estimatedoad and stability at higherloadsis more signi®cant.This makes
intuitive sensesinceat lower , sener 2 canhelp more. The condition is achieved
whentypel jobsaresmall,type2 jobsarelarge,and/orin thepathologicatasewvhentypel jobs
have goodai®nitywith sener 2.

Rule 3: If , lower typically implies lower optimal threshold.In theupperrows
in Figure6, theoptimal 'saresmallerandatthe sametime the?V shapes@resharper Since
smaller resultsin a smallerstability region andlarger  valuessigni®cantlydeterioratehe
performanceat the estimatedoad, the tradeof betweenthe performanceand stability is most
signi®canhere.Small is achivedwhentypel jobsarelargeor whensener1 is slow.

In theabove ruleswe have assume@qualweights;Figure7 shavsthe effect of changinghe

weights.Here ischangedslabeled, is®xedatl,andtheserviceratesarenow ®»xedat
. Intermsof  valuesthe®gurecorrespond#o thethird row of Figure6. Obsere

thatthe curvesin Figure 7 have shapessimilar, but not identical, to the correspondingurves
in Figure6. The rule providesa goodbasisbut doesmisssome,potentiallycrucial, system
changesWe ®ndthatasa whole, the above threerulescontinueto characterizehe optimal
valuesin the caseof differentweightswhenwereplace by , by ,and by
in therules. In particular when is small,i.e., type 1 jobsaremoreimportant,the optimal
is smallerandthe @V shape%s sharperandhencethe tradeof betweenthe performanceat the
estimatedoad, , andstability athigher and/or is mostsigni®cant.

3.2 Stability of T1 policy

Figure8 shavsstabilityregionsundertheT1 policyas and vary;thequeuesrestablef and
only if  is below the curve. The ®gureillustratesthathigher  valuesyield a larger stability
region, andin thelimit of , the queuesaunderthe T1 policy arestableaslong as

and . The next theoremformally characterizeghe stability of the T1 policy. We provide
its proofin [20].
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Theorem 2 Queuelis stableundertheT1 policyif andonlyif Queue2is stable
underthe T1 policy, when , if andonly if

if

(1)

if
When and , queue? is stableif and only if equation(1) holdswith
When and , queue? is stableif andonly if
Corollary 1 Theright handside of equation(1) is an increasingfunctionof ; i.e., stability
increasewith

4 Results: ADT policy

In this sectionwe examinethe adaptve dual-thresholdADT) policy, which achievesbothgood
performanceat the estimatedoad andstability at higherloads.Recallfrom Section3 thatsmall

achieresgoodperformanceat the expenseof stability, andlarge  achievesstability at the
expenseof goodperformanceThe ADT policy placesgwo thresholds, and , onqueuel,
andasshown in this section:

11



1. Performanceattheestimatedoadis well characterizety ,and
2. Stabilityis characterizetby

Thuswe getthebestof bothworlds. Sincethe ADT policy requiresspecifyingthreethresholds,

, , and , onemight wantto avoid searchinghe spaceof all possibletriples for the
optimal settings. We shov that thresholdvaluessetby the following sequentiaheuristiccan
achieve performanceomparabldo the optimal settings.

1. Set astheoptimal of theT1 policy atthe estimatedoad.
2. Choose  sothatit achievesstability in adesiredrangeof load.

3. Find suchthatthepolicy providesbothgoodperformancendstability.

4.1 Stability of the ADT policy

We ®rstconsiderthe stability of the ADT policy. At highenough and ,  usuallyexceeds
andthe policy behaessimilarto the T1 policy with ; the stability conditionfor the
ADT policy is in factthe sameasthe stability conditionfor the T1 policy when is replacedy
. Thefollowing corollarycanbe provedin asimilarway asTheoren?.

Corollary 2 Thestability condition(necessarandsufdcientfor the ADT policy is givenby the
stability conditionfor the T1 policy (Theoem?2) by replacing by

4.2 Characterizing the optimal thresholds

Corollary 2 suggestdhat should be chosenso that the policy can achiese stability in a
desiredrangeof load. One might argue that setting too high degradesthe performanceat
the estimatedoad, asdoesthe T1 policy with large  threshold;however, it turnsout thatthis
is not the casefor the ADT policy. Figure9 shaws the weightedaveragemeanresponsdime
(weightedresponsé¢ime) asafunction of (solid or dashedines);it alsoshovstheweighted
responséime undertheT1 policy asafunctionof  (dottedlines).Weset  and aslabeled.
The ®gureshows that choosinghigh (=40) degradeghe performanceat the estimatedoad
( : , and )onlyif istoosmall(dashedine). With a suf®ciently
large , the ADT policy achieresperformancesery comparabldo the optimal T1 policy atthe
estimatedoad (solid line). Note alsothatfor valuesbelow theoptimal , theperformance
of the ADT remainsstable,in contrasto thesimpleT1 policy.

Figure9 alsosuggestshatwhen is appropriatelyset,the weightedresponseime is min-
imized by setting closeto the that minimizesthe weightedresponsdime, achieszing
performancerery closeto theoptimal T1 policy attheestimatedoad.

However, determiningthe appropriate is a nontrvial task. If  is settoo low, the ADT

policy behaeslike the T1 policy with threshold , degradingthe performanceat the
estimatedoad, since is largerthanthe optimal . If  is settoo high, the ADT policy
behaeslike the T1 policy with threshold . This worsensthe performanceat loads
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Figure9: Theweightedesponséimeunderthe ADT policy asa functionof (solidor dashed
lines)andtheweightedresponséimeundertheT1 policyasafunctionof  (dottedlines).Here

weassume : , , , and , correspondingo the

secondgraphin the®ist columnof Figure 6.

higherthanthe estimatedoad. Although a larger stability region is guaranteedby setting
higherthantheoptimal , theweightedresponseime at higherloadscanbe quite high, albeit
®nite.

Our ef®cientandaccurateanalysisof the ADT policy in Section2 canbe usedasthe kernel
of asearchalgorithmto determineagoodvalueof  swiftly andeasily oncewe determined
and . FigurelOshavstheweightedresponsédime for different valuesasafunctionof
in column(a) andasa functionof  in column(b). Dashedines shav the weightedresponse
time underthe T1 policy, usingthe threshold that minimizesthe weightedresponsdime at

theestimatedoad( and ). Dottedlinesshaw the weightedresponseime under
theT1 policy with . Solid linesshav theweightedresponséime underthe ADT policy,
where is setattheoptimal  at the estimatedoad, ,and is chosersothatit

achieresgood performanceboth at the estimatedoad andat higher andhigher . We ®nd
a8good® valuesmanuallyby trying a few differentvalues which takesusafew minutes.

Figure10shawvsthatthe ADT policy hasatleastasgoodperformanceasthe betterof the T1
policiesthroughoutherangeof loads( and ). When islargerelatveto  (bottomrows),
the differencein the weightedresponsdime at the estimatedoad is smallbetweenthe optimal

'sandlarger 's. Thereforea high thresholdsuchas , IS areasonablehoicein this

case,mplying thatagood s typically small. This casecorrespondso the casewhentype 1
jobshave goodaf®nityat sener 1, or thecasewhensener1is faster

When issmallrelatveto  (toprows),stabilityregionis lesssensitveto , sincesmall

canachieve relatively large stability region. Therefore the optimal  at the estimatedoad
is agoodchoice,and s typically large. Theserows correspondo the casewhensener 2 is
fasteror typel jobshave goodaf®nityon sener 2.

The advantageof the ADT policy over the T1 policy is mostsigni®cantwvhen s close

13
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Figurel10: Theweightedresponsd¢imeunderthe ADT policy (solidlines)and T1 policy (dashed
and dottedlines) as functionsof (a)  (only is changed; and(b) (only is
changed; ). Threshold is chosensothat the weightedresponsdimeis minimizedat
and (dashedines)or (dottedlines). For the ADT policy, is setas
theoptimal ,and is chosensothatit achievesgoodperformanceand stability.
All graphsassume , ,and , correspondingo the ®st column
of Figure 6.
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to . Inthiscase,small providesgood performanceatlow andatlow but hasa

signi®cantlysmaller stability region, while large  provides a larger stability region but has

signi®cantlyworseperformanceatlow andatlow . The ADT policy performsjustaswell

astheT1 policy withsmall atlow and ,justaswell astheT1 policy with large  athigh
and , andbetterthanary of thetwo T1 policiesatintermediatevaluesof and

5 Conclusion

Providing goodperformanceattheestimatecervironmentparametersuchasloads,arrival rates,
andjob sizeshasbeena centralgoalin designingallocationpoliciesandschedulesn computer
systems.However, estimatingervironmentparameterss a dif®culttask,andfurthermorethese
parametersypically uctuateovertime.

We proposethe Adaptive Dual-Threshold ADT) policy that providesgood performancen
the estimatedervironmentandyet is alsorobust againstchangesn load. The key ideain the
designof the ADT policy is theuseof dualthresholdsautonomouslghoosingheright threshold
dependingon the systemstate,andhenceadaptingto changesn the ervironment. We shawv the
effectivenesf the ADT policy in the caseof two seners; however, the ADT policy could be
appliedto ary more generaldistributed computingsystemwhere a threshold-basegolicy is
effective. We hopethattheintuition obtainedn our studyof thetwo sener cases alsousefulin
choosinghe correctthresholdvaluesin moregenerakystems.

We also provide a computationallyef®cientand accurateperformanceanalysisframavork
thatis widely applicableto threshold-basegolicies, including the ADT policy. This analysis
allows us to determinethresholdvaluesso that the policy providesgood performanceand ro-
bustness.Our analysisis usefulin investigatingthe characteristic®f threshold-basegolicies
in general;in factwe have studiedmary threshold-basegolicies,includingthe T1 and T1T2
policies. Theintuition obtainedn the studyof thesedegenerateaseded usto proposehe ADT
policy.

We have describedour analysisin the caseof two senersandtwo queuesvith Poissonar-
rivals and exponentialjobs sizes,but this canbe extendedto more generalcases.Jobsizeand
interarrival time distributionscanbe extendedto generaldistributionsusing PH distributionsas
approximationgsee[11]). It is also straightforvard to extend our analysisto more thantwo
senersbut with only two queuesExtensionto morethantwo queuess nottrivial, but in certain
casedherecursve dimensionalityreductionthatwe proposen [28] maybeapplied.
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A Proofsof theorems

A proof of Theorem 1

By Little's law, minimizing the meannumberof jobsin systemresultsin minimizing the mean
responsdime. Thus,it is suf®cientto prove that the numberof jobs completedunderthe T1
policy with Is stochasticallylarger than thosecompletedunderthe T1 policy with
atany moment.Let bethejoint procesof the numberof
jobsin queuel andqueue?, respectrely, attime when ; Let
be de®nedanalogouslyfor . With , sener 2 processesgype 2 jobsaslong as
therearetype 2 jobs,andthus is stochasticallyyargerthan for all . Thisimplies
thatthe numberof jobscompletedoy sever 1 is stochasticallysmallerwhen thanwhen
atany momentsincesener 1 is work-conserving.

As longassener 2 is busy, the numberof jobscompletedoy sever 2 is stochasticallysmaller
when thanwhen atarny moment,since . Theonly time thatsener 2
becomesdle is whenthereareno jobsto beprocesseth eitherqueueattheseepochs

, andthe numberof jobs completed(eitherby sener 1 or by
sener 2) becomeghe samefor and . This implies that the numberof jobs
completedeitherby sener 1 or by sener 2) underthe T1 policy with is stochastically
largerthanthatcompletedunderthe T1 policy with

A proof of Theorem 2

We prove only thecasewhen . Thecasewhen canbeprovedin asimilarway. Let

be the joint procesof the numberof jobsin queuel andqueue2, respectiely.
Consideraprocess ,Where behaesthesameas exceptthatit hasnotransition
from to . Then, and arestochasticallsmallethan and ,respectiely.
It suf®cedo prove the stability of

Firstconsider . Theexpectedengthof a@busyperiod® duringwhich , IS ®niteif
andonly if . This provesthe stability conditionfor queuel.

The stronglaw of large numberscanbe usedto shav thatthe necessarnand suf®cientcon-
dition for stability of queue2 is , Wwhere denoteghetime averagefraction of time that
sener 2 processefobs from queue2. Below, we derive . Considera semi-Marlov process
of , wherethe statespaceis (0,1,2,..., , ). Thestate denoteghereare jobsin
queuel for , andthe state  denoteghereareat least jobsin queue
1. The expectedsojourntime is for stateO, for states , and

for state , where is the meandurationof the busy periodin an M/M/1
gueuewherethearrival rateis  andtheservicerateis . Thelimiting probabilitiesfor
the correspondinggmbeddedarkov chainare for and

, where
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In , sener2 canwork onqueue? if andonly if . So,thefractionof time thatsener 2
canwork onqueue2 is

This provesthe stability conditionfor queue2.
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