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Machine Learning - 10601

Model Selection and
Naïve Bayes

Geoff Gordon, MiroslavDudík
([[[partly based on slides of Tom Mitchell]

http://www.cs.cmu.edu/~ggordon/10601/

September 23, 2009 

Announcements

ñYouôre getting Ph.D.ôs for 

a dollar an hour,ò Reed 

Hastings, chief of

Netflix, said of the people 

competing for the prize.

September 21,2009:

Netflix awards $1 Million prize 

to a team of statisticians,

machine-learning experts

and computer engineers
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How to win $1 Million

Goal:
(user,movie)  ->  rating

Data:
100M  (user,movie,date,rating)  tuples

Performance measure:
root mean squared error
on withheld test set

How to win $1 Million

! ǇŀǊǘ ƻŦ ǘƘŜ ǿƛƴƴƛƴƎ ƳƻŘŜƭ ƛǎ ǘƘŜ άōŀǎŜƭƛƴŜ 
ƳƻŘŜƭέ ŎŀǇǘǳǊƛƴƎ ōǳƭƪ of the information:

[Koren 2009]
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How to win $1 Million

training set quiz set test set

FAQ: why quiz/test split?

²Ŝ ǿŀƴǘŜŘ ŀ ǿŀȅ ƻŦ ƛƴŦƻǊƳƛƴƎ ȅƻǳ Χ 
ŀōƻǳǘ ȅƻǳǊ ǇǊƻƎǊŜǎǎ Χ ǿƘƛƭŜ ƳŀƪƛƴƎ ƛǘ 
difficult for you to simply train and 
ƻǇǘƛƳƛȊŜ ŀƎŀƛƴǎǘ άǘƘŜ ŀƴǎǿŜǊ ƻǊŀŎƭŜέ
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FAQ: why quiz/test split?

Two goals for withholding data

Åmodel selection

Åmodel assessment

What if data is scarce?

training set validation set test set
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Cross-validation

Åsplit data randomly into Kequal parts

Åfor each model setting:
evaluate avgperformance across K train-test splits

Åtrain the best model on the full data set

Part 1 Part 2 Part 3

Part 1 Part 2 evaluate error

Part 1 evaluate error Part 3

evaluate error Part 2 Part 3

Depends on the size of the data set:

¢ƘŜ ōŜǎǘ ƳƻŘŜƭΧ
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K-fold cross-validation trains

on            of the training data

Controlling model
complexity

Ålimit the number of features

ÅŀŘŘ ŀ άŎƻƳǇƭŜȄƛǘȅ ǇŜƴŀƭǘȅέ




