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Abstract. Automatic speaker classification with respect to time-invariant or slowly time-
varying features like gender and age can be used to adapt voice dialog system behavior.
Additionally, time-varying features of the caller like anger can be monitored during the en-
tire dialog for statistical reasons or to invoke counter strategies. This chapter explains the
basics of speaker classification, gives an overview of the relevant classification algorithms
and describes methods for their evaluation. Classification of age and gender as well as
anger detection are described in detail. Furthermore examples for applications in the area
of telecommunications are described and results of corresponding usability evaluations are
discussed.
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1.1 Introduction

Customer Relationship Management (CRM) is a growing business factor for medium
and large enterprises. For cost reduction, the automation of business processes
in call centers based on Interactive-Voice-Response (IVR-) systems has been in-
troduced in many companies. In state-of-the-art IVR systems automation based
on automatic speech recognition (ASR) is mostly used for pre-qualifying of cus-
tomers’ requests with subsequent skill-based routing to a human agent or complete
automation of simple business processes like checking of account balances or tariff
changes.

These automated voice dialog systems are currently not adapted to preferences or
needs of specific user groups. For market success of new voice-controlled value-added
services as well as for increased usability and efficiency in process automation it is
important to divide customers into specific target groups with a tailored adaptation
of the respective voice dialogs. However, personalization of voice dialogs in state-
of-the-art IVR systems can be performed only if the caller is known and has been
authenticated by the system. In many applications and services, the information
about the identity of the caller is not available. Additionally, time-variant features
like the emotional state of the caller are not known and cannot be utilized by the
system.

One solution is to introduce automatic speaker classification into voice dialog sys-
tems. In a first step, time-invariant or slowly time-varying features like gender and
age can be detected from the first utterances of the caller in a voice dialog. This
information can then be used to assign the caller to a specific target group and
switch the dialog parameters respectively. Additionally, time-varying features of the
caller like anger can be monitored during the entire dialog. In case of any problems
within the dialog, the system can help the customer by either offering the assistance
of human operators or trying to react with appropriate de-escalating dialog strate-
gies.

This chapter is organized as follows: Section 1.2 explains the basics of speaker clas-
sification, gives an overview of the relevant classification algorithms and describes
methods for their evaluation. Then, section 1.3 discusses the classification of age and
gender in detail while section 1.4 focuses on anger detection. In section 1.5 examples
for applications in the area of telecommunications are described and results of corre-
sponding usability evaluations are discussed. Finally, section 1.6 gives a conclusion
and shows possible directions of future work.

1.2 Speaker Classification
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1.2.1 Overview

Speaker classification is concerned with assigning every test speaker to a given class
or group of speakers. In our case, the decision is taken on the basis of given sample
acoustic data [Müller, Schötz 2007]. To support the decision, knowledge about the
characteristics of different classes needs to be learned from training data and compiled
into rules or models.

Similar problems are given by the task of speaker identification, which tries to
identify an individual single speaker (not only assign him to a group of speakers),
while speaker verification tries to ascertain a given individual’s identity [Reynolds
2002]. These techniques, although important in practice, will not be discussed
here.

As the aim of this chapter is to demonstrate the most important principles of
speaker classification using classification of age, gender, and emotion, we contend
ourselves with providing pointers to other related work like the automatic detection
of stress and liars [Board for Professional & Occupational Regulation 2003], intox-
icated speech [Tanner, Tanner 2004], or multi-lingual speech technologies [Schultz,
Kirchhoff 2006].

Speaker Classification.ppt
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Figure 1.1: Taxonomy of classification criteria for speaker classification: speaker prop-
erties can be immutable (e.g. gender), constant within an interaction (e.g.
age), or change rapidly (e.g. emotion).

Figure 1.1 shows example criteria employed for speaker classification and attempts
to structure them according to the degree of variability across time: the result of
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a classification can be time-invariant, constant within a dialog, or variable within a
dialog.

Speaker classification as the task of assigning measurements of speaker characteristics
to a class can therefore be seen as a pattern recognition problem: following [Duda et al.
2000], this necessitates the steps of (1) data collection, (2) feature selection, (3) model
selection, (4) training, and (5) evaluation. Section 1.2.2 will therefore discuss data
collection and particularly feature selection, section 1.2.3 will present the most relevant
model selection and training algorithms, and section 1.2.4 will give an overview on
techniques allowing to compare or evaluate systems.

1.2.2 Feature Extraction

Algorithms are usually based on the transformation of the digital input signal into a
parametric representation better suited for classic machine learning techniques than
a digitized wave-form.

Following [Reynolds et al. 2003], the features to describe speech signals can be looked
at from different levels of abstraction if one follows a development of longer temporal
segments and higher linguistic abstraction as done in the following list: acoustic -
prosodic - phonotactic - idiolectal - dialogic - semantic.

Of course some categories are better suited for certain classifications than others;
for example [Shafran et al. 2003] report that, in contrast to emotion detection,
gender, age and dialect detection was not enhanced by regarding word-based fea-
tures.

Generally spoken, these features can be used in two ways: on one hand in comparison
to a “world model”, i.e. a classifier trained with samples from the desired groups and
on the other as deviation from an assumed “neutral” state determined from the user
beforehand. The latter possibility of course makes only sense for time-variant criteria
like e.g. emotional state and assumes that the speaker is known beforehand. For
unknown speakers a comparison to a dialog situation where the user is supposed to
be neutral, e.g. the beginning of a dialog, can be used.

Acoustic features: The basis to compute acoustic features usually is the computation
of the Mel frequency cepstral coefficients (MFCCs) which are primarily known
as the basis for automatic speech recognition. An MFCC encodes the spectral
properties, computed by a fast Fourier transformation (FFT), of a small frame
of speech (about 10-20 ms) and translated to the Mel frequency scale in order
to account for the near logarithmic resolution of human hearing [Rabiner 1978].
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The acoustic features can be measured on a sub-phonemic level and measure
such different features like e.g. Jitter: the micro variation of fundamental fre-
quency, Shimmer: micro variation of amplitude or the Harmonics-to-Noise ratio
(HNR) which tells the proportion between harmonic and random signal parts
[Müller 2005]. Also measures connected to the position of formants fall into that
category.

Prosodic features: On a higher level pitch, duration and intensity features can be
subsumed as prosodic because they are related to the rhythmic and melodic
structure of the speech. Just like the acoustic features they can be the basis
for global values such as the mean, maximum, minimum or standard deviation.
Also values that describe their contour like regression coefficient or the position
of maximum or minimum on the time axis get used. If no phonetic analysis is
done, duration measures often get computed for successive voiced resp. unvoiced
parts of speech. One example is the work described in [Burkhardt et al. 2005a]
where the anger detector is based primarily on prosodic features.

Phonotactic features: A phonotactic analysis presupposes a phonetic classification.
Based on that the probability of the speech sample belonging to a phonetic
set as well as pronunciation variants can be computed. These sets of features
are primarily known to be used with language or dialect detection for obvious
reasons but might be useful also for other criteria like e.g emotion detection
where change in articulation is a known effect [Kienast et al. 1999].

Idiolectal features: These features are based on a word recognition and can make
predictions on the use of certain words by speaker groups. Although they are
obviously used by humans in order to assign a speaker to a certain age or social
group, automatic detection is difficult because a very large vocabulary speaker-
independent speech recognizer is not yet realistic.

An example for the analysis of idiolectal features given a limited vocabulary is
described by [Lee, Narayanan 2005]. The reported computation of the “emo-
tional salience” of each recognized word helped emotion detection in that case.

Dialogic features: On the dialogic level features regarding the interaction between
human and machine can be measured, e.g. the average length of turn, the
frequency of interruption or even dialog specific issues like the use of help mech-
anisms etc. Such like features are described extensively in [Walker et al. 2002].

Semantic features: Semantic models finally are used to detect what the speaker’s
intention is, the features of this layer may also be used to support speaker
classification. In context of an automated voice portal a scenario for the use
of semantic features would be for example to take the interest for a certain
product of the users for an age-group classifier into account. Another example
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is described in [Ang et al. 2002], where dialog turns were assigned as requests
for repetition or not.

1.2.3 Classification Algorithms

A classifier can formally be described as a set of discriminant functions gi(x), i =
1, . . . , c, with c being the number of classes [Duda et al. 2000]. A classifier x 7→
C(x) can then be described as a network in which c discriminant functions are being
evaluated and the input vector x is being assigned to the class i resulting in the highest
discriminant function:

x 7→ argmaxigi(x) (1.1)

The“Bayes error” is the lowest possible probability of a misclassification and is reached
for an optimal classifier. Virtually all current approaches use data-driven approaches,
in which training data is used to first build a statistical model for the domain (training
phase). The model is then used to classify unknown data into one of the target
classes (test, evaluation phase). In many cases, a successful approach will rely on a
combination of individual classifiers on different features. To classify men and women,
one would collect labeled speech data from both sexes, train independent classifiers
on several features that can be extracted from the speech signal, for example F0

(fundamental frequency) and the harmonics-to-noise ratio, and then train a “meta-
classifier” to combine the decision of the individual classifiers into a final decision on
a held-out data set.

Classifiers can be defined for items of fixed length (e.g. the fundamental frequency
value for a given point in time) or of variable length (e.g. a whole utterance). In
the latter case, the overall decision can be reached either by computing some sta-
tistical derivative of the observation (e.g. the mean) over the duration of the utter-
ance, or by using more elaborate classifiers, which take into account interdependen-
cies of individual measurements (classifications), for example temporal or sequential
structures. Only if observations are known to be independent, they can be com-
bined using a naive Bayes classifier [Domingos, Pazzani 1997]. In this chapter, we
shall restrict ourselves to presenting algorithms using the following types of classi-
fiers:

Principal Component Analysis (PCA) and Linear Discriminant Analysis [Fuku-
naga 1990] are frequently used for simple problems, or as a pre-processing step
for more elaborate classifiers, as they improve the separation of classes for clas-
sifiers without significant extra cost during recognition, for example by rotating
the input vectors so that the components of the input vector are linearly inde-
pendent. This improves the “separability” for other classification algorithms, by
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aligning the class separation or “decision boundary” with the models assump-
tions.

k-Nearest Neighbor (kNN) classifiers [Fukunaga 1990]: An input vector is assigned
to class c if it is the most frequent class label among the k training samples
nearest to the incoming data sample. While simple to realize, this algorithm is
often impractical, because it requires the storage of a large number of individual
training samples, instead of compacting them into some kind of statistical model.

Gaussian Mixture Model (GMMs) [Redner, Walker 1984] classifiers build a statisti-
cal model for the data using mixtures of Gaussian probability density functions
(PDFs). The advantage is that not a large selection of data points has to be
stored as with kNN, but only a statistical model of the data. This usually gen-
eralizes better than kNN but of course the model has to be learned during the
training phase. A decision is taken by computing the class-specific PDFs on a
test vector and comparing their output.

Artificial Neural Networks (ANNs) [Duda et al. 2000], for example Multi-Layer Per-
ceptrons (MLPs), can be used for classification just as GMMs, but they offer
a variety of training methods inspired by nature, which can incorporate dis-
criminative information very efficiently. As some of the training procedures can
learn and enhance discriminative features, ANNs are a very powerful tool. Neu-
ral networks are often used to combine individual, simpler classifiers and the
resulting structure is sometimes referred to as a “hierarchy of experts”.

Support Vector Machines (SVMs) [Schölkopf, Smola 2002] have recently gained a
lot of interest as a powerful type of classifiers using “kernel” functions to allow
using virtually unconstrained decision boundaries for classification.

Classification and Regression Trees (CART) can be used on individual features or
can be used for combining classifiers [Breiman et al. 1984]. Basically, classi-
fication trees define a tree structure in which questions about properties are
asked and the answers are used to put the input data into bins. This frequently
also allows for visual analysis of dependencies between features and diagnosis of
problems.

If the individual measurements form a time series, appropriate stochastic models such
as (Continuous Density) Hidden Markov Models (HMMs, CD-HMMs)
[Rabiner 1989], and phoneme-recognition-based classifiers, e.g. Parallel Phone
Recognizers (PPRs), will be used, usually in combination with Viterbi decod-
ing [Jelinek 1998]. These allow to model individual data points (for example
using GMMs as “continuous densities”) together with their temporal or physical
structure as a series of stochastic events with defined transition probabilities.
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Table 1.1: An example confusion matrix: all 4 lemons are correctly identified, while 1
pear and 3 apples are mis-classified as lemons.

Hypothesis Reference Sum
Apple Pear Lemon

Apple 10 2 0 12
Pear 5 8 0 13
Lemon 3 1 4 8
Sum 18 11 4

Dynamic Bayesian Networks (DBNs) are a standard approach to model dependen-
cies between certain observations in the decision process in a principled way and
have been used successfully in many speech-related applications [Zweig, Russell
1998]. The approach is to explicitly model known or learned assumptions about
feature dependencies instead of assuming features to be independent.

The best choice of classifier(s) for a given problem depends on the amount of training
data available, the time and memory available during evaluation of data sets, and the
experience of the experimenter.

1.2.4 Evaluation of classifiers

For evaluation purposes, independent test data from the same domain, i.e. additional
data which was collected under identical conditions as the training data and processed
identically, needs to be available. In some cases, particularly for classifier combination
approaches, if test data was used to optimize certain parameters of the classification,
the true performance of the system can only be determined on a so-called cross-
validation set.

Experimental results can be tabulated in a so-called confusion matrix. The confusion
matrix is a full table of all possible outcomes of an experiment. It contains all in-
formation on how many items of each input category were assigned to what output
category. As an example, the diagonal elements in Figure 1.1 contain the “good” re-
sults (hits), while the off-diagonal elements contain confusions. Good classifiers have
low counts in the off-diagonal elements.

In literature, classification results are often given as recall and precision values; the
recall RecA of a class A meaning the ratio of correctly identified occurrences CA to
the number of instances TA in the reference, while the precision is given as the ratio
of number of correctly predicted cases CA to the total number PA of occurrences
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predicted. If the experiment is set so that ΣiTi = ΣiPi := N and ΣiCi := C, the
overall ratio of correctly identified cases to the number of experiments is usually being
referred to as the accuracy Acc:

RecA =
CA

TA
(1.2)

PrecA =
CA

PA
(1.3)

Acc =
C

N
(1.4)

In the above example, PrecApple = 10
10+5+3 = 0.56, while RecApple = 10

10+2+0 = 0.83.
The overall accuracy of the classifier is given by Acc = 10+8+4

12+13+8 = 10+8+4
18+11+4 = 0.67 for

i ∈ {Apple,Pear,Lemon}. This number however may not be very meaningful, if rare
classes need to be detected reliably as well.

To express precision and recall as a single number or figure of merit, the so-called F -
measure can be employed. It corresponds to the weighted harmonic mean of precision
and recall, and is defined as

Fα = (1 + α)
PrecA ·RecA

α · PrecA + Reca
(1.5)

for α > 0. We then have Fα ∈ [0, 1]. If α = 1, this number is known as the traditional
F -measure or balanced F -score. This is also known as the F1 measure, because recall
and precision are evenly weighted. Two other commonly used F measures are the
F2 measure, which weights recall twice as much as precision, and the F0.5 measure,
which weights precision twice as much as recall. α 6= 1 will be used, if different types
of error are differently severe or “expensive”. For example, it may be more acceptable
to classify an adult as a child and connect him to an operator, than to admit a child
to adult-only services.

Depending on the amount of context (visual information, semantic information, etc.)
available, age and gender classification based on acoustic information alone can be
very challenging for humans, too. For the work presented in this chapter, the anno-
tation of data can therefore be a difficult problem on its own: inter-labeler agreement
(i.e. the degree to which the annotation achieved by one individual will be repro-
duced by another annotator) can be low and the human baseline for a task can have
a significant error rate, too. Section 1.3 provides a comparison of human perfor-
mance to automatic performance on the age/ gender task. In this case, basic truth
was established by asking the speakers during data collection for their age and gen-
der.
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1.3 Detection of Age and Gender

1.3.1 Background

This section will give an overview about age and gender classification algorithms that
can be used in telephony-based applications, present two different approaches to classi-
fication of age and gender using human speech over telephone channels, evaluate them
and compare their performances to a human baseline.

While research on the general influence of speaker age on voice characteristics has
been done since the late 1950s [Mysak 1959], [Linville 2001], the first systems that
could automatically estimate the age and gender of a speaker were developed only
recently [Müller et al. 2003] [Minematsu et al. 2002] [Shafran et al. 2003] [Schötz
2004]. The quality of these systems is difficult to compare however, as the type
of speech material used as well as the age classes considered are not consistent in
literature.

As studies show that the dialog strategies employed in IVR systems can be adapted
to age and gender of the caller [Hempel 2006], there is currently increasing interest in
these algorithms in order to improve overall service quality.

The results presented in this section were achieved in an evaluation experiment that
used controlled procedures in order to compare several approaches to age and gender
recognition under fair conditions [Metze et al. 2007]: the figures reported were achieved
after the systems were optimized on common training and development test data sets
in a one month time window.

The systems use the following seven age and gender groups and labels:

• Children: ≤ 13 years (C)

• Young people: 14-19 years, male (YM) and female (YF)

• Adults: 20-64 years, male (AM) and female (AF)

• Seniors: ≥ 65 years, male (SM) and female (SF)

While somewhat arbitrary, these classes stem from an IVR application currently un-
der development. Data was taken from the German SpeechDat II corpus [Höge et al.
1999], which is annotated with age and gender labels as given by callers at the time
of recording. This database consists of 4000 native German speakers, who called a
recording system over the telephone and read a set of numbers, words and sentences.
For each age/gender group, the data of about 80 individuals were selected for train-
ing and about 20 for testing purposes. Children and senior groups where slightly
under-represented but all in all a balanced age and gender structure was achieved.
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Training data consisted of the whole utterance set of each person, up to 44 utter-
ances.

For further analysis, the test set was partitioned into a sub-set of short utterances
“SpeechDat short” (SpeechDat II corpus identifiers “a” and “o”: command words
and city names) and another set of longer sentences “SpeechDat long” (identifier
“s”).

1.3.2 Algorithms

While many different types of algorithms have been tried for the task of detection
of age and gender, we choose to present two exemplary algorithms because they per-
formed best in the above-mentioned evaluation and also because they demonstrate how
similar results can be achieved by using very different approaches.

Segment-based approach

This system was derived from an existing approach to age and gender classification
with an overall development effort of approximately 3 years.

For classification of audio data, a 17-dimensional feature vector is computed on whole
segments of speech. The parameters included in this vector are 1. jitter (micro-
variations of the F0 frequency); 2. shimmer (micro-variations of the F0 amplitude),
for each of which multiple algorithms were used including the Relative Average Per-
turbation (RAP) and the Period Perturbation Quotient (PPQ) for jitter as well as the
three-, five- and eleven-point Amplitude Perturbation Quotient (APQ) for shimmer
[Baken, Orlikoff 2000]; 3. the mean and the standard deviation of the harmonics-
to-noise-ratio [Ferrand 2002]; 4. several statistical derivatives of the fundamen-
tal frequency (F0) including mean, standard deviation, and mean average slope
(MAS).

A Gaussian model was trained for each individual class and the resulting distributions
were analyzed manually to rate their respective discriminative power. On the basis of
this analysis, three classifiers were constructed that could determine

1. the gender (male or female) of the speaker,

2. the age class under the assumption that the speaker is male, and

3. the age class under the assumption that the speaker is female.
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These classifiers C1, C2, C3 constitute the first layer of a two-level structure and were
trained each on a different combination of initial features. Multi-layer Perceptron
Networks (MLPs) with one hidden layer and sigmoid activation functions were used.
The number of hidden units N corresponded to N = f+c+1

2 , where f is the num-
ber of input units (features) and c is the number of output units (classes) [Müller
2005].

Speaker Classification.ppt
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Figure 1.2: Example age/ gender detection system based on segmental features and a
Dynamic Bayesian Network to combine individual decisions.

The second layer performs post processing on the initial classification results using
Dynamic Bayesian Networks (DBNs):

The DBN is primarily used to model the classification-inherent uncertainty by intro-
ducing 1. three observable nodes O1, O2, O3, representing the result of one classifier Ci

with states corresponding to the classes (e.g. male and female); 2. the nodes age
and gender representing the actual speaker class; 3. the links between O1, O2, O3

and age/gender representing a causal relationship. In this vein, the uncertainty
of that relationship is modeled in terms of the conditional probability table (CPT)
attached to the Oi. The CPT-values were optimized on a cross-validation set of the
respective classifier Ci.

At the same time, the DBN fuses the results of the classifiers by letting the nodes
age and gender both be parents of each Oi. Appropriate CPTs then provide the
precedence of one age classifier over the other depending on the result of the gender
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classifier.

In real-life applications, the third function of the second-layer DBN is to succes-
sively improve the model when sequentially processing multiple utterances of the same
speaker. This is provided by 1 : 1 transitions from agen−1 and gendern−1 to agen

and gendern nodes. This feature however could not be employed in the experiment
presented here, as no speaker IDs were available to the system.

Frame-based approach

The underlying system was originally developed for Automatic Speech Recognition
(ASR) and automatic acoustic Language Identification (LID). It is based on Paral-
lel Phoneme Recognizers (PPR) using Continuous Densities Hidden Markov Models
(CDHMMs) and phoneme bi-grams to model the transition probabilities between in-
dividual states of the HMM. Feature extraction consists of the computation of Mel
Frequency Cepstral Coefficients (MFCCs) and a linear transformation based on Linear
Discriminant Analysis (LDA), retaining 24 components for the final feature vectors.
Figure 1.3 explains the system architecture.

Speaker Classification.ppt
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Figure 1.3: Example age/ gender system based on Parallel Phoneme Recognizers (PPR)
for 3 categories, e.g. the“frame-based”approach. The“MIN”decision selects
the category pertaining to the phoneme recognizer yielding best (lowest)
score.
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Table 1.2: Precision (left) and recall (right) on the different data sets for the individ-
ual systems. The“Frame-based” system is based on CDHMMs and Parallel
Phone Recognizers, while the “Segment-based” system uses a Neural Net-
work to combine several segment-level features.

Approach SpeechDat II SD short SD long
Frame-based 54% 55% 45% 46% 61% 61%
Segment-based 40% 52% 38% 51% 42% 62%
Human baseline 55% 69% 51% 67% 60% 73%

During recognizer development, a specific phoneme recognizer for each of the 7 age/
gender categories with class-specific HMM and phoneme bi-gram was trained on the
respective sub-set of the training data: to build the PPR system, we first created
category specific mono-phone HMMs using maximum likelihood estimation as used
for standard ASR system generation. For the following LDA the category specific
mono-phone HMM states served as the LDA classes. Based on the retained LDA
matrix optimized for age/gender classification the final category specific mono-phone
HMMs were build. In a final step the phoneme recognizers were applied to the training
material to estimate category specific phoneme bi-grams also based on the maximum
likelihood criterion.

During recognition, negative log-likelihood scores for each category are computed
using a Viterbi decoder. In a final step the classified category is determined by
choosing the category with the minimum score once all frames have been evaluated.
This structure is shown in Figure 1.3.

1.3.3 Results

The results reached with these approaches in our evaluation are tabulated in Table 1.2.
Accuracy on SpeechDat II ranges between 40% and 54% when distinguishing all 7
classes, while recall is between 52% and 55%.

The “Frame-based” recognizer using class-specific phone recognizers reaches the best
performance and also shows the most balanced confusion matrix. Performance how-
ever drops for the “short” utterances, presumably due to the temporal structure re-
alized in the phone bi-grams. The approach based on a combination of features
on the other hand is based on multiple prosodic features computed on the entire
segment and its accuracy shows very little dependence on the length of the utter-
ance.
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The results of a baseline experiment involving human listeners labeling the data using
the same classes are shown in Figure 1.4. For this experiment, over 54 members of
five different speech research laboratories listened to 100 randomly chosen audio files
each over headphones and annotated them, covering about 85% of the evaluation
corpus.

Figure 1.4: Confusion matrix of human comparison experiment on SpeechDat II. Class
symbols are defined in Section 1.3.1; columns contain hypothesized (esti-
mated) classes, rows contain reference (true) classes. The size of the blob
indicates the frequency of the confusion.

The overall classification accuracy on the (near complete) SpeechDat II evaluation set
is 55%, with a precision of 69% (see Table 1.2). Comparing automatic and human
results, the performance of the best automatic system is not too far behind human
performance, although the recall is significantly lower. The difference between long
and short sentences also exists for human labelers, although human labelers do not
perform that much worse on short sentences. The F -measure for the human baseline
experiment is F1 = 0.61, while the automatic approaches reach F1,Segment = 0.45 and
F1,F rame = 0.54.

Assuming that age estimation should be robust across languages [Braun, Cerrato
1999], these results can be compared to other results on telephony speech [Cerrato
et al. 2000], and the same “centralization” trend for the perceived age and a similar
performance of our human labelers on longer utterances can be found, even though
the average sentence length of SpeechDat long utterances is below the 40s measured
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in [Cerrato et al. 2000].

A “majority voting” combination approach did not improve the performance on
SpeechDat II data. This may be an indication that, despite the different approaches
implemented, the systems’ errors are highly correlated, resulting in similar confu-
sion matrices. However, the segment-based approach can be improved by adding
more individual features and initial experiments in that direction show promising
results.

1.4 Detection of Anger

1.4.1 Background

Emotion-aware voice portals are one of the most prominent application ideas for
monitoring of emotional speech. Voice portals could use detection of negative feelings
such as anger to appease the user by mirroring their expressions or to collect statistical
data for quality measurement [Burkhardt et al. 2005a], [Yacoub et al. 2003], [Shafran
et al. 2003]. In the context of customer care voice portals it can be helpful to detect
potential problems that arise from a unsatisfactory course of interaction in order
to help the customer by either offering the assistance of human operators or try to
react with appropriate dialog strategies. Some of these strategies are described in
[Burkhardt et al. 2005a].

The number of studies that deal with emotional speech detection has increased
significantly in the last few years. Despite the general progress in human ma-
chine dialog systems, studies that deal with real-life telephone data, which is the
typical outcome of automated human-machine voice portal dialogs, are still rare
though.

Petrushin [Petrushin 1999] work on 56 voice messages containing acted emotional
expression by 18 people. With an Artificial Neural Network (ANN) trained on acoustic
features like pitch, formants, energy and duration they achieve about 23% error rate
for binary classification (agitated vs. calm).

Devillers et al. [Devillers et al. 2002] report on explorations based on about 5000
turns from customer-agent dialogs from a stock-service voice portal, i.e. do not use
human-computer dialogs but human-human interaction. They investigate the sepa-
ration of the utterances into four emotion related states solely based on words with
a classification algorithm based on a uni-gram topic tracker, which originally was
developed to see whether a document concerns a specified topic. They achieve a
comparably low error rate of 32% for the four target emotion and neutral which can
be partially explained by the fact that the labeling as well as the classification was
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based solely on spoken words, i.e. the use of key words triggered the emotion detec-
tion.

Ang et al. [Ang et al. 2002] report of an investigation based on data coming from a
faked air-travel arrangement system. The data consists of 830 dialogs with more than
20000 turns, 75% of that is used for training and 25% for validation. They investigate
three classes of features: acoustic-features (duration based on phonemes, spectral tilt,
F0, energy), words based on automatic speech recognition (ASR) and a manually
labeled ”speaking-style” distinguishing between “hyper-articulating”, “pausing” and
“raised voice”. It is not very surprising that classification of the material based on
speaking style resulted in a low error rate. Classification based on a Classification
And Regression Tree (CART) classifier results in about 15% error rate for binary a
decision (negative/else), and about 30% error rate for ternary (annoyed, frustrated,
else) based solely on the acoustic features. The classification based on the words
results in about 25 % error rate.

Walker et al. [Walker et al. 2002] used, like many other investigations, a subset of
AT&T’s How-May-I-help-You (HMIHY) database. The noteworthiness of this study
is that they were not interested in the classification of a single utterance but in the
detection of whole dialogs that contain problematic situations, after they occurred.
The classification algorithm is based on features derivable from ASR like words, du-
ration and number of words per utterance. Furthermore they investigate features like
dialog specific task-description (15 different), data coming from the dialog manager
(e.g. prompt, confirmation, ...) and manually labeled features like words, age or
gender of the speaker. They achieve error rates of about 20% for a binary decision
(problematic vs. normal) after the first two utterances.

Shafran et al. [Shafran et al. 2003] studied, beneath gender, age and dialect, the
automatic classification of emotional expression again on a subset of AT&T’s HMIHY
database. After collapsing originally seven discrete emotion labels to two (negative
vs. positive/neutral), a Hidden Markov Model (HMM)-based classifier resulted in an
error rate of about 31 % based on cepstral features, additional pitch information did
not result in a significant increase.

Yacoub et al. [Yacoub et al. 2003] explored a database with about 2000 utterances
performed by eight actors acting 15 emotions uniformly distributed. They compare
several classification approaches, namely ANNs, Support Vector Machines (SVMs),
K-Nearest Neighbor (KNN) and CARTs. The classifiers are compared to 39 acoustic
features, e.g. to pitch, energy and duration: minimum, maximum and mean respec-
tively, first derivative of the slope, jitter, shimmer and ratio of audible vs. inaudible
parts. The use of only the 19 best performing ones deteriorated the results by about
5%. The results for a binary exploration(anger/neutral) showed that the ANN per-
formed best with an error rate of about 10% whereas CARTs and KNN resulted in



20 1 Speaker Classification for Next Generation Voice Dialog Systems

20-30% error rate. The SVM approach performed a little better under sparse data
conditions.

Lee et al. [Lee, Narayanan 2005] investigate data coming from a flight-reservation ap-
plication and look at about 1200 dialogs with 7200 turns. They look beneath acoustic
features like F0, duration, energy and formants at a word content based feature named
“emotional salience”. Furthermore the discourse gets regarded for by manually labeled
“speech acts”. A PCA to reduce feature set but quality does not result in error reduc-
tion. A comparison between GMMs with KNN results in error rates of about 20% for
binary decision (negative vs. non-negative).

Liscombe et al. [Liscombe et al. 2005] also operate on a subset of the HMIHY data.
They look at five different sets of features: a) prosodic features like energy, pitch or
duration based on voice/unvoiced frames, b) lexical features like words and interjec-
tions that were manually labeled, c) a semiautomatic extraction of phones and pauses,
d) manually labeled HMIHY Dialog Acts and e), as context Features the deviation
from one to next turn. A classifier called the BoosTexter (boosting algorithm for
combining results of weak learner decisions) results in error rates of about 20% when
all features were combined and for a binary classification between negative and non
negative.

Training data

The compilation of training data for emotion classification faces two main problems;
on one hand to get data that contains a sufficient quantity of the emotional expression
(recording) and on the other hand to decide which emotion is expressed on the data
(labeling). The state of emotion recognition in general still suffers from the prevalence
of acted laboratory speech as object of investigation. The high recognition rates of up
to 100% reported for such corpora cannot be transferred onto realistic, spontaneous
data. For realistic databases, performance for a two-class problem is typically <
80%, for a four-class problem, < 60% as reported in the literature review of this
chapter. Larger databases, i.e. more training data, seem to be a must but are difficult
to obtain because the reference (ground truth, i.e. the phenomena that have to be
recognized) cannot be obtained easily: for word recognition, a simple transliteration
will suffice; for emotion recognition, manual annotation is normally necessary, time-
consuming and costly, especially as emotion-related states are in no way a clearly
defined issue.

The manual annotation is frequently done by a group of experienced listeners in order
to avoid too many personal bias in the judgments. An important measure in this
context is the inter-labeler agreement that tells to which extend the labelers are of
the same opinion. As a way to measure inter-labeler agreement the kappa-statistics
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K has often been used (e.g. [Lee, Narayanan 2005]),which sets the percentage of
agreement in relation to the agreement expected by chance, as shown in equation
1.6,

K =
P (A)− P (E)

P (E)
(1.6)

where P (A) stands for the average time the labelers agreed and P (E) for the time
they would have agreed on chance level. A value of 0 means no agreement, values
between 0.4 and 0.7 are usually regarded as fair agreement and values above denote
excellent agreement. [Burkhardt et al. 2006] reports results based on three labelers.
Two of them agreed nicely with a Kappa value of 0.79 while the third disagreed quite
often.

The agreement in this case was actually much higher then frequently reported in ex-
periments dealing with emotional speech [Lee, Narayanan 2005], [Steidl et al. 2005]
(about 0.45). The automatic classification (K = 0.38) results in a similarity compa-
rable to the literature and to the human labelers, an outcome that was also reported
in [Steidl et al. 2005].

In order to reuse data from different voice-portal applications, the work on a set of
standardized dialog tasks as well as a standard way of emotional labeling is desirable
and will be conducted as part of our work in standard bodies and EU-projects, e.g. the
W3Cs Emotion Incubator Group (http://www.w3.org/2005/Incubator/emotion/ ).

1.4.2 Algorithm

The classifier used in [Burkhardt et al. 2005a] and [Burkhardt et al. 2006] is at its
heart based on an acoustic-prosodic analysis of the speech signal, namely pitch related
features, energy features and duration. As a first step a voiced/unvoiced decision is
used as a starting point for a frame-based pitch detection algorithm based on dynamic
programming which is an advancement of the algorithm described in [Kompe 1989].
The pitch-values get then transformed to semitones in order for the later comparisons
to operate on relative intervals rather than absolute pitch values. The duration related
values get computed with respect to vowel vs. non-vowel phases in the speech. A small
scale phoneme recognizer is applied which works with the usual MFCC/HMM based
approach of phoneme recognition.

From these pitch, intensity and duration values 31 prosodic features get extracted like
e.g. mean, minimum, standard deviation, regression coefficients etc. which are listed
in detail in [Burkhardt et al. 2005a]. The feature vector is then classified into one of
two classes using an algorithm based on Gaussian Mixture Models (GMM). A score
for every class gets calculated, which is the minimum of all negative logarithms from
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the evaluation of the corresponding densities. Then, those two scores are normalized
as shown in equation 1.7.

S′
notangry =

min(scores)
Snotangry

(1.7)

S′
angry =

min(scores)
Sangry

min(scores) = min(Snotangry, Sangry)

As a result, one of the two scores S′
notangry and S′

angry always has the value 1.0.
Afterwords, the easiest way to classify is to decide for the class which belongs to the
score with the value 1.0, but, as we end up with separate probabilities for angry and
non-angry speech, on a downstream stage a threshold filter can be applied, i.e. the
caller gets only classified as angry if the non-anger probability is above a specified
threshold. This is very important for online voice portal applications in which the
dialog strategy should be more conservative by nature.

1.4.3 Results

Collecting training data

The emotion detection technology was used in several pilot voice portal implementa-
tions. Starting with a classifier trained on acted anger a group of about 50 researchers
was assembled to call a voice portal and instructed to get angry with it. In a later
phase, students were paid to call a faked hot-line that failed often in order to pro-
voke anger, but of course the situation was still very artificial. Later, recordings
from a pilot voice-portal with real customers who provided for 18500 turns in 2300
dialogs, about 22 hours of data, were used. As this amount of data could not be
labeled manually, the data was classified based on a training set of “faked anger”
data gained in the above mentioned earlier phases of the project [Burkhardt et al.
2006].

Interestingly, most mis-classifications occurred because the classifier tended to mis-
classify the neutral turns. This is probably caused by the fact that the faked data
was performed under good audio conditions and contained clearly distinguishable
emotional expression, while the real data is highly distorted and differences between
anger and non-anger are often very tiny. It shows once more that training sets from
laboratory data are not easily applicable to real world problems. With this approach
we selected 2232 turns in 167 dialogs.



1.4 Detection of Anger 23

Figure 1.5: Recall and precision values in dependence of thresholds (see text), results
from real data. n: non-angry, a: angry, r: recall, p: precision, acc: accuracy

Working with thresholds

To adjust thresholds, several experiments with different training- and test sets from
the pilot voice portal with real customer dialogs were performed. The following results
are based on a disjunct test- and training set based on the decisions of one labeler
alone, containing (randomly selected) 10 minutes anger out of 48 in the training and
6.5 minutes anger out of 28 in the test set. Because the distinction between low
and high anger did not work well, the classifier was trained with only two classes:
anger and no-anger. As reported [Burkhardt et al. 2005b], the trade-off between
false acceptance and false rejection was controlled by means of thresholds, i.e. if
wanting to avoid situations where users are accused of being angry although they
were not, A was disregarded in favor of anger only, if N was lower than a threshold
TN .

Recall and precision values for non-anger and anger detection as well as the overall
accuracy (the total percentage of correctly identified cases) in dependence of the
threshold for non-anger (left hand side) and anger (right hand side) are shown in
Figure 1.5:

Note that because the values are normalized it makes no sense to display results for
both thresholds at the same time, as one value will always be 1. The anger recall rises
with the increase of the non-angry threshold, as less and less samples get classified
as non-angry. As soon as the non-anger threshold reaches its limit and the anger
threshold is lowered, the anger recall keeps on rising until it will reach its maximum of
1, at which point the decision will always be for “anger”, irrespective of the classifier’s
outcome. The rise is monotonous, because the less turns get classified as non-angry
the more get classified as angry. At the same time of course the recall value for the
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non-angry turns drops, because more and more of them are misclassified as anger.
The non-angry precision rises with the neutral-threshold because the less turns get
classified as non-angry the higher the percentage of the correctly identified ones. The
angry precision in contrast does not depend on the neutral threshold and therefore
the curve is not monotonous on the left hand side.

All these statements get reversed on the right hand side of the figure, that displays
recall and precision in dependence of the anger-threshold. The fact that the overall
accuracy is falling is a result of the by far greater number of non-angry turns, i.e. the
accuracy is influenced mostly by the non-angry recall.

The optimal threshold to be used depends of course on the application, if false ac-
cusations of being angry are to be avoided like it is the case with a classifier which
influences the dialog course of a customer voice portal, one will want to use a low
threshold for the no-anger decision. This would be the case in region A in figure 1.5.
On the other hand someone who is primarily interested in identifying all the angry
turns, e.g. with an off-line statistical evaluation in mind, he/she might opt for a lower
anger-threshold like given in region B in figure 1.5.

Experiments were also conducted on so called “delta-features”, not meaning compar-
ison to the training database but calculating the deviation of the acoustic features
from the first turn, where the caller is assumed to be in a neutral, non-angry state.
Taken alone, these delta features yielded worse results than the “world model” but
taken in conjunction resulted in slightly better results although the enhancement was
not significant.

Conclusion

Anger detection via speech analysis is by far not an easy task, as was shown. Begin-
ning with the collection of data, labeling them, training the classifier, and implement
adequate dialog strategies, many problems have to be solved. Although the acoustic
classifier performed significantly worse under real conditions than with “laboratory”
data, it still gives results well above chance level though. As anger detection from
short command-style utterance under low audio quality conditions will always be a
problem and the occurrence of false alarms can not be excluded, the resulting dialog
strategies will have to be conservative by nature.

The availability of high quality training data is an important issue. In order to
reuse data from different voice-portal applications the work on a set of standard-
ized dialog tasks as well as a standard way of emotional labeling would be de-
sirable and will be conducted as part of our work in standard bodies and EU-
projects.



1.5 Applications in IVR Systems 25

1.5 Applications in IVR Systems

This section shall envisage some applications that utilize speaker classification in a
telecommunication scenario. Typical application fields are:

• The dispatching of callers to trained agents,

• Market analysis of target groups,

• Call center quality management,

• Adaptive voice dialogs in IVR systems,

• Gaming and entertainment applications.

Some of them were repeatedly described in the scientific literature, others have been
mentioned already in the public media and few are even deployed as real-world ap-
plications. [Burkhardt et al. 2005a] discusses several applications based on emotion
recognition. These can be taken as prototypical applications that stand for a family
of related ideas.

[Batliner et al. 2006] presents more applications and introduces an application-oriented
taxonomy for emotion-aware applications, which can also be applied to speaker char-
acterization in general. This taxonomy categorizes applications on the basis of the
following four functional criteria:

Online/ offline means the difference whether the speaker classification happens di-
rectly while the interaction is happening, like e.g. an age detection system to
enable age-specific dialog strategies, or later as is the case with a statistical
evaluation tool for marketing research.

Mirroring/ non mirroring differentiates between applications where the classification
is primarily used to give the user feedback, as exemplified by a language acquisi-
tion software that monitors the user’s accent, in contrast to applications where
the user is not directly aware of the classification process.

Impersonating/ non impersonating originally called“emotional”vs. “non-emotional”,
classifies systems that simulate the characteristics of a certain speaker group,
e.g. a dialog system that uses a youthful persona design because it detected a
young customer calling.

Critical/ non critical means the differentiation between applications that depend
strongly on a correct classification for each single instance, like e.g. anger de-
tection that triggers pacification strategies versus a statistical reporting where
the sum of classification results suffices for a general trend statement.
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Of course the distinction based on that taxonomy is often not sharp, but it can be very
useful to think up possible applications that utilize speaker classification by playing
around with the inclusion or exclusion of certain features.

The set of possible applications can be enlarged by thinking up applications that
differ with respect to a certain feature or utilize the classification based on a different
speaker’s feature. In the remaining part of this section, adaptive voice dialogs in IVR
systems are discussed in more detail.

1.5.1 Adaptive Voice Dialogs

In automated voice portals dialog design becomes an important issue. State-of-the-art
technology in language understanding and artificial intelligence does not yet allow for
totally free and open dialogs in human computer interaction. Dialog design comprises
the way how the call flow is designed, i.e. which grammars are activated, which
prompts will be played, which choices can be made by the user and which feedback
strategies are implemented.

In the case of static speaker classification like age or gender one possible application
in this context would be to implement several designs and activate the one that fits
best to the current user profile. This might consist of very subtle changes, so that a
misclassification would not lead to a perceptible difficulty for the callers. On the other
hand a dynamic speaker classification like anger detection could be used to adapt the
dialog dynamically to a change in the user’s state.

For the selection of appropriate dialog strategies it is important to reflect the inter-
action capabilities of the callers in order to avoid overcharge. The most important
design criteria in this case are:

• Balance between mixed initiative and directed dialogs,

• Explicit or implicit feedback strategies of the system,

• Design of menu trees (depth and width),

• Design of audio prompts (volume, speed, and pauses),

• Usage of touch-tone as an alternative to speech input.

In a second step the designers of voice dialogs have to care about the fulfillment of
the expectations and needs of the callers. This is especially important for customer
satisfaction and user acceptance of the service. The dialog adaptation should then be
based on the following design parameters:

• Design of the system’s voice (persona design),
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• Order of presenting the menu entries,

• Usage of technical terms and colloquial speech in audio prompts,

• Introduction of music,

• Presentation of teasers and advertisements (e.g. in a waiting queue),

• Offering of assistance from a human operator.

Detailed information about the design of voice dialogs can be found in [Balentine,
Morgan 1999]. In this work, the feasibility and the advantages of adaptive voice
dialogs in two prototype voice applications of Deutsche Telekom were investigated. In
the following these applications are described in detail and the results of corresponding
usability and acceptability tests are shown.

1.5.2 A Voice Portal based on Age / Gender
Detection

Based on a prototype implementation of an adaptive voice portal the feasibility and
advantages of adaptive voice dialogs based on age and gender detection were an-
alyzed. The basic application was similar to a voice portal that was deployed at
Deutsche Telekom for pre-qualifying of customers’ requests (in German language).
After dialing the number the caller enters a voice dialog system that offers assistance
for specific questions about e.g. the caller’s subscriber line, tariffs, devices and bills.
In a first step the caller’s requests are specified within the voice dialog system. Right
after, the call is transferred to the next available human operator with matching
skills.

This basic voice portal was extended by the integration of adaptive voice dialogs based
on automatic age and gender detection. The algorithms used are described in detail
in section 1.3, but to limit complexity in dialog design the number of classes was
reduced by simply collapsing the classifier’s output. The following four classes were
used:

• Class C: Children / juveniles (age 0-19), male and female,

• Class AM: Adults male (age 20-64),

• Class AF: Adults female (age 20-64),

• Class S: Seniors (age 65+), male and female.

For each class, a specific voice dialog was designed. The dialog designs differed from
each other in the following parameters:
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Table 1.3: Proposed dialog design parameters for different classes

AM AF C S
Persona design AM AF C (female) S (male)
Speed of prompts Normal Normal Normal Slow
ASR timeouts Normal Normal Normal Long
Technical terms Used Avoided Avoided Avoided
Details of Additional Necessary Necessary Necessary
pre-qualifying information information information information
Assumptions on Internet Mobile Mobile Fixed
preferences products phones phones network
Escalation strategies 2-3 loops 2-3 loops 1 loop 1 loop
Advertisement in DSL Mobile Mobile Fixed
waiting queue products phones tariffs network
Music Rock Pop Hip-Hop Big band

• Persona design (age, gender and wording of prompts),

• Speed of playing out prompts,

• ASR timeout (the amount of time the ASR is waiting for speech input)

• The usage of technical terms in prompts,

• The level of detail for pre-qualifying the customer’s request (depth of menu tree),

• Assumptions on callers’ preferences for telecommunication products,

• Escalation strategies: Number of dialog loops with re-prompting after the ASR
has detected the first invalid user input. After that, the call is transferred to a
human agent.

• Advertisement and teasers in waiting queue,

• Background music in waiting queue.

After the system’s welcome prompt the caller was asked for his specific request.
In this first prompt the dialog design for class AM was used. Then, the first ut-
terance of the caller was analyzed by the classifier and an assignment to one of
the four classes was made. After that, the system continued with the correspond-
ing dialog design. The details of the respective dialog designs are listed in Table
1.3.
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In order to assess the proposed dialog designs for the four selected classes a usability
test was performed in cooperation with Siemens AG, Corporate Technology, Compe-
tence Center ”User Interface Design” [Hempel 2006].

For this usability test 25 native German participants were recruited. They were di-
vided into 5 groups: children (male and female), adults male, adults female, seniors
male and seniors female, each group consisting of 5 people. All the participants had
to perform a set of tasks in the voice dialog system and had to answer a question-
naire. In principal, the test was designed to find answers to the following two main
questions:

• How do users value the usability of adaptive dialogs within an information portal
designed for their target group?

• Which additional preferences do different user groups have regarding wording
style, gender and age of persona, background music and interaction style?

In general, the test results proved many of the proposed dialog design rules defined
in Table 1.3. However, there were some findings, that will lead to changes in fu-
ture designs. The main results of the usability test are summarized in the following
overview:

• The assumptions from Table 1.3 for the persona design were not fully confirmed.
According to the test results the system’s voice should not be younger than 20
and not be older than 60 years. Therefore, it is recommended to use persona
AF also for class C and persona AM also for class S.

• For most of the dialog design criteria (dialog strategies, feedback strategies, es-
calation strategies, the structuring of dialog trees, the degree of automation, the
wording and the presentation of content) the age is the dominating parameter,
especially a rough differentiation between young and elderly people.

• But there is a significant difference in the assessments between male and female
seniors. In general, female seniors had much more problems interacting with a
voice dialog system than all other groups.

• In this context, the proposed differentiation into three age classes seems to be
sufficient. However, it may be advantageous to introduce an additional differen-
tiation between male and female seniors. Thus, the 5 classes C, AM, AF, SM,
SF should be considered in future.

• Background music and jingles are a polarizing factor, primary depending on the
age of the user. In order to meet the preferences of the user it is necessary to
make a finer differentiation or to make more decent selections.



30 1 Speaker Classification for Next Generation Voice Dialog Systems

• Besides the user’s age the usage frequency is the most important factor for dialog
design criteria like dialog strategies and feedback strategies.

• It was not possible to derive a valuable statement for preferred products in the
waiting queue for the different classes because all groups refused advertisements.
In order to find out preferences for specific product groups market surveys have
to be accomplished.

In general, it is important to notice that the context of the application, e.g. telecom-
munication, banking or entertainment, is also a dominating factor for an appropriate
dialog design. The recommendations given in this section should therefore not be
transferred to other application fields without validation.

1.5.3 Customer Self Service based on Anger
Detection

In a second step, the feasibility and possible advantages of anger detection for optimiz-
ing voice-controlled customer self-service applications were evaluated. The prototype
application implemented for this evaluation was an automated voice dialog (in Ger-
man language) for selecting a new mobile phone according to the customer’s personal
preferences.

After the system’s welcome prompt the customer can tell the product name of the
desired mobile phone or can ask for assistance in selecting an appropriate model.
For example, it is possible to name a combination of desired features like MP3 player,
radio, camera or to specify a prize limit and the system offers a set of suitable products
for further selection. After making a decision for a particular model the user can
receive detailed information about the product by fax or email (if an email address
has been pre-specified with the user’s account).

In order to detect potential problems that arise from an unsatisfactory course of
interaction automatic anger detection was introduced into the system. The ob-
jective was to help the customer by either offering the assistance of human oper-
ators or trying to react with appropriate dialog strategies. The algorithm used
for anger detection is described in section 1.4. After an angry user utterance had
been detected the system randomly chose one of the following two alternative ap-
proaches:

1. The wording of the prompts is slightly changed to calm down the user in order
to continue the voice dialog.

2. The system offers the transfer of the call to a human operator to complete the
task.
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Figure 1.6: User experience of system reaction in case of detected anger

This voice application was evaluated at T-Systems in an acceptability test with 200
test users (52% female, 48% male, age in the range from 18 to 65 years, average age
40 years). Most of them had first experience with voice-controlled systems and had
already participated in other acceptability tests before. The test users had to call
the system in order to complete a set of tasks. One of the tasks was assigned to the
assessment of the system’s reaction in case of detected anger. For this task the system
was manipulated giving incorrect answers after the first user input in order to induce
anger.

59% of the test users admitted that they got angry after this incorrect system reaction,
56% of them confirmed that they really answered with an angry voice. 60% of these
callers answering with an angry voice (in total 40 people) noticed a corresponding
system reaction to their angry utterance. These test users then had to answer the
following question:

• ”How did you experience the system’s reaction to your angry utterance?”

Figure 1.6 shows the results of the assessment of the test users for the system’s reaction
to angry utterances. Around 70% perceived the system’s reaction as appropriate while
only 56% confirmed that it was helpful to complete the task. The difference between
these results can be explained after looking at the different dialog strategies that were
applied in the respective voice dialogs. The test persons, who were offered to be
transferred to a human agent, were more successful to complete the task than those
who continued the voice dialog with a slightly changed, de-escalating wording of the
prompts.

In a second step all participants of the acceptability test were asked to assess the
introduction of anger detection in voice-controlled customer self-service applications
in general. The following question was asked:
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Figure 1.7: General assessment of anger detection in voice applications

• ”How do you assess the introduction of anger detection in voice applications?”

Figure 1.7 shows the results of this general assessment of anger detection. The results
differentiate between the users who perceived the system’s reaction to angry utterances
and those who did not make this experience. 72% of the users with and 60% of the
users without experience confirmed that the introduction of anger detection in voice
applications is very useful or useful. It is remarkable that the share of users that made
the experience with the system and find it very useful is about 15% higher than the
share of those without experience.

1.6 Discussion and Conclusion

As discussed in the previous sections, there is a growing interest in determining non-
verbal information from the speech signal. In the absence of certain information about
the speaker’s identity, the goal is to detect side information about the speaker from
the speech signal in order to improve automatic voice dialog systems, for example by
adapting the dialog design to pre-specified target groups. The algorithms for speaker
classification described in this chapter focus on two types of parameters: age and
gender recognition and the detection of anger.

In the case of age and gender recognition it was shown that state-of-the-art algorithms
can reach an accuracy that is high above the chance level and gets close to human
performance. However, the age intervals defined are still quite coarse and the classi-
fication results are far from being reliable. Although it can be expected that further
algorithmic research will lead to an additional increase in performance in the near
future, significant error rates with respect to automatic age recognition will remain.
Thus, the applications that benefit from speaker classification will be restricted to
’non-secure’ applications. This means that applications that are based on a reliable
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check of the caller’s age, e.g. for the prevention of fraud from minors, cannot be
considered in this case. However, most applications can be improved on a statistical
basis, e.g. the increase of average user satisfaction, if the following two criteria are
reflected in the corresponding application designs:

• The proposed dialog design parameters for the pre-defined age and gender classes
should be validated and adapted within the application itself. This means that
the behavior of the callers in the application should be monitored and evaluated
permanently and lead to an update of relevant design parameters within regular
time intervals. Additionally, usability tests should accompany and justify these
system updates.

• The negative effects of a misclassification should be minimized within the ap-
plication. Thus, the dialog design assigned to a specific target group should not
annoy or frustrate callers of another target group who have been assigned to the
wrong group.

In the case of anger detection the situation is similar, but some significant differences
have to be considered. The perception of anger in a caller’s voice is a subjective
impression of the listener within a specific application context. Thus, there is no
reliable reference or set of training data that can be used for optimization of the anger
detection algorithm and substantial error rates have to be considered. It is therefore
proposed to tune the thresholds of the anger detection algorithm in a way, that only
the utterances where most of the labelers agreed on angry speech where assigned to
the class ’angry’ with respective dialog strategies. The advantage is, that the angriest
customers are filtered out while non-angry customers are not disturbed during the
interaction with the system. Another important issue for systems based on anger
detection is, that the classifier, usually trained on laboratory data, should be optimized
based on speech data from the application itself.

In an industrial real-world deployment of an application based on speaker classification
a set of additional requirements has to be considered:

• The algorithm for speaker classification must integrate into the existing archi-
tecture of the overall voice platform.

• The delay caused by the processing of the classifier must not obstruct the dialog
flow.

• The algorithm must be able to work on short one-word commands and poor
audio conditions.
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that utilize emotional awareness, Proc. Fifth Slovenian and First International Language
Technologies Conference, SLTS, Ljubljana; Slovenia.

Board for Professional & Occupational Regulation (2003). Study of the utility and validity
of voice stress analyzers, Technical report, Department of Professional and Occupational
Regulation.

Braun, A.; Cerrato, L. (1999). Estimating speaker age across languages, Proc. XIVth ICPhS,
San Francisco, CA; USA, vol. 2, pp. 1369–1372.

Breiman, L.; Friedman, J.; Olshen, R.; Stone, C. (1984). Classification and Regression Trees,
Chapman & Hall, New York, NY; USA.

Burkhardt, F.; Ajmera, J.; Englert, R.; Burleson, W.; Stegmann, J. (2006). Detecting anger
in automated voice portal dialogs, Proc. Interspeech 2006, ISCA, Pittsburgh, PA; USA.

Burkhardt, F.; van Ballegooy, M.; Englert, R.; Huber, R. (2005a). An emotion-aware voice por-
tal, Proc. 16. Conference for Electronic Speech Signal Processing (ESSP) 2005, Prague;
Czech Republic.

Burkhardt, F.; van Ballegooy, M.; Stegmann, J. (2005b). A voiceportal enhanced by semantic
processing and affect awareness, Proc. INFORMATIK 2005 - 35. Jahrestagung der GI,
Gesellschaft für Informatik, Bonn; Germany, vol. 2.



Bibliography 35

Cerrato, L.; Falcone, M.; Paoloni, A. (2000). Subjective age estimation of telephonic voices,
Speech Communication, vol. 31, no. 2–3, pp. 107–102.

Devillers, L.; Lamel, L.; Vasilescu, I. (2002). Annotation and detection of emotion in a task-
oriented human-human dialog corpus, Proc. ISLE Workshop on dialogue tagging.

Domingos, P.; Pazzani, M. J. (1997). On the optimality of the simple bayesian classifier under
zero-one loss, Machine Learning, vol. 29, no. 2-3, pp. 103–130.

Duda, R. O.; Hart, P. E.; Stork, D. G. (2000). Pattern Classification, 2 edn, Wiley Interscience.

Ferrand, C. T. (2002). Harmonics-to-noise-ratio: an index of vocal aging, Journal of Voice,
vol. 16, no. 4, pp. 480–487.

Fukunaga, K. (1990). Statistical Pattern Recognition, 2 edn, Academic Press, San Diego, CA;
USA.

Hempel, T. (2006). Usability of a telephone-based speech dialogue system as experienced by
user groups of different age and background, Proc. 2nd ISCA/DEGA Tutorial & Research
Workshop on Perceptual Quality of Systems, ISCA, Berlin; Germany.

Höge, H.; Draxler, C.; van den Heuvel, H.; Johansen, F. T.; Sanders, E.; Tropf, H. S. (1999).
Speechdat multilingual speech databases for teleservices: Across the finish line, Proc.
Eurospeech 1999, ISCA, Budapest; Hungary. http://www.speechdat.org/.

Jelinek, F. (1998). Statistical Methods for Speech Recognition, MIT Press, Boston.

Kienast, M.; Paeschke, A.; Sendlmeier, W. F. (1999). Articulatory reduction in emotional
speech, Proceedings Eurospeech 99 Budapest, pp. 117–120.

Kompe, R. (1989). Ein mehrkanalverfahren zur berechnung der grundfrequenzkontur unter ein-
satz der dynamischen programmierung, Master’s thesis, Universität Erlangen-Nürnberg.

Lee, C. M.; Narayanan, S. S. (2005). Toward detecting emotions in spoken dialogs, IEEE
Transactions on Speech and Audio Processing.

Linville, S. E. (2001). Vocal Aging, Singular Publishing Group, San Diego, CA; USA.

Liscombe, J.; Riccardi, G.; Hakkani-Tür, D. (2005). Using context to improve emotion detec-
tion in spoken dialog systems, Proc. of Interspeech 05, Lisbon.

Metze, F.; Ajmera, J.; Englert, R.; Bub, U.; Burkhardt, F.; Stegmann, J.; Müller, C.; Hu-
ber, R.; Andrassy, B.; Bauer, J. G.; Littel, B. (2007). Comparison of four approaches
to age and gender recognition for telephone applications, Proc. ICASSP 2007, IEEE,
Honolulu, Hawaii.

Minematsu, N.; Sekiguchi, M.; Hirose, K. (2002). Automatic estimation of one’s age with his/
her speech based upon acoustic modeling techniques of speakers, Proc. ICASSP 2002,
IEEE, Orlando, FL; USA.

Müller, C. (2005). Zweistufige kontextsensitive Sprecherklassifikation am Beispiel von Alter
und Geschlecht, PhD thesis, Computer Science Institute; Universität des Saarlandes;
Germany.



36 1 Speaker Classification for Next Generation Voice Dialog Systems
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