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A major conference on campus has been planned, including:

· A set of rooms (auditorium, lecture halls, break-out rooms, lunch rooms, etc.) has been reserved for the 3-day conference period.  Rooms have known seating capacities, desirability (e.g. the new auditorium is highly desirable, the basement lecture hall with its musty smell is least desirable), furniture (e.g. the lunch room has tables, the auditorium does not) and possibly other features such as distances to other rooms or other parts of campus, etc.

· A set of events have been planned, such as plenary sessions, parallel paper presentation sessions, a demo session, a poster session, lunches, smaller meetings, etc.  Each event has a set of features (e.g. expected number of attendees, expected duration, requisite furniture (demos need tables, presentations need room-AV), and preference times during the conference (e.g. poster sessions in the afternoon or evening, plenary sessions during the day, lunch between noon and 1:30, etc.)

· Speakers are associated with events.  Certain speakers have priority – e.g. invited plenary speakers – and satisfying the preferences for the events in which they speak has therefore higher priority than satisfying a workshop meeting.

· A schedule has been drawn up using the available rooms during the three days that satisfies well most or all of the preferences.

Then, Murphy’s Law strikes. One day before the conference, one of the buildings, housing two lecture halls and some smaller rooms becomes suddenly unusable – OSHA has discovered asbestos levels above minimal safety limits; or the chemistry folks inadvertently released a toxic substance, and it will take a couple of weeks to decontaminate; or a freak meteorological microburst damaged the unoccupied building at night, without causing other severe damage; or the architects discovered a structural flaw when inspecting the cause of several new wide cracks and closed the building pending structural reinforcement.  Or, make up your favorite localized disaster.

Canceling or postponing the conference is not an option; most of the participants are already in the air on their way to Pittsburgh, including the VIP plenary speakers, and all the demo equipment has already arrived in town.  The news media are ready to cover the event.  The show must go on.  But, we cannot use the quarantined building.  So President Cohon has assigned the task to none other than uber-fixer-upper Sharon Burks (or a lesser functionary), and her trusty assistant, CMU Radar.  Given a limited time window she needs to do the best job she can, communicating via email and a Radar GUI only, to solve the problem.  

In order to produce a controllable experimental scenario, the people with whom she communicates will be pre-defined – essentially one or more experimenters who will work off a script; and the information regarding the original schedule, preferences, rooms, etc. will be provided up front, as well as information on other rooms that may be recruited to serve (even if these are less than ideal, for instance being at the wrong end of campus, or they turn out not to be available, or require some negotiating with the person who controls them in order to gain availability).

The experiment will probably be run in two phases:

1) Situation assessment and preliminary planning, including forming a hypothetical plan with potential holes (e.g. confirmation of availability of a room is pending, or acceptance of the schedule change by the conference organizers requires them to meet to give the go/no-go decision, etc.).  This requires information gathering, space/time planning, setting up one or more highly constrained meetings, and phase I of negotiation, posting tentative schedule to internal web site.
2) Re-planning in light of responses from phase 1 to formulate the final conference schedule and post it externally. This phase requires space/time re-planning, phase II of negotiation, posting final schedule and announcements to several web pages.
We probably should have a simulator that generates problems in this domain or a subset, as well as the variables for the script played by the experimenter (e.g. the schedules of the conference organizers, how tough the external negotiators will be about releasing space when/if asked, distraction email sent to the test subject functionary, etc.)

Of course, we’ll have to run the experiment with and without CMU-Radar, and possibly with an ablated version of CMU-Radar sans learned knowledge from prior experience in handling “war-gamed” practice disaster scenarios.

This scenario will exercise:

· Space/time planning (required)

· Meeting scheduling (optional)

· Web master (required)

· Email multitasking, categorizing (optional in that we can make it simple)

· Negotiation (optional in that we can make it binary and therefore simple)

· Information gathering (optional in that we can make it very simple)

Opportunities for learning include:

· Email categorization and prioritization

· Planning and re-planning strategies (at the optimization level, and at handling uncertainty and defaults)

· Web master (prioritizing information to post)

· Negotiation strategies (when and how to ask, when and how to bargain, when and how to demand, etc.)

· Facts and default preferences (what kinds of room can crowd more people than design specs, what kinds of conference schedule changes are acceptable: dropping meetings or scheduling things afar or crowding…, what can be acceptable substitutes for a sit-down lunch, etc.)
Evaluation plan

The proposed evaluation calls for one scenario with two, three or four experimental conditions, all given the same time for  prior human training/practice, and the same time for resolving the conference crisis.
1. Control condition:  A human “journeyman” crisis manager (e.g. a mid-level functionary with some training) must handle the conference crisis as well as she/he can do so, without help of RADAR or human assistants (except perhaps some time from a human webmaster).
2. Full RADAR condition: A journeyman human + full RADAR assistants (space/time planner, email helper, meeting scheduler + results of learning from prior experience).

3. [Optional] Non-Learning RADAR condition:  Same as 2, but without the benefit of any automatically acquired knowledge in prior experience.

4. [Optional] Human without RADAR but with an assistant to whom the crisis manager can delegate tasks (e.g., “set up a meeting” or “post this on the web site”, or “figure out what room(s) can accommodate the Tuesday plenary session”).

If the scenario does not change after year 2, then only conditions 2 and 3 need to be rerun in subsequent years.

The evaluation score will be a utility function based on the quality of the solution.  Factors entering the utility function are:

· How many of the conference events were re-scheduled and assigned adequate space.  Plenary sessions count more than paper sessions, which in turn count more than side meetings.
· How many of the support functions were re-scheduled and assigned adequate space and time – e.g. lunches, demo session, reception, in reasonable places and reasonable time ranges.

· How much extra cost was incurred (with a negative coefficient), for instance in renting external space, in calling external caterers, in setting up a tent, etc.

· How much churn was incurred (with a negative coefficient). Remaining as close to the original schedule and space allocation as possible reduces potential confusion.

· How much buy-in to the changes was sought and received (this requires the meetings of interested parties to take place, and final rescheduling if they surprise the planner with new positive or negative preferences or constraints).

· How fast, how accurate, and how thorough is the posting of the new schedule (both interim and final versions).

