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WORK DESCRIPTION

Software components

· Uncertain data: We will develop a new representation of uncertain knowledge, based on the encoding of uncertain values by probability distributions, and use it for representing available resources, conference events, and scheduling constraints.  We plan to approximate arbitrary probability distributions by collections of uniform distributions, which will allow efficient optimization and simplify the representation and learning of default assumptions about the world. We will also design a procedure for converting arbitrary distributions into this representation, and build a library of arithmetic operations on uncertain values, which will allow statistically accurate conclusions from uncertain data, and thus improve the accuracy of the optimization and learning. The lead for this work will be Ulas Bardak, who is a Ph.D. student in the Space-Time group; we expect that this work will take three months.
· Event representation: We will develop a new representation of conference events. The old representation is based on piecewise-linear functions that show the dependency of schedule quality on resource allocation. It allows efficient scheduling, but it is less effective for reasoning with uncertainty, learning, and presenting information to the user. We plan to replace piecewise-linear functions with numeric properties of events, such as expected attendance and preferred duration, and we will use the new representation of uncertain data in the encoding of event properties. The new representation will allow more flexibility in using uncertain knowledge, and enable the system to learn default properties of events. The lead for this work will be Konstantin Salomatin, who is a new M.S. student in the Space-Time group; we expect that this work will take nine months.
· Optimization: We will improve the optimization algorithm for generating conference schedules. The search space of the current algorithm includes a large number of infeasible schedules, which leads to inefficiency for large-scale conference scenarios; furthermore, the current objective function is incompatible with the new representation of uncertainty. We will define a new search space, develop objective functions that account for uncertainty, and use learning to decide when to terminate the search. We expect that the new algorithm will produce higher-quality schedules. We will also develop a very fast version of this algorithm for evaluating improvements in multiple alternative scenarios, which is required for the information elicitation. We will investigate techniques for explaining the optimizer’s decisions to the user, which will include displaying the constraints that determine the placement of specific events, and demonstrating negative consequences of moving events to other time slots. We plan to hire a new programmer to work on the optimization, and we expect that he will need nine months to complete this work. We also plan to investigate techniques for learning appropriate objective functions, which will involve making assumptions about unspecified user preferences, learning these assumptions from past data, and eliciting additional information about schedule requirements; we describe the related work in the “Tactical research” section. Furthermore, we will investigate the techniques for learning new optimization strategies by observing the user’s manual decisions, which is part of the work described in the “Strategic research” section.
Tactical research

· Default assumptions: We will develop a mechanism for making reasonable assumptions about unspecified resources and constraints. For instance, the system will assume that regular sessions need projectors, even if the user does not explicitly ask for them, and that auditoriums are larger than conference rooms. We will use production rules that derive default properties of rooms and conference events from known properties. Furthermore, we will develop a procedure for learning new rules based on the analysis of known resources and constraints; it will incrementally learn over time according to newly available data. This mechanism will prevent the system from asking “trivial” questions, such as “do we need a projector for an invited talk”; thus, it will reduce the load on the user. It will also improve the accuracy of uncertain data, which should lead to better schedules.
· Contingency schedules: We will enable the user to construct alternative schedules for multiple hypothetical scenarios. For example, if the user is unsure whether the main auditorium will be available, she may need to construct two schedules: with and without the auditorium. We will develop an algorithm for identifying critical uncertainties that impact the schedule; it will evaluate the impact of uncertain data by the standard deviation of schedule quality, computed over all possible scenarios. We will design procedures for discretizing critical uncertainties into a small number of alternative scenarios, and generating multiple schedules. We will also investigate optimization criteria that help the user keep track of multiple schedules, and evaluate the trade-off between these criteria and schedule quality. In particular, the system will reduce the number of alternative schedules and differences among them, as long as this reduction does not cause a significant worsening of the schedule in any scenario. The main potential pay-off is increasing the system’s flexibility in handling uncertain knowledge and unexpected changes. This work will require collaboration with the UI-design researchers since we will need to extend GUI for the display of multiple schedules. In particular, the system should allow the user to view alternative schedules, one or two at a time, and it should mark the key differences among schedules. It should also enable the user to experiment with possible alternative values of unknown variables, and show how these values affect the choice of the schedule. In addition, the user should be able to view the trade-off between the quality and complexity of a schedule with multiple alternatives, and select the preferred level of complexity. The evaluation of this feature will require a minor modification to the test design; specifically, we will need to include a scenario where the subjects get some critical data close to the end, when they do not have time for major rescheduling.
· Elicitation learning: The information-elicitation procedure identifies critical missing knowledge and generates related questions to the user. We will develop a mechanism for learning elicitation strategies, which will extend the current procedure. The system will learn production rules for guiding elicitation, such as “if the size of an auditorium is unknown, then ask about it before other questions.” The training data will include the questions generated by the system during the war games, the user’s answers, and the resulting schedule changes. The system will incrementally learn over time according to newly available data. This mechanism will help to obtain critical information early in the elicitation process, and reduce the number of questions to the users. 
· Theory of surprise tolerance: We will investigate theoretical foundations of “surprise tolerance,” formalize the concept of unexpected changes in the uncertain world model, and develop a framework for quantitative evaluation of the system's ability to handle surprises. The purpose is to develop a theoretical framework that will help to design experiments, analyze their results, and identify the system’s strengths and weaknesses.
Strategic research

· Collaboration with the user: We will develop a mechanism for learning to collaborate with the user. The current system allows the user to make some decisions manually and leave the other decisions to the system; however, the user has to determine the appropriate division of responsibilities between herself and the system. We plan to develop a mechanism that will analyze the user’s performance, learn human strengths and weaknesses, and decide when to ask for human advice. The training data will include the logs of the subjects’ manual decisions during the war games and the outcomes of these decisions; the system will incrementally learn over time according to newly available data. The related research problems include identifying major decision points, collecting data on human performance in these points, and assigning credit for the overall schedule quality to specific decisions. This mechanism will help to improve the schedule quality and reduce the load on the user. This work will require collaboration with the UI-design researchers and console designers; the required GUI extensions include logging of the user’s actions and asking for the user’s advice.
· Opportunistic and transfer learning: We will investigate techniques for automatic identification of unexpected learning opportunities, application of related learning algorithms, and transfer of the resulting knowledge to relevant tasks. The purpose is to enable the system to learn from unexpected new data. For example, suppose that the system is trying to learn the user’s strengths and weaknesses, and it unexpectedly notices that the user is very effective in selecting rooms for a conference. Then, it should use this opportunity to learn the user’s selection strategy, and then apply it to automated room selection. The related research challenges include identification of unexpected useful information among the incoming data, deciding when the accumulated data are sufficient for learning, selecting the appropriate learning algorithms, and matching the learned knowledge to relevant tasks. We plan to develop a collection of procedures for identifying data related to specific tasks, build a library of learning algorithms, and create a top-level control procedure that coordinates their use. We will first build a prototype system for several limited contexts, such as learning unexpected patterns in world changes and the user’s actions. We will then work on a general system, which will utilize a wider range of learning opportunities. The main potential pay-off is automatic finding of new learning opportunities, and thus improving the performance in the ways not addressed by “fixed” learning strategies.
DELIVERABLES

Software components: We plan to implement the new representation of uncertain data and conference events by February 2006, and an improved optimization algorithm by June 2006.
Tactical research: We plan to develop an initial mechanism for learning default assumptions by February 2006, and a final version by June 2006. We also aim to develop an initial version of contingency scheduling and elicitation learning by June 2006, and continue work on these mechanisms in summer and fall of 2006. Finally, we plan to write a paper with an initial framework for evaluating surprise tolerance by October 2006.
Strategic research: The two proposed projects are long-term research directions. We tentatively plan to develop a prototype for collaboration with the user by June 2006, and a prototype for opportunistic learning by October 2006. We will continue work on these research directions during the fourth and fifth year of the project.
STAFFING

The Space-Time group includes the following people, which will work the entire year, that is, from November 2005 to October 2006. The proposed work may also involve a half-time person from the UI-design group; I have tentatively included Brandon Rothrock, but it may be another programmer or graduate student.

	Jaime G. Carbonell
	Faculty
	15%

	Stephen F. Smith
	Research faculty
	15%

	Eugene Fink
	Systems faculty
	100%

	Ulas Bardak
	Ph.D. student
	100%

	Konstantin Salomatin
	M.S. student
	100%

	Peter Jansen
	Technical staff
	100%

	To be hired
	Technical staff
	100%

	Brandon Rothrock
	Staff from UI group
	50%

	Chris Martens
	Undergrad
	40%

	Jason Knichel
	Undergrad
	40%

	Sung-joo Lim
	Undergrad
	40%

	Daniel Cheng
	Undergrad
	40%


CAPITAL EXPENDITURES

We would like to request the purchase of five computers for the full-time project members, which include Eugene Fink, two graduate students, and two programmers.
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