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Parametric vs. nonparametric
Parametric model: 
l Assumes all data can be represented using a fixed, finite 

number of parameters.
l Mixture of K Gaussians, polynomial regression.

Nonparametric model:
l Number of parameters can grow with sample size.
l Number of parameters may be random.

l Kernel density estimation.

Bayesian nonparametrics:
l Allow an infinite number of parameters a priori.
l A finite data set will only use a finite number of parameters.
l Other parameters are integrated out.



Recap: The Gaussian distribution
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Marginal distribution of a 
Gaussian
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Conditional distribution of a 
Gaussian
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Regression

l Assumption: data generated according to some latent function
l Goal: infer this function to predict future data.
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Probabilistic Approach
l Account for noise in the model

l , where 𝝐(𝒙) is a noise function

l One commonly takes for i.i.d additive Gaussian noise, in which 
case

𝑦 𝑥 = 𝑓 𝑥,𝒘 + 𝜖(𝑥)

𝜖 𝑥 = 	𝒩(0,𝜎1)

Statistics from Scratch

A probabilistic approach
We could explicitly account for noise in our model.

I y(x) = f (x,w) + ✏(x) , where ✏(x) is a noise function.

One commonly takes ✏(x) = N (0,�2) for i.i.d. additive Gaussian noise, in
which case

p(y(x)|x,w,�2) = N (y(x); f (x,w),�2) Observation Model (1)

p(y|x,w,�2) =
NY

i=1

N (y(xi); f (xi,w),�2) Likelihood (2)

I Maximize the likelihood of the data p(y|x,w,�2) with respect to �2,w.
For a Gaussian noise model, this approach will make the same predictions as
using a squared loss error function:

log p(y|X,w,�2) / � 1
2�2

NX

i=1

[f (xi,w)� y(xi)]
2 (3)
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Bayesian Approach
l Assume a prior over the parameters

l Put a zero-mean Gaussian prior with covariance matrix Σ3 on the weights 

l Bayes’ rule:

l Marginal likelihood

𝒘 = 	𝒩(𝟎,	Σ3)

Bayesian Inference

Bayes’ Rule

p(a|b) = p(b|a)p(a)/p(b) , p(a|b) / p(b|a)p(a) . (5)

posterior =
likelihood ⇥ prior

marginal likelihood
, p(w|y,X,�2) =

p(y|X,w,�2)p(w)
p(y|X,�2)

.

(6)

Predictive Distribution

p(y|x⇤, y,X) =
Z

p(y|x⇤,w)p(w|y,X)dw . (7)

I Average of infinitely many models weighted by their posterior
probabilities.

I No over-fitting, automatically calibrated complexity.
I Typically more interested in distribution over functions than in

parameters w.
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factored over cases in the training set (because of the independence assumption)
to give

p(y|X,w) =
n

Y

i=1

p(yi|xi,w) =
n

Y

i=1

1p
2⇡�n

exp
�

� (yi � x>i w)2

2�2
n

�

=
1

(2⇡�2
n)n/2

exp
�

� 1
2�2

n

|y �X>w|2
�

= N (X>w,�2
nI),

(2.3)

where |z| denotes the Euclidean length of vector z. In the Bayesian formalism
we need to specify a prior over the parameters, expressing our beliefs about the prior

parameters before we look at the observations. We put a zero mean Gaussian
prior with covariance matrix ⌃p on the weights

w ⇠ N (0, ⌃p). (2.4)

The rôle and properties of this prior will be discussed in section 2.2; for now
we will continue the derivation with the prior as specified.

Inference in the Bayesian linear model is based on the posterior distribution posterior

over the weights, computed by Bayes’ rule, (see eq. (A.3))2

posterior =
likelihood⇥ prior

marginal likelihood
, p(w|y, X) =

p(y|X,w)p(w)
p(y|X)

, (2.5)

where the normalizing constant, also known as the marginal likelihood (see page marginal likelihood

19), is independent of the weights and given by

p(y|X) =
Z

p(y|X,w)p(w) dw. (2.6)

The posterior in eq. (2.5) combines the likelihood and the prior, and captures
everything we know about the parameters. Writing only the terms from the
likelihood and prior which depend on the weights, and “completing the square”
we obtain

p(w|X,y) / exp
�

� 1
2�2

n

(y �X>w)>(y �X>w)
�

exp
�

� 1
2
w>⌃�1

p w
�

/ exp
�

� 1
2
(w � w̄)>

� 1
�2

n

XX> + ⌃�1
p

�

(w � w̄)
�

, (2.7)

where w̄ = ��2
n (��2

n XX> + ⌃�1
p )�1Xy, and we recognize the form of the

posterior distribution as Gaussian with mean w̄ and covariance matrix A�1

p(w|X,y) ⇠ N (w̄=
1
�2

n

A�1Xy, A�1), (2.8)

where A = ��2
n XX> + ⌃�1

p . Notice that for this model (and indeed for any
Gaussian posterior) the mean of the posterior distribution p(w|y, X) is also
its mode, which is also called the maximum a posteriori (MAP) estimate of MAP estimate

2Often Bayes’ rule is stated as p(a|b) = p(b|a)p(a)/p(b); here we use it in a form where we
additionally condition everywhere on the inputs X (but neglect this extra conditioning for
the prior which is independent of the inputs).



Bayesian Model Selection
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Model Selection and Marginal Likelihood

p(y|M1,X) =
Z

p(y|f1(x,w))p(w)dw (13)

              y
All Possible Datasets

p(
y|

M
)

 

 

Complex Model
Simple Model
Appropriate Model
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Occam’s razor



Bayesian Approach
l Posterior Distribution

l Predictive Distribution
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is known in this case as ridge regression [Hoerl and Kennard, 1970] because of ridge regression

the e↵ect of the quadratic penalty term 1
2w

>⌃�1
p w from the log prior.

To make predictions for a test case we average over all possible parameter predictive distribution

values, weighted by their posterior probability. This is in contrast to non-
Bayesian schemes, where a single parameter is typically chosen by some crite-
rion. Thus the predictive distribution for f⇤ , f(x⇤) at x⇤ is given by averaging
the output of all possible linear models w.r.t. the Gaussian posterior

p(f⇤|x⇤, X,y) =
Z

p(f⇤|x⇤,w)p(w|X,y) dw

= N
� 1
�2

n

x>⇤ A�1Xy, x>⇤ A�1x⇤
�

.
(2.9)

The predictive distribution is again Gaussian, with a mean given by the poste-
rior mean of the weights from eq. (2.8) multiplied by the test input, as one would
expect from symmetry considerations. The predictive variance is a quadratic
form of the test input with the posterior covariance matrix, showing that the
predictive uncertainties grow with the magnitude of the test input, as one would
expect for a linear model.

An example of Bayesian linear regression is given in Figure 2.1. Here we
have chosen a 1-d input space so that the weight-space is two-dimensional and
can be easily visualized. Contours of the Gaussian prior are shown in panel (a).
The data are depicted as crosses in panel (b). This gives rise to the likelihood
shown in panel (c) and the posterior distribution in panel (d). The predictive
distribution and its error bars are also marked in panel (b).

2.1.2 Projections of Inputs into Feature Space

In the previous section we reviewed the Bayesian linear model which su↵ers
from limited expressiveness. A very simple idea to overcome this problem is to
first project the inputs into some high dimensional space using a set of basis feature space

functions and then apply the linear model in this space instead of directly on
the inputs themselves. For example, a scalar input x could be projected into
the space of powers of x: �(x) = (1, x, x2, x3, . . .)> to implement polynomial polynomial regression

regression. As long as the projections are fixed functions (i.e. independent of
the parameters w) the model is still linear in the parameters, and therefore linear in the parameters

analytically tractable.4 This idea is also used in classification, where a dataset
which is not linearly separable in the original data space may become linearly
separable in a high dimensional feature space, see section 3.3. Application of
this idea begs the question of how to choose the basis functions? As we shall
demonstrate (in chapter 5), the Gaussian process formalism allows us to answer
this question. For now, we assume that the basis functions are given.

Specifically, we introduce the function �(x) which maps a D-dimensional
input vector x into an N dimensional feature space. Further let the matrix

4Models with adaptive basis functions, such as e.g. multilayer perceptrons, may at first
seem like a useful extension, but they are much harder to treat, except in the limit of an
infinite number of hidden units, see section 4.2.3.
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Weight-space View
l Consider a simple linear model

Linear Basis Models

Consider the simple linear model,

f (x) = a0 + a1x , (19)
a0, a1 ⇠ N (0, 1) . (20)
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Function-space View
l We are interested in the induced distribution over functions, 

not the parameters…
l We now characterize the properties of these functions directly

Linear Models

We are interested in the induced distribution over functions, not the
parameters...
Let’s characterise the properties of these functions directly:

f (x|a0, a1) = a0 + a1x , a0, a1 ⇠ N (0, 1) . (21)
E[f (x)] = E[a0] + E[a1]x = 0 . (22)

cov[f (xb), f (xc)] = E[f (xb)f (xc)]� E[f (xb)]E[f (xc)] (23)

= E[a2
0 + a0a1(xb + xc) + a2

1xbxc]� 0 (24)

= E[a2
0] + E[a2

1xbxc] + E[a0a1(xb + xc)] (25)
= 1 + xbxc + 0 (26)
= 1 + xbxc . (27)
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Function-space View
l Therefore any collection of values has a joint Gaussian 

distribution

l By definition, 𝑓(𝑥) is a Gaussian process

Definition:
l A Gaussian process (GP) is a collection of random variables, 

any finite number of which have a joint Gaussian distribution.
l : a GP with mean function 𝑚(𝑥) and covariance kernel k(𝑥6,𝑥7)
l For any collection of input values 𝑥8,… , 𝑥:

Linear Models

Therefore any collection of values has a joint Gaussian distribution

[f (x1), . . . , f (xN)] ⇠ N (0,K) , (28)
Kij = cov(f (xi), f (xj)) = k(xi, xj) = 1 + xbxc . (29)

By definition, f (x) is a Gaussian process.

Definition
A Gaussian process (GP) is a collection of random variables, any finite
number of which have a joint Gaussian distribution. We write
f (x) ⇠ GP(m, k) to mean

[f (x1), . . . , f (xN)] ⇠ N (µ,K) (30)
µi = m(xi) (31)
Kij = k(xi, xj) , (32)

for any collection of input values x1, . . . , xN . In other words, f is a GP with
mean function m(x) and covariance kernel k(xi, xj).
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Linear Basis Function ModelsLinear Basis Function Models

Model Specification

f (x,w) = wT�(x) (33)
p(w) = N (0,⌃w) (34)

Moments of Induced Distribution over Functions

E[f (x,w)] = m(x) = E[wT]�(x) = 0 (35)
cov(f (xi), f (xj)) = k(xi, xj) = E[f (xi)f (xj)]� E[f (xi)]E[f (xj)] (36)

= �(xi)
TE[wwT]�(xj)� 0 (37)

= �(xi)
T⌃w�(xj) (38)

I f (x,w) is a Gaussian process, f (x) ⇠ N (m, k) with mean function
m(x) = 0 and covariance kernel k(xi, xj) = �(xi)T⌃w�(xj).

I The entire basis function model of Eqs. (33) and (34) is encapsulated as
a distribution over functions with kernel k(x, x0).

28 / 53

Linear Models
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Covariance Kernel
l The properties of the distribution over functions are controlled 

by the covariance function
l Basic intuition: We want to capture the idea that similar inputs 

have similar outputs
l We typically want a covariance function that decays smoothly 

with distance
l Example: RBF kernel

l The most popular kernel
l Kernel hyperparameters: 𝑎 and 𝑙
l GPs with an RBF kernel have large support and are universal approximators

15

Example: RBF Kernel

kRBF(x, x0) = cov(f (x), f (x0)) = a2 exp(� ||x � x0||2

2`2 ) (39)

I Far and above the most popular kernel.
I Expresses the intuition that function values at nearby inputs are more

correlated than function values at far away inputs.
I The kernel hyperparameters a and ` control amplitudes and wiggliness

of these functions.
I GPs with an RBF kernel have large support and are universal

approximators.
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Samples from a GP with an RBF Kernel

16

l Choose a number of input points 𝑋∗
l

Samples from a GP with an RBF Kernel

32 / 53

𝒇∗ ∼ 	𝒩(𝟎, 𝐾(𝑋∗, 𝑋∗))



Working with Gaussian process
l A Gaussian process defines a prior over functions, but we 

only have data at a finite number of locations.
l Luckily, we can marginalize over all the locations at which we 

do not have data.
l So, at any time, we are only working with a finite multivariate Gaussian.

l We can learn the form of the covariance function based on 
these finite locations, and which gives us the covariance 
between the existing points and that point.

l This allows us to predict values at any location via the 
conditional distribution.



Gaussian Process Inference

18

Gaussian Process Inference

I Observed noisy data y = (y(x1), . . . , y(xN))T at input locations X.
I Start with the standard regression assumption: N (y(x); f (x),�2).
I Place a Gaussian process distribution over noise free functions

f (x) ⇠ GP(0, k✓). The kernel k is parametrized by ✓.
I Infer p(f⇤|y,X,X⇤) for the noise free function f evaluated at test points

X⇤.

Joint distribution

"
y

f⇤

#
⇠ N

 
0,

"
K✓(X,X) + �2I K✓(X,X⇤)

K✓(X⇤,X) K✓(X⇤,X⇤)

#!
. (42)

Conditional predictive distribution

f⇤|X⇤,X, y,✓ ⇠ N (f̄⇤, cov(f⇤)) , (43)

f̄⇤ = K✓(X⇤,X)[K✓(X,X) + �2I]�1y , (44)

cov(f⇤) = K✓(X⇤,X⇤)� K✓(X⇤,X)[K✓(X,X) + �2I]�1K✓(X,X⇤) .
(45)

35 / 53



Inference using an RBF kernel

19

Inference using an RBF kernel

I Specify f (x) ⇠ GP(0, k).
I Choose kRBF(x, x0) = a2

0 exp(� ||x�x0||2
2`2

0
). Choose values for a0 and `0.

I Observe data, look at the prior and posterior over functions.
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I Does something look strange about these functions?
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Inference using an RBF kernel

20

Inference using an RBF kernel

Increase the length-scale `.
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Example: RBF Kernel

kRBF(x, x0) = cov(f (x), f (x0)) = a2 exp(� ||x � x0||2

2`2 ) (39)

I Far and above the most popular kernel.
I Expresses the intuition that function values at nearby inputs are more

correlated than function values at far away inputs.
I The kernel hyperparameters a and ` control amplitudes and wiggliness

of these functions.
I GPs with an RBF kernel have large support and are universal

approximators.
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Learning and Model Selection

21

Learning and Model Selection

p(Mi|y) =
p(y|Mi)p(Mi)

p(y)
(46)

We can write the evidence of the model as

p(y|Mi) =

Z
p(y|f ,Mi)p(f)df , (47)

              y
All Possible Datasets

p(
y|

M
)
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Learning and Model Selection

22

Learning and Model Selection
I We can integrate away the entire Gaussian process f (x) to obtain the

marginal likelihood, as a function of kernel hyperparameters ✓ alone.

p(y|✓,X) =
Z

p(y|f ,X)p(f |✓,X)df . (48)

log p(y|✓,X) =

model fitz }| {
�1

2
yT(K✓ + �2I)�1y�

complexity penaltyz }| {
1
2

log |K✓ + �2I|�N
2

log(2⇡) .
(49)

I An extremely powerful mechanism for kernel learning.
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Inference and Learning

23

Inference and Learning

1. Learning: Optimize marginal likelihood,

log p(y|✓,X) =

model fitz }| {
�1

2
yT(K✓ + �2I)�1y�

complexity penaltyz }| {
1
2

log |K✓ + �2I|�N
2

log(2⇡) ,

with respect to kernel hyperparameters ✓.
2. Inference: Conditioned on kernel hyperparameters ✓, form the

predictive distribution for test inputs X⇤:

f⇤|X⇤,X, y,✓ ⇠ N (f̄⇤, cov(f⇤)) ,
f̄⇤ = K✓(X⇤,X)[K✓(X,X) + �2I]�1y ,

cov(f⇤) = K✓(X⇤,X⇤)� K✓(X⇤,X)[K✓(X,X) + �2I]�1K✓(X,X⇤) .
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Scaling Up Gaussian Process
Scaling up kernel machines

I Expressive kernels will be most valuable on large datasets.
I Computational bottlenecks for GPs:

I Inference: (K✓ + �

2I)�1y for n ⇥ n matrix K.
I Learning: log |K✓ + �

2I|, for marginal likelihood evaluations needed to
learn ✓.

I Both inference and learning naively require O(n3) operations and
O(n2) storage (typically from computing a Cholesky decomposition of
K). Afterwards, the predictive mean and variance cost O(n) and O(n2)
per test point.

69 / 100
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Scaling Up Gaussian Process

25

Scaling up kernel machines

Three Families of Approaches
I Approximate non-parametric kernels in a finite basis ‘dual space’.

Requires O(m2n) computations and O(m) storage for m basis
functions. Examples: SSGP, Random Kitchen Sinks, Fastfood,
À la Carte.

I Inducing point based sparse approximations. Examples: SoR, FITC,
KISS-GP.

I Exploit existing structure in K to quickly (and exactly) solve linear
systems and log determinants. Examples: Toeplitz and Kronecker
methods.
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Scaling Up Gaussian Process: 
inducing points

26

Scaling a Gaussian process: inducing inputs

I Gaussian process f and f⇤ evaluated at n training points and J testing
points.

I m ⌧ n inducing points u, p(u) = N (0,Ku,u)
I p(f⇤, f) =

R
p(f⇤, f,u)du =

R
p(f⇤, f |u)p(u)du

I Assume that f and f⇤ are conditionally independent given u:

p(f⇤, f) ⇡ q(f⇤, f) =
Z

q(f⇤|u)q(f |u)p(u)du (96)

I Exact conditional distributions

p(f |u) = N (Kf ,uK�1
u,uu,Kf ,f � Qf ,f ) (97)

p(f⇤|u) = N (Kf⇤,uK�1
u,uu,Kf⇤,f⇤ � Qf⇤,f⇤) (98)

Qa,b = Ka,uK�1
u,uKu,b (99)

I Cost for predictions reduced from O(n3) to O(m2n) where m ⌧ n.
I Different inducing approaches correspond to different additional

assumptions about q(f |u) and q(f⇤|u).
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Scaling Up Gaussian Process: 
Kronecker Methods

27

Kronecker methods
Suppose

I If x 2 RP, k decomposes as a product of kernels across each input
dimension: k(xi, xj) =

QP
p=1 kp(xp

i , xp
j ) (e.g., the RBF kernel has this

property).
I Suppose the inputs x 2 X are on a multidimensional grid

X = X1 ⇥ · · ·⇥ XP ⇢ RP.
Then

I K decomposes into a Kronecker product of matrices over each input
dimension K = K1 ⌦ · · ·⌦ KP.

I The eigendecomposition of K into QVQ also decomposes:
Q = Q1 ⌦ · · ·⌦ QP, V = Q1 ⌦ · · ·⌦ QP. Assuming equal cardinality
for each input dimension, we can thus eigendecompose an N ⇥ N
matrix K in O(PN3/P) operations instead of O(N3) operations.

Then inference and learning are highly efficient:
I

(K + �

2I)�1y = (QVQT + �

2I)�1y = Q(V + �

2I)�1QTy , (115)

log |K + �

2I| = log |QVQT + �

2I| =
NX

i=1

log(�i + �

2) , (116)

where �i are the eigenvalues of K. Saatchi (2011)
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Kernel
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What is a kernel?

I Informally, k describes the similarities between pairs of data points. For
example, far away points may be considered less similar than nearby
points. Kij = h�(xi),�(xj)i and so tells us the overlap between the
features (basis functions) �(xi) and �(xj)

I We have seen that all linear basis function models f (x) = wT�(x), with
p(w) = N (0,⌃w) correspond to Gaussian processes with kernel
k(x, x0) = �(x)T⌃w�(x0).

I We have also accumulated some experience with the RBF kernel
kRBF(x, x0) = a2 exp(� ||x�x0||2

2`2 ).
I The kernel controls the generalisation behaviour of a kernel machine.

For example, a kernel controls the support and inductive biases of a
Gaussian process – which functions are a priori likely.

I A kernel is also known as covariance function or covariance kernel in
the context of Gaussian processes.
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Representer Theorem
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Representer Theorem
A decision function f (x) can be written as

f (x) = hw,�(x)i = h
NX

i=1

↵i�(xi),�(x)i =
NX

i=1

↵ik(xi, x) . (17)

I Representer theorem says this function exists with finitely many
coefficients ↵i even when � is infinite dimensional (an infinite number
of basis functions).

I Initially viewed as a strength of kernel methods, for datasets not
exceeding e.g. ten thousand points.

I Unfortunately, the number of nonzero ↵i often grows linearly in the
size of the training set N.

I Example: In GP regression, the predictive mean is

E[f⇤|y,X, x⇤] = kT
⇤(K + �

2I)�1y =
NX

i=1

↵ik(xi, x⇤) , (18)

where ↵i = (K + �

2I)�1y .
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Popular Kernels
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Popular Kernels

Let ⌧ = x � x0:

kSE(⌧) = exp(�0.5⌧ 2
/`

2) (11)

kMA(⌧) = a(1 +

p
3⌧
`

) exp(�
p

3⌧
`

) (12)

kRQ(⌧) = (1 +
⌧

2

2↵ `

2 )
�↵ (13)

kPE(⌧) = exp(�2 sin2(⇡ ⌧ !)/`2) (14)

8 / 100



Deep Kernel

31

l Combines the inductive biases of deep learning architectures with 
the non-parametric flexibility of Gaussian processes

l Starting from a base kernel 𝑘(𝑥6,𝑥7|𝜃), we transform the inputs 𝑥 as 



Deep Kernel

32

l Neal (1996) showed Bayesian neural networks with infinitely many 
hidden units converged to Gaussian processes with a particular 
kernel function. 



Learning of Deep Kernel

33

l Learn kernel hyperparameters and neural network parameters jointly
l Use the chain rule to compute derivatives of the log marginal 

likelihood w.r.t the deep kernel hyperparameters

l Apply inducing point and Kronecker method for efficient learning and 
inference

Figure 1: Deep Kernel Learning: A Gaussian process with a deep kernel maps D dimensional
inputs x through L parametric hidden layers followed by a hidden layer with an infinite number of
basis functions, with base kernel hyperparameters ✓. Overall, a Gaussian process with a deep kernel
produces a probabilistic mapping with an infinite number of adaptive basis functions parametrized
by � = {w,✓}. All parameters � are learned through the marginal likelihood of the Gaussian
process.

We use the deep kernel of Eq. (5) as the covariance function of a Gaussian process to model
data D = {xi,yi}ni=1

. Conditioned on all kernel hyperparameters, we can interpret our
model as applying a Gaussian process with base kernel k✓ to the final hidden layer of a
deep network. Since a GP with (RBF or SM) base kernel k✓ corresponds to an infinite basis
function representation, our network e↵ectively has a hidden layer with an infinite number
of hidden units. The overall model is shown in Figure 1.

We emphasize, however, that we jointly learn all deep kernel hyperparameters, � = {w,✓},
which include w, the weights of the network, and ✓ the parameters of the base kernel, by
maximizing the log marginal likelihood L of the Gaussian process (see Eq. (4)). Indeed
compartmentalizing our model into a base kernel and deep architecture is for pedagogical
clarity. When applying a Gaussian process one can use our deep kernel, which operates as a
single unit, as a drop-in replacement for e.g., standard ARD or Matérn kernels (Rasmussen
and Williams, 2006), since learning and inference follow the same procedures.

For kernel learning, we use the chain rule to compute derivatives of the log marginal likeli-
hood with respect to the deep kernel hyperparameters:

@L
@✓

=
@L
@K�

@K�

@✓
,

@L
@w

=
@L
@K�

@K�

@g(x,w)

@g(x,w)

@w
.

The implicit derivative of the log marginal likelihood with respect to our n⇥n data covari-

6



Results: regression

34



Results: face orientation 
extraction

35

l Predicting the orientation of a face extracted from a grayscale image 
patch

l The deep kernel discovers features essential for orientation 
prediction, while fltering out irrelevant factors such as identities and 
scales.

36.15-43.10 -3.4917.35 -19.81

Training data

Test data

Label

Figure 2: Left: Randomly sampled examples of the training and test data. Right: The two
dimensional outputs of the convolutional network on a set of test cases. Each point is shown using
a line segment that has the same orientation as the input face.

5.1 UCI regression tasks

We consider a large set of UCI regression problems of varying sizes and properties. Table 1
reports test root mean squared error (RMSE) for 1) many scalable Gaussian process kernel
learning methods based on Fastfood (Yang et al., 2015); 2) stand-alone deep neural networks
(DNNs); and 3) our proposed combined deep kernel learning (DKL) model using both RBF
and SM base kernels.

For smaller datasets, where the number of training examples n < 6, 000, we used a fully-
connected neural network with a d-1000-500-50-2 architecture; for larger datasets we used
a d-1000-1000-500-50-2 architecture2.

Table 1 shows that on most of the datasets, our DKL method strongly outperforms not
only Gaussian processes with the standard RBF kernel, but also the best-performing kernels
selected from a wide range of alternative kernel learning procedures (Yang et al., 2015).

We further compared DKL to stand-alone deep neural networks which have the exact same
architecture as the DNN component of DKL. By combining KISS-GP with DNNs as part of a
joint DKL procedure, we obtain consistently better results than stand-alone deep learning
over all 16 datasets. Moreover, using a spectral mixture base kernel (Eq. (6)) to create
a deep kernel provides notable additional performance improvements. It is interesting to
observe that by e↵ectively learning the salient features from raw data, plain DNNs generally
achieve competitive performance compared to expressive Gaussian processes. Combining
the complementary advantages of these approaches into scalable deep kernels consistently
brings substantial additional performance gains.

We next investigate the runtime of DKL. Table 1, right panel, compares DKL with a
stand-alone DNN in terms of runtime for evaluating the objective and derivatives (i.e. one
forward and backpropagation pass for DNN; one computation of the marginal likelihood and
all relevant derivatives for DNN-KISSGP). We see that in addition to improving accuracy,

2We found [d-1000-1000-500-50] architectures provide a similar level of performance, but
scalable Kronecker algebra is most e↵ective if the network maps into D  5 dimensional
spaces.
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