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Abstract. The Special Issue on Applications of  Temporal Models raises many issues of time: What are 
the important properties of time? How can time be best represented? How can one reason about time- 
dependent properties? What are the important directions of temporal research? This introductory piece 
very briefly surveys the current wide variety of temporal models, temporal reasoning methods, and 
applications to time-varying phenomena. Promising areas of investigation such as the verification of 
concurrent systems, knowledge-base representation methods, and dealing with the Frame Problem pass 
in fleeting review. Brief introductions to each of the works in the volume close the section. 
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1. Introduction 

Reasoning with and about time pervades almost 
all scientific disciplines, from physics and astron- 
omy to anthropology and psychology. Although, 
aside from changes in scale and units of measure, 
it may seem that there must be a common way to 
represent and utilize time, in fact, mathematics, 
logic, and philosophy offer a wide variety of tem- 
poral models. No science has made broader use 
of these methods than computer science; if there 
is one word that sums up the current concern 
with time in computer science, it is diversity. 

The temporal behavior of a computer system 
demands a precise description of one kind, while 
the application domain may require an equally 
precise description of another kind. Due to its 
synchronous, orderly execution, many aspects 
of a single-processor system are analyzed using 
a discrete, linear model of time, whereas in 
most scientific investigation, the continuous lin- 
ear model dominates. Beyond these possibilities 
are nonlinear temporal models--those in which 

there is no total order on the time points--and 
interval-based temporal models--those in which 
there are no time points at all. 

Beginning with some sort of model for time-- 
the real line, relativistic space-time, a tree-like 
partial order--is only one way to harness time: 
equally tenable is to begin with the logical prop- 
erties of time-dependent statements, creating a 
temporal logic. First developed by philosophers 
for reasoning about the ordering of events in 
time, such logics do not introduce time explic- 
itly [1]. 

2. Temporal Methods 

The range and approaches to representing and 
reasoning about temporal properties is wide in- 
deed. As indicated above, there are several in- 
dependent aspects of our concept of time, each 
requiring a distinct choice in determining an ap- 
propriate model: Are the phemomena of interest 
discrete or continuous? . . .  bounded or un- 
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bounded? . . .  totally ordered or partially or- 
dered? Are we interested in a time scale or just  
order properties? Are the phenomena instanta- 
neous or do they have duration? Is time an ex- 
plicit part of the phenomena- -as  in physical 
movement  and schedul ing--or  implicit in the 
process being carried ou t - -as  in the changing 
values of a database or the performance of a real- 
time system? 

Manna [2], Pnueli [3], and others have created 
temporal  logics for reasoning about concurrent  
programs. Van Benthem [4] gives an encompass- 
ing perspective through the eyes of a logician on 
much of the current  work in temporal logics. 
Other investigators have worked on the creation 
and verification of concurrent  programs using a 
variety of methods: axiomatics by Owicki and 
Gries [5], Ladkin [6], Lampor t  [7,8], and Rodri- 
guez and Anger [9,10]; temporal logics by Lain- 
port [11], as well as Manna and Pnueli; special 
formal languages by Chandy and Misra [12]; spe- 
cialized automata of  Alpern and Schneider [13]; 
many applications of Petri nets [14]; and alge- 
braic methods such as those of Hennesy  [15], 
Miiner [16], and Winskel [17]. Each formalism 
purports to be adequate to the task; nonethe- 
less, the sheer complexity of  concurrent  program 
specification and verification has led to a contin- 
ued search for more tractable formalisms, and in 
particular for methods amenable to computeri-  
zation of the verification task itself. Although a 
number of  different temporal  logics have been 
studied, most have an operator  such as Gf tha t  is 
true in the present if f is always true in the future 
(i.e., if f is globally true). To assert that two 
events el and e2 never occur  at the same time, 
for example,  one would write G(~el  V ~e2). 
Temporal logics are often classified according to 
whether  time is assumed to have a linear or a 
branching structure. This classification may oc- 
casionally be misleading, since some temporal 
logics combine both linear-time and branching 
time operators: the CTL* approach introduced 
by Clarke, Emerson,  and Sistla [18] permits both 
types of logics to be treated within a single se- 
mantic framework. 

Most temporal logics can best be regarded as 
special modal logics in which the modalities are 
interpreted as temporal  modifiers rather than as 
indicating conviction, belief, or obligation. At- 

thur Prior, one of the originators of temporal 
logic, demonstrated that many verb tenses can be 
described in terms of operators that, in the sense 
of  Lukasiewicz,  form a modal logic [19]. (For a 
broader examination of the influence of Prior 
in computer  science, see Rodriguez and Anger 
[20].) Let  us look more closely at three temporal 
logics proposed for the study of  concurrent  sys- 
tems. 

Perhaps the earliest temporal logic used to de- 
scribe and verify concurrent  program behavior 
was introduced by Pnueli based on a standard 
form of "l inear-t ime" temporal logic, with its [] 
(always) and 0 (sometimes) operators.  Further  
operators,  O (next: Op is true at t if p is true at 
t + 1), and U ( u n t i / : p  U q i s  true at t i f p V q  
is true at t and p is true at every t + i between 
t and some t' at which q is true), are also used 
to describe the required safety and liveness prop- 
erties of  concurrent  systems. 

Chandy and Misra [12] similarly use a descrip- 
tive language that incorporates the concepts of  
unless and ensures, corresponding roughly to ver- 
sions of U: 

p unless q is true of a program if there 
is no statement whose execution 
can make p false unless q is true 
or made true by that statement. 

p ensures q is true i f p  unless q and 
there is some statement whose 
execution when p / k  ~ q  holds 
guarantees that q holds afterward. 

Their  logic can also be classified as a linear-time 
logic, since each program execution consists of a 
totally ordered sequence of statement execu- 
tions. 

The Computation Tree Logic, CTL* [18,21, 
22], combines both branching-time and linear- 
time operators;  a path quantifier, either A ("for  
all computation paths")  or E ("for  some compu- 
tation path"),  can prefix an assertion composed 
of arbitrary combinations of the usual linear-time 
operators [] ("always") ,  0 ("somet imes") ,  X 
("next t ime") ,  and U ("until").  Two types of for- 
mulas are found in CTL*: state formulas (which 
are true in a specific state) and path formulas 
(which are true along a specific path). If AP rep- 
resents the set of atomic proposition names, then 
state formulas are constructed from the members 
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of AP using logical operators ~ and V, and the 
path quanitifier E. A path formula is either a state 
formula or constructed from state formulas us- 
ing, again, ~ and V, plus the linear-time opera- 
tors X and U. The reader is referred to Clarke and 
Grumberg for further details [23]. 

Representation problems have led investiga- 
tors to question what the underlying structure of 
time should be: a series of time points or a col- 
lection of time intervals. Although the interval 
description appears to be an equally viable basis 
for temporal representation [24], the properties 
of intervals have often been presented in the 
framework of classical logic with additional ax- 
ioms [10,25-27]. (See, however, [28], Chapter 2, 
for an interesting comparison of approaches.) Se- 
rious analysis of intervals as the underlying prim- 
itive of time and the relationship to time points 
go back as far as Bertrand Russell in the first 
quarter of the century [29]. Since physical events 
have some nonzero duration, intervals appear to 
have more reality than time instants, accounting 
for much of the appeal of the interval model. Se- 
rious difficulties manifest themselves, nonethe- 
less, when attempting to relate the truth of state- 
ments such as "Betsy sings and dances" or 
"Betsy works and studies" on an interval with 
their truth on any subinterval. Metric properties 
of time present another quandary in this setting. 

3. Verification of Concurrent Systems 

As already intimated, describing the interaction 
of concurrently running, cooperating processes 
is quite difficult, even for processes that are in- 
dividually simple. Maintaining a shared variable, 
COUNT, that is incremented by one process and 
decremented by another, presents a common 
problem. The difficulty lies in avoiding attempts 
at simultaneous updates to COUNT, which could 
result in an incorrect value. Solutions based en- 
tirely on standard sequential programming tech- 
niques are exceedingly involved, while their ver- 
ification requires an appropriate temporal model: 
it must be shown that whenever one process is 
updating COUNT, the other is not, or that any 
given update execution either precedes or follows 
any update execution by the other process. 
Achieving such conditions, known as the mutual 

exclusion problem, can be construed as a purely 
temporal one. Of course, guaranteeing mutual 
exclusion is simple: only allow one of the pro- 
cesses to run. The obvious unfairness of this so- 
lution emphasizes the need for a class of fairness 
conditions that, although temporal in nature, pro- 
vide some of the most difficult problems for rep- 
resentation and verification. 

Program verification, in general, bears a con- 
troversial past. The concept of formally proving 
the correctness of a program was given its first 
serious impetus by Floyd [30] in the late 1960s 
and was considerably extended by Hoare two 
years later [31]. The idea of proving program cor- 
rectness has, itself, met forceful opposition [32]. 
It is argued that informal proof of a program is 
insufficient and formal proof is both unman- 
ageable and unconvincing. Unlike the situation 
in mathematics, the object being proved is not 
likely to be of interest to anyone but its author, 
and hence the community will not pass judgment 
on the proof. A further argument contributing to 
widespread disagreement over the merits of ver- 
ification contends that a formal proof of correct- 
ness of a program is invariably far longer than the 
program itself and perhaps more difficult to un- 
derstand. The discussion is far from over, and 
can be followed in the Letters to the Editor of 
the Communications of the Association of Com- 
puting Machinery over a decade. In 1988, Fetzer 
[33] attempted to reopen the debate, differentiat- 
ing anew between programs and algorithms and 
claiming that only the latter are reasonable ob- 
jects for verification. 

Verification of concurrent programs intro- 
duces the temporal dimension, since a program 
can no longer be viewed as a sequence of steps 
to be executed in a predetermined order: differ- 
ent executions of the same program with the 
same input can produce unpredictable execution 
sequences as well as different outputs. Not only 
must the sequential components be verified but 
it must also be established that the possible tem- 
poral relations among components satisfy speci- 
fied precedence restrictions. The temporal se- 
mantics of an Ada accept statement or a UNIX 
wait call are rather mind-boggling, normally tak- 
ing several paragraphs of informal description in 
a textbook. When two or more asynchronous 
processes need to cooperate in some fashion, the 
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ensuing temporal problems assuring the correct- 
ness of the global activity are numerous and 
knotty. In this field more than anywhere else in 
computer science, temporal models have been 
most useful, giving rise to an abundance of new 
representations and logics. 

Prevailing methods of concurrent program de- 
scription and verification can be divided into 
two general classes: assertional--with associated 
axiomatic methods--and execution-sequence ori- 
ented, or operational. The latter attempts to 
analyze all the possible execution sequences, en- 
countering a vast number of possible interleav- 
ings due to the indeterminacy of execution: a se- 
rious problem for any method of careful analysis. 
Branching-time logics are frequently employed 
to describe the semantics of program behavior 
under this view. In contrast, the assertional ap- 
proach deals with properties (assertions) that 
must be true of every execution of the program. 
Once these assertions are combined to form 
proofs of the sequential parts of the program, it 
must be demonstrated that no concurrent exe- 
cution of any sequential part of the program can 
invalidate the proof of any other sequential part. 
Despite avoiding consideration of all possible in- 
terleavings, the assertional analysis of iterative 
and recursive structures requires the creation 
of cleverly conceived logical invariants, while 
many subtleties arise in the proof of noninterfer- 
ence between concurrent segments. In either 
case, therefore, major impediments confront the 
task of verification--particularly the hopes of au- 
tomating the process. 

In the method of Pnueli, a pioneer in applying 
temporal logic for specifying and verifying con- 
current programs [3], the desired properties of 
the program under consideration are derived 
from a set of program axioms that describe the 
behavior of the individual statements in the pro- 
gram. Proof construction by hand offers a for- 
midable and tedious task. The observation that 
many concurrent programs may be viewed as 
communicating finite-state machines provides 
the strong possibility that at least some programs 
can be automatically verified. The first published 
verification technique to exploit this observation 
was the CTL model checking procedure devel- 
oped by Clarke and Emerson [34]. The algorithm 
was polynomial both in the size of the model de- 

termined by the program under consideration 
and in the length of its specification in temporal 
logic. They also showed how fairness [35] could 
be handled without changing the complexity of 
their algorithm. Handling fairness was an impor- 
tant step, since the correctness of many concur- 
rent algorithms depends critically on some as- 
sumption of this type; for example, absence of 
starvation in a mutual exclusion algorithm may 
depend on assuring that each process makes 
progress infinitely often. 

At roughly the same time, Quielle and Sifakis 
[36] produced a model-checking algorithm for a 
similar branching-time logic, but they did not 
analyze its complexity or show how to handle 
an interesting notion of fairness. Later, Clarke, 
Emerson, and Sistla [18] devised an improved al- 
gorithm that was linear in the product of the 
length of the formula and the size of the global 
state graph. Sistla and Clarke [37] analyzed the 
model-checking problem for a variety of other 
temporal logics and showed, in particular, that 
for linear temporal logic the problem is PSPACE 
complete. 

An assortment of papers have shown how the 
temporal logic model-checking procedure can be 
used for verifying network protocols and sequen- 
tial circuits [18,38--41]. Although the first at- 
tempts could handle only small circuits, the size 
of cases that can be analyzed has grown dramat- 
ically. Actual circuits whose state-transition dia- 
grams contain as many as 10 ~2° (reachable) states 
have been successfully analyzed by the auto- 
mated methods developed, while uncovering 
subtle errors that escaped detection by normal 
analysis and testing. In the case of sequential cir- 
cuits, two approaches have been developed for 
obtaining state-transition graphs to be analyzed. 
The first approach extracts a state graph directly 
from the circuit under an appropriate timing 
model of circuit behavior; the second obtains a 
state-transition graph by compilation from a high- 
level representation of the circuit in a Pascal- 
like programming language. 

Alternatives to model checking have been pro- 
posed by other researchers. That of Kurshan [42] 
involves checking inclusion between two auto- 
mata on infinite tapes. The first machine repre- 
sents the system that is being verified; the sec- 
ond represents its specification. Automata on 
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infinite tapes are employed in order to handle 
fairness. Lichtenstein and Pnueli [43] reanalyzed 
the complexity of checking linear-time formulas 
and discovered that although the complexity ap- 
pears exponential in the length of the formula, it 
is linear in the size of the global state graph. 
Based on the latter observation, they argued that 
the high complexity of linear-time model check- 
ing might still be acceptable for short formulas. 
Emerson and Lei [44] extended their result to 
show that formulas of the logic CTL*, which 
combines both branching-time and linear-time 
operators, could be checked with essentially the 
same complexity as formulas of linear temporal 
logic. Vardi and Wolper [45] have shown how the 
model-checking problem can be formulated in 
terms of automata, thus relating the model- 
checking approach to the work of Kurshan. 

The difficulties present in concurrent pro- 
gramming are accentuated when the implemen- 
tation takes place on a distributed system. Two 
tasks are considered concurrent when the order 
in which they are to execute, relative to one an- 
other, is unspecified. When only one processor 
is available, the result is an arbitrary interleaving 
of actions of one task with the execution of in- 
structions of the other. A distributed system con- 
sists of two or more separate processors, each 
with its own local memory, but capable of coop- 
erative activities. In such a system, concurrent 
tasks can actually be run simultaneously, one on 
each processor. Frequently, solutions to concur- 
rent programming problems that work on single- 
processor systems or on multiprocessor systems 
with shared memory break down on distributed 
systems without shared memory due to such si- 
multaneity of actions, delays in communication, 
or improper updating of large, shared data struc- 
tures. 

The techniques used by many investigators for 
analyzing concurrent programs impose a model 
of execution that maps the concurrent execution 
onto a nondeterministic linear interleaving of the 
executions. In distributed systems, unless each 
operation is truly "atomic," such a simplification 
is not entirely valid. Leslie Lamport [7], on the 
other hand, has performed particularly detailed 
analyses of the complexities of simultaneous up- 
dates to a register in distributed systems, an op- 
eration typically treated as atomic. Using a tem- 

poral analysis that imposes no atomicity at any 
level, he expressed the correctness conditions in 
terms of the temporal order of the changes to the 
individual bits of the register. Lamport's method 
for reasoning about concurrency and distributed 
systems in this case [7,8] uses an axiomatic sys- 
tem based on the relations precedes and can 
causally affect. His axioms defining a system ex- 
ecution specify that precedes is a strict partial or- 
der, connect the two relations, and provide an 
additional axiom assuring a finite number of past 
and concurrent actions. Two further axioms 
given by Anger [9] (and in a slightly different 
form by Ben-David [46]) create a complete char- 
acterization of those system executions that are 
induced in a natural way from an underlying par- 
tially ordered set (E, <) of "instants" or "atomic 
events." The induced relations are given, for 
subsets A and B of E, by 
• A precedes B iff a < b for all a ~ A and for all 

b E B  
• A can affect B iff a -< b for some a ~ A and 

some b ~ B. 
The existence of a common clock, or global 

time, is characterized by the condition that, for 
any events A and B, 
• either A precedes B or B can affect A. 
Recently, Abraham, Ben-David, and Magidor 
[47] have shown, based on the same model, that 
many circumstances allow the assumption of a 
global clock, thereby simplifying the temporal 
model for certain classes of concurrent pro- 
grams. 

4. Further Applications 

The many fields of application of temporal mod- 
eling include natural language understanding, 
knowledge representation, expert systems, plan- 
ning, scheduling, distributed systems, concur- 
rent programming, temporal databases, real-time 
systems, and robot control. Temporal reasoning 
is required for describing applications, for speci- 
fying desired hardware or software system prop- 
erties, for studying expected system behavior, 
and for verifying that proposed solutions meet 
the specifications. 

One of best-known interval-based models in 
AI arose in the course of attempting to make the 
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computer understand the story line of a short ac- 
count. For this, James Allen [25] decided that an 
interval-based representation of time was more 
appropriate than the more usual point-based rep- 
resentation. He stored the events (time intervals) 
of the story as the nodes of a network and related 
each pair of nodes with an arc labeled by the 
temporal relation between the events represented 
by the nodes. The relations were inferred from 
the text by using tenses, adverbs, and other lan- 
guage clues to establish at least partial informa- 
tion about the relative time of events. Any two 
intervals on a linear-time scale are directly re- 
lated to each other in exactly one of 13 different 
ways. Allen calculated the compositions of the 
linear temporal relations with one another, pro- 
ducing a table that could be used by a story ana- 
lyzer to derive the implied temporal relations be- 
tween events in the story. Applying a form of 
constraint propagation, the system could effi- 
ciently respond to queries about the timing of 
events in the story even when the story provided 
no direct information relating the events queried. 
The reasoning method used is sound but not 
complete; it is computationally attractive, how- 
ever, since the alternative of attempting to derive 
all possible implied relations leads to an intrac- 
table problem--one for which no efficient algo- 
rithm can be expected. Other investigators have 
explored this approach in much detail through 
the relation algebra of temporal relations [48,49], 
allowing application to other, non-linear tem- 
poral models [10,50-54). 

Just the name, real time, smacks of tempor- 
ality. Real-time systems have been defined as 
those whose correctness depends on the length 
of time taken to perform selected actions. Real- 
time programs are not necessarily concurrent, 
but purely sequential examples present little log- 
ical difficulty. The cyclic executive model is well 
understood and effective for a limited class of ap- 
plications. Most real-time systems, however, are 
driven by asynchronous events that occur in 
nondeterministic order and must be tended to 
quickly. Interestingly, although speed appears to 
be a metric (rather than logical) property, the cor- 
rectness of such real-time programs depends on 
the same logical properties of fairness, bounded 
wait, and freedom from deadlock as do other 
concurrent programs. What is required are guar- 

antees on the possible orderings of the different 
activities: a logically correct program can be 
speeded up via different hardware and other im- 
plementation techniques, but a program that can- 
not guarantee the necessary fairness or bounded 
wait conditions cannot be made correct no mat- 
ter how much it is speeded up. Consequently, the 
methods of temporal reasoning discussed earlier 
apply as well to real-time systems. 

Related to the traditional real-time software 
systems are the neural networks, which fre- 
quently perform the same functions of monitor 
and control as do real-time software systems. 
Grossberg's avalanche architecture, for exam- 
ple, produces a network that can create changing 
spatiotemporal patterns of output [55]. More- 
over, the use of temporal models of dynamic pro- 
cesses [56,57] provides a viable, simple alter- 
native to earlier cumbersome models of such 
processes via complex systems of differential 
equations. The dynamic interaction of the signals 
within the dendritic structures can be meaning- 
fully approximated by reinforcement formulae 
based on the temporal relation between the inter- 
vals over which the excitement takes place. 

Although including such diverse fields as ma- 
chine interpretation of natural languages and 
game playing, a large number of AI applications 
require a knowledge base: information about the 
domain of application is encoded in some form 
that will allow the AI system to make decisions 
based on that information and hence behave in 
an apparently intelligent fashion when respond- 
ing to some limited set of stimuli. When the 
knowledge that is being represented is time de- 
pendent or time related, then time must be rep- 
resented in some form as well. An expert system 
for process control, for example, or for schedul- 
ing of industrial processes may contain rules 
about how to deal with particular kinds of 
changes in the actual or anticipated environment. 
The rules, as well as the information they manip- 
ulate, require a representation of temporal order 
or sequence and perhaps a temporal metric 
whereby numeric values are associated with time 
intervals. Since the system must reason about 
the temporal order, at least some minimal addi- 
tional knowledge must be represented. In such 
applications, temporal logic has not found the 
strong foothold that it has in concurrent systems. 
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Allen [58] recently indicated that, without an ex- 
plicit representation of time, temporal logics 
do not provide a "fine-grained enough represen- 
tation to capture complex situations, external 
events, the changing world over time, or other 
issues important in AI applications," perhaps 
drawing too sharp a line between the potentials 
of temporal logics versus more conventional and 
explicit representations of time. Dean [59], Sho- 
ham [28,60], McDermott [61], and others have 
used or suggested temporal logics as the basis of 
AI systems of planning and reasoning about the 
physical world. 

One of the most profound problems that has 
arisen from the attempts to represent temporal 
knowledge is often referred to as the frame 
problem [62]. Accounts of what exactly the 
frame problem is vary according to the authority 
quoted, but the central issue is to try to answer 
effectively the following general question: 

When a change occurs to the world or to our 
knowledge about the world, what can we as- 
sume does NOT change? 

Certain changes entail others (driving a motor- 
cycle into a tree changes the shape of the cycle 
and the tree), but many other things are likely to 
remain the same (the nearby river will continue 
to flow). Since an AI system is always working 
with incomplete knowledge about the world, it 
cannot necessarily anticipate all consequences of 
a change; and even if it did have complete knowl- 
edge, having to check whether standing up may 
have the effect of burning the meal would take 
too much time. When we decide to put on a coat 
in the morning, we do not always check for squir- 
rels in the pockets. Chickens learn easily to 
distinguish between falling leaves and diving 
chicken hawks, but expert systems frequently 
run through a check of all their rules for even the 
most mundane knowledge base update. 

Current temporal models seem to be pecu- 
liarly vulnerable to frame-problem difficulties. 
McCarthy's circumscription [63] and Shoham's 
chronological ignorance [60] are two of the more 
serious attempts to deal with aspects of the frame 
problem. Both present rules of inference that de- 
pend upon some concept of a minimal model. 
The intuition desired, that nothing should happen 
except what is implicit in the facts and rules 
given, is fraught with technical difficulties. De- 

spite our hope that the future be predictable, 
sometimes predictions go awry, leading to the ne- 
cessity of backing down from our conclusions. A 
nonmonotonic logic is consequently required: 
predictions are made in the preferred, minimal 
possible world; notwithstanding, further evi- 
dence can impel us into a different possible world 
in which the prediction is negated. (See also 
Ginsberg [64].) 

A more general discussion of how temporal 
logic, and, more broadly, modal logic might be 
utilized and extended to attack the whole prob- 
lem of information structure and information 
processing is to be found in an article by Johan 
van Benthem [65]. Suggestions include both sin- 
gling out particular properties of information to 
be modeled by the logic through further axioms, 
such as persistence, and also extending the mo- 
dalities beyond the usual [] and 0 operators. It 
is evident that computer scientists, and those 
concerned about computational endeavors, will 
continue to experiment with new varieties of ax- 
ioms and logics that will provide aid in under- 
standing and expressing problems and their so- 
lutions. The more refined the understanding 
provided by the logicians for the logics, the more 
quickly the proper models can be selected and 
applied. 

5. General Remarks 

When Arthur Prior formulated his tense logics as 
a means of understanding the power of our lan- 
guage for expressing temporal relations [19], he 
could not have anticipated the effort that would 
soon be spent finding adequate ways of express- 
ing and reasoning about time in all its guises. In 
our brief look at temporal issues in computer sci- 
ence, we have uncovered a wide variety of appli- 
cations for an equally large number of temporal 
models. Over the last 25 years, computer science 
has moved away from a get the job done attitude, 
where the buzzword was tight code, evolving to- 
ward reliability, correctness, and fault tolerance. 
The complexity and size of software systems has 
been growing exponentially for 30 years, while 
software and hardware have become interrelated 
in new ways: software is used to aid in designing 
hardware, and hardware is used to implement 
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specific algorithms. As the fabrication process 
for silicon chips has become more sophisticated, 
so has the need for methods of automated veri- 
fication and testing of their logical properties. 
Hardware and firmware support ever-increasing 
areas of systems functions, including protec- 
tion, cache coherence, virtual memory, commu- 
nications, and other operating-system kernel 
functions. Without precise tools of description, 
modern systems cannot be specified; without ad- 
equate modes of representation, information can- 
not be properly modeled; without sound methods 
of reasoning, solutions cannot be verified; and 
without computationally tractable algorithms for 
reasoning about actions, the computer cannot as- 
sist us in the arduous chore of generating correct 
programs. Methods of unification and resolution 
made logic programming with universal Horn 
clauses a practical technology; currently, we are 
witnessing much vital activity in the fascinating 
field of temporal methods. 

The papers in this volume represent some of 
the diverse directions taken by current temporal 
research. Temporal models considered include 
intervals in linear time and intervals in relativis- 
tic space-time, Lamport's "precedes" and "can 
affect" mentioned earlier, and a neural network 
that, effectively, integrates an input pattern over 
time via a hardware implementation of a moving 
"window" view of the world. Techniques used to 
apply the models include constraint propagation, 
relaxation methods, minimally intrusive software 
monitoring tools, and finite impulse response fil- 
ters within a neural network. Applications cover 
modeling of concurrent and distributed systems, 
debuggers for concurrent programs, temporal 
analysis of natural-language stories, and time-se- 
ries prediction. A very brief introduction to the 
individual papers follow. 

The first article seeks a common framework 
for unifying two apparently disparate aspects of 
a computer system: executions and states. Al- 
though, unfortunately, no standard interpretation 
exists in computer science of state, event, tran- 
sition, and related terms, Abraham clarifies the 
intended semantics. The introduction of appro- 
priate abstractions allows the author to view 
states as especially simple executions. Since the 
resulting model permits the composition and de- 
composition of partial descriptions, it promises a 

formal yet manageable method providing seman- 
tics for systems. 

In the second paper, Rodriguez offers a tem- 
poral model that, together with a constraint prop- 
agation method, may allow developers of dis- 
tributed systems a technique for checking the 
correctness of the temporal behavior of the de- 
sign and of the system itself. Based on relativistic 
space-time, the model readily expresses tem- 
poral relations between concurrent activities that 
elude linear-time models, while providing an 
efficient, implementable deductive mechanism 
often lacking in other complex models. Con- 
straint satisfaction techniques are well estab- 
lished in Artificial Intelligence and are central is- 
sues in the following two articles as well. 

Following these two abstract approaches to 
system modeling, the paper of Keretho and 
Loganantharaj forms a more concrete counter- 
point, investigating the behavior of particular 
constraint satisfaction methods and introducing 
improvements to existing algorithms. Because 
many restricted but important constraint satis- 
faction problems are NP-hard, research directed 
toward the creation and analysis of algorithms 
for their solution or partial solution is of wide in- 
terest. In the paper, the average case analysis 
of combining standard and modified constraint 
propagation methods with backtracking suggests 
that large problems frequently can be solved ef- 
ficiently despite the difficulty of the general case. 
Comparisons of three methods are presented and 
discussed. 

Guesgen and Hertzberg investigate constraint 
satisfaction from a very different point of view. 
Since problems of constraint satisfaction often 
result in no solution (inconsistent), techniques of 
relaxation can be useful when constraints are 
flexible. The dynamic constraint concept intro- 
duced by the authors encompasses constraints 
among any number of nodes- -no t  just binary 
constraints--as well as information on the cost 
of relaxing constraints. Finally, Boltzmann ma- 
chines are introduced and their use in solving 
constraint satisfaction problems with relaxation 
is explored. 

The last article approaches the analysis of 
temporal patterns with a different methodology: 
that of neural networks. The particular architec- 
ture developed by Wan makes use of known 
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technology, finite impulse response filters (FIR) 
nd neural networks (NN), and an innovative 
training algorithm to create, with a relatively 
small number of synapses, devices that can "un- 
derstand" complex temporal patterns usually re- 
quiring inordinately large NNs and long training 
times. The FIR input devices provide an added 
ability to integrate temporal input patterns over 
time; combined with a new temporal backprop- 
agation algorithm, the system attains increased 
discrimination. A convincing application to the 
prediction of time-series behavior closes the 
article. 

Evidently, time is more than "nature's way of 
keeping everything from happening all at once" 
(anonymous) and more than the sequence of 
ticks of a clock. Time creates synchrony and con- 
flict, sequence and concurrence. In computer 
science, time must be managed, represented, 
reasoned about, and integrated into analytic 
methods. We hope that the papers in this journal 
will stimulate as well as heighten the readers' ap- 
preciation and understanding of the growing 
study of time. 
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