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Abstract
Uncertainty is all around us. Constantly-changing circumstances make pre-

diction of future events difficult, if not impossible. On the other hand, lack of
exact information (and even spread of disinformation) make attaining a com-
plete picture of the present a near-unattainable goal. This uncertainty makes
optimizing for all eventualities a seemingly paradoxical objective. Nonethe-
less, we should strive to overcome the challenges presented by this incomplete
information, to the best of our abilities.

The goal of this thesis is to tackle uncertainty for various problems, many
of which stem from matching theory – a field of graph theory that has in-
spired many fundamental techniques and approaches of algorithm design. One
such fundamental contribution of matching theory is a side-note in the seminal
work of Edmonds in 1965. In his paper presenting the first polynomial-time
maximum matching algorithm for general graphs, Edmonds (in a section titled
“digression”) advocated for polynomial-time computability as a notion of effi-
ciency of algorithms in the classic full-certainty model of computation. Under
uncertainty, polynomial-time computability remains an important measure of
efficiency, but by no means the only one – many such measures of efficiency
are pertinent when attempting to quantify the cost which uncertainty must in-
evitably incur. In this thesis I will strive to obtain efficient, and ideally optimal,
algorithms for multiple models of computation under uncertainty, including on-
line algorithms and dynamic algorithms, among others.
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Chapter 1

Introduction

Uncertainty is an inescapable fact of life. Often due to lack of foreknowledge regarding an
unpredictable future, or even impartial knowledge of the present, this uncertainty compli-
cates decision making. As algorithm designers it behooves us to model such uncertainty
and attempt to face it head on – hedging our bets against all future eventualities and
factoring in all unknown variables in a way to minimize our losses and maximize our gains
from the myriad challenges and opportunities which this uncertainty presents.

The goal of this thesis is to study the power and limitations of computation under
uncertainty, broadly construed. This uncertainty can manifest itself as limited knowledge
of the future, an ever-changing dynamic input, or incomplete knowledge of the problem
input, among others (defined more precisely below). As these are quite broad-ranging
models of uncertainty, I will mostly focus on algorithms under uncertainty through the
lens of matching theory – a field of graph theory and algorithms revolving around problems
related to matchings in multigraphs, defined as follows.
Definition. A matching M in a multigraph G = (V,E) is a subset of node-disjoint edges.

In Section 1.1 we discuss some of the problems to be addressed in this thesis, but we
point out that many of these problems admit efficient (i.e., polynomial time) algorithms
solving them to optimality in the full-information regime, where the input is presented to
the algorithm in its entirety. Given a dynamic input, or only partial observations of the
input, exact solutions and efficiency are often incompatible requirements. As such, one
must often settle for approximate solutions, formally defined as follows.
Definition. An algorithm A for a minimization (maximization) problem Π is said to be
α-approximate if on all inputs I for problem Π the algorithm’s cost (gain) is at most (least)
α times that of the optimal solution. That is, for minimization problems we have

A(I) ≤ α ·OPT (I),

and for maximization problems we have

A(I) ≥ α ·OPT (I).

Naturally, an ideal algorithm is one which obtains an approximation ratio as close to
one as possible for the problem it solves and the computational model in which it is defined
and limitations it faces.

1
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The goal of this thesis is to provide new results and techniques concerning matchings and
related problems, which will hopefully find wider use in the broader context of algorithms
under uncertainty. Some such models of uncertainty studied in this thesis are the following.

1. Online Algorithms. In the online model of computation, the input to an algorithm
is a sequence of requests – corresponding to “parts” of the input – arriving over time.
An online algorithm must react to these requests immediately and irrevocably upon
arrival. This model of computation captures uncertainty about the input where de-
ferral or retraction are not an option. The challenge in this model is in maintaining
an incremental partial solution which can be extended to a good solution for all pos-
sible extensions of the input revealed so far. For many problems, including problems
trivially solvable to optimality in the offline model of computation, this challenge is
insurmountable, and no online algorithm can always maintain a good approximation
to the optimum. For other problems, such algorithms exist, though the approxima-
tion ratio in the online setting, known as competitive ratio, may be worse than its
offline counterpart. The question here, then, is how close to optimal can an online
algorithm’s solution be, despite uncertainty regarding the remainder of the input. In
Chapter 2 I outline my prior, ongoing and future proposed work in designing online
algorithms and proving matching lower bounds.

2. Dynamic Algorithms. In the dynamic model of computation, an algorithm is
faced with a input to some optimization problem which changes, either incrementally,
decrementally, or fully-dynamically. A dynamic algorithm is tasked with the problem
of maintaining a good solution to the problem input at all points in time. This model
of computation captures the dynamic nature of input to many optimization problems.
Without further stipulations, the task of a dynamic algorithm is trivial, as it may
simply recompute solutions from scratch after each change to the input. However,
such a solution may be inefficient in time, space, or other resources. In particular, if
an input changes very little, one may expect the solution to the previous input to be
a good proxy for the current input. Indeed, for many problems, including matching,
this is the case. In Chapter 3 I outline my previous and proposed future work on
dynamic algorithms.

3. Streaming Algorithms. Finally, there are many other models of uncertainty which
have been studied in the literature. One of these is the streaming and semi-streaming
models of computation. In this model the input is revealed over time as though
read off a tape and a memory-restricted algorithm is tasked with outputting a good
solution after making a single pass (or few passes) over the input. In Chapter 4 I
outline my work in designing algorithms for the above models of computation.

1.1 Problems Studied

As stated above, most of the problems I propose to study in this thesis fall under the field
of matching theory. For all of these problems the input consists of a graph or multi-graph
G = (V,E), with possible weights on the edges w : E → R.
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Definition (Maximum Cardinality/Weight Matching). In the maximum cardinality match-
ing problem, the objective is to output a matching of largest size. In the maximum
weight matching problem the objective is to output a matching M of largest overall weight
w(M) ,

∑
e∈M we.

Definition (Min-Cost Perfect Matching). A matching is termed perfect if it matches all
nodes in the graph. A min-cost perfect matching is a perfect matching of minimum weight.

Finally, another problem we consider is that of edge coloring graphs, defined formally
and elaborated upon below.
Definition (Edge Coloring). Given a multi-graph G = (V,E), an edge coloring is the
problem of coloring the edges with (ideally few) colors such that no two edges with a common
endpoint share a color.

That is, edge coloring is the problem of decomposing the graph into disjoint matchings
– preferably, as few as possible. This problem, which can be used to model scheduling in
diverse areas, ranging from sensor networks, switch routing, optical networks, to sports
leagues, can trace its origins back to Shannon [111], who studied edge colorings in the
context of color coding wires in electrical units. Shannon proved that any multigraph G
of maximum degree ∆ = ∆(G) admits a b3∆

2
c-edge-coloring; i.e., a coloring using at most

b3∆
2
c colors.1 Inspired by this result, Vizing [119] proved that any simple graph can be

edge colored with ∆ + 1 colors. (Clearly, ∆ colors are necessary. On the other hand,
determining whether ∆ suffice is in general NP-hard [71].) The original proof of Vizing
yields an efficient algorithm for ∆+1 edge coloring, and multiple follow up works improved
the running time for this problem in the classic model of computation. On the other hand,
a simple linear-time greedy algorithm readily yields a coloring using 2∆ − 1 colors, and
is easily implementable in many restricted models of computation. Beating the greedy
algorithm has been the topic of much research in many such models, including distributed
computing [100], NC and RNC algorithms [24, 81, 94] and PRAM algorithms [88, 99]. In
Section 2.2.2 we study this problem in an online setting.

1This is tight, as exemplified by a triangle graph with each edge replaced by two parallel edges.
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Chapter 2

Online Algorithms

From ride-sharing applications to kidney exchanges to Internet advertising, the need to
match different agents immediately and irrevocably despite an uncertain future have be-
come ubiquitous. These problems are often captured by some form of online matching
problem with the underlying (unknown) input revealed over time. Specifically, during dis-
crete time steps another part of the input is revealed, either an edge at a time, or a vertex
at a time – together with its incident edges to previously-arrived neighbors. These arrival
models are referred to as the edge arrival model and vertex arrival model. Regardless of
the arrival model, the immediacy of the application requires an online algorithm to decide
at each time step which revealed edge to match. The irreversible nature of matches in the
motivating applications, on the other hand, implies that each choice to match made by the
algorithm is irrevocable.

This chapter discusses my work on such online matching problems.

2.1 Online Matching

This section focuses on online matching with maximization objectives. This widely-studied
area can trace its origins back to the seminal work of Karp et al. [82]. Karp et al. introduced
the problem of online (maximum cardinality) matching in bipartite graphs G = (L,R,E)
under one-sided vertex arrivals in bipartite graphs. Here the left hand side’s nodes –
referred to as offline nodes – arrive before any of the right hand side nodes – referred
to as online nodes. For this problem Karp et al. showed the optimal competitive ratio
for deterministic algorithms is trivially 1

2
(achieved by the greedy algorithm), while the

optimal competitive ratio is 1− 1
e
, achieved by their elegant ranking algorithm.

The online matching problem and its extensions witnessed a resurgence in interest
following the ground-breaking work of Mehta et al. [93], who introduced the AdWords
problem (to be defined shortly), and more generally related online matching and its gen-
eralizations to Internet advertising – with offline nodes corresponding to advertisers and
online nodes corresponding to ad slots (i.e., opportunities to display an ad). In the Ad-
Words problem each advertiser i has a budget constraint of Bi which it cannot exceed
and a value for the tth ad slot, bit, while ad slots have matching constraints; i.e., they can
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only be allocated once. (See Figure 2.1 for an LP relaxation of this problem and others
considered in this section.) Mehta et al. [93] showed that under the small bids assumption,
whereby maxi,t

bi,t
Bi
→ 0, one can obtain an optimal competitive ratio of 1 − 1

e
, matching

the bound for online matching.1 Buchbinder et al. [35] restated this algorithm in terms of
the online primal-dual scheme and Aggarwal et al. [6] showed the small bids assumption
is unnecessary if each advertiser i either bids zero or some fixed bid bi for all ad slots it
is interested in. To obtain their result, Aggarwal et al. [6] designed a

(
1− 1

e

)
-competitive

algorithm for online vertex-weighted matching – where offline vertices have some weight
and the objective is to maximize the sum of weights of matched offline vertices. For the
above problems and many more online problems relevant to Internet advertising (see e.g.,
the excellent survey of Mehta [92]), an optimal competitive ratio of 1− 1

e
is inherent.

Primal (Packing) Dual (Covering)
maximize

∑
(i,j)∈E bij · xij minimize

∑
i∈LBi · zi +

∑
j∈R yj

subject to: subject to:
∀j ∈ R:

∑
(i,j)∈E xij ≤ 1 ∀(i, j) ∈ E: bij · zi + yj ≥ bij

∀i ∈ L:
∑

(i,j)∈E bij · xij ≤ Bi ∀i ∈ L: zi ≥ 0

∀(i, j) ∈ E: xij ≥ 0 ∀j ∈ R: yj ≥ 0

Figure 2.1: The fractional ad allocation LP and the corresponding dual

Given how lucrative the application of Internet advertising is (with a yearly spend of
tens of billions dollars in the U.S. alone [103]), a competitive ratio of

(
1− 1

e

)
≈ 63.2% is a

significant lift compared to the greedy algorithm’s competitive ratio of 50%. Conversely,
by the same rationale potentially missing out on 1

e
≈ 36.7% of the potential gain is a

poor guarantee. In particular, while a competitive ratio of
(
1− 1

e

)
is existentially optimal,

one might argue that the worst-case instances proving this optimality are atypical of the
application at hand. Indeed, much research has focused on proving better guarantees
for “practical” inputs for this application. Such research has mainly fallen under the two
following categories.

1. Stochastic Assumptions. The most common stochastic input models considered in
the online matching literature are the random order arrival model – where some input graph
is fixed ahead of time and the online vertices are randomly permuted – and the i.i.d arrival
model – where online vertices are drawn from some (known or unknown) distribution. For
these arrival models, results beating the 1 − 1/e competitive ratio were shown both for
online matching [14, 53, 80, 89, 90] and online vertex-weighted matching [33, 61, 73, 76].
For example, the ranking algorithm of Karp et al. [82] is the current state-of-the-art for
online matching in random order, obtaining competitive ratio of 0.696 [89], breaking the
1−1/e ≈ 0.632 barrier in this model. On the other hand, even these stochastic assumptions
have their limitations, and no algorithm can achieve competitive ratio better than 0.823
under these stochastic arrival models [90]. For the AdWords problem under i.i.d arrivals,
Devanur et al. designed an algorithm with competitive ratio arbitrarily close to one [44].

1Whether a competitive ratio above 1
2 is possible for online ad allocation without this assumption is a

long-standing open problem. See the excellent survey of Mehta [92] for this and many other open problems.
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2. Structural Assumptions. A different approach considers structural assumptions
on the input. For the Adwords problem, Buchbinder et al. [35] showed that the natu-
ral assumption of online vertices having degree at most d allows for a competitive ra-
tio of 1 − (1 − 1/d)d, later proved to be optimal by Azar et al. [13]. Combining both
stochastic and structural assumptions, Karande et al. [80] showed that under random or-
der, on input graphs with k perfect or near-perfect matchings, the ranking algorithm
is 1 − O(1/

√
k)-competitive ratio. So, for example, on d-regular graphs, this yields a

1 − O(1/
√
d)-competitive ratio. Bahmani and Kapralov [14] showed that the random

algorithm (which assigns each online node to a randomly-chosen unmatched neighbor) is
1−O(1/

√
d) competitive under i.i.d arrivals if the expected graph is d-regular.

Whether further assumptions could yield improved competitive ratios under adversarial
vertex arrivals for “practical” inputs, or even for the theoretically-interesting family of
regular graphs, was unknown until this work. The following subsections discuss my work
on online matching under structural assumptions, addressing both these questions.

2.1.1 Deterministic Matching Algorithms

In [95], together with Seffi Naor, I studied online matching, online vertex-weighted match-
ing, and the AdWords problem, under the following structural assumptions.
Definition 2.1.1 ((k, d)-bounded graphs, [95]). We say a bipartite graph G = (L,R,E) is
(k, d)-bounded if every left vertex i ∈ L has degree d(i) ≥ k and every right vertex j ∈ R
has degree d(j) ≤ d. For AdWords, we replace d(i) ≥ k with the property

∑
j bij ≥ k ·Bi.

As with the small bids assumption in prior work on the AdWords problem, we were
able to show that this assumption allows for improved competitive ratios. Of course, for
this definition to be of any practical use, one must justify it as a a reasonable assumption
for the relevant application. The justification for targeted advertising (contrasted with
sponsored search) which we provided, lifted verbatim from [95], is as follows.

Online side: advertisers typically target their advertising campaigns at specific segments
of the population (e.g. young Californians who ski often); while these segments may be
large in absolute terms, they are mostly small in relative terms (e.g., less than four percent
of Californians ski often). Consequently, users tend to belong to relatively few segments.
Coupled with the fact that the number of active campaigns at any given time is limited, this
implies a restricted pool of ads that might be displayed to any particular user, justifying
the small degree assumption for ad slots.

Offline side: advertisers typically target large segments of the population (as in the
example above), while not allocating a budget high enough to display ads to all users
in a segment. Coupled with the fact that every page-view of a particular targeted user
corresponds to a vertex in the graph, this implies the high degree assumption on the offline
side, and more generally for the ad allocation problem, the assumption that

∑
i,j bij ≥ k ·Bi

for some large k.
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Our Results. First, we showed that the above assumptions, besides being reasonable
ones, also give some partial explanation for empirical work showing the greedy algorithm
are not as bad its worst-case competitive ratio of 1

2
would suggest.

Lemma 2.1.2. The greedy algorithm is
(
1− d

k+d−1

)
-competitive on (k, d)-bounded graphs.

That is, even the naïve greedy algorithm’s competitive ratio tends to one on this family
of inputs as k/d grows. More reasonably, for k/d some large-ish constant (in particular,
greater than one), greedy is better than 1/2-competitive. Better yet, we showed that one
can do better, by devising deterministic online algorithms competitive ratios tending to
one with an exponentially faster convergence rate in terms of k/d.

Theorem 2.1.3. There exists a (1 − (1 − 1
d
)k) ≥ (1 − exp(−k/d))-competitive online

algorithm on (k, d)-bounded graphs.

A desired property of our algorithms is their robustness to outliers. In particular, if
some α-fraction of the advertisers’ budgets is given by advertisers which violate the (k, d)-
bounded graph assumption (i.e., do not have Bi ≥ k ·

∑
t bit), then our algorithm loses at

most an α term in its competitive ratio.
Our algorithms’ analysis is an instance of the online primal dual method [34]. That

is, we maintain and update primal and dual solutions for the ad allocation problem’s
relaxation and relate their values ot each other to bound the competitive ratio. Unlike most
online algorithms, here our dual solution is only feasible by the algorithm’s termination.2
In particular, we match an arriving online node to an unmatched neighbor maximizing
of maximum dual value, and increase this dual value to one and the dual values of the
overlooked ad slots multiplicatively.3

We then showed our deterministic algorithms are optimal among all deterministic algo-
rithms, by designing an adversarial input sequence for each algorithm, essentially forcing
the algorithm to mimic our algorithms in their worst-case behavior.

Theorem 2.1.4. No deterministic algorithm is better than (1 − (1 − 1
d
)k)-competitive on

(k, d)-bounded graphs. This bound holds even for d-regular graphs with d = O
(

logn
log logn

)
.

Finally, extending our primal dual analysis, we showed that the random algorithm
matches our optimal deterministic algorithms’ competitive ratio. Specifically, we show that
using the dual updates yields the same ratio of primal to dual cost changes in expectation.

Theorem 2.1.5. Algorithm random is (1−(1− 1
d
)k)-competitive on (k, d)-bounded graphs.

The question of determining the optimal competitive ratio for this family of inputs,
and even for d-regular graphs, which are a special case of (d, d)-bounded graphs, however,
remained open following this work. This was addressed by the work described in the
following section.

2Here we leverage the structural assumptions implying that we do not need to be competitive at each
point in time, as the input cannot terminate before it complies with the definition of (k, d)-bounded graphs.

3For the AdWords problem the algorithm is more involved, and we decompose the dual variables in
order to be able to relate the primal and dual values’ changes after each online node’s arrival.
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2.1.2 Randomized Matching Algorithms

In [39], together with Ilan Reuven Cohen, I studied the problem of online matching in d-
regular graphs under adversarial arrival order. As mentioned above, for stochastic arrivals,
a competitive ratio of 1 − O(1/

√
d) was known for these graphs, while for adversarial

arrivals 1− (1− 1/d)d-competitive ratios were known, and this is optimal for deterministic
algorithms. The optimal competitive ratio for randomized algorithms under adversarial
arrivals, however, remained open. In [39], we addressed this problem, by designing a
randomized online matching algorithm which we call marking, whose performance is
summarized by the following theorems.

Theorem 2.1.6. Algorithm marking is 1−O(
√

log d√
d

)-competitive on d-regular graphs.

The convergence of our algorithm’s competitive ratio to one is near optimal.

Theorem 2.1.7. No randomized online matching algorithm is better than 1 − O( 1√
d
)-

competitive on d-regular graphs.

We then showed our algorithm achieves similar competitive ratio with high probability.

Theorem 2.1.8. marking is 1−O( logn√
d

)-competitive w.h.p. on n-vertex d-regular graphs.

Finally, we showed our algorithm matches each vertex with probability tending to one,
implying a high competitive ratio for weighted online matching variants.

Theorem 2.1.9. A modification of Algorithm marking guarantees each vertex (both of-
fline and online) a probability of 1−O

( 3√log d
3√
d

)
of being matched in d-regular graphs. Algo-

rithm marking itself matches each vertex with probability at least 1−O
(√

log d
4√
d

)
.

Remark 1. Recall that Karande et al. [80] and Bahmani and Kapralov [14] showed
that algorithms ranking and random are 1 − O( 1√

d
)-competitive on d-regular graphs

in the random order arrival model and i.i.d arrival model, respectively. In contrast, we
showed that for the stricter adversarial arrival model algorithms ranking and random
(and many others) do not achieve competitive ratio tending to one as d grows on d-regular
graphs. Nonetheless, we presented a new online matching algorithm which achieves similar
1− Õ

(
1√
d

)
bounds on d-regular graphs in the stricter adversarial arrival model.

Remark 2. Previous hardness results for online matching and related problems can all
be recast as hardness results for fractional algorithms. This method does not apply to our
setting. Instead, our hardness result explicitly considers variance of the integral solution.

Remark 3. To the best of our knowledge, Theorem 2.1.8 is the first non-trivial (i.e.,
beating 1/2) high-probability result for online matching in the adversarial arrival model.

Remark 4. The property of matching each vertex with probability at least c implies a
c-competitive ratio for vertex-weighted online matching, with weights given to both offline
and online vertices. Our algorithm is therefore the first to beat the 1/2-competitive ratio
on any non-trivial graph class for the vertex-weighted variant with weights assigned to
online vertices.
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2.2 Ongoing Work

2.2.1 Stochastic Metric Matching

In ongoing work with Anupam Gupta, Guru Guruganesh and Binghui Peng, we have been
exploring the problem of online metric matching under stochastic assumptions. In the
online metric problem, some n servers are placed in a metric, following which some k ≤ n
requests arrive at different locations in the same metric space. An online algorithm is
tasked with matching each arriving request immediately and irrevocably, while attempting
to minimize the distance between requests and servers serving them (i.e., matched to them).
This is an online version of min-cost perfect matching where the costs are given by distances
in some metric (it is easy to see that without this assumption no bounded competitive
ratio is attainable). For the metric matching problem, the optimal competitive ratio under
adversarial arrivals is 2n− 1 [79, 83]. Under random arrivals the optimal competitive ratio
drops exponentially, to 2Hn − 1 = O(log n) [104]. A natural question to study is the
optimal competitive ratio under i.i.d arrivals. The result of [104] immediately implies a
competitive ratio of O(log n) for this model. We provide doubly-exponential improvement
on this bound, by providing a new algorithm which is O((log log log n)2)-competitive under
known i.i.d arrivals.
Theorem 2.2.1. There exists a O((log log log n)2)-competitive algorithm for online metric
matching under known i.i.d arrivals.

This is the first online matching problem for which an asymptotic separation between
the optimal competitive ratios under random order and i.i.d arrival models is known.
Moreover, for such stochastic arrivals we provide a constant-competitive algorithm for the
line metric – a goal which remains elusive for adversarial arrivals and has been the focus
of much work [7, 58, 86, 105]. More generally, we have the following result.
Theorem 2.2.2. There exists an O(1)-competitive algorithm for online metric matching
under known i.i.d arrivals on tree metrics.

Whether one can achieve a constant-competitive algorithm for general metrics remains
unclear, though we propose to explore this question.
Problem 1. Does there exist an O(1)-competitive algorithm for online metric matching
under (known) i.i.d arrivals for all metrics?

Our algorithm of Theorems 2.2.1 and 2.2.2 requires knowledge of the distribution from
which requests are drawn. It would be interesting to see explore the optimal bounds
attainable without this knowledge.
Problem 2. What is the optimal competitive ratio for online metric matching under un-
known i.i.d arrivals?

2.2.2 Online Edge Coloring

Another related problem to online matching is the problem of online edge coloring. In
this problem vertices arrive online together with their incident edges to previously-arrived
neighbors. The algorithm is tasked with picking for each revealed edge a color immediately
and irrevocably, such that no vertex has two incident edges of the same color. As mentioned
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in Section Section 1.1, beating the greedy 2-competitive algorithm in many restricted
computational models has been the subject of much work. For online algorithms, the only
known results were under random order edge arrival. For such stochastic arrivals, Aggarwal
et al. [5] showed how to obtain a ∆(1 + o(1)) edge coloring of n-vertex multigraphs if
∆ = ω(n2) and Bahmani et al. [15] showed how obtain a 1.43∆ edge coloring under the
milder assumption that ∆ = ω(log n). No results were previously known under adversarial
arrivals. This is perhaps unsurprising, given a note of Bar-Noy et al. [20], which asserts that
the greedy algorithm is optimal, even under one-sided bipartite vertex arrivals. However,
the lower bound of Bar-Noy et al. has two caveats: it only applies to integral algorithms,
and it further requires a bounded maximum degree ∆ = O(log n).

In ongoing work with Ilan Reuven Cohen and Binghui Peng we showed that both caveats
are needed, and we prove that removing either of these assumptions allows one to improve
upon the greedy algorithm.

Our Results. Our first theorem provides tight bounds for fractional online edge coloring
in bipartite graphs. If ∆ is known to the algorithm, one can trivially obtain a 1-competitive
algorithm, by assigning each edge-color pair a value of 1

∆
. If ∆ is unknown, the situation

is not so simple. For this case we provide an e
e−1

-competitive algorithm, and prove that
this is optimal among all fractional algorithms.
Theorem 2.2.3. There exists an e

e−1
-competitive fractional online edge-coloring algorithm

for bipartite graphs with unknown ∆. On the other hand, no algorithm is ( e
e−1
− ε)-

competitive on bipartite graphs with unknown ∆, for any constant ε > 0.
Next, we address fractional online edge coloring in general graphs. We show that this

problem is harder on these graphs, by providing a higher lower bound than the optimal
bound for bipartite graphs. On the other hand, we show that the greedy fractional algo-
rithm is suboptimal for general graphs, too, by providing a better-than-two-competitive
algorithm for these graphs.
Theorem 2.2.4. No edge-coloring algorithm is 1.606-competitive on general graphs with
unknown ∆. On the other hand, there exists a 1.777-competitive fractional online edge-
coloring algorithm for general graphs with unknown ∆.

Finally, we provide an integral randomized online edge-coloring algorithm for bipartite
graphs for the (large) known ∆ case which is optimal up to o(1) terms, answering the open
question of Bar-Noy et al. [20] in the affirmative for this model.
Theorem 2.2.5. For bipartite graphs with ∆ = Ω(log3 n), there exist online edge-coloring
algorithms which are w.h.p. (1 + o(1))-competitive if ∆ is known.

The natural open question here is whether or not we can match the best fractional
algorithm’s competitive ratio in the large ∆ regime when ∆ is unknown. We have some
preliminary results that seem to indicate this is indeed the case.
Problem 3. Does there exist a randomized

(
e
e−1

+ o(1)
)
-competitive algorithms for online

edge coloring under unknown ∆ = poly(log n)?
Finally, it would be interesting to obtain deterministic algorithms matching our above

bounds. Our approaches, at least, do not seem to extend to this setting, and more ideas
are likely needed.
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2.3 Further Proposed Work

2.3.1 Online Matching

Besides the open problems suggested in the previous sections of this chapter, there are
many open problems in online matching which are wide open and I would like to study. I
list a few below.
Problem 4. Does there exist a 1

2
+ Ω(1)-competitive algorithm under edge arrivals?

Recently Buchbinder et al. [36] showed that for trees a competitive ratio of 5/9 ≈ 0.5555
for trees, and presented a lower bound of 2

3+1/φ2
≈ 0.5914 for any online algorithm under

edge arrivals. We4 were aware of this lower bound before Buchbinder et al. and can show a
better hardness of 4

7
≈ 0.5714 (and even improve on this bound slightly). Whether or not

these lower bounds converge to 1
2
or whether one can beat 1

2
on all graphs (or even just

bipartite graphs) under edge arrivals remains to be seen.
A second natural question addresses vertex arrivals in general graphs. Even for bipar-

tite graphs under two-sided vertex arrivals (here vertices can arrive in any order, rather
than one side before the other), Wang and Wong [120] presented a 0.526-competitive frac-
tional algorithm for this problem. Independently, together with Bernhard Haeupler, Nika
Haghtalab and Ariel Procaccia, we developed a 1

2
+ Ω(1)-competitive fractional algorithm

for general graphs under vertex arrivals. Whether or not either of these algorithms, or
indeed any other fractional algorithm, can be rounded online remains open.
Problem 5. Does there exist a 1

2
+ Ω(1)-competitive algorithm under vertex arrivals in

general (i.e., non-bipartite) graphs? If not, what about bipartite graphs under two-sided
arrivals?

2.3.2 Online Matching with Delays.

Another online problem which has received quite a lot of attention in recent years following
its introduction by Emek et al. [46] is the problem of online matching with delays [9, 11,
12, 31, 32, 46, 47]. In this problem requests arrive over time in various points of a metric,
and we are tasked with matching these points. The objective here is to minimize the sum
of distances of matched points and waiting times of all requests until service. This problem
can be used for example to model matching of players in online gaming platforms (here the
metric is the line metric, with the distance between matched requests corresponding to the
matched players’ difference in abilities), as well as ride sharing apps and taxi dispatchers
in a natural way. For this problem in general metrics there exists an O(log n)-competitive
algorithm [12] and no algorithm is better than O( logn

log logn
) competitive [9], so for randomized

algorithms under adversarial arrivals, the problem is essentially closed. For deterministic
algorithms, however, the question is still open, and the state of the art is an O(m0.59)-
competitive algorithm [11]. This suggests the following question.
Problem 6. What is the optimal competitive ratio of a deterministic algorithm for online
min cost matching with delays?

4Unpublished work with Bernhard Haeupler, Nika Haghtalab and Ariel Procaccia.
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Naturally, one may not be content with a logarithmic competitive ratio, which, while
worst-case optimal, is a somewhat unsatisfactory guarantee for some of the applications
considered. Another direction to study then is the optimal competitive ratio under rea-
sonable stochastic assumptions, or perhaps studying some structural assumptions of the
input.5

2.3.3 Techniques

On the techniques front, there are two techniques whose power I would like to explore.

Online dependent rounding My results with Ilan Cohen [39] discussed in Section 2.1.2
are only one example application of a more general online dependent rounding scheme
for bipartite b-matching under single-sided vertex arrivals. This generalization allows for
multiple additional results, and in particular proved useful for our results on edge coloring
as well. I would like to explore further applications of this rounding scheme, as well as
to understand how far this approach can be generalized. Can we obtain such dependent
rounding under edge arrivals, or under more general vertex-arrivals? A positive answer
to these questions may have applications in solving Problems 4 and 5? More generally,
I would be interested to explore what other downward-closed constraint families admit
similar online rounding schemes.

Randomized Primal Dual In [45], Devanur et al. presented an alternative analysis of
Karp et al.’s ranking algorithm and its extensions to vertex-weighted matching and the
AdWords problem, using the elegant framework of randomized primal dual analysis. Here
the dual solution needs only to be feasible in expectation. Besides the simplified analyses
of known algorithms in [45], this approach has found applications recently [72, 73] for other
online matching problems. I would like to further explore this technique’s applicability to
other problems.

Bibliographic Remarks
The results of this chapter are based on the following works: Section 2.1.1 is based on
joint work with Seffi Naor, which appeared in [95]. Section 2.1.2 is based on joint work
with Ilan Reuven Cohen, which appeared in [39]. Section 2.2.1 is based on ongoing work
with Anupam Gupta, Guru Guruganesh and Binghui Peng, and Section 2.2.2 is based on
ongoing work with Ilan Reuven Cohen and Binghui Peng.

5These assumptions will have to be more robust than just focusing on particular metrics of interest, as
the lower bounds for this problem hold even for the line metric.
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Chapter 3

Dynamic Algorithms

Things change. The problems we try to optimize today are not necessarily the problems
we will try to solve tomorrow. Sometimes this is due to complete paradigm shifts, and
sometimes this is just due to the input changing over time. In many real-life problems the
inputs considered are inherently dynamic. For example, for graph optimization problems
edges can be removed or added over time. One could of course address such changes by
recomputing a solution from scratch, but this could be wasteful and time-consuming, and
such applications may require immediately updating the solution given, as having users wait
on a solution to be recomputed may likely be unsatisfactory. Consider for example point
to point shortest path computation, a problem routinely solved by navigation systems: for
such an application, the temporary closure of some road due to construction should not
result in unresponsive GPS applications, busy re-computing the relevant data structures
(see e.g., [2, 3, 4, 10, 21, 42, 43, 56, 62, 63, 64, 65, 66, 67, 84, 115, 116]). Therefore, for such
applications we want to update our solution quickly for every update, using fast worst-case
(rather than amortized) update time.

The above paragraph addresses one key measure of efficiency for dynamic algorithms
– update time. Another important measure is referred to broadly as recourse – how much
the algorithm is allowed to modify its maintained solution at any point in time. This
measure is important to consider for applications where such changes are inherently costly
(more on this in Chapter 3.2), but it is also important from the point of view of a user of
such applications: unless the input changes significantly, a user might reasonably expect
to receive a similar solution. Consider for example a driver using a navigation system.
For example, unless many new roads are built or closed (or just heavily congested), a
driver using such an application would rightfully expect to not have her recommended
daily commute change significantly every day.

This section discusses my work on dynamic matching and bin packing algorithms.
Section 3.1 discusses my work on dynamic matching, joint with Moab Arar, Shiri Chechik,
Sarel Cohen and Cliff Stein [8]. Section 3.2 centers on my work on dynamic bin packing,
together with Anupam Gupta, Guru Guruguanesh and Amit Kumar [59], which resulted
in a joint paper with the above authors together with Björn Feldkord, Matthias Feldotto
and Sören Riechers [52] (see the bibliographic notes for more details). In Section 3.3 I
mention some directions of future work and preliminary results and observations.
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3.1 Dynamic Matching Algorithms

We now return to the maximum matching problem, this time in a dynamic setting, where
edges can be added and removed over time. A maximum matching can be trivially up-
dated in O(m) time per update (edge insertion/removal). Sankowski [109] showed how to
maintain the value of the maximum matching in O(n1.495) update time.1 On the other
hand, Abboud and Vassilevska Williams [1] and Kopelowitz et al. [85] presented lower
bounds based on long-standing conjectures, showing that even maintaining the maximum
matching value likely requires Ω(mc) update time for some constant c ≥ 1

3
.

Given these hardness results for exact solutions, one is naturally inclined to consider
fast approximate solutions. Trivially updating a maximal matching (and therefore a 2-
approximate maximum matching) can be done using O(n) worst-case update time. The
goal is to obtain sublinear update times – ideally polylogarithmic (or even constant) – with
as low an approximation ratio as possible.

The first non-trivial result for fully-dynamic maximum matching is due to Ivkovic and
Lloyd [74], who presented a maximal matching algorithm with O((m + n)1/

√
2) amortized

update time. Note that this bound is sublinear only for sufficiently sparse graphs. The
problem of approximate maximum matchings remained largely overlooked until 2010, when
Onak and Rubinfeld [98] presented a fully-dynamic constant-approximate O(log2 n) (amor-
tized) update time algorithm. Additional results followed in quick succession.

Baswana et al. [22] showed how to maintain a maximal matching in O(log n) expected
update time, and O(log2 n) update time w.h.p. This was recently improved by Solomon
[112] who presented a maximal matching algorithm using O(1) update time w.h.p. For de-
terministic algorithms, Neiman and Solomon [96] showed how to maintain 3/2-approximate
matchings deterministically in O(

√
m) update time, a result later improved by Gupta and

Peng [60] to obtain (1 + ε)-approximate matchings in O(
√
m/ε2). This result was in turn

refined by Peleg and Solomon [102], who obtained the same approximation ratio and up-
date time as [60] with

√
m replaced by the maximum arboricity of the graph α (which is

always at most α = O(
√
m)). Bernstein and Stein [26, 27] and Bhattacharya et al. [28]

presented faster polynomial update time algorithms (with higher approximation ratios),
and Bhattacharya et al. [29] presented a (2+ε)-approximate algorithm with poly(log n, ε−1)
update time. See Table 3.1 for an in-depth tabular exposition of previous work and our
results.2 Our results also imply new results for maximum weight matching, also widely
studied in the dynamic setting (see, e.g. [22, 60, 112, 114]).

Note that in the previous paragraph we did not state whether the update times of
the discussed algorithms were worst case or amortized. We now address this point. As
evidenced by Table 3.1, previous fully-dynamic matching algorithms can be broadly di-
vided into two classes according to their update times: polynomial update time algorithms

1We emphasize that this algorithm does not maintain an actual matching, but only the optimal value,
and it seems unlikely to obtain such update times for maintaining a matching of this value.

2For the sake of simplicity we only list bounds here given in terms of n and m. In particular, we do not
state the results for arboricity-bounded graphs, which in the worst case (when the arboricity of a graph is
α = Θ(

√
m)) are all outperformed by algorithms in this table, with the aforementioned algorithm of Peleg

and Solomon [102] being the lone exception to this rule.
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and polylogarithmic amortized update time algorithms. The only related polylogarithmic
worst-case update time algorithms known to date were fractional matching algorithms, due
to Bhattacharya et al. [30]. We bridge this gap by presenting the first fully-dynamic integral
matching (and weighted matching) algorithm with polylogarithmic worst-case update times
and constant approximation ratio. In particular, our approach yields a (2+ε)-approximate
algorithm, within the Oε(log3 n) time bound of [30], but for integral matching.3

Table 3.1: State of the Art for Fully-Dynamic Matching.
(References are to the latest publication, with the first publication venue in parentheses.)

Approx. Update Time det. w.c. notes reference

O(1) O(log2 n) 7 7 Onak and Rubinfeld (STOC ’10) [98]

4 + ε O(m1/3/ε2) 3 3 Bhattacharya et al. (SODA ’15) [28]

3 + ε O(
√
n/ε) 3 7 Bhattacharya et al. (SODA ’15) [28]

2 + ε poly(log n, 1/ε) 3 7 Bhattacharya et al. (STOC ’16) [29]
2 + ε Oε(log7 n) 7 3 w.h.p Charikar and Solomon (ICALP ’18)[37]

2 + ε Oε(log3 n) 7 3 w.h.p Theorem 3.1.3

2 O((m+ n)1/
√

2) 3 7 Ivković and Lloyd (WG ’93) [74]

2 O(log n) 7 7 O(log2 n) w.h.p Baswana et al. (FOCS ’11) [23]

2 O(1) 7 7 w.h.p Solomon (FOCS ’16) [112]

3/2 + ε O( 4
√
m/ε2.5) 3 3 bipartite only Bernstein and Stein (ICALP ’15) [26]

3/2 + ε O( 4
√
m/ε2.5) 3 7 Bernstein and Stein (SODA ’16) [27]

3/2 O(
√
m) 3 3 Neiman and Solomon (STOC ’13) [97]

1 + ε O(
√
m/ε2) 3 3 Gupta and Peng (FOCS ’13) [60]

3.1.1 Our Contribution

Our main technical result requires the following natural definition.
Definition 3.1.1 (Approximately-Maximal Fractional Matching). A fractional matching
w : E → R+ is (c, d)-approximately-maximal if every edge e ∈ E either has fractional value
we ≥ 1/d or has one endpoint v with sum of incident edges’ weights at least

∑
e3v we ≥ 1/c

and moreover all edges e′ incident on this v have we′ ≤ 1/d.
This definition generalizes maximal fractional matchings (for which c = d = 1). More

interestingly, we showed that sampling each edge e of such a fractional matchings with
probability min{d · we, 1} yields a bounded-degree subgraph H of G with high maximum
matching compared to G, referred to as a (c, d)-kernel (introduced by Bhattacharya et al.

3Independently of our work, and using a different approach, Charikar and Solomon [37] obtained a
(2+ε)-approximate dynamic matching algorithm with Oε(log7 n) worst-case update time. For fixed ε their
algorithm is slower than ours, and is arguably more complicated than our approach.
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[28]). Relying on (1 + ε)-approximate matching algorithms for bounded-degree dynamic
graphs [60, 102] yields our main qualitative result: a black-box reduction from integral
matching algorithms to approximately-maximal fractional matching algorithms.
Theorem 3.1.2. Let A be a fully-dynamic (c, d)-approximately-maximal fractional algo-
rithm with update time T (n,m), which changes at most C(n,m) edge weights per update,
for some c ≥ 1, d ≥ 6c·ln(max{n,1/ε})

ε2
, with ε ≤ 1

2
. Then, there exists a randomized fully-

dynamic integral 2c(1+O(ε))-approximate algorithm A′ (with this bound holding both w.h.p
and in expectation) with update time T (n,m) + O(C(n,m) · d/ε2). Moreover, if T (n,m)
and C(n,m) are worst-case bounds, so is the update time of Algorithm A′.

Now, one may wonder whether fully-dynamic (c, d)-approximately-maximal fractional
matching algorithms with low worst-case update time and few edge weight changes exist
for any non-trivial values of c and d. Indeed, the recent algorithm of Bhattacharya et
al. [30] is such an algorithm.
Lemma 3.1.3 ([30]). For all ε ≤ 1

2
, there is a fully-dynamic (1+2ε,max{54 log n/ε3, (3/ε)21})-

approximately-maximal fractional matching algorithm with O(log3 n/ε7) worst-case update
time, using at most O(log n/ε2) edge weight changes per update in the worst case.

Plugging the values of c, T (n,m) and C(n,m) of Lemma 3.1.3 into Theorem 3.1.2
immediately yields our result, given in the following theorem.
Theorem 3.1.4. For all ε ≤ 1

2
, there exists a randomized fully-dynamic (2 + O(ε))-

approximate integral matching algorithm (w.h.p and in expectation) with worst-case update
time O(log3 n/ε7 + log(max{n, 1/ε})/ε2 ·max{log n/ε3, (3/ε)21}) = Oε(log3 n).

Finally, combined with the recent black-box reduction of Stubbs and VassilevskaWilliams
[114] from the weighted to the unweighted matching problem, our algorithm also yields the
first fully-dynamic constant-approximate maximum weight matching algorithm with poly-
logarithmic worst-case update time.
Theorem 3.1.5. For all ε ≤ 1

2
, there exists a randomized fully-dynamic (4 + O(ε))-

approximate maximum weight matching algorithm with poly(log n, 1/ε) worst-case update
time. The approximation guarantee holds with high probability and in expectation.

Our work shows the existence of constant-approximate maximum matching and max-
imum weight matching algorithms with worst-case poly-logarithmic update time. This
work as well as all the previous work on dynamic matching, suggest many open questions,
many of which I plan to study (see the discussion in Section 3.3).

3.2 Dynamic Bin Packing Algorithms

Consider the problem of data backup on the cloud. Multiple users’ files are stored on a
large number of disks (for simplicity, say of equal size). This is a classic example of the
bin packing problem (defined below), where items correspond to files and bins correspond
to disks, and the goal is to pack the items in a minimum number of bins. However, for
this application, files are created and deleted over time. The storage provider, interested
in minimizing operation costs, would ideally like to keep the minimum number of machines
running, as well as keep the communication costs incurred by file transfers to a minimum.
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Clearly, packing items in a near-minimum number of bins can be done if repacking is allowed
(indeed, repacking is necessary to obtain any guarantees); however, such an approach may
be prohibitively expensive due to the operational and communication costs. We therefore
demand bounded “recourse”, i.e., items should be moved sparingly while attempting to
minimize the number of bins used in the packing. These objectives are at odds with each
other, and the natural question is what is the optimal tradeoff between these objectives.
This is precisely the problem we studied in [59], together with Anupam Gupta, Guru
Guruganesh and Amit Kumar.

Formally, an instance I of the bin packing problem consists of a list of n items of sizes
s1, s2, . . . , sn ∈ [0, 1]. The objective of a bin packing algorithm is to pack the items of
I into a small number of unit-sized bins compared to OPT (I), the minimum number of
unit-sized bins needed to pack all these items. This classic NP-hard optimization problem
has been studied since the 1950s, with thousands of papers addressing this problem, and its
variations; see [70, Chapter 2] for an early survey, and [38] for a more up-to-date one. Much
of this work (e.g. [17, 68, 78, 87, 106, 107, 110, 118, 121, 122]), starting with the seminal
work of Ullman [117], studies the online setting, where items arrive sequentially and must
be packed into bins immediately and irrevocably. The online problem is strictly harder
than the offline version, due to the lack of information about the future: while the offline
setting can be approximated to within a small additive term of O(logOPT ) (see [69]), in
the online setting there is at least a 1.5403-multiplicative gap between the algorithm and
OPT in the worst case, even as OPT →∞ [17]. Given the wide applicability of the online
problem, researchers have considered the problem where a “small” number of repackings is
allowed following item additions (and even deletions). In [52], we added to this line of work
and studied the optimal tradeoff between number of bins needed and number of repackings
required in the fully dynamic setting.

A fully-dynamic bin packing algorithm maintains at every time t, a feasible solution to
the bin packing instance It given by items inserted and not yet deleted until time t. Every
item i has a size si ∈ [0, 1] and a movement cost ci which the algorithm pays every time
item i is moved between bins.
Definition 3.2.1. A fully-dynamic algorithm A has (i) an asymptotic competitive ratio
α, (ii) additive term a and (iii) recourse β, if at each time t it packs the instance It using
at most α · OPT (It) + a bins, with a independent of OPT (It), while the total movement
cost until time t is at most β ·

∑t
i=1 ci. If at each time t algorithm A incurs at most

β · ct movement cost, where ct is the cost of the element added or deleted at time t, we say
algorithm A has worst case recourse β, otherwise we say it has amortized recourse β.

Note that any bin packing algorithm will need to pay at least
∑t

i=1 ci movement cost
simply to insert/remove all items ever added/deleted, and so an algorithm with β recourse
spends at most β times movement cost more than the absolute minimum movement cost.
In a sense, approximation algorithms with bounded recourse can be seen as bicriteria
approximation results. The goal is to design algorithms which simultaneously have low
asymptotic competitive ratios (a.c.r), additive terms, and recourse. There is a natural
tension between the a.c.r and the recourse, so we want to find the optimal a.c.r-to-recourse
trade-offs.
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Related Work. Gambosi et al. [54, 55] were the first to study dynamic bin packing.
They gave a 4/3-a.c.r algorithm for the insertion-only setting which only moves every item a
constant number of times throughout the algorithm’s run, which in our terminology trans-
lates to constant amortized recourse for general movement costs. For unit movement costs,
Ivković and Lloyd [75] and Balogh et al. [16, 18] gave lower bounds of 4/3 and 1.3871 on the
a.c.r of algorithms with constant recourse, respectively; Balogh et al. [18] also presented
an algorithm with a.c.r tending to 3/2 as the worst-case number of movements increases to
infinity. In 2009, following Sanders et al. [108] who studied makespan minimization with
bounded recourse, Epstein et al. [48] re-introduced the dynamic bin packing problem for
the case where the movement cost ci of each item equals its size si (the weight cost setting,
where worst-case recourse is also termed migration factor in the literature). Epstein et
al. showed that bounded (though exponential in ε−1) recourse suffices to maintain a so-
lution with a.c.r (1 + ε). This was improved by Jansen and Klein [77], who showed that
for insertion-only algorithms, a polynomial dependence on ε−1 suffices; Berndt et al. [25]
showed the same for fully-dynamic algorithms. They further showed that any (1 + ε) a.c.r
algorithm must have worst-case recourse of Ω(ε−1). While these give strong, nearly-tight
results in the case of weight costs cj = sj, the unit costs ci = 1 and general costs cases are
not so well understood.

3.2.1 Our Results

We give (almost) tight characterizations for the recourse-to-asymptotic competitive ratio
trade-off for fully-dynamic bin packing under (a) unit movement costs, (b) general move-
ment costs and (c) size movement costs. Our results are summarized in the following
theorems. (See Tables 3.2 and 3.3 for a tabular listing of our results contrasted with the
best previous results.) Note that an amortized recourse bound is a weaker (resp. stronger)
upper (resp. lower) bound. In the context of sensitivity analysis (see [108]), our bounds
provide a tight characterization of the average change between approximately-optimal so-
lutions of slightly modified instances.

Unit Costs. We now consider the most natural of all movement costs, that of unit
costs ; i.e., ci = 1 for all items i. For this model we give tight upper and lower bounds.
Let α = 1 − 1

W−1(−2/e3)+1
≈ 1.3871 (here W−1 is the lower real branch of the Lambert

W -function [40]). Balogh et al. [16] showed α is a lower bound on the a.c.r of all fully-
dynamic bin packing algorithms with constant recourse. We present a simpler proof of
this lower bound, and show that surpassing this a.c.r requires either polynomial additive
term or recourse (or both). Moreover, we present an algorithm proving α is tight for this
problem.
Theorem 3.2.2 (Unit Costs Tight Bounds). For any ε > 0, there exists a fully-dynamic
bin packing algorithm with a.c.r (α + ε), additive term O(ε−2) and amortized recourse
O(ε−2) or worst-case recourse O(ε−4 log(ε−1)) under unit movement costs. Conversely, for
any fully-dynamic bin packing algorithm with a.c.r (α− ε), the product of the additive term
and the amortized recourse cost must be Ω(ε4 · n) under unit movement costs.
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Table 3.2: Fully-dynamic bin packing with limited recourse: Positive results
(Big-O notation dropped for notational simplicity)

Costs A.C.R Additive Recourse W.C. Notes Reference

Unit
1.5 + ε ε−1 ε−1 3 insertions only Balogh et al. [18]
α + ε ε−1 ε−2 7 α ≈ 1.387 Theorem 3.2.2
α + ε ε−1 ε−4 log(ε−1) 3 α ≈ 1.387 Theorem 3.2.2

General 1.589 1 1 7 Theorem 3.2.4
1.333 1 1 7 insertions only Gambosi et al. [55]

Size

1 + ε 1 ε−O(ε−2) 3 insertions only Epstein & Levin [48]
1 + ε ε−2 ε−4 3 insertions only Jansen & Klein [77]
1 + ε poly(ε−1) ε−3 log(ε−1) 3 insertions only Berndt et al. [25]
1 + ε poly(ε−1) ε−4 log(ε−1) 3 Berndt et al. [25]
1 + ε ε−1 ε−2 7 Theorem 3.2.5

Table 3.3: Fully-dynamic bin packing with limited recourse: Negative results

Costs A.C.R Additive Recourse W.C. Notes Reference

Unit
1.333 o(n) 1 3 Ivković & Lloyd [75]
α− ε o(n) 1 3 α ≈ 1.387 Balogh et al. [16]
α− ε o(ε2 · nδ) Ω(ε2 · n1−δ) 7 for all δ ∈ (0, 1/2] Theorem 3.2.2

General 1.540 o(n) ∞ 7 as hard as online Theorem 3.2.3

Size 1 + ε o(n) Ω(ε−1) 3 Berndt et al. [25]
1 + ε o(n) Ω(ε−1) 7 Theorem 3.2.5

These complementary results give us a sharp threshold on the a.c.r of any algorithm
for the unit costs model. This is the technical heart of the paper: we show both upper
and lower bounds using linear programming techniques. We give a linear program that
completely captures the performance of the algorithm. Indeed, we first use this LP as a
gap-revealing LP, to prove that a certain family of instances give an a.c.r of at least α.
Then we use it as a factor-revealing LP to show that our algorithm achieves an a.c.r of at
most α.

General Costs. Next, we consider the most general problem, with arbitrary movement
costs. Theorem 3.2.2 showed that in the unit cost model, we can get a better a.c.r than for
online bin packing without repacking, whose optimal a.c.r is at least 1.540 ([17]). Alas, the
fully-dynamic bin packing problem with the general costs is not easier than the arrival-only
online problem (with no repacking).
Theorem 3.2.3 (Fully Dynamic as Hard as Online). Any fully-dynamic bin packing algo-
rithm with bounded recourse under general movement costs has a.c.r at least as high as that
of any online bin packing algorithm. Given current bounds ([17]), this is at least 1.540.

Given this result, is it conceivable that the fully-dynamic model is harder than the

21



July 19, 2018
DRAFT

arrival-only online model, even allowing for recourse? We show this is likely not the case,
as we can almost match the a.c.r of the current-best algorithm for online bin packing.
Theorem 3.2.4 (Fully Dynamic Nearly as Easy as Online). Any algorithm in the Super
Harmonic family of algorithms can be implemented in the fully-dynamic setting with con-
stant recourse under general movement costs. This implies an algorithm with a.c.r 1.589
using [110].

The current best online bin packing algorithm [19] is not from the Super Harmonic
family but is closely related to it. It has an a.c.r of 1.578, so our results for fully-dynamic
bin packing are within a hair’s width of the best bounds known for online bin packing.
It remains an open question as to whether our techniques can be extended to achieve the
improved a.c.r bounds while maintaining constant recourse. While we are not able to give
a black-box reduction from fully-dynamic algorithms to online algorithms, we conjecture
that such a black-box reduction exists and that these problems’ a.c.r are equal.

Size Costs. Finally, we give an extension of the already strong results known for the size
cost model (where ci = si for every item i). We show that the lower bound known in the
worst-case recourse model extends to the amortized model as well, for which it is easily
shown to be tight.
Theorem 3.2.5 (Size Costs Tight Bounds). For any ε > 0, there exists a (1 + ε)-a.c.r
algorithm with O(ε−2) additive term and O(ε−1) amortized recourse under size costs. Con-
versely, for infinitely many ε > 0, any (1 + ε)-a.c.r algorithm with o(n) additive term
requires Ω(ε−1) amortized recourse under size costs.

The hardness result above was previously only known for worst-case recourse [25]; this
previous lower bound consists of a hard instance which effectively disallowed any recourse,
while lower bounds against amortized recourse can of course not do so.

3.3 Proposed Work

For dynamic matching problems, the question of designing algorithms with optimal re-
course was completely answered in a recent work of Solomon [113].4 The question of finding
the optimal tradeoff between approximation ratio and update time, however, is wide open,
with myriad incomparable bounds known (see Table 3.1). Moreover, many questions are
wide open regarding the need for amortization and/or randomization to obtain an optimal
approximation ratio to update time tradeoff. For example, a natural question is whether
or not our randomized (2 + ε)-approximate algorithm with worst-case polylog update time
can be made deterministic. More generally, we have the following question.
Problem 7. Does there exist a deterministic constant-approximate algorithm with worst-
case polylogarithmic update time?

4In that work Solomon showed that any dynamic matching algorithm with update time T can be
transformed into an algorithm with ε−1 recourse and T +O(ε−1) update time at the cost of increasing the
approximation ratio by a multiplicative 1 + ε term.
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As a first step towards answering this question (in the affirmative), I can show a deter-
ministic O

(
logn

log logn

)
-approximate algorithm with worst-case polylogarithmic update time.

I am currently exploring a few directions to improve this bound.
Another natural direction to explore is determining the optimal trade-off between ap-

proximation ratio and update time (even with randomization and amortization). Currently
we know three such tradeoffs: (1 + ε)-approximate algorithm with O(

√
m/ε2) update time

[60], (3/2 + ε)-approximate algorithm with O( 4
√
m/ε2.5) update time [27] and (2 + ε)-

approximate algorithms with poly(log n, 1/ε) update time [8, 29, 37]. A natural question
towards understanding the optimal approximation to update time tradeoff is the following
question, which I propose to study.
Problem 8. Does there exist a better-than-two-approximate (or even (1 + ε)-approximate)
matching algorithm with polylogarithmic update time?

For dynamic maximum weight matching similar incomparable tradeoffs are known: one
can obtain (1 + ε)-approximate maximum weight matching in time at least Ω(

√
m) [60],

though here no other better-than-two approximate bounds are known. A first step towards
optimal bounds here would be
Problem 9. Does there exist a better-than-two-approximate (or even (1 + ε)-approximate)
matching algorithm with polylogarithmic (or at least o(

√
m)) update time?

Finally, I note that all lower bounds known for dynamic matching to date are conditional
on conjectured hardness of other problems. This suggests the following question.
Problem 10. Does there exist a nontrivial information-theoretic lower bound for dynamic
matching?

Bibliographic Remarks
The results of this chapter are mostly based on [8] and [59]. For the latter reference,
some explanation is in order. One natural follow up question given our Theorem 3.2.2 is
whether one can improve the polynomial recourse bound and additive term further. This
was answered affirmatively by Feldkord et al. [51], who showed that these can be improved
to O(ε−2) and O(ε−1), respectively. The merger of [59] and [51] resulted in [52].
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Chapter 4

Streaming Algorithms

In this chapter I discuss my work in other models of uncertainty not discussed in the
previous chapters. Specifically, streaming algorithms.

4.1 Semi-Streaming Matching Algorithms
The semi-streaming model of computation, introduced by Feigenbaum et al. [50], is a
modern model motivated by the need for processing massive graphs whose edge set cannot
be stored in memory. In this model, roughly speaking, the edges of the graph arrive in a
stream, and the algorithm should process this stream and eventually output its solution —
a matching in our case — while using a small memory at all times. Ideally, this memory
size should be close to what is needed for storing just the output.

For maximum weight matching, there has been a sequence of successively improved
approximation algorithms in the semi-streaming model. Feigenbaum et al. gave a 6 ap-
proximation [50], McGregor gave a 5.828 approximation [91] (and a 2 + ε approximation,
but using O(1/ε3) passes on the input), Epstein et al. gave a 4.911 + ε approximation [49],
Crouch and Stubbs gave a 4 + ε approximation [41], and Grigorescu et al. improved this
bound to 3.5 + ε [57]. However, these approximations remained far from the more natural
and familiar 2 approximation which the sequential greedy method provides.

In a recent breakthrough, Paz and Schwartzman [101] presented a truly simple algo-
rithm that achieves an approximation of 2 + ε for any constant ε > 0, using O(n log2 n)
bits of space. More concretely, the algorithm maintains O(n log n) edges, while working
through the stream, and at the end, it computes a matching using these maintained edges.
In joint work with Mohsen Ghaffari, we presented two simpler analyses of this algorithm
and a slight modification of this algorithm yielding an optimal space usage of O(n log n)
bits (as Ω(n log n) bits are necessary to even store the output matching’s possible Ω(n)
edges).
Theorem 4.1.1. There exists a (2 + ε)-approximate maximum weight matching algorithm
in the semi-streaming model using only Oε(n log n) bits of memory.

Two natural follow up questions suggest themselves given this result.
Problem 11. Does there exist a (2− ε)-approximate maximum matching algorithm in the
semi-streaming model for any ε > 0? Alternatively, can one prove a lower bound of 2 on
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the approximation ratio of any maximum weight matching algorithm in this model?
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