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ABSTRACT

The semi-Lagrangian methodology is described for a hierarchy of applications (passive advection, forced
advection, and coupled sets of equations) of increasing complexity, in one, two, and three dimensions. Attention
is focused on its accuracy, stability, and efficiency properties. Recent developments in applying semi-Lagrangian
methods to 2D and 3D atmospheric flows in both Cartesian and spherical geometries are then reviewed. Finally,
the current status of development is summarized, followed by a short discussion of future perspectives.

1. Introduction

Accurate and timely forecasts of weather elements
are of great importance to both the economy and to
public safety. Weather forecasters rely on guidance
provided by numerical weather prediction (NWP), a
computer-intensive chain of operations beginning with
the collection of data from around the world and cul-
minating in the production of weather charts and com-
puter-worded messages. At the heart of the system are
the numerical models used to assimilate the data and
to forecast future states of the atmosphere. The accu-
racy of the forecasts depends among other things on
model resolution. Increased resolution, given the real-
time constraints, can only be achieved by judiciously
combining the most efficient numerical methods on
the most powerful computers with the most appropriate
programing techniques.

A long-standing problem in the integration of NWP
models is that the maximum permissible time step has
been governed by considerations of stability rather than
accuracy. For the integration to be stable, the time step
has to be so small that the time truncation error is
much smaller than the spatial truncation error, and it
is therefore necessary to perform many more time steps
than would otherwise be the case. The choice of time
integration scheme is, therefore, of crucial importance
when designing an efficient weather forecast model,
and this is also true when designing environmental
emergency response models. Early NWP models used
an explicit leapfrog scheme, whose time step is limited
by the propagation speed of gravitational oscillations.
By treating the linear terms responsible for these os-
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cillations in an implicit manner, it is possible to
lengthen the time step by about a factor of 6, at little
additional cost and without degrading the accuracy of
the solution {e.g., Robert (1969); Robert et al. (1972)].
Such a scheme is termed semi-implicit. Nevertheless,
the maximum stable time step still remains much
smaller than seems necessary from considerations of
accuracy alone (Robert 1981).

Discretization schemes based on a semi-Lagrangian
treatment of advection have elicited considerable in-
terest in the past decade for the efficient integration of
weather forecast models, since they offer the promise
of allowing larger time steps (with no loss of accuracy)
than Eulerian-based advection schemes (whose time-
step length is overly limited by considerations of sta-
bility ). To achieve this end it is essential to associate
a semi-Lagrangian treatment of advection with a suf-
ficiently stable treatment of the terms responsible for
the propagation of gravitational oscillations. By asso-
ciating a semi-Lagrangian treatment of advection with
a semi-implicit treatment of gravitational oscillations,
Robert (1981, 1982) demonstrated a further increase
of a factor of 6 in the maximum stable time step, at
some additional cost. This idea was demonstrated in
the context of a three-time-level shallow-water finite-
difference model in Cartesian geometry, and resulted
in the time truncation errors that were finally of the
same order as the spatial ones.

Since Robert’s seminal papers, the semi-Lagrangian
methodology for advection-dominated fluid flow
problems has been extended in several important ways.
The purpose of this paper is to summarize the funda-
mentals of semi-Lagrangian advection (section 2), to
describe its application to coupled sets of equations
(section 3), to review recent extensions of the method
{section 4) not covered in the discussions of the pre-
vious sections, and to draw some conclusions (sec-
tion 5).
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2. Semi-Lagrangian advection

In an Eulerian advection scheme an observer
watches the world evolve around him at a fixed geo-
graphical point. Such schemes work well on regular
Cartesian meshes (facilitating vectorization and par-
allelization of the resulting code), but often lead to
overly restrictive time steps due to considerations of
computational stability. In a Lagrangian advection
scheme an observer watches the world evolve around
him as he travels with a fluid particle. Such schemes
can often use much larger time steps than Eulerian
ones, but have the disadvantage that an initially reg-
ularly spaced set of particles will generally evolve to a
highly irregularly spaced set at later times (Welander

1955), and important features of the flow may con- .

sequently not be well represented. The idea behind
semi-Lagrangian advection schemes is to try to get the
best of both worlds: the regular resolution of Eulerian
schemes and the enhanced stability of Lagrangian ones.
This is achieved by using a different set of particles at
each time step, the set of particles being chosen such
that they arrive exactly at the points of a regular Carte-
sian mesh at the end of the time step. This idea grad-
ually evolved from the pioneering work of Fjertoft
(1952, 1955), Wiin-Nielsen (1959), Krishnamurti
(1962), Sawyer (1963), Leith (1965) and Purnell
(1976). Of the formulations introduced prior to that
of Purnell (1976), those of Krishnamurti (1962) and
Leith (1965) are perhaps the most similar to those used
in present-day semi-Lagrangian advection schemes;
however, as formulated they are only valid for Courant
numbers (C = |U| At/ AXx) less than unity.

a. Passive advection in 1D

To present the basic idea behind the semi-Lagrangian
method in its simplest context, we apply it to the 1D
advection equation
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where
dx
E—U(x,t), (2)

and U(x, t) is a given function. Equation (1) states
that the scalar F is constant along a fluid path (or tra-
jectory or characteristic). In Fig. 1, the exact trajectory
in the (x-t) plane of the fluid particle that arrives at
mesh point x,, at time ¢, + At is denoted by the solid
curve AC, and an approximate straight-line trajectory
by the dashed line 4’C. Let us assume that we know
F(x, t) at all mesh points x,, at times 7, — At and ¢,,
and that we wish to obtain values at the same mesh
points at time ¢, + Az. The essence of semi-Lagrangian
advection is to approximately integrate (1) along the
approximated fluid trajectory 4'C. Thus,

F(Xp, ty + At) — F(X — 20, t, — Al)
2A¢

=0, (3)

where a,, is the distance BD the particle travels in x in
time A¢, when following the approximated space-time
trajectory A’C. Thus if we know a,,, then the value of
F at the arrival point Xx,, at time ¢, + At is just its value
at the upstream point x,, — 2a,,, at time ¢, — At. How-
ever, we have not as yet determined «,,; even if we
had, we only know F at mesh points, and generally it
still remains to evaluate F somewhere between mesh
points.

To determine «,,, note that U evaluated at the point
B of Fig. 1 is just the inverse of the slope of the straight
line 4'C, and this gives the following O( At?) approx-
imation to (2) (Robert 1981):

= AtU(Xp, — oty ). 4)

C
t p+At - X X X X X -
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F1G. 1. Schematic for three-time-level advection. Actual (solid curve) and approximated (dashed
line) trajectories that arrive at mesh point x,, at time ¢, + At. Here «,, is the distance the particle

is displaced in x in time At.
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Equation (4) may be iteratively solved for the dis-
placement a,,, for example by

am(k+l) = All][xm - am(k), Zn]a (5)

with some initial guess for a,,(?, provided U can be
evaluated between mesh points. To evaluate F and U
between mesh points, spatial interpolation is used. The
semi-Lagrangian algorithm for passive advection in 1D
in summary is thus:

(i) Solve (5) iteratively for the displacements «,,
for all mesh points x,,, using some initial guess (usually
its value at the previous time step), and an interpolation
formula.

(ii) Evaluate F at upstream points x,, — 2q,, at time
t, — At using an interpolation formula.

(ii1) Evaluate F at arrival points x,, at time ¢, + At
using (3).

We defer the discussion of interpolation details to
section 2d, and first generalize the above three-time-
level algorithm to forced advection in several space
dimensions (section 2b), and to two time levels (sec-
tion 2c).

b. Forced advection in multidimensions

Consider the forced-advection problem

dr
E+G(X, t) = R(x, 1), (6)
where
dFF 9oF
z—E'FV(X,t)'VF, (7)
ax_ V(x, 1), (8)

dt

Here, x is the position vector (in 1-, 2- or 3D), V is
the gradient operator, and G and R are forcing terms.
A semi-Lagrangian approximation to (6) and (8) is
then:

Fr—F 1
——+-[GT+G]=R°
2A7 > [ ] , (9)
a=AV(x —a,t), (10)
where the superscripts “+7, “0” and “—, respectively,

denote evaluation at the arrival point (x, ¢ + At), the
midpoint of the trajectory (X — «, ¢) and the departure
point (x — 2a, ¢t — At). Here, x is now an arbitrary
point of a regular (1-, 2- or 3D) mesh.

The above is a centered O(At?) approximation to
(6) and (8), where G is evaluated as the time average
of its values at the end points of the trajectory, and R
is evaluated at the midpoint of the trajectory. The tra-
jectories are calculated by iteratively solving (10) for
the vector displacements « in an analogous manner to
the 1D case for passive advection [Eq. (5)]. If G is
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known (we assume that R is known since it involves
evaluation at time ¢), then the algorithm proceeds in
an analogous manner to the 1D passive advection one
and is thus,

(i) Solve (10) iteratively for the vector displace-
ments « for all mesh points x, using some initial guess
(usually its value at the previous time step), and an
interpolation formula.

(ii) Evaluate F — AtG at upstream points x — 2«
at time 7 — Af using an interpolation formula. Evaluate
2A¢R at the midpoints x — « of the trajectories at time
t using an interpolation formula.

(iii) Evaluate F at arrival points x at time ¢ + At
using

F(x, t+ At) = (F - AtG)l(x—2ax,t—At)
+ 2A1R| (x—aypy — AIG| (xs4a0)

=(F— AtG)™ + 2AtR° — AtG*  (9')
If G is not known at time ¢ + A¢ (for instance if it
involves another dependent variable in a set of coupled
equations), then this leads to a coupling to other equa-
tions (more on this in section 3).

c. Two-time-level advection schemes (and a pollutant-
transport application)

Present semi-Lagrangian schemes are based on dis-
cretization over either two or three time levels, and
thus far we have restricted our attention to three-time-
level schemes. The principal advantage of two-time-
level schemes over three-time-level ones is that they
are potentially twice as fast. This is because three-time-
level schemes require time steps half the size of two-
time-level ones for the same level of time truncation
error (Temperton and Staniforth 1987). It is, however,
important to maintain second-order accuracy in time
in order to reap the full benefits of a two-time-level
scheme (since enhanced stability with large time steps
is of no benefit if it is achieved at the expense of di-
minished accuracy). Early two-time-level schemes for
NWP models unfortunately suffered from this defi-
ciency (e.g., Bates and McDonald 1982; Bates 1984;
McDonald 1986). The crucial issue is how to efficiently
determine the trajectories to at least second-order ac-
curacy in time (Staniforth and Pudykiewicz 1985;
McDonald 1987).

This problem arises in the context of self-advection
of momentum. To see this we reexamine the algorithm
of section 2a for 1D advection. Provided U is known
at time ¢,, independently of F at the same time, then
it is possible to evaluate the trajectory, and then leapfrog
the value of F from time ¢, — Af to ¢, + At, without
knowing any value of F at time ¢,. Proceeding in this
way, F(t, + 3At) is then obtained using values of F(¢,
+ At) and U(¢, + 2At). Thus we have two decoupled
independent integrations, one using values of F at even
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time steps and U at odd time steps, the other using
values of F at odd time steps and U at even time steps.
Either of these two independent solutions is sufficient,
thus halving the computational cost, and we obtain a
two-time-level scheme (for the advected quantity F)
by merely relabeling time levels 7, — Az, ¢, and ¢, + At,
respectively, as t,, ¢, + At/2, and ¢, + At (see Fig. 2).
Note that values of U (assumed known) only appear
at time level 7, + At/2, and they are solely used to
estimate the trajectories.

This is the essence of the 2D advection-diffusion
algorithm described and analyzed in Pudykiewicz and
Staniforth (1984). It led to the development of a three-
dimensional pollutant transport model (Pudykiewicz
et al. 1985), where a family of chemical species are
advected and diffused in the atmosphere using winds
and diffusivities: these are either provided by a NWP
model (for real-time prediction) or from analyzed data
(for postevent simulations ). This model is designed to
provide real-time guidance in the event of an environ-
mental accident and has been used to successfully sim-
ulate the dispersion of nuclear debris from the Cher-
nobyl reactor accident (Pudykiewicz 1989). It has
evolved into Canada’s Environmental Emergency Re-
sponse Model (Pudykiewicz 1990).

Returning to the problem of self-advection of mo-
mentum, the above argument breaks down in the spe-
cial case where F = Uin(1)or F= Vin(6);i.e., when
the transported quantity U or V is advected by itself,
as is the case for the momentum equations of fluid-
dynamic problems in general, and NWP models in
particular. This problem was addressed simultaneously
and independently by Temperton and Staniforth
(1987) and McDonald and Bates (1987), opening the
way toward stable and accurate two-time-level schemes.
The key idea here is to time extrapolate the winds [ with
an O( At?)-accurate extrapolator] to time level 7 + At/
2 using the known winds at time levels ¢ and ¢ — Ar:
these winds are then used to obtain sufficiently accurate
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[O(At?)] estimates of the trajectories, which in turn
are used to advance the dependent variables from time
level £ to t + At. Thus, the two-time-level algorithm to
solve (6)—(8), analogous to the three-time-level one
given by (9)-(10), is (see Fig. 2)

E%FO+%[G++G°]=R”2, (11)
where
a = AIV¥(x — a/2,t + At]2), (12)
VX(x, t + A1/2) = /L) V(x, t)
- ('h)V(x, t — At) + O(Ar?); (13)

the superscripts “+°, “¥»”, and “0” now, respectively,
denote evaluation at the arrival point (x, ¢ + At), the
midpoint of the trajectory (x — «/2, ¢t + At/2), and
the departure point (x — a, ¢), and « is still the distance
the fluid particle is displaced in time At.

In the above formulation the evaluation of R"'/?
involves extrapolated quantities and, therefore, could
potentially lead to instability. Temperton and Stani-
forth (1987) did not find this to be a problem when
some weak nonlinear metric effects were evaluated in
this way in a shallow-water model integrated on a polar-
stereographic projection, but it seems preferable to
evaluate all nonadvective terms (i.e., G in the above)
as time averages along the trajectory whenever possible.
[Subsequently C6té (1988 ) showed how to avoid eval-
uating the above-mentioned metric terms in terms of
extrapolated quantities.] However, Higgins and Bates
(1990) report that evaluating the product term (of the
geopotential perturbation and divergence) in the con-
tinuity equation of a global shallow-water model using
time-extrapolated quantities [ as in Bates et al. (1990)]
leads to the growth of computational noise. An alter-
native solution is to discretize the continuity equation
in logarithmic form as in C6té and Staniforth (1990),

t g +AL - X X S
D
t A2+ X X ¥
2>
tn -+ Xe¥~ X X X X
AA '
< O —_—
; . —>
X m_a’ m X m

FIG. 2. Schematic for two-time-level advection. Actual (solid curve ) and approximated (dashed
line) trajectories that arrive at mesh point x,, at time ¢, + At. Here a,, is the distance the particle

is displaced in x in time At.
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at the price of making the elliptic boundary-value
problem of the semi-implicitly treated terms mildly
nonlinear: this has the advantage that it retains O( At?)
accuracy because it is still a centered approximation.
A further possible alternative is discussed in section
4d. Note that when all nonadvective terms are evalu-
ated implicitly as time averages along trajectories, then
extrapolated quantities are used solely for the purpose
of obtaining a sufficiently accurate estimate of the tra-
jectories.

Temperton and Staniforth (1987) examined several
alternative ways of extrapolating quantities for the
purpose of estimating trajectories. They found that
those methods that keep a particle on its exact trajectory
for solid-body rotation seem to give better results for
the more general problem than those that do not. In
particular, they found it advantageous to use a three-
term extrapolator (using winds at times z, £ — Az, and
t — 2Az to obtain an extrapolated wind at ¢t + At/2)
instead of the two-term extrapolator (13). They also
found that time-extrapolating winds along the trajec-
tory (their method 4) is less accurate than time-ex-
trapolating winds at mesh points as in (13).

d. Interpolation

A priori, any interpolation could be used to evaluate
F and U (or V) between mesh points in the above al-
gorithm. In practice the choice of interpolation formula
has an important impact on the accuracy and efficiency
of the method. Various polynomial interpolations have
been tried including: linear ; quadratic Lagrange; cubic
Lagrange; cubic spline; and quintic Lagrange.

For step (ii) of the algorithm, it is found (see e.g.,
Purnell 1976; Bates and McDonald 1982; McDonald
1984; and Pudykiewicz and Staniforth 1984, for anal-
ysis) that cubic interpolation is a good compromise
between accuracy and computational cost. While qua-
dratic Lagrange interpolation is viable and was used
in most of the early studies (e.g., Krishnamurti 1962,
1969; Leith 1965; Mathur 1970, 1974; Bates and
McDonald 1982), cubic interpolation has been widely
adopted in recent studies (e.g., Robert et al. 1985;
McDonald 1986; Bates and McDonald 1987; Ritchie
1988; Coté and Staniforth 1988; Bates et al. 1990).
Cubic interpolation gives fourth-order spatial trunca-
tion errors with very little damping (it is very scale
selective, affecting primarily the smallest scales),
whereas linear interpolation (see McDonald 1984 for
discussion ) has unacceptably large damping (it is also
scale selective, but has a much less sharp response).
Cubic spline interpolation has the useful property that
it conserves mass for divergence-free flows ( Bermejo
1990). Purser and Leslie (1988) recommend using at
least fourth-order (i.e., cubic) interpolation, and have
used quintic interpolation in their recent work (Leslie
and Purser 1991). Improving the order of the inter-
polation formally increases the accuracy, but at addi-
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tional cost, and the law of diminishing returns ulti-
mately applies.

For step (i), the order of the interpolation is much
less important. Theoretically, McDonald (1987) has
shown that one should use an interpolation of order
one less than for step (ii); e.g., quadratic interpolation
of U when using cubic interpolation of F. In practice
however, in the context of both passive advection and
coupled systems of equations in several spatial dimen-
sions, it is found (Staniforth and Pudykiewicz 1985;
Temperton and Staniforth 1987; Bates et al. 1990) that
it is sufficient to use linear interpolation for the com-
putation of the displacements, when using cubic in-
terpolation for F, which is very economical. It is also
found that there is no advantage in using more than
two iterations for solving the displacement equation
[step (1)]. McDonald (1987) has shown theoretically
that it is not necessary to use the same order of inter-
polation for each iteration. For example, it is more
economical and no less accurate to perform the first
iteration using linear interpolation and the second using
quadratic, than to use quadratic interpolation for both.

Pudykiewicz et al. (1985) have shown that a sufhi-
cient condition for convergence of the iterative solution
of step (i) is that Ar be smaller than the reciprocal of
the maximum absolute value of the wind shear in any
coordinate direction. Thus At < [max(|u.|, |1, |vxl,
[v,1)]7! for 2D flow, where u and v are the two wind
components, and the time step of semi-Lagrangian
schemes is not only limited by accuracy considerations
(i.e., temporal discretization errors) but also by prop-
erties of the flow (i.e., wind shear). They estimated for
NWP and long-range transport of pollutants problems
that convergence is assured provided At is less than 3
h, which is an order of magnitude larger than the max-
imum time step permitted by Eulerian advection
schemes in analogous circumstances.

e. Stability and accuracy (and connection with other
advection methods)

Analyses of the stability properties of the semi-La-
grangian advection scheme (e.g., Bates and McDonald
1982; McDonald 1984; Pudykiewicz and Staniforth
1984; Ritchie 1986, 1987) show that the maximum
time step is not limited by the maximum wind speed,
as is the case for Eulerian advection schemes, and con-
sequently it is possible to stably integrate with Courant
numbers (C = |U|At/Ax) that far exceed unity. To
illustrate this point we reproduce (with permission)
the results of Bermejo (1990) for the slotted cylinder
test of Zalesak (1979). In Fig. 3a we show the slotted
cylinder at initial time, and in Fig. 3b the corresponding
result after six revolutions of solid-body rotation at
uniform angular velocity about the domain center. The
experiment was conducted using a cubic-spline inter-
polator at a Courant number of 4.2, which is consid-






