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Abstract

Learning spatial features from static images has traditionally involved approaches
such as SIFT, HOG and SURF, to name a few. These approaches typically learn
low-level hand-designed features which are difficult and time-consuming to ex-
tend to the video domain. Furthermore, recent research has shown that there is no
universal set of hand-designed features for all datasets. Therefore, learning fea-
tures directly from the dataset in an unsupervised manner has become popular. In
this project, we use unsupervised feature learning to learn features directly from
video data. More specifically, we use the independent subspace analysis(ISA)
algorithm to learn invariant spatio-temporal features coupled with deep learn-
ing techniques like stacking and convolution to learn hierarchical representations.
This approach was taken by Le et al.[14] for the task of action recognition. We
apply it to the more complicated task of Multimedia Event Detection. We present
our results on a subset of the TRECVID 2011 Multimedia Event Detection dataset
using only visual features as well as a fusion of visual and audio features (the au-
dio features were developed by team 2).

1 Introduction

In the past decade, the Internet has experienced an explosion of multimedia content. Therefore,
multimedia content analysis has become a fundamental research issue aimed at applications such as
indexing and retrieval. Since it is difficult to characterize an event, the task is much more challenging
than traditional computer vision tasks such as object recognition or even action recognition. An
event is an ”activity-centred happening that involves people engaged in process-driven actions with
other people and/or objects at a specific place and time”[9]. For example, the event ”attempting a
board trick” includes video clips such as skating, skiing, surfing and even finger skating. Previous
research[9] has shown that, due to the complexity of the task, employing both high and low level
features during classification is more useful than just one of them. For example, a video containing
visual concepts such as ‘man’, ‘animal’, ‘grass’ and ‘food’ is probably about ‘feeding an animal’.

It is clear that feature representation is one of the fundamental problems in multimedia event detec-
tion. Unfortunately, till recently, most of the focus in this area has been on hand-crafted features
like SIFT [15], MoSIFT [26], HOG [5] and STIP [11]. The problem with such features is that they
are not robust, invariant and do not work well over different domains. In recent years, unsuper-
vised feature learning techniques like Sparse Coding [17], Deep Belief Networks [7], and Stacked
AutoEncoders [3] have been used that learn to extract hierarchical feature representations from the
data. Such techniques learn features directly from the data and have been shown to work well [21],
providing evidence to the usefuleness of automating the feature extraction process.

In this report, we used the approach taken by [14] on the task of action recogntion to the task of mul-
timedia event detection. More specifically, we used independent subspace analysis (ISA) algorithm
[8] combined with convolution and stacking for unsupervised feature extraction. Even though the
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ISA algorithm learns features from video that are robust to local translation, it is very slow to train if
the dimension of the input data is large which is always the case when dealing with high-resolution
video data. Therefore, we used the ISA algorithm combined with a deep learning technique called
convolution. We trained the ISA on small blocks of the input first and then convolved the trained
network with the rest of the input to get the entire set of features. Subsequently, for hierarchical
learning (learning high-level features from low-level features) we used another deep learning tech-
nique called stacking, where we stacked a second ISA on top of the first layer.

After unsupervised feature learning, we experimented with chi-square kernel SVM and random
forest classifier for the task of event classification. We evaluated our method on a subset of the
dataset released for the TRECVID 2011 Multimedia Event Detection [1] task. The entire dataset
consists of approximately 2000 videos with each video describing a single event. There are 15
events in total for the entire dataset. Within the given timeframe for this project, we could only run
experiments on 5 of the 15 events and show the results in this report. We also present our results
after fusion of both visual and audio features on the same 5 events.

2 Related work

In the past, literature related to event detection has been sparse even though problems such as video
concept annotation have been widely studied. For example, [22] have integrated visual features,
speech features and frequent semantic patterns of videos for annotation. In another related work,
Snoek et al. [20] have worked on automatically indexing 101 semantic concepts.

Most of the existing research on event detection has focused on sports events, news events or events
with repetitive patterns. Such events are generally predefined such that detecting them based on a
learned set of event-specific rules or templates is feasible. [27] proposed using web-casting text and
broadcast video to detect events from live sports games .

Most of the work on image classification uses hand-crafted features like SIFT [15], MoSIFT [26],
STIP [11] and HOG [5] with reasonable success. Extending such features for video (3D) in general
involves three steps: feature detection, feature description and classification based the on feature de-
scriptors. Popular feature detection methods (”interest point detectors”) are Harris3D [12], Cuboids
[6] and Hessian [25]. For descriptors, popular methods are Cuboids [6], HOG/HOF [13], HOG3D
[10] and Extended SURF [25]. Most feature descriptors use a bag-of-words visual model that dis-
cards all postion information. This reduces the complexity of the features. Recently, [24] combined
various feature detection and feature description methods and discovered that there is no univer-
sal set of hand-designed features for all datasets. This is a major motivation for moving towards
unsupervised feature learning.

[2] have used hand-crafted features for representing video data in their system for the TRECVID
2011 Multimedia Event Detection task. They have extracted key frames from each video and for
each key frame, they have extracted local features like SIFT, Color SIFT and Transformed Color
Histogram(TCH). Feature vector for the entire video is then computed by averaging over the feature
vector of each key frame. Apart from the low-level local features described above, they have also
extracted high-level features like PittPatt face detection features, semantic indexing concepts and
optical character recognition.

In recent years, several unsupervised learning techniques have been proposed to learn features
from the data. Examples of such techniques include models based on restricted Boltzmann ma-
chines(RBMs) and deep belief networks. [4] proposed a hierarchical, distributed probabilistic
model for unsupervised learning of spatio-temporal features from video data using convolutional
restricted Boltzmann machines as a basic processing unit. Their model aggregates over alternating
layers of spatial and temporal CRBMs which enables their model to capture long range statisti-
cal dependencies in both space and time. [21] proposed a technique based on convolutional gated
RBMs that learns latent representations of image sequences from pairs of successive images. Their
model captures not only features from static images but motion-sensitive features from pairs of im-
ages(consecutive frames in video). The convolutional architecture of their model enables it to extract
features from high resolution videos as well.

[14] have used a stacked convolutional neural network along with the ISA to learn features from
video data. The features extracted have been used for action recognition task on a wide variety of
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Figure 1: A generic ISA neural network.[14]

datasets like KTH [19], Hollywood2 [16] and UCF [18]. Their system’s performance was better
than the state-of-the-art performamce on several of these datasets. Our work is an application of
their algorithm to the more challenging task of multimedia event detection.

3 Hierarchical Feature Learning

Neural nets have been shown to be efficient in learning to extract features from high dimensional
data like video data. In order to extract higher level visual features, we need an invariant model
which is able to learn such features hierarchically. We use the approach of Le et al. [14], employing
ISA with stacking and convolution for scalability. The following sections build up the model from
the bottom-up outlining their approach.

3.1 Standard ISA

The ISA algorithm is a generalization of Independent Component Analysis [23]. ISA automatically
extracts features from unlabeled static images by considering a small patch of the image at a time.
When implemented using a 3-layer neural network, the first layer consists of the input pattern xT , the
second layer contains square non-linearities and the third layer contains square-root non-linearities.
The network learns the weights W connecting the first and second layers, but keeps the weights
V , connnecting the second and third layers, fixed in order to account for the second layer neurons’
subspace structures.

As such, we obtain the activation for third layer neurons using

pi(x
t;W,V ) =

√√√√ m∑
k=1

Vik(

n∑
j=1

Wkjxt
j)

2 (1)

By solving

minimize
W

T∑
t=1

m∑
i=1

pi(x
t;W,V )

subject to WWT = I

(2)

ISA finds the set of weights W . Here, n is the number of dimensions in the input data, k is the
number of neurons in layer 2, m is the number of neurons in layer 3, {xt}Tt=1 are whitened examples
of input data, W ∈ Rk×n are the weights that connect the first layer to the second layer and V ∈
Rm×k are the weights that connect the second layer to the third layer. The output of the final layer
of the ISA is generally invariant making it quite suitable for extracting features from video data.

3.2 Stacked Convolution ISA

The standard ISA algorithm is not scalable when large inputs such as entire images or videos are
fed into the network as input. The non-scalability is due to the necessity of orthogonalization after
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Figure 2: Using stacked convolutional ISA to extract high-level features from video data.[14]

every step in projected gradient descent (see Section 3.4). Since the costs of orthogonalization are
proportional to the cube of the dimensions in the input data, using standard ISA on video data (which
is high-dimensional) would take a lot of time.

To avoid this problem, ISA is first trained on small patches (should be overlapping patches) of the
image. The smaller input sizes make the ISA much more scalable to train as the cost of finding the
inverse of the square root of the matrix (Section 3.4) is substantially reduced. The trained ISA is
subsequently convolved with the entire image (convolution) and the output is combined to generate
a set of features. These first layer features are then fed to PCA as inputs in order to be whitened
and reduced in the number of dimensions. The whitened, reduced-dimensional data is then fed as
input to a second layer of ISA (stacking). Stacking helps in learning higher level features which can
also be done by directly increasing the number of hidden layers in the fundamental neural network
structure (ISA in this case), but training such a network will take much longer. Thus, stacking and
convolution aid in large-scale deep learning.

3.3 Learning spatio-temporal features

[14] extend the apporach described in Section 3.2 to the video domain. They take a sequence of
image patches and flatten them into a vector which is then fed as input to the entire architecture. The
sequence of image patches can be interpreted as three-dimensional (the third dimension being the
temporal dimension) blocks of data from a video.

Figure 2 shows the application of the architecture to the video domain. [14] have shown that using
both higher and lower level features is more useful for action recognition, rather than using either of
them alone. Previous literature in event detection also proves the same. Therefore, we use the same
approach by combining the intermediate features learned from the first layer with the second layer
features and composing them into a single vector.

3.4 Convex Optimization

To learn the weights W for the neural network, [14] utilize batch-projected gradient descent. The
objective function, as described in Equation 2, is convex when V is fixed. To keep satisfying the
constraint in Eq 2, during each iteration of gradient descent, we are required to update W by pro-
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Event Average Precision SVM Average Precision RF
Attempting a Board Trick 0.321 0.284

Feeding an Animal 0.244 0.397
Landing a Fish 0.244 0.255

Wedding Ceremony 0.215 0.301
Working on a Woodworking 0.206 0.215

Table 1: Labelwise Average Precision for SVM and Random Forest

jecting it into the constraint set. Minimization of the Frobenius distance based projection objective
updates W to (WWT )(−1/2)W .

Solving (WWT )−1/2 requires solving an eigenvector problem, which increases cubically in com-
putational cost. This prevents standard ISA from scaling to high-dimensional data. Fortunately, the
problem is mitigated using convolution to reduce the number of dimensions encountered at any one
time. The efficiency of PCA is not quite as important, since it is only used twice in total.

4 Classification

The learned spatio-temporal features from the stacked two layer convolutional network are subse-
quently fed as input to SVM with a chi-square kernel. Since, each video is only one label (event) we
do not use multi-label classification. The kernel function is shown below.

k(x, y) = exp

(
−
∑
i

(
(xi − yi)

2

xi + yi

))
(3)

We have also used random forest for classification and compared the results with the results of SVM.
Random forest has also been used to get the relative importance of each feature (SVM cannot give
such analysis) which has been used for feature analysis.

Both SVM and Random Forest classifiers have been trained for each event class in a one-vs-all
classification framework.

5 Evaluation

Receiver operating characteristic (ROC), or simply ROC curve, is a graphical plot which illustrates
the performance of a binary classifier system as its discrimination threshold is varied. It is created
by plotting the fraction of true positives out of the total actual positives (TPR = true positive rate) vs.
the fraction of false positives out of the total actual negatives (FPR = false positive rate) at various
threshold settings. ROC curves are a standard technique for evaluating one-vs-all classification
tasks. We plot precision vs. recall curves for each class, and the Area Under the Curve (AUC) is the
product of the precision and the recall. Typically, we would want to maximize the AUC rather than
just precision or recall.

6 Results

The precision recall curves for 5 classes of events using chi-square SVM and Random Forest with
500 trees are shown in 3 and 4. The average precision and recall obtained by both classifiers are
shown in the Table 1. Event1 (Attempting a board trick) had the highest average precision with
SVM as classifier and Event2 (Feeding an Animal) had the highest average precision with Random
Forest as classifier. The mean average precision using SVM with chi-square kernel is 0.25 and the
corresponding value for Random Forest is 0.29.
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Figure 3: Precision Recall curve for 5 events using SVM

Figure 4: Precision Recall curve for 5 events using Random Forest

6.1 Feature Analysis

It is difficult to do feature analysis with features extracted in an unsupervised manner. However,
random forest classifier gives us the relative importance of each feature for each model. Figures 5
and 6 show the relative importance of each feature for random forest models trained for Event 2
(best performance) and Event 5 (worst performance).

The distribution of relative importance of features is more varied in Figure 5 than in Figure 6. Figure
8 shows the number of features with importance value above the mean relative importance for each
class. An observable trend in this plot is that well-performing classes have a higher number of
features with relative importance above the mean relative importance for that class. Event 2 had the
most number of such features whereas event 5 had the least number of such features.

6.2 Fusion of Audio and Video features

This section is the same as that of the audio team.
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Figure 5: Scatter plot of feature vs relative importance for Event 2

Figure 6: Scatter plot of feature vs relative importance for Event 5

Multimedia is composed of audio and video. For efficient multimedia event detection, we need to
use concepts from both audio and video. For example, an event like a ‘birthday party’ is composed
of video concepts like ‘birthday cake’ and ‘faces’ and audio concepts like ‘cheering’.

The problem of fused classification involves detecting the presence of an event taking into account
both audio as well as video features in an input multimedia file. We use the probability returned by
SVM and Random Forest for both the audio and video dataset as input features to solve the fused
classification problem. (Thus, the number of input features are 4). We then used Logistic Regression
for classification. We have tried all combinations of features and report our result on the best feature
set (Random Forest audio and video features). Figure 7 shows the precision vs. recall curve for the
fusion experiment using logistic regression. It is important to note that the training and test set that
we used for the fusion experiment is small.

7 Conclusion

In this report, we applied a method of unsupervised learning to automatically extract features from
spatio-temporal data. Using [14] approach, we applied the ISA algorithm combined with deep

Figure 7: Precision Recall curve using logistic regression after fusion
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Figure 8: Number of features with importance value greater than mean importance for each class

learning techniques like convolution and stacking to extract features from video data . We then used
these features to train SVM and Random Forest classifiers for the purpose of event classification.

All our experiments were performed on a subset of the dataset released for the 2011 TRECVID
MED task. Using unsupervised feature learning and SVM with chi-square kernel for classification,
we were able to obtain a mean average precision of 0.25. We have also performed classification
using Random Forest to obtain a mean average precision of 0.29.

Our results show that unsupervised feature learning can be effective in extracting features from
video for event classification. Combining ISA with convolution and stacking helped in scaling the
algorithm to high-dimensional video data and extracting hierarchical features from the data. Even
though our training data is a subset of the training data released for TRECVID 2011 MED task, we
were able to obtain a mean average precision comparable to that of [28]. We have also presented
preliminary results of fusion of audio and video features for event classification.
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Event Id Event Name
E001 Attempting a board trick
E002 Feeding an animal
E003 Catching a fish
E004 Wedding ceremony
E005 Working on a wood project
E006 Birthday party
E007 Changing a vehicle tyre
E008 Flashmob gathering
E009 Getting a vehicle unstuck
E010 Grooming an animal
E011 Making a sandwich
E012 Parade
E013 Parkour
E014 Repairing an appliance
E015 Working on a sewing project

Table 2: List of events in the dataset.

Appendix

The 15 events used in our dataset are listed in Table 2. The team working on the audio features
comprised of Anurag Kumar and Rohan Ramanath.
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