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Abstract

Obstacle detection is important for many mobile robot applications and autonomous vehicles. There are

many systems that rely on range data to perform obstacle detection. However, their data is limiting to discern

among different classes of obstacles, they are sensitive toerrors in data registration and they are typically

expensive as compared to single camera solutions. For this reason, in this work we use a monocular color

camera as input sensor for labeling with high accuracy imageparts or regions in obstacle/non-obstacle.

In previous work, this problem has been approached by using classi�ers that locally label each image

part using features present in the part and/or its neighborhood. However, this method ignores the existing

interdependencies among features of different parts of theimage. In this work, we address this problem by

using Conditional Random Fields (CRFs). They provide a conditional model that allows the use of richer and

global features while exploiting the contextual information among the different image parts.

However, we found that CRFs present some limitations. First, a commonly used log-linear model for

CRFs separates different classes by using a linear combination of weights and features. For certain data sets,

the use of a linear model to separate the different classes can be limiting, which places CRFs in disadvantage

with kernel methods computationally less expensive, such as Support Vector Machines (SVMs). Furthermore,

in some applications, prior labeled may be available on-line. Updating the CRF model every time new data

is available can be computationally very expensive.

In this paper, we describe an algorithm that allows the CRF tomake use of user-de�ned kenels for image

labeling. Moreover, we show that the CRF model can be modi�edto make use of prior and on-line data in

environments where prior and new data are gathered in the same locations. Finally, we show the effectiveness

of our method by comparing the performance of our algorithm to a Logistic Regression (LR) classi�er. We

perform experiments using both, synthetic data and images taken from a vehicle for autonomous vehicle

navigation applications.
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Chapter 1

Introduction

Obstacle detection is important for many mobile robot applications and autonomous vehicles. There are many

systems that rely on range data to perform obstacle detection. The use of range data can simplify the detection

of static obstacles (assuming good data registration), especially for objects standing above the ground. Thus,

different obstacle detectors have been built by using laserrange �nders, radar, stereo vision and ultrasonic

sensors.

However, these sensors have some limitations. Ultrasonic sensors suffer from specular re�ections and

poor angular resolution. Depth from stereo requires a textured environment to work correctly. LADAR

sensors, although more accurate, contain mobile parts in their design which makes them complex, expensive

and susceptible to mechanical failures. Furthermore, theyrequire extra hardware to scan the scene and a

precise calibration.

In contrast, monocular camera-based solutions are inexpensive compared to range-based solutions and,

in many cases, they provide enough information to detect obstacles. In this work, we design an obstacle

detection algorithm based on a single color camera that can be used for obstacle avoidance in autonomous

vehicles. The obstacle detection is performed in the image frame. The image is divided into small regions,

and every region is classi�ed as obstacle or non-obstacle.

Although this approach has been used in the past (i.e. [Dima et al. 2003]), we signi�catively improve

the classi�cation task by exploiting the existing context of different parts of the image. We use Conditional

Random Fields (CRFs), which model the conditional distribution of labels given an input data. CRFs do not

model the relation between the variables in the input model,which could be complex. Instead, they use a

conditional model, which is suf�cient for classi�cation and allows the use of global and richer features than

other generative approaches (i.e. Markov Random Fields -MRFs).

1



2 CHAPTER 1. INTRODUCTION

Furthermore, CRFs allow for a parameter estimation guaranteed to �nd the global optimum due to the

convex property of their conditional likelihood function.In the past, their main limitation was the use of slow

training algorithm (such as iterative scaling -IIS-); however, recent advances in Conditional Random Fields

theory have found ef�cient algorithms for parameter learning and inference in general CRF graphs.

We found that CRFs can present some limitations. First, the commonly use log-linear model for CRFs

separates different classes by using a linear combination of weights and features. This conclusion is derived

from the form of the CRF model, which can be represented as a set of logistic regression (LR) classi�ers

connected by weights. For certain data sets, the use of a linear model to separate the different classes can be

limiting, which places CRFs in disadvantage with kernel methods computationally less expensive, such as

Support Vector Machines (SVMs).

A possible solution to the linearity of the CRF is the use of different kernels with the hope that, in the

projected space, classes become linearly separable. This is the approach taken by Support Vector Machines

(SVMs), which allow to choose the kernel better suited for the classi�cation task. However, SVMs try to �nd

the better classi�cation locally for every part of the imagewhereas CRFs are able to �nd better solutions that

are globally more coherent. Thus, we extend the log-linear classi�ers in the CRF to be able to support custom

kernels as SVMs do. Given the connection of CRF with LR, a �rstapproach could be to use a Kernel Logistic

Regression (KLR) classi�er at every site in the CRF. However, the training process of KLR produces as many

weights as training samples. That is, the kernel space is de�ned by all the samples in the training set, making

it computationally very expensive for its use in large datasets, let alone in a CRF structure. In this work, we

use Import Vector Machines (IVM) at every site in the CRF structure, which unlike KLR, they �nd a subset

of training samples to de�ne the kernel space.

We would like to remark that Kernel Conditional Random Fields were initially introduced by Lafferty

et al. [2004]. However, our method differs in the way the kernel space is learnt. Unfortunately, we did not

perform a explicit comparison of these two methods.

Another problem of CRFs is the dif�culty of updating their weights in real-time as new labeled data

comes. For instance, in agricultural domains, vehicles drive over the same places multiple times. We would

like to exploit this property, labeling the environment once, and then reusing the labeled data for obtaining

better labelings of the input data. Moreover, the images where the classi�er makes mistakes could be sent to

a human operator who could provide a hand-labeled ground truth image for each con�ictive case. However,

adding this information to the training set would require learning the CRF weights again, which can be

expensive to be computed in real-time.

We address this problem in situations where the input data can be referenced to the on-line and prior data

by using pose. This allows us to use portions of the referencedata (the ones tagged with the closest pose to
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the input data) as features in the CRF model. In some cases, these added features increase signi�cantly the

labeling accuracy of the CRF.

1.1 Related Work

In the obstacle detection and avoidance �eld, Dima et al. [2003] presented an algorithm for obstacle detection

which combined the information provided by different sensors in the image frame. The data from each sensor

was transformed to image coordinates, thus each part of the image contained features from the image plus

features from other sensors (i.e. infrared, LADAR, etc). Finally, the image was divided in squared patches

of �xed size, and a linear classi�er was used to label each patch independently. The main bene�t of using

this approach is that it can work with heterogeneous sensors, as long as data from each sensor transformed

into the same reference frame. However, its main limitationcomes from the simplicity of the classi�cation

process that assumes independence among all the parts in theimage.

In this paper, we use the a similar approach in our experiments with images for obstacle detection. The

fundamental difference between Dima et al. [2003] approachand ours is that we design and use a more

versatile classi�er that allows us to exploit the contextual information inherent in an image. The use of

context in images for labeling its parts is not new. Markov Random Fields (MRFs) have been widely used

for imposing smoothing constraints in the labels. In the MRFframework, the observed data is assumed to be

conditional independent which can be very restrictive in some applications. That is, MRFs try to model the

joint probability distribution,p(x; y), where the variablesy represent the labels that we wish to predict and

the input variablesx represent our observed knowledge (i.e., intensity of pixels in an image). Modeling the

joint probability distribution can lead to dif�culties or even be intractable with models with many features,

because it requires to modelp(x), which can include complex dependencies. However, failing to do so may

reduce performance.

Unlike MRFs, CRFs model directly the conditional distribution p(yjx) [Lafferty et al. 2001], which is

simply a conditional distribution associated to a Markov Network (MN). The relations between the input

variablesx do not need to be explicitly represented. CRFs have been usedin the past for image labeling. For

instance, Kumar and Hebert [2004] showed that using Conditional Random Fields (CRFs) for image labeling

can increase performance in some applications (i.e. detecting man-made structures in natural images). Tor-

ralba et al. [2005] uses discriminative random �elds for object segmentation in an image. Also, this idea has

been extended to segmentation in video sequences [Wang and Ji 2005]. CRFs have been used for estimating

the probability of an object given its parts in an image [Quattoni et al. 2005].

The CRF model imposes, in essence, a linear combination of features at each site, which can be a limiting
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(a) Model for a Markov Random Field (MRF). Each data nodexi
is independent of the others given the labelsy. Edges between
label nodesyi do not contain data; thus, local decisions propagate
along the graph structure without a supporting evidence. This
may result in oversmoothing.

(b) Model for a Conditional Random Field (CRF). Edges between
two nodesyi ,yj may depend on the datax. Local decisions propa-
gate along the structure, but unlike MRFs, they take into account
the data. Note that this feature makes the entire structure depen-
dant on the data as a whole. That is, this model does not assume
independence of the data at each sitexi given the labelsy.

Figure 1.1: Probabilistic models compared: MRF graph structure in 1.1a vs. CRF graph structure in 1.1b.
Besides the structural differences, there exist other important differences among the two models: MRFs are
generative models whereas CRFs are discriminative models.

constraint. There have been extensions to the CRF model to overcome this limitation, which allow the use

of custom kernels, such as the one proposed by Lafferty et al.[2004]. In general, the possibility of changing

the kernel allows the model to adapt better to a speci�c problem resulting in better performance. In this

work, we present a different approach to the one presented byLafferty et al. [2004] that allows the use of a

custom kernel at the CRF sites. Both methods make use of Mercer's theorem to bene�t from different kernels,

however they differ in the way the kernel space is learnt.

In this paper, we present a CRF model, describing a process for learning its parameters and doing infer-

ence. Sutton and McCallum [2006], Wallach [2002] are good introductions to CRF and they describe how

to learn parameters ef�ciently for chain-CRF. Extrapolation for parameter learning and inference in 2D CRF

(lattice structures) can be found in [Liao et al. 2005] and more in the image context in [Kumar and Hebert

2003] and [Kumar et al. 2005].

In section 3.1, we describe a CRF model that supports multi-class classi�cation and a user-de�ned kernel.

In section 3.2, we show a procedure to take advantage of priordata (in case we have some available) in the

CRF model. This feature can be useful in domains where the classi�er receives on-line labeled examples

in production mode or in cases where the training images and the input images are collected in the same

environment. The aim is to improve the overall accuracy.

We show the effectiveness of our CRF design in a batch of experiments. First, we show theoretical

advantages of using context in image de-noising applications. Then, we show that these advantages hold when

segmenting real-world images in several experiments. Finally, we show several comparisons and relative

advantages of using context, non-linear kernels and prior data in obstacle detection tasks with a color image.



Chapter 2

Conditional Random Fields

2.1 Model

A Conditional Random Field (CRF) is an undirected graphicalmodel in which edges represent conditional

dependencies between random variables at the nodes. The distribution of each random variableyi is condi-

tioned on an input sequencex. The conditional dependency of the random variables onx is de�ned by using

feature functions with some associated weights. Together,they can be used to determine the probability of

eachyi . Dependencies among the input variablesx do not need to be represented because the model is con-

ditional, affording the use of complex and rich features of the input. Thus, CRFs are discriminative models,

that is, they modelp(yjx)� .

In a general way, to model the conditional probability distribution of a sequence of labelsy given the

observationsx, p(yjx) takes the form shown in equation 2.1:

p(yjx) =
1

Z(x)

Y

c2C

	 c(� c) (2.1)

where	 c(� c) is a potential function that depends on the variables in a clusterc (de�ned as� c). Z(x) is called

the partition function, and it is a normalization factor to make sure that
P

yi
p(yi jx) = 1. It depends on the data,

therefore it takes different values as the input (x) changes.	 are potentials of the form shown in equation

� Bold letters denote an array of elements or variables. Functions are represented by non-bold letters followed by parentheses, i.e.
p(x). All non-bold no-function letters represent variables. In the CRF context, unless stated differently,x denotes data andy denotes
labels. Sub-indexes denote elements of the array, i.e.xi denotes the data at the i-th node.yi denotes the label at the i-th node.fyi ; yjg
denotes a pair of labels ofy at nodesi; j. y = fyi ; yjgrepresents all pair of labels of adjacent nodes ofy equal to the pairfyi ; yjg. ym

denotes the m-th sequence ofy labels.

5
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2.2:

	 c(� c) = exp

8
>><
>>:

X

k

� k fk(xc; yc)

9
>>=
>>;

(2.2)

wherexc; yc 2 � c andfk is featurek function overx andy.

In this work, we use CRFs for image labeling and we connect them using a 2-dimensional (2D) grid

of edges (in a lattice), forming an undirected graphG = (V; E). V are the nodes or vertices andE are the

edges. By de�nition, in an undirected graph, a clique is a setof nodesV such that for every two nodes inV,

there exists an edge connecting the two. In a CRF with a lattice structure, the maximal clique is a set of two

connected nodes.

Every node and every edge contain a potential function that operates on a subset of the random variables

present inG. By de�nition, the absence of an edge between two nodes inG implies that the random variables

represented by these nodes are conditionally independent given all the other variable random variables in

the model. The potential functions in every node must therefore ensure that it is possible to factorize the

joint probability such that conditionally independent random variables do not appear in the same potential

function. Thus, we de�ne the conditional probability distribution of the CRF as shown in equation 2.3:

p(yjx) = 1
Z(x)

Q
i2V 	 (xi ; yi)

Q
(i; j)2E 	 (yi ; y j; xi ; x j)

Z(x) =
P

y
Q

i2V 	 (xi ; yi)
Q

(i; j)2E 	 (yi ; y j ; xi; x j)
(2.3)

where, functions	 are of the form:

	 (xi ; yi) = exp
nP

k � kyi gk(xi)
o

	 (yi ; y j ; xi ; x j) = exp
nP

k � kyiy j fk(xi ; xj)
o (2.4)

We set� 2 < K� L and� 2 < K� L� L. L is the number of different labels or classes andK is the number of

features. Unlike other representations found in the literature, we chose functionsgk andfk which only depend

on the data, and not on the labels. Because of this representation, the weights are the ones that depend on the

labels. Thus, to account for the different classes,L � 1 hyper-planes are needed. The total number of node

weights is (L � 1)K and it is equivalent to useL � K node weights and set8k = 1::K � kL = 0. We chose the

edge weights to be the absolute value of the difference of features in adjacent nodes. Hence, the total number

of edge weights in this representation isL � L � K because we need as many weights as node features and

combinations of pairs of labels. However, we restrict� kls = � � kll8l , s, which reduces the number of edge

weights toL � K.

Figure 2.1 shows an example of using a CRF graph lattice structure for labeling parts of an image. The

image is divided into small regions, and every region is assigned to a node in the CRF. Then, each node is
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Figure 2.1: CRF applied to segment an image. The featuresgk are locally computed in each path of the image.
The edge featuresfk are computed using two neighboring patches. Each node is connected to its immediate
neighbors by edges forming a 2D lattice. Note that the connections among the nodes allow to every node to
in�uence the others. Also, note that the edge features and the node features depend on the imagex.

connected to its adjacent neighbors by the edges in the graphstructure. Nodes image data to make its local

decisions. These decisions are propaged through the entireimage by means of the edges, which also may

depend on features extracted from the image.

With the parameters and de�nitions above, the full model forthe conditional probability distribution of a

sequence of labelsY givenX takes the form shown in equation 2.5:

p(yjx) =
exp

nP
i2V

P
k � kyi gk(xi) +

P
(i;j)2E

P
k � kyiyj fk(xi ; xj)

o

P
y exp

nP
i2V

P
k � kyi gk(xi) +

P
(i;j)2E

P
k � kyiyj fk(xi; xj)

o (2.5)

In summary, the set of parameters for the CRF in our representation is the union of the node weights and

the edge weights (� = f� 1:::K;1:::L� 1; � 1:::K;1:::Lg), giving a total ofK � (2L � 1) parameters. In the next sections

we will show a way of learning these parameters using a training set of labeled images.

2.2 CRF and Logistic Regression

It is interesting to note that the model de�ned in 2.5 contains a logistic regression classi�er in each node.

Simply, by setting the edge weights to 0 (i.e., de�ne8i; j 2 E � kyiy j = 0) it is easy to see that every node

contains a multi-class logistic regression classi�er. In this case, the full joint probability distribution is de�ned

by equation 2.6:

p(yjx) =
exp

nP
i2V

P
k � kyi gk(xi)

o

P
y exp

nP
i2V

P
k � kyi gk(xi)

o (2.6)
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Each clique is independent of the others; therefore we can decompose equation 2.6 to get thesoftmax

function at each node:

p(yjx) =
Y

i2V

p(y = yi jxi) =
Y

i2V

exp
nP

k � kyi gk(xi)
o

1 +
P yi=L� 1

yi=1 exp
nP

k � kyi gk(xi)
o (2.7)

This relationship is very convenient because we can easily train and test CRF and LR using the same

framework. It also allows us to use LR weights in the CRF modelfor initialization, reducing signi�cantly the

learning time of the parameters of the CRF model.

2.3 Inference in 2D CRF

It is worth noting that inference problems like marginalization and maximization are NP-hard to solve exactly

and approximately (at least for relative error) in lattice graphical models, and in general, for most of the graph

structures. In a CRF graph model, maximization is to �nd the most likely sequence of labelsy given an input

x. For instance, in a image labeling problem this would allow us to �nd the most probable explanation of

labeling for an image. In order to �nd these labels we need to compute:

ymax = argmax
y

1
Z(x)

exp

8
>>><
>>>:

X

i2V

X

k

� kyi gk(xi) +
X

(i;j)2E

X

k

� kyiyj fk(xi; xj)

9
>>>=
>>>;

(2.8)

However, �ndingymaxexactly is infeasible in practical cases for 2D CRFs. A bruteforce algorithm would

need to explore all possible labelings, which in a binary CRFof size 24� 32 would be 1:5 � 10231. To put

this number in context and give an idea of its magnitude, notethat this number is considerably larger than the

number of atoms of the observable universe (1080 [Champion 1998]). In theory, the marginalization problem

for graphical models with loops is #P-complete and maximization is NP-complete. Hence, we need to use

methods for approximate inference.

There are several methods in the literature for approximateinference in graphs (i.e. maxent -although

only works for binary labels-, variational methods, Monte Carlo methods, Belief Propagation, etc...). We

decided to use BP for approximate inference, because it gives good results, in practice [Murphy et al. 1999].

In this section we describe the Belief Propagation algorithm for approximate inference in graphical models.

Furthermore, we show an interesting and important connection existing between BP and the physics concept

of “Free Energy”, which will be useful for parameter learning in a 2D CRF.
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2.3.1 BP algorithm

Belief propagation is an iterative algorithm for computingmarginals (sometimes called beliefs) of functions

on a graphical model. Marginal probability is the probability of one event, regardless of the other event and it

is obtained by summing (or integrating, more generally) thejoint probability over the unrequired event. This

process is called marginalization. In our notation, given that we have one random variable per node, we refer

to the marginal probability of nodei asbi and the marginal probability of nodesi; j asbi j .

BP algorithm produces exact results for the marginals in trees [Pearl 1982] and polytrees [J.H.Kim and

Pearl 1983]. Pearl [1988] suggested this algorithm as an approximation for general (loopy) network. It is

an ef�cient inference algorithm on trees and has demonstrated empirical success in numerous applications

including low-density parity-check codes, turbo codes, free energy approximation, and satis�ability.

When it is applied to graphs with loops, it is sometimes called “loopy” BP. This algorithm functions

by passing real-valued messages across edges in a graphicalmodel. However, the precise conditions under

which loopy belief propagation will converge are still not well understood; it is known that graphs containing

a single loop will converge to a correct solution [Weiss 2000]. In the general case, no guarantees exist, and

there exist graphs which will fail to converge, or which willoscillate between multiple states over repeated

iterations.

Below, we describe the basic BP algorithm. Thus, corresponding to the two types of inference problems,

there are two types of BP algorithms:sum-productfor marginal estimation andmax-productfor Maximum

A Posteriori (MAP) estimation.

Sum-product for marginal estimation

In the BP algorithm, we introduce a “message”mi j (y j) for each pair of neighborsi and j, which is a distribu-

tion (not necessarily normalized) sent from nodei to its neighborj about which state variabley j should be in.

The messages propagate through the graph until they converge. The marginal distributions can be estimated

from the messages after the algorithm converges. The following lines contain a brief of the different steps of

the sum-product BP algorithm for marginal estimation.

� Message initialization: All messagesmi j (y j) are initialized as uniform distributions overy j .

� Message update rule: The messagemi j (y j) sent from nodei to its neighborj is updated based on the

potentials (yi), the pair wise potential (yi ; yj ), and all the messages received from its neighbors other

than j.

mi j (y j) =
X

yi

 (yi) (yi; y j)
Y

k2n(i)nj

mki(yi) (2.9)
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Figure 2.2: Example of message passing in Belief Propagation (BP) algorithm.

� Message update order: The algorithm iterates the message update rule until it converges. That is, until

all nodes agree on their messages. The order in which messages are updated might affect convergence.

The message update schedule determines when a message sent to a node will be used by that node to

compute messages for the nodes' neighbors. In a synchronousupdate schedule, at a given timet, each

node computes the message for each neighbor. Once every nodehas computed the messages, they are

delivered to the corresponding nodes and, at timet + 1, they are used to compute the next round of

messages.

An asynchronous update schedule does not follow this rule. In this method, nodes propagate their

messages in one direction and update each node immediately.For instance, if the direction chosen is

from left to right, then at timet, nodei produces a message to nodei + 1, nodei + 1 uses message

from nodei and produces message to nodei + 2,... Note that by using this scheduling technique,

the information from the node in the left is propagated through all the nodes in the same row till the

rightmost node in one iteration, accelerating the convergence of the algorithm [Tappen and Freeman

2003].

� Convergence conditions: To test whether the algorithm converged, BP measures the difference be-

tween the previous messages and the updated ones. The convergence condition is met when all the

differences are below a given threshold. At this point, we sometimes say that the graph model is

calibrated.

Finally, we compute the marginals at every node as follows:

b(yi) /  (yi)
Y

j2n(i)

mji (yi) (2.10)
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And also, at every pair of nodes:

b(yi; y j) /  (yi) (y j) (yi ; y j)
Y

k2n(i)nj

mki(yi)
Y

l2n( j)ni

ml j (y j) (2.11)

It is important to remark that this algorithm can lead to exact inference if applied to trees or poly-trees.

However, when the structure has loops (such as in a 2D CRF), the BP algorithm does not necessarily obtain

exact marginals (although it may return good guesses) or maynot even converge. Fortunately, empirical

experiments [Murphy et al. 1999] show that loopy BP often converges to a good estimation of the correct

posterior.

Max-product for MAP estimation

It is basically the same algorithm as sum-product. However,instead of computing the sum of all the product

of messages, we compute the maximum. In this case, messages are de�ned asmmax
i j (yi) and update rule

becomes:

mmax
i j (y j) = max

yi
 (yi) (yi ; y j)

Y

k2n(i)nj

mmax
ki (yi) (2.12)

When the algorithm converges, we can extract the MAP belief at each node by computing:

b(yi) /  (yi)
Y

j2n(i)

mmax
ji (yi) (2.13)

If there is a unique MAP con�gurationy� , then the components ofy� are simply the most likely values

according to the MAP belief.

2.3.2 LBP for 2D-CRFs

In order to apply the Loopy BP algorithm in our 2D CRF model, weneed to compute messages from one

node to another. For this task, we need to compute the potentials  (yi) and (yi ; y j). Using the notation of

section 2.1, the potentials at every node (yi) are given by:

 (yi) = exp

8
>><
>>:

X

k

� kyi gk(xi)

9
>>=
>>; (2.14)

The potentials in the edges are:

 (yi ; y j) = exp

8
>><
>>:

X

k

� kyiy j fk(xi ; xj )

9
>>=
>>; (2.15)
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We use asynchronous message passing in a zigzag path, covering all nodes in the 2D CRF. We reverse

the direction at every iteration. Therefore, the information from all the nodes in the model gets propagated

through the entire model in just two iterations. Furthermore, we use message damping in order to help

converge of LBP (note that LBP may have convergence problemsin graphs with loops, such as the one in a

2D CRF).

2.3.3 BP andBetheFree Energy

There exists an important connection between the inferenceproblem in CRFs and the physics concept of

“Free energy” that not only allow us to understand better andperform parameter learning in a 2D CRF, but

also to justify the BP algorithm even in graphs with cycles (such as 2D lattice CRFs). In such graphs, the

MLE principle is commonly used in order to learn the parameters (� ) that make the data most likely. That is,

� max = argmax
�

p(yjx; � ) (2.16)

Note that if we compute the objective function (p(yjx; � )), and its gradient, then there are many optimization

techniques available to ef�ciently �nd the parameters� that maximize the likelihood of the labels given

the data. However, as we stated above, computingp(yjx) involves computing the partition functionZ(x),

which can be infeasible in practice. Hence, in cases were thepartition function cannot be computed, it is

approximated.

Variational methods, such as mean-�eld, use the value of thepartition function of a simpli�ed graph

model in which is possible to computeZ(x) (i.e. mean-�eld is able to establish an upper bound for the

partition function by using this technique). As we will see later, the connection of BP and the physics

concepts of “free energy” shows that BP is in fact doing inference in a simpli�ed model in a similar way as

mean-�eld does. Thus, by using BP as inference engine, we cancompute an approximation for the partition

function that help us to compute the objective function (p(yjx)). In the following paragraphs we give a short

view of theBethefree energy and its relation to BP.

Starting with the idea of using a simpli�ed and tractable graph mode, letP be our probability distribution

andQ be an approximation toP. Let D(PjjQ) be the Kullback-Leibler distance (KL-divergence) between the

two distributions. KL-divergence of two distributions is 0only when the two distributions are the same, and

it is > 0 otherwise. We can relate terms log(Z) andD(PjjQ) using the equation below:

log(Z) = F(P; Q) + D(PjjQ) (2.17)
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whereF(P; Q) is the energy functional and are the maximal cliques in Q:

F(P; Q) =
X

 2P

EQ[log  ] + HQ(Y) (2.18)

If Q were the exact distributionP, then it is easy to show thatD(QjjP) = 0 and log(Z) = F(P; Q). However,

in general,Q is an approximation ofP which makesD(QjjP) > 0. Therefore, sinceF(P; Q) � log(Z), we

can useF(P; Q) as a lower bound for log(Z). Note that the complexity of the computation ofF(P; Q) depends

on the complexity that we choose forQ because its computation is de�ned in terms of cliques inQ. For

our convenience, we may want to chooseQ distributions that factorize in a way that we can compute (i.e.,

consider allyi independent). Of course, the quality of the approximation of log(Z) depends on how wellQ

distribution approximatesP.

According to Yedidia et al. [2003],F is sometimes called the Gibbs free energy. Note that values of F

close to log(Z) reduce the KL-divergence betweenP andQ. In the mean-�eld theory, this relationship allows

to approximate the Gibbs free energy by tractableQ distributions [Jordan et al. 1999] (typically, loops inP

are removed to obtainQ). This approximation is called variational free energy.

In BP framework, theBethefree energy is approximated.F can be expanded as the sum of two terms.

The �rst term is called the average energyE, and the second term is the entropyH. In a pair wise CRF, the

average energy has the form:

E =
X

i2V

Ebi [log( (yi))] +
X

i j2E

Ebi j [log( (yi ; y j))] (2.19)

wherebi j is the belief for the edge connecting nodesi and j, bi is the belief for nodei, and are the potentials

for nodes and edges. The entropy is harder to obtain and in general, it must be approximated. We could

compute the entropy if it were possible to express the joint distribution in terms of one and two node beliefs.

In such case, the joint probability distribution can be written as:

b(x) =

Q
i j bi j (yi ; y j)

Q
i bi(yi)di � 1

(2.20)

wheredi is the number of neighbors for nodei. In this case, it is possible to compute theBetheapproximation

to the entropy term as:

HBethe= �
X

i2V

(di � 1)Hbi [bi ] �
X

i j2E

Hbi j [b(yi; y j)] (2.21)

This approximation will produce exact results in graphs without loops. However, in graphs with loops,

the Betheentropy will only be an approximation. By using this approximation, we can computeFBethe =
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E + HBethe, which is aBetheapproximation to the Gibbs free energy. This approximationis equal to the

Gibbs free energy in a graph without loops, and given that Belief Propagation (BP) gives the exact marginals

for graphs without loops, the BP beliefs are the global minima of theBethefree energy. In a graph with loops,

Yedidia et al. [2003] showed that BP �xed points are stationary points of theBethefree energy.

We can use the equations 2.19 and 2.21 to approximateF. However, note that unlike the mean-�eld theory,

in the LBP framework the approximation forF is not guaranteed to be a lower bound for log(Z), which can

lead to convergence issues(i.e. negative energies). Thereare better approximations than those produced by

LBP which, in a general way, consider messages between regions in a graph instead of individual nodes. This

set of algorithms is known as Generalized BP (GBP). There areseveral ways of de�ning the set of regions in

a graph that can exchange messages. One method uses ideas introduced by Kikuchi in the physics literature,

and is known as Kikuchi's cluster variation method [Yedidiaet al. 2003]. Thus, Kikuchi energy relates to

GBP asBethefree energy to LBP.

In our work, we use theBethefree energy approximation to get an estimate of the partition function. We

approximate the energy functionalF by putting equations 2.19, 2.21 together:

F̃(P; Q) =
X

i2V

Ebi [log( (yi))] +
X

i j2E

Ebi j [log( (yi ; y j))] �
X

i2V

(di � 1)Hbi [bi] +
X

i j2E

Hbi j [bi j ] (2.22)

wheredi are the number of neighbors for nodei, bi is the belief of nodei, bi j is the belief of nodesi j and

 are the potential functions de�ned in the graphical model.Ea is the energy operator over a probability

distributiona:

Ea[ ] =
X

v2a

a(v) (2.23)

andHa is the entropy operator over a probality distributiona:

Ha[a] = �
X

v2a

a(v) log(a(v)) (2.24)

Note thatF is approximated byF̃ becausebi andbi j are computed using LBP. Ifbi , bi j were exact then

equation 2.22 would compute exactlyF.

2.4 Maximum Likelihood parameter learning

Maximum likelihood estimation (MLE) is a popular statistical method used to calculate the best way of �tting

a mathematical model to some data. Modeling real world data by estimating maximum likelihood offers a

way of tuning the free parameters of the model to provide an optimum �t. In our work we use the MLE
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principle to learn the parameters (� ) such that the log-likelihood is maximized. The algorithm assumes that

we are given set of i.i.d. labeled images (Xm; Ym) 2 M. Then, it estimates the most likely parameters given

the data. The data likelihood for a CRF model is given be equation 2.25:

l(� ) =
Y

m2M

p(yjxm) (2.25)

We �nd the parameters� by maximizing the log-likelihood of the data as shown in 2.26:

logl(� ) =
X

m

X

i2V

X

k

� kym
i
gk(xm

i ) +
X

m

X

(i;j)2E

X

k

� kym
i ym

j
fk(xm

i ; xm
j ) � log(Z(xm)) (2.26)

The gradient of the log-likelihood is computed by taking thederivative over the parameters� kl: 2.27:

@logl(� )
@�kl

=
X

m

8
>>><
>>>:

X

i2V

� (ym
i = l)gk(xm

i ) �
X

i2V

gk(xm
i )

X

8y

p(yi = ljxm)

9
>>>=
>>>;

(2.27)

The derivatives over� kls yield to the same results but replacinggk by fk and summing over pairs of labels. In

both cases, the �rst term is the value of the featuresgk under the empirical distribution. That is,Ep̃(y=l;x)[gk].

The second term, which arises from the derivative of logZ(x), is the expectation ofgk under the model

distributionp(y = ljx; � )p̃(x). That is,Ep(y=ljx;� )p̃(x)[gk]. Simplifying, the gradient of logl(� ) can be expressed

as:
@logl(� )

@�kl
= Ep̃(y=l;x)[gk] � Ep(y=ljx;� )p̃(x)[gk]

@logl(� )
@�kls

= Ep̃(y=fl;sg;x)[fk] � Ep(y=fl;sg)jx;� )p̃(x)[fk]
(2.28)

Unfortunately, there is no analytic solution to this equation -setting the gradient to 0 and solving for� does

not always yield to a closed-form solution. Thus, an iterative algorithm is needed in order to approximate the

optimal solution. Note that the function logl(� ) is concave, which follows from the convexity of functions

of the formg(x) = log
P

i expxi . This property shows that every local optimum is also a global optimum.

Adding L2 regularization to the log-likelihood (i.e.
P

r=1
� 2

r
� 2 ) ensures that logl(� ) is strictly concave, which

implies that it has exactly one global optimum.

Thanks to this property, methods like steepest ascent can beused, although they require too many itera-

tions to converge making them slow. Newton's method can converge much faster because it takes into account

the curvature of the likelihood. However, computing the Hessian can be expensive, too, since it is quadratic

in the size of the parameters. An intermediate solution for this problem is to use quasi-Newton methods, such

as the Broyden-Fletcher-Goldfarb-Shanno (BFGS) method [Broyden 1970, Fletcher 1970, Goldfarb 1970,

Shanno 1970].
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The BFGS method is derived from the Newton's method in optimization. In Quasi-Newton methods, the

Hessian matrix of second derivatives of the function to be maximized does not need to be computed at any

stage. The Hessian is updated by analyzing successive gradient vectors instead. Quasi-Newton methods are

a generalization of the secant method to �nd the root of the �rst derivative for multidimensional problems.

In multi-dimensions the secant equation is under-determined, and quasi-Newton methods differ in how they

constrain the solution. The BFGS method is one of the most successful members of this class.

Vishwanathan et al. [2006] presented an interesting discussion about different methods for learning CRF

parameters and their performance. In this work, we chose BFGS method for parameters learning in CRFs,

given its rapid convergence (requires few iterations to converge). In order to use the BGFS method, we need

to compute the conditional log-likelihood and its gradient. As described above, this requires the computation

of Z(x) and doing inference, respectively. We use LBP for both tasks, and we give the details of this process

in the subsections below. Note that once we can compute the objective function and its gradient, we can use

many optimization routines to do the maximization of the log-likelihood (we are not restricted to just BFGS).

2.4.1 Estimating the log-likelihood

In this section, we show a way to approximatep(yjxm). Equation 2.5 shows the terms that we need to

compute. The numerator can be easily computed if we know all the labels in the training images. However,

the denominator, also known as the partition functionZ(x), sums over all possible combinations of labelsy

in an image. As discussed before, it is infeasible to do this computation exactly in the size of the graph that

we are using.

Notwithstanding, the partition function can be approximated. As described in section 2.3.3, there exists

a connection between this problem and the physics concept of“Free Energy”, which allows establishing an

approximation forZ(x). More exactly, consider the marginals returned by BP as an approximation to the true

distributionP, and let us call itQ distribution. Referring to equation 2.17,D(QjjP) is bigger than 0 ifQ , P

and 0 ifQ = P. Hence, if we can compute exactlyF(P; Q), we can establish a lower bound forlog(Z). It turns

out thatF(P; Q) can be approximated using BP, as shown in equation 2.22. Thus, we useF̃(P; Q) as log(Z).

Note that in the theory of mean �eld,F(P; Q) establishes an upper bound of the true free energy. However,

this is not generally true when using BP because theBetheentropy and the free energy computed is only an

approximation. In practice, we found that using this methodworks well if BP converges.
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2.4.2 Estimating the gradient of the log-likelihood

Equation 2.28 shows that computing the gradient of the log-likelihood requires computing expectations of

features under the model distribution. In its turn, it requires doing inference in the graph model. In chain

CRFs, these computations can be performed ef�ciently by using forward-backward algorithms, which are

computed for every training image since the marginals and partition function change with the input. However,

the size of the graph that we use in this context (24� 32 nodes in a lattice) spans a tree-width too large to

allow the exact computation of the marginals.

Note that if we had approximations of the true marginal distributions at each sitei (pi(yi jxm
i )), and at each

pair of sitesi and j (pi j (yi ; y j jxm
i ; xm

j )), we could compute the expectations:

Ep(y=ljx;� )p̃(x)[gk] =
P

yi
gk(xi)pi(yi = ljx)

Ep(y=fl;sgjx;� )p̃(x)[fk] =
P

yi ;yj
fk(xi ; xj)pij (yi = l; yj = sjx)

(2.29)

As commented in section 2.3.3, we can use Belief Propagation(BP) to get approximations to the true

marginals. Note that by using these approximations to the true marginals, we are replacing the exact gradient

of the log-likelihood by an approximation. However, this approximation accounts for the number of errors

that the prediction makes on the training sequence (as long as we use the same inference algorithm for training

and testing).





Chapter 3

Extensions to the CRF model

3.1 The Kernel trick and Kernel Logistic Regression

Logistic Regression is a discriminative linear classi�er that estimates thep(yjx) by using a linear combination

of features ofx:

p(yjx) =
exp

nP
k � kygk(x)

o

1 +
P y=L� 1

y=1 exp
nP

k � kygk(x)
o (3.1)

By applying the kernel trick, one can convert a linear classi�er algorithm into a non-linear one by using

a non-linear function to map the original observations intoa higher-dimensional space; this makes a linear

classi�cation in the new space equivalent to non-linear classi�cation in the original space. This is done

using Mercer's theorem, which states that any continuous, symmetric, positive semi-de�nite kernel function

K(xi ; x j) can be expressed as a dot product in a high-dimensional space. Applying the kernel trick to equation

3.1 we get:

p(ymjxm) =
exp

nP
xi2S � iyK(xm; xi)

o

1 +
P L� 1

y=1 exp
nP

xi2S � iyK(xm; xi)
o (3.2)

whereS is the space of vectors that span the kernel. In order to estimate the parameters� il , we can maximize

the log-likelihood of the data:

logl(� ) =
X

m

8
>>><
>>>:

X

xi2S

� iymK(xm; xi) � log

0
BBBBBB@1 +

L� 1X

y=1

e
P

xi 2S � iyK(xm;xi)

1
CCCCCCA

9
>>>=
>>>;

(3.3)

As with LR, the log-likelihood is a convex function, and it ispossible to compute the gradient and the Hessian

of the log-likelihood. Thus, equation 3.3 can be maximized using Newton-Raphson methods. However, one

19
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(a) 2D-data for two classes is not separable using a linear classi-
�er.

(b) 2D-data in �gure 3.1a projected in a quadratic kernel becomes
separable using a linear classi�er.

Figure 3.1: Example of a dataset not linearly separable in the original dimension space, but it becomes
separable after using a quadratic kernel. Note that in this example we augmented the dimensionality of the
input space by 1.

must take into account that there are several performance penalties by using this method:

� Computing the kernel matrix in a large dataset is computationally expensive (O(N2), whereN is the

number of training examples).

� To use the Newton-Raphson method, one must invert aN � N matrix at each iteration, increasing the

computational cost of the training algorithm to the order ofO(N3).

� In practice, most (if not all)� i have non-zero values, which increases the cost of classifying samples

because each new sample needs to be projected into all thexi in the kernel space to computep(yjx).

The kernel space contains as many vectors as non-zero� i 's

These problems can be solved by �xingS to use a small subset ofxi . However, we need an algorithm to

determine which and how manyxi should be inS. In this paper, we will use the method proposed by Zhu

and Hastie [2001]. The sub-modelS found by IVM algorithm is an approximation to the full model found

by KLR. The algorithm starts with an empty set of vectors forS. Then, at every iteration:

� Project every training example into the kernel.

� Learn the weights that maximize the negative log-likelihood.
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Figure 3.2: Example of boundaries obtained by a multi-classIVM classi�er using a RBF kernel with� = 0:1.
IVM only needed 36 import vectors in this example to obtain the boundaries. Note that a linear classi�er could
not have separated these three classes with the same accuracy.

� Find the less likely training example that is not inS and add it toS.

This algorithm stops when the negative log-likelihood changed less than some relative amount between in the

lastn iterations. The vectors in the kernel spaceS are called import vectors and they are the ones that reduce

the negative log-likelihood the most.

3.1.1 Kernel trick for CRFs (K-CRFs)

Lafferty et al. [2004] presented an extension of conditional random �elds that allows the use of implicit

feature spaces through Mercer kernels. They describe a greedy algorithm for selecting the cliques (orxi in

LR context) over the training examples that will span the kernel space. Our approach differs in that we do not

change the CRF log-linear model representation. However, we change the training algorithm by incorporating

the IVM algorithm described in the previous section and introduced by Zhu and Hastie [2001]. This algorithm

allows us to �nd thexi that will span the kernel space. The main limitation of this approach is that it does not

allow for custom kernels in the edge potentials.

In order to support a Mercer kernel space in the node weights,we train CRF usinggk projected into the

kernel space found by the IVM algorithm. We use the same algorithm described in 2.4 for parameter learning

till its convergence.
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In practice, for learning the CRF parameters we do not initialize the node weights� to random values.

Doing so may lead to convergence issues. An approach that works well is to initialize the node weights�

to values learnt using IVM training algorithm and set the edge weights� to 0. Thus, for supporting Mercer

kernels in the node weights, the only extra step required is to projectgk into the kernel space found by IVM.

The p(yjx) for kernel CRFs is shown in equation 3.4. The basic model forlinear CRF does not change,

and this new model only changes the name of the variables in the node potentials:

p(yjx) =
exp

nP
i2V

P
xs2S � syi K(xi; xs) +

P
(i;j)2E

P
k � kyiyj fk(xi; xj)

o

P
y exp

nP
i2V

P
xs2S � syi K(xi ; xs) +

P
(i;j)2E

P
k � kyiyj fk(xi ; xj)

o (3.4)

The main advantage of this method is its simplicity. With a slight change of the model we allow the use of

Mercer kernels. However one must take into account that projecting the features into the kernel space may

become expensive as the number of vectors in the kernel spaceincreases. This is a shared property with all

the kernel machines.

Notwithstanding, as we show in the results section, the classi�cation performance of this kernel CRF

can be better than that of a linear CRF when the kernel chosen is well suited for the problem. Thus, the

performance penalty may pay off.

3.1.2 Gaussian kernels

Gaussian kernels are widely used in many classi�ers becausethey often provide good performance [Burges

1998]. When they are used, the corresponding feature space is a Hilbert space of in�nite dimension. If the

classi�er is well regularized, the in�nite dimension does not spoil the results. In this paper, we refer to the

gaussian kernels that take the following form:

K(xi ; x j) = e�
kxi � xj k

2

2� 2 (3.5)

wherexi ; x j are input vectors.

We de�ne “ideal kernel” as a kernel that gives an acceptable measure of the similarity between two

vectors; acceptable means that among a �nite distribution,the closest vectors to a query should be evaluated

as similar to the query, whereas vectors far from the query should be evaluated as non-similar. In other words,

among a �nite distribution, the selected similarity measure should be able to �nd in acceptable proportions

both similar and non similar vectors to a query point [Franois et al. 2005]. This concept is called locality.

Gaussian kernels �t with this de�nition for a well chosen width, and are adequate measures of similarity when

the representation dimension of the space remains small. However, one must be careful in high dimensional
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Figure 3.3: In blue, histograms of distances for gaussian kernels in different dimensions. In green, 5th-
percentile and 95th-percentile of the distribution of distances. In red, gaussians for different values of� .
Note that in low dimension domains, the gaussian kernel behaves as expected, providing a proportionated
range of values between 0 and 1 for the different distances ofthe distribution. However, as the dimension
increases, the gaussian kernel decreases its performance independently of the� value chosen, and only a little
portion of its bell shape is effectively used.

spaces because they may not �t this de�nition.

To illustrate this problem, we show a toy distribution in different dimensions and we use a gaussian kernel

to compare different vectors. We sample points from a gaussian distribution centered at~0 and with� = 1.

Then, we plot the distribution or normalized histogram of distances of each point to the center of the gaussian.

We plot on top of this distribution gaussians with different� values, for comparing how the bell shape of the

kernel is being used.

As can be seen in �gure 3.3, when the dimensionality is small,for a well chosen kernel width (or� ), the

gaussian kernel maps the 5-th percentile of the closest distances to values close to 1, and the 5-th percentile

of the furthest distances to values close to 0. Hence, most ofthe points use most of the bell shape of the

kernel, the most similar vectors are mapped to a value close to 1, and the most different vectors are mapped

to a value close to 0. This is the expected behaviour for a gaussian kernel. As the dimensionality increases

over 10 dimensions, this is not the case any more. For instance, when the dimensionality is 1000, most of the

points are about the same distance with respect to the centerof the gaussian, and independently of what�

value we choose for the gaussian kernel, we are not able to �nda good �t.

This problem of gaussian kernels in high dimensions prevents these kernels to be ef�cient, and map most

of the distances to the same values. Basically, the distanceof two similar vectors will be mapped to a similar
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Figure 3.4: Generalized p-Gaussian kernels for different high-dimensional problems with properly chosenp
and� parameters.

value than the distance of two vectors that are different. This will cause the classi�er that uses this kernel to

produce weights with very high values and may also cause numerical instabilities. This case is aggravated in

Logistic Regression or CRF classi�ers because they use exponential functions.

A solution to this problem suggested by Franois et al. [2005], involves using the so-called Generalized p-

Gaussian kernel, which can be made local in any dimensional space through the adaptation of a supplementary

parameter.

K(xi ; x j) = e�
jxi � xj j

p

� p (3.6)

wherexi ; x j are input vectors,j:j is the absolute value andp is a real value. Figure 3.4 shows the same data-

example in �gure 3.3 but plots a Generalized p-Gaussian. We chose a suitable �t forp and� for the problems

of 50; 200 and 1000 dimensions. In these examples, one can observe that the parameters of the p-Gaussian

kernel can be tweaked to better �t the distribution of distances in the dataset.

We found that, in general, it is a good idea to plot the histogram of distances of any two points in the

dataset, or clusters used, in order to �nd the optimal kerneland the best �t for the parameters of the kernel.

3.2 Prior data and K-CRFs (PK-CRF)

In some applications, we may revisit the same areas multipletimes. If we labeled the area once, we may

like to use this labeling to help the labeling of input data. For instance, in agricultural applications, tractors

drive over the same environment multiple times. Many times,the scenario is practically the same as the one

labeled in the training set, and we would like to exploit thisfact. Yet, every time there are differences (i.e.

illumination, pose, new/missing objects, etc), which may cause an obstacle detector to fail. In these cases, an

operator could provide a segmented image with the obstacleslabeled in cases where the classi�er fails and

we would like to integrate this information in our classi�er.

There are different ways to bene�t from this data. One way is to add this new data to the training set and
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learn the parameters of the classi�er. Sometimes, the classi�er parameters can be updated on-line ef�ciently.

However, this is not the case for CRFs. Even if we have a good initialization of the CRF parameters, just one

evaluation of the objective function would imply doing inference in every image in the training set.

In this section, we describe an algorithm to bene�t on-line from new labeled data or use prior data if

available. The main idea behind this algorithm lies in the fact that one may want to assign the same label to

two regions in an image if these regions and their surroundings look similar. And we may need to evaluate

the regions that are different. This algorithm assumes thatinput data is tagged with pose (which does not

need to be exact), and that the ground plane is mostly �at.

For this task, we build a database with the prior labeled images, tagging them with the vehicle pose. Then,

for every new input image, the closest image in pose is recovered from the database and aligned with the input

image. Once the images are aligned, we can refer each part/region in one image to the other. Thus, if we

know the ground truth for the labels of one of the images, we can use this information in the image that we

are trying to label. Of course, in practice there will be differences between the input image and the reference

image, even after the alignment, due to errors in the alignment process, errors in pose, possible changes in

the environment, moving obstacles, etc. However, we let theCRF to decide for us whether the label in the

reference image should be used.

In order to implement this algorithm we need a procedure to align images taken at different times with

slightly different poses, and we need to add more features tothe CRF model. These two procedures are

described in the next subsections.

3.2.1 Image registration

In order to use the labels of an image in the database on an image captured online, the two images should be

in the same reference frame. In our work, we tag each image with pose, however, it is not possible to �nd

two images with the exact same pose in the database because the vehicle does not drive two times exactly in

the same position, and images are taken at discrete time (i.e. 5 frames per second). Furthermore, the pose we

use in our system has errors and even if we had two images tagged with the same pose, these may actually be

taken at slightly different positions. In this section, we describe an algorithm for aligning two images with

different poses (Primdahl et al. [2005]).

We work under the assumption that our test environment has a planar surface. This assumption can give

us some �xed reference points that we can use to transform theimage to an orthonormal view (top-down

in our case). This transformation will work for the ground (if it is planar) but will not work for trees or

other objects which are not in the same plane which will oftenexperience several distortion (see bushes in

rightmost images in �gure 3.5).
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In order to compute the homography, we need at least four points and their correspondences. First, we set

up four points of interest on the ground. In our case, we placed for pointsp0
i to form a 6� 6 meters square

and we set their correspondencesp1
i by creating a perfect square in the 2D domain (setz component to 0)

with area equal to 1, and centered at (0; 0). Then, the homographyH can be computed by forcing:

p1
i � Hp0

i = 0 (3.7)

Where� is the cross-product. This equation gives us two equations per correspondence, thus, we get a total

of 8 equations out of the 4 correspondences, which is the minimum needed to estimate the 8 variables in the

homographyH.

H =

0
BBBBBBBBBBBBBBB@

a b c

d e f

g h 1

1
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Equation 3.7 can be expressed in matrix form:

0
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:::

~0 � p0
i y1

i � p0
i

p0
i

~0 � x1
i � p0

i

:::

1
CCCCCCCCCCCCCCCCCCCCCCCA

~� = 0 (3.8)

Note that the matrix is 2n � 9, wheren is the number of correspondences.p and~0 are 3-dimensional

vectors.xi ; yi arex andy components ofp. p0 denotes the points in the real world domain andp1 denotes

the points in the transformed domains (should havez = 0). ~� is a vector containing all the variables inH

in the following order:fa; b; c; d; e; f ; g; h; 1g. We use the Singular Value Decomposition to �nd the~� that

minimizes equation 3.8. This homography is used to transform the box in the image into a square as shown

in �gure 3.5.

Once both images are transformed in these coordinates, the optical axes are parallel. We can use the

yaw angle to rotate one of the images and align the axes of the two images as shown in �gure 3.5. Due to

differences in the actualX; Y; Z coordinates where each image was taken, the resulting images may not align,

yet. However, after these transformations, the camera axesare parallel and we can compensate for these

differences in pose by a simple translation. We use normalized correlation to compute the relative translation

of one image w.r.t. the other (see �gure 3.6 for details).

After applying this algorithm, we can reference every patchfrom an image to another image, assuming

that both images have been taken at similar positions and they share a signi�cant overlap (> 50%). Figure
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Figure 3.5: Axes alignment for two images taken at differenttimes and positions. First, the image is recti�ed.
Then, we change the camera point of view to a top-down view. Finally, one of the images is rotated along the
perpendicular axis of the camera to align the axes.

Figure 3.6: Normalized correlation between two images. Thepeak in the �gure on the right determines
the amount of translation needed to register the two images.The yellow arrow shows the direction of the
translation in this example.

3.7 shows an example of the direction of translation that every patch needs to follow in order to match the

patches in the image of reference.

In our experiments, images with differences in position smaller than 3m, and differences in yaw smaller to

10 degrees were successfully registered. Beyond these numbers, this method may fail to successfully recover

the correct translation for every patch in one image to matchthe patches in the reference image. Hence, it is

important to �nd images in the database which are very close in pose to the image that we are labeling.
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Figure 3.7:Left: Flow for every 16� 16 pixels patch to match patches in the right image.Right: Reference
image.

3.2.2 CRF model update

This section assumes that we have two images aligned, one is the image that we are trying to label and the

other is an image collected in the past and has been labeled. Ideally, if the scene did not change at all since

the �rst image was taken, and both images were perfectly aligned, we could directly apply the labels to the

image that we are trying to label. However, in practice, the scene changes (ie. moving obstacles), and the

alignment of the images is not perfect due to errors in the registration method and in the pose.

In these situations, we can use the information from the labeled image to help in the labeling of the new

image. One way to use this information in the CRF framework isby simply adding more features. In this

work, we add an array of new features to the model. One of the features imports the information about the

label of the reference image. Thus, it has a value of 1 if the hypothesis about the label in the input image is the

same as the reference image, and 0 otherwise. The other features contain information about the differences

between the region in the input image and the region in the reference image (similar to the edge features in

the CRF). We refer to these features ashk. Each of these features is multiplied by a weight that depends on

the class (
 kl). Putting together this new features with the CRF model, we get the following joint distribution:

p(yjx) =
1

Z(x)
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(3.9)

These features �t nicely into the CRF model and do not involvemodi�cations of the main model or the

parameter algorithm. Figure 3.8 shows that one way of representing this model is by having the discrete

random variables connected to the image features, and also connected to some other features from the refer-

ence image. The only difference is that the features from thereference image may be or may not be there,

depending on whether the algorithm found a proper matching for the respective node.
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Figure 3.8: Model for a CRF using prior data. The bottom layeris the input image. The middle layer contains
the discrete random variables of the model. The top layer contains features from the reference image. Note
that not all the potentials coming from the top layer have to be active.

By adding these features we expect the CRF model to learn thatif the node of the image and the node in

the reference image are similar, then there should be a bias towards using the same label in the input image

as the one used in the reference image. However, if the regions differ, then the information coming from the

image taken in the past should be discarded and a full evaluation of the region would be required.

The basic CRF model remains the same, except for the fact thatwe added more features (
 kl) to some of

the nodes. Note that not all the nodes will have these extra features given that we may not have information

about the labels for all the patches of the image (ie. two images with different pose may not overlap 100%).

Still, the learning algorithm is the same as described in section 2.4, and BP can be used in this model for

doing inference. Furthermore, note that this model does notneed to update its internal weights as new on-line

data comes. Finally, we added these features to the K-CRF model introduced in equation 3.4. We called this

model Prior K-CRF (PK-CRF).





Chapter 4

Experiments

4.1 CRF vs LR

In this set of experiments we show the bene�t of using contextual information for image labeling tasks. In this

�rst batch of experiments, we compare performance of image segmentation of the 2D CRF, which exploits

contextual information, to the performance of a LR classi�er, which assumes independence at every site.

We prepare two sets of experiments. One with synthetic data in which the goal is to �lter an binary image

polluted with noise (it is a reproduction of the experiment performed by Kumar and Hebert [2004]). The

labeling is performed at a pixel level. The second set of experiments includes various segmentation tasks

(car, people, orchard) in an image. In this set of experiments, the labeling is performed at a patch level,

that is, the image is divided into equally sized patches, anda label is assigned to each patch. In all these

experiments we compare LR with a linear 2D CRF, using the samefeatures.

4.1.1 Experiments with synthetic data

The experiments with synthetic data consisted on de-noising a set of 64� 64 pixel images with binary noise

added. These experiments were initially performed by Kumarand Hebert [2004] and have been reproduced

in this paper. The node potentials were set to the pixel intensity values and the edge potentials were set to

the absolute difference between two adjacent pixel values.We added features to allow bias, hence the total

number of variables of our 2D CRF was 6 (2 for the node potentials, and 4 for the edge potentials). The�

parameter for the regularization term� was set to 0:001 for training.

� Typically, one may want to run cross validation in order to determine the more appropriate value for� . In our experiments, we tried
values ranging from 0 to 10, getting better performance withsmall numbers.

31
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Figure 4.1: Binary de-noising of an image. A CRF and LR classi�er were trained using 25 images. The
number of parameters for the 2D CRF was set to 6, whereas the LRneeded 2. Three samples are shown in
the images above, along with the ground truth and CRF/LR segmentations. Although the inference engine
used in the 2D CRF does not produce exact results, it signi�cantly improves the segmentation over LR.

The results for segmenting one image using 25 training images are shown in �gure 4.1. We showed the

raw output of the CRF and LR classi�er (no threshold applied), resulting in values between 0 and 1. Note that

the output of the CRF is very close to the ground truth in all three cases shown. However, the LR classi�er

produces a much noisier output.

We also looked at the differences in performance as the noiselevel increased. In this set of experiments,

we reduced the image size to 32� 32. Original image contains pixel values between 0 and 1. We added

binary noise with power increasing from 0 to 2 units. Note that noise with power bigger than 1 means that

it has higher energy than the signal. We measured the percentual error, that is, the total number of errors

over the number of classi�ed pixels. Thus, an error of 0:5 means that half of the pixels of the image were

misclassi�ed.

As it is displayed in �gure 4.2, LR and 2D CRF perform very similarly when the noise level is low in

terms of absolute number of errors, although 2D CRF tends to produce visually better results. As the noise

increases, 2D CRF starts performing signi�cantly better than LR. At very low signal to noise ratios, 2D CRF
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is still able to extract a reasonable segmentation, whereasLR is completely polluted by noise (see �gure 4.2,

bottom).

Figure 4.2:Above: Segmentation error at different noise levels. The Y axis represents the error in segmenta-
tion, being a value of 1 the maximum possible error.Bottom: Example of a segmentation at very low signal
to noise ratio.

4.1.2 Experiments with real-world data

In the real-world image experiments, we used sequences of images collected from a monocular color camera

installed on a tractor (see �gure 4.3). In these experiments, we trained classi�ers to detect cars, people and

orchard trees in single images. 4 sequences were used, 2 for training and 2 for test. 20 images in each

sequence were labeled by a human expert with a Matlab user interfacey.

Every image was divided in patches of 16� 16, and for every patch we extracted color (LUV) and texture

features. Color features include the mean and the standard deviation for U and V components. We discarded

the luminance. Texture features include the amount of energy present at different orientations and frequencies

(as described in [Dima et al. 2003]). A total of 4 features areused for color, 24 for texture and 1 for the bias,

giving a total of 29 features. The edge features were chosen as the absolute difference between the node

features in neighboring nodes. A total of 20 images were usedfor training in each case (car, people and

yBy courtesy of Cristian Dima
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Figure 4.3: John Deere 4710 tractor with perception head (atthe top), equiped with a SICK laser, a stereo
camera and a infrared camera. Only the left lense of the stereo camera was used in our experiments.

orchard tree detection). We used cross-validation to pick the regularization term (we found the optimal value

of 0:005).

The results of these experiments can be seen in �gure 4.4. 2D CRF clearly outperforms the segmentation

we got using LR. The better results of CRF are attributed to the fact that, unlike LR, CRF graph structure can

exploit the contextual information present in the image to obtain better segmentation overall. We would like

to remark that in these examples, the CRF does not tend to produce a oversmoothed solution. Unlike other

techniques (such as MRFs), the use of image features in the edges makes the CRF to use the image data more

ef�ciently and produce more accurate solutions.

4.2 CRFs for obstacle detection

In this section, we show that the use of context in images, a gaussian kernel and on-line data signi�cantly

improves the performance for obstacle detection tasks in images. We show these hypotheses with speci�c

experiments for each case and, �nally, we show the overall performance of our solution, compared to a linear
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Figure 4.4: From top to bottom: People, orchard tree, peopleand car detection. From left to right: original
image, 2D CRF segmentation and LR segmentation

classi�er.

4.2.1 Data acquisition

Our experiments use data collected with an electrical vehicle (see �gure 4.5) equiped with several sensors:

a color camera, an Inertial Measurement Unit (IMU), a wheel encoder (for vehicle speed input), a scanning

laser and a Global Positioning System (GPS). The information from this sensors is captured at different rates:
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Figure 4.5: Electrical vehicle used for the obstacle detection experiments. The vehicle is equiped with a
perception head, mounted at the top of the vehicle, that contains several sensors (laser, cameras, positioning
units, etc).

1. Color camera: 5Hz.

2. IMU: 100Hz.

3. Speed input: 10Hz.

4. Laser: 75Hz (181 3D points in each scan).

5. GPS: used only for initialization.

Camera and laser sensors are registered w.r.t. each other and the vehicle. That is, we computed the

transform that relates the laser frame and the color camera frame. Likewise, we computed the transform that

relates the laser and the center of the rear wheel axle. Therefore, we can transform the 3D points gathered

using the laser and the camera points to vehicle coordinates. We use a Kalman �lter to compute the local

pose of the vehicle using the speed of the vehicle and the information collected by the IMU. Finally, the GPS

is used to acquire the global position of the vehicle at the start time, thus we can reference the local position

among different sequences of data collected at different times (we call them logs).

We collected 8 sequences of data or logs in a mostly �at and grassy environment, with several obstacles

scattered around. 2 of the logs are used for training and the other 6 are used for testing. Our de�nition

of obstacle in this environment is anything that is above theground more than a certain distance (i.e 0.5m).

Thus, in our gathered data, the obstacles are bushes, cones,trees, vehicles, fences, etc. The data was collected

in two different days, and some of the obstacles were placed in different positions. We followed the same
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(a) We manually placed some
obstacles along the path.

(b) Some areas are free of ob-
stacles

(c) Bushes and other objects
can be potential hazards for the
vehicle.

(d) Illumination conditions
change over time.

Figure 4.6: Some snapshots of the environment in which data was collected. Note that an obstacle can
be anything that may be a hazard for the vehicle (bushes, cones, other vehicles, trees, etc.). Changes in
illumination conditions make the problem more challenging.

trajectory for every log we took, just allowing deviations from the original path smaller than 5m. Thus, the

collected data for each log is slightly different, not having two images taken exactly at the same position in

different logs.

Figure 4.6 shows some samples of images collected in the logs. Note that different obstacles can have

very different texture information, color and shape. Also,note that illumination conditions change over time

along the logs.

4.2.2 Experiments

We detect obstacles in the image frame. Every image is divided into a grid of patches of 16� 16, and we

extract feature information from each patch independently. The features extracted contain the mean and

standard deviation for the U,V components in the LUV color space and texture information for a total of 28

features. The ground truth contains binary labels (obstacle/not obstacle) for every patch in each image and

it is automatically computed using the laser data. The 3D data extracted from the laser is very accurate and

it is used to get a good estimation of the ground. Once the ground is estimated, the detection of obstacles

becomes very simple (i.e. any 3D point above the ground more than 0.5 m is an obstacle). We project the

object location to the image frame and use that information for automatically getting the labels for every

image patch in the grid.

Given that both, CRF and LR, return numbers between 0 and 1 that denote the relative probability of a

sample to belong to a speci�c class, we built Receiver Operator Characteristic (ROC) curves to compare the

performance of the two methods. We plotted the true positiverate (Y axis) against the false positive rate (X

axis). We considered a false positive an alarm from the classi�er in an area that does not contain an obstacle.

We chose this area to be the size of a grid of 3� 3 centered at the patch we are classifying.

Note that, ideally, one may want to operate in the upper left corner of the graph (no false negatives and
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(a) Lighter dashed lines donete the 5-95% bounds. Use color for
better view.

(b) Ampli�ed view in the low false positive region. Lighter
dashed lines donete the 5-95% bounds.

Figure 4.7: Use color for better view. ROC curves comparing LR and CRF. Even though the Area Under the
Curve (AUC) does not differ much among the two classi�ers, CRF performs better at low false-positive rates.

100% obstacle detection). We would like to recall that a false positive is annoying because it may cause the

vehicle to stop without not apparent reason. However, a false negative can be fatal. Next subsections compare

the performance in this dataset of LR, IVM, CRF, K-CRF and PK-CRF using on-line data.

4.2.3 CRF vs LR

We trained a Logistic Regression classi�er with the featureset described in section 4.2.2, including the extra

constant feature to allow for the bias. Similarly, we trained a 2D CRF using the same model described in

section 4.1.1. That is, the CRF used a total of 29 weights (28 image features plus bias) for the node potentials

(as LR). The features in the edge potentials were chosen to bethe squared Euclidean distance of the features

of two adjacent nodes.

We considered the Manhattan distance function for computing the edge features instead of the squared

Euclidean distance. We also considered using all the node features of two adjacent nodes as edge features.

Even though the number of edge features doubles, it gives more freedom to the classi�er to �nd better

solutions. While in our experiments we did not �nd signi�cative differences among all these methods, a

more throghout study would be required to draw a conclusion at this point.

Thus, we used a total of 57 edge features (28� 2(classes)+ 1(bias)). Therefore, the total number of

variables of the CRF was 86, which were successfully learnt using the algorithm described in section 2.4.

Figure 4.7 shows a performance advantage of CRF over LR at anygiven performance point. CRF holds

a huge performance advantage over LR at low false positive rates. As we allow more false positives, the gap

reduces. Thus, the Area Under the Curve (AUC) in the two methods is similar (95:71% for CRF and 91:92%
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Figure 4.8: In blue, histogram of distances of the training dataset used in this section. In green, 5th-percentile
and 95th-percentile of the distribution of distances. In red, we plotted a gaussian kernel with� = 3.

for LR). However, from a practical point of view, we would like a system that does not false positive, given

that a false positive may make the autonomous vehicle to stop.

Given a practical performance point, for instance, a true positive rate of 0:9, the performance advantage

of the CRF over LR is huge. At this performance point, a CRF classi�er gives a false positive rate of roughly

0:041, whereas LR needs nearly 6 times more (0:24). This means that to see 90% of the obstacles, LR

produces 6 times more false positives than CRF.

4.2.4 K-CRF vs IVM

As described in section 3.1.2, high-dimensional data may cause problems when using a gaussian kernel. Our

input data can be considered high-dimensional, given that it is presented in a 28-dimensional space. We

normalized the data to have a 0 mean and standard deviation of1, and we plotted the distribution of distances

in the training dataset to choose carefully the optimal parameters for a Gaussian kernel. It seems that even

though the input data is 28-dimensional, it lies in a lower-dimensional space. Therefore, in this dataset, we

were able to �nd a width for the kernel that �tted the distributions of distances, and we did not need to use

Generalized p-Gaussian kernels. The plot in �gure 4.8 savedus some time to �nd the optimal value for the

kernel width. We found that� = 3 is optimal as kernel width for this dataset.

Figure 4.9 compares a IVM and a K-CRF classi�er, both using the same gaussian kernel with� = 3. We

added the LR ROC curve for reference. The IVM algorithm found119 import vectors, for this problem which

resulted in a total of 120 variables (119+bias). K-CRF used the same 120 variables for the node potentials

and an extra 57 variables for the edge potentials (same ones as in the linear case), totalling 177 variables.

Figure 4.9 shows that the performance advantage of the K-CRFmodel over IVM is proportional to that of
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(a) Lighter dashed lines donete the 5-95% bounds. Use color for
better view.

(b) Ampli�ed view in the low false positive region. Lighter
dashed lines donete the 5-95% bounds.

Figure 4.9: Use color for better view. ROC curves comparing K-CRF, IVM and LR. Note that a gaussian
kernel with a proper chosen width produces signi�cantly better results than a linear kernel. Also, note that the
K-CRF improves the performance of IVM in the same proportionas CRF does over LR, in this experiment.

CRF over LR. Thus, the concept of �nding globally low-energysolutions worked better in these experiments

than locally minimizing the energy in every patch, and it holds with different kernels.

We would like to note that IVM outperforms signi�cantly LR atany peformance point. Likewise, K-CRF

outperforms IVM, too, at any given performance points. Taking the same reference as in section 4.2.3, at a

true positive rate of 0:9 K-CRF produces a false positive rate of 0:019. IVM produces more than 5 times more

false positives (0:10). LR more than doubles the false positive rate w.r.t. IVM (0:24) and produces almost 13

times more false positives than K-CRF.

4.2.5 K-CRF vs PK-CRF

In these experiments we compare the performance of the K-CRFusing a gaussian kernel with PK-CRF, which

uses the same kernel but has extra features to make use of prior and on-line data. In these experiments, both,

K-CRF and PK-CRF were trained using 2 sequences. In the case of PK-CRF, one of the sequences was used

as reference to extract features described in section 3.2, and was used as database for the test experiments.

The K-CRF used both sequences as training data. We performedcross-validation to obtain the con�dence

bounds in the ROC curves.

We show in �gure 4.10 that PKCRF holds and advantage over KCRFat any given performance point.

Although in these experiments, both methods performed about the same, it is important to note that at these

performance points it is harder to improve the overall performance. Still, at the reference performance point

of a true positive rate of 0:9, PKCRF produces a false positive rate of 0:015. This result is about 25% better
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(a) Lighter dashed lines donete the 5-95% bounds. Use color for
better view.

(b) Ampli�ed view in the low false positive region. Lighter
dashed lines donete the 5-95% bounds.

Figure 4.10: Use color for better view. ROC curves comparingPK-CRF and KCRF. Differences are small,
however, PKCRF offers better performance than KCRF throughout the ROC curve.

(a) (b)

Figure 4.11: Use color for better view. LR, IVM, CRF, KCRF andPKCRF compared in these �gures.

than that of KCRF at the same performance point.

4.2.6 Summary

All the ROC curves of the classi�ers evaluated in this paper are shown together for better comparison in �gure

4.11. We show in �gure 4.12 the outputs of the different classi�ers evaluated in this paper for one of the test

images. CRF approach offers better labelings than LR and IVM. The performance advantage of KCRF over

CRF is notable. PKCRF does marginally better than KCRF.

We show the Area Under the Curve(AUC) for each of the methods in table 4.2.6. The differences among
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(a) Original image (b) LR classi�er output (c) IVM classi�er output

(d) CRF classi�er output (e) KCRF classi�er output (f) PKCRF classi�er output

Figure 4.12: Use color for better view. Comparison of LR, IVM, CRF, KCRF and PKCRF in one of the
test images. Obstacles are marked with red boxes. Labelingsobtained by KCRF and PKCRF offer better
labelings than the other classi�ers in the comparison.

the various algorithms in this table is small, and AUC is not signi�cative enough to establish conclusions.

LR IVM CRF KCRF PKCRF
91:92%� 1:36 94:90%� 1:11 95:71%� 1:18 96:99%� 0:90 97:40%� 0:80

Table 4.1: Area Under the Curve (AUC) for each algorithm evaluated in this paper.

However, table 4.2.6 shows the false positive rate of the various classi�ers at different performance points.

In this case, there are signi�cant differences among the classi�ers, specially at low false positive rates.

Table 4.2.6 shows the false positive rate (FPR) for a �xed true positive rate (TPR). This table allows

us to compare the different classi�ers at a given performance point. Whereas neither LR or IVM could

be used in practice because of its large FPR at any performance point in the table, the CRF methods give

enough performance boost to be considered. However, note that at a 95% obstacle detection rate, neither

of the approaches considered in this work are enough becausethe false positive rate is too large. In future

experiments, we plan to add more features to the classi�ers to increase the performance levels enough for its

use in practical applications.

It is important to note that in order to get an obstacle detector that can be used in practice, the false positive

rate needs to be at least smaller than 1=250. That is, one false positive every 250 positive-classi�ed patches.

Looking at table 4.2.6, neither LR nor IVM are suitable for this application, with the set of features and

parameters used in these experiments. They get obstacle detection rates of 30% and 43%, respectively, which

are well under the minimum obstacle detection rates required. CRF, KCRF and PKCRF give performances

over 75%. PKCRF gives a performance just shy of 85% at this false positive rate.
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TPR LR IVM CRF KCRF PKCRF
0.95 61:64%� 0:39 37:33%� 0:68 36:99%� 1:29 20:06%� 2:79 13:46%� 5:37
0.92 38:87%� 0:54 16:62%� 2:96 10:47%� 6:08 4:25%� 3:31 2:86%� 2:41
0.90 24:25%� 4:41 10:18%� 2:22 4:14%� 3:22 1:89%� 1:59 1:55%� 0:75
0.88 15:19%� 3:50 7:16%� 1:00 1:95%� 1:58 1:15%� 0:50 0:90%� 0:27
0.85 9:45%� 1:35 4:69%� 0:45 1:04%� 0:31 0:63%� 0:16 0:42%� 0:19
0.80 5:07%� 0:55 2:83%� 0:15 0:57%� 0:09 0:29%� 0:06 0:21%� 0:03
0.75 3:31%� 0:28 1:89%� 0:08 0:36%� 0:06 0:16%� 0:03 0:10%� 0:02

Table 4.2: False Positive Rate (FPR) for a given True Positive Rate (TPR) for each algorithm evaluated in
this paper.

FPR LR IVM CRF KCRF PKCRF
1/1000 4:48%� 0:19 14:97%� 1:27 57:09%� 2:54 70:49%� 3:34 75:26%� 3:28
1/750 7:59%� 0:50 21:20%� 0:93 63:51%� 2:76 73:20%� 3:29 77:24%� 3:34
1/500 12:74%� 1:32 28:43%� 1:51 68:52%� 2:95 76:88%� 3:00 79:69%� 3:33
1/250 29:67%� 1:48 43:31%� 1:80 76:27%� 2:68 82:10%� 2:93 84:72%� 2:99
1/100 50:20%� 1:77 64:29%� 2:19 84:74%� 2:63 87:40%� 2:79 88:20%� 2:58
1/75 56:28%� 1:95 70:16%� 2:45 86:18%� 2:61 88:68%� 2:63 89:01%� 2:69
1/50 66:46%� 2:04 75:87%� 2:56 88:14%� 2:40 90:28%� 2:53 90:95%� 2:36
1/25 77:30%� 2:26 83:59%� 2:66 89:88%� 2:40 91:81%� 2:25 92:69%� 2:07
1/10 85:46%� 2:33 89:89%� 2:34 91:90%� 2:23 93:69%� 1:93 94:44%� 1:81

Table 4.3: True Positive Rate (TPR) for a given False Positive Rate (FPR) for each algorithm evaluated in
this paper.

Also, note that PKCRF can get an obstacle detection rate of 75% generating a false positive every 1000

positive-classi�ed patches. IVM and LR produce 1 false positive every 50 and 25 positive-classi�ed patches

to get the same obstacle detection rate. At this performancepoint, PKCRF performs 20 and 40 times better,

respectively.

We brie�y evaluated the computational complexity. We ran these experiments in a Intel Core 2 Duo class

machine. Code was not optimized to make use of the two cores, though. Table 4.2.6 shows the number of

images per second that every classi�er was able to process. This timing does not take into account the time

needed to pre-process the image and extract its features.

LR IVM CRF KCRF PKCRF
> 100 images/s � 20 images/s � 10 images/s � 3 images/s � 1 images/s

Table 4.4: Number of processed images per second in a Intel Core 2 Duo class machine.

IVM is slower than LR because the features have to be projected in the kernel space. Also, the number

of import vectors used were more than the number of feaures, making it even slower. KCRF experienced

the same performance penalty over a CRF than that of IVM over LR. We would like to mention that LBP
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inference time was similar for CRF, KCRF and PKCRF. Thus, computational differences between these

three algorithms is due to feature post-processing and image registration in the PKCRF case. Given that the

implementation of these algorithms is mostly done in Matlab, there is still room for improvement, and we

expect the PKCRF to run in a robot in real time at 2-3 Hz (assuming same hardware) with more optimized

code.

In these experiments, we have shown that overall obstacle detection performance can be vastly improved

by making use of models that try to get globally coherent solutions instead of making locally independent de-

cisions. Furthermore, the use of gaussian kernels adds signi�cant performance improvements in this dataset.

We would like to remark that our method of using online data inthe KCRF model improves the results in the

practical region, enabling better performance modes. Overall, these improvements over LR make possible

the use of a obstacle detection based on image patches and using a monocular color image.
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Conclusion

In this work, we extended previous work in obstacle detection when using a monocular color camera. We

extended a CRF model to allow the use of user-de�ned kernels and prior data. First, we showed that the use of

lattice models for image labeling tasks helps to obtain globally more accurate segmentations than classi�ers

that make locally independent decisions. We showed that gaussian kernels tend to work signi�cantly better

than linear kernels in our obstacle detection experiments.We also showed an extension of the CRF model to

bene�t from prior and on-line data without needing to updateits parameters.

In general, CRFs provide a �exible framework for classi�cation tasks. CRFs allow for a parameter es-

timation guaranteed to �nd the global optimum due to the convex property of their conditional likelihood

function. They can be trained ef�ciently by using BFGS for optimization and LBP (sum-product) for in-

ference. We used a Matlab implementation of BFGS (found in fminunc), gradient and objective function

computation for parameter learning. We used an implementation in C++ for LBP, which allowed us to do

inference in an image in about 50 ms in a “Intel Core 2” class processor. Given that in production mode the

only algorithm needed is LBP, this approach can be used in real-time applications (at low update rates -� 5

times a second).

We noted that the convergence of the training algorithm is very related to the convergence of the Loopy

BP. If the estimation of the marginals are wrong, the training algorithm may not converge. We found this

problem when Loopy BP did not converge. Damping helped to alleviate the convergence problems and

made our parameter learning procedure to converge in our experiments, specially when we initialized the

node weights to the ones obtained by LR or IVM. After we did these changes to LBP, the training algorithm

always converged in our experiments.

CRFs produced most of the time better results than LR, and, atworst, same results as LR. The use of a

45
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gaussian kernel helped to IVM and KCRF to increase the performance over linear classi�ers. Most of the

time, a linear-CRF still managed to produce better results than gaussian-IVM, although in some parts of the

ROC curve, a gaussian-IVM performed better. KCRF and PKCRF performed better than CRF, IVM and LR

in all cases. In spite of the fact that the difference in performance between KCRF and PKCRF is small, we

would like to note that at these performance levels it is harder to improve a percentile. Still, PKCRF managed

a good performance lead over KCRF at very low false positive rates.

We would like to remark that it would not be possible to use forautonomous vehicle navigation a LR

or gaussian-IVM classi�er, with the set up we discussed in section 4.2. The false detection rate is too high

for a 90% obstacle detection rate. The use of a contextual model brings performance a step closer to what

is needed in practice and we think that with a richer set of features extracted in each image part, it would be

possible to obtain the performance levels needed for practical operation.

In conclusion, we would like to remark that CRFs provide a probabilistic framework with superior per-

formance compared to classi�ers that do not exploit contextin image labeling applications. The model for

CRFs is �exible enough to support different kernels, or the addition of a large variety of features (for in-

stance, features to introduce prior data). Furthermore, their discriminative approach allow them to introduce

these features in the model without having to worry about their independencies (which are not needed for

classi�cation, anyway).

5.1 Applications

We would like to apply the algorithms described in this section for obstacle detection in autonomous vehicles.

We have set up a perception sensor that combines an IMU, a GPS,a monocular color camera and a computer.

The performance levels obtained by KCRF may make possible tocreate a obstacle detection platform that

relies mainly in a single color camera, making it cheaper than other approaches that rely on range data.

Moreover, in some applications, online labeled data may be available. For instance, in agricultural ap-

plications, tractors drive over the same environment multiple times. Yet, every time there are differences

(i.e. illumination, pose, new/missing objects, etc), which may cause an obstacle detector to fail. An operator

could provide a segmented image with the obstacles labeled in cases where the classi�er fails. Also, a dataset

with labeled images of the environment may be available (i.e. the ones used for training). PKCRFs provide a

framework in which these labeled images can be used without needing to change the weights or re-train the

classi�er running in the robot, and increasing overall performance.
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5.2 Future work

There are many branches open in this work. For instance, we used LBP for inference in CRFs. However, the

CRF structure we used is a lattice, which contains many loops. It is known for LBP to produce over-con�dent

results and have convergence issues in structures with loops. However, there exist better inference algorithms

based on GBP. Instead of considering every node as a site for sensing mesages, GBP considers regions in

the graph that may involve several connected nodes. The use of GBP may allow to obtain better inferences

and therefore better approximations of the log-likelihood(based onKikuchi energy approximationsinstead

of Bethe free energyapproximations.

In a different area, we only scratched the surface of kernel methods in this paper, touching gaussian

kernels and discussing their properties as kernels in low and high dimensions. However, there may be other

kernels that could offer better performance.

The set of features we used for every image part was very limited (just color and texture features). Further-

more, the features on the edges in the CRF-based models were just differences between features of adjacent

nodes. We could have extracted more features for its use in the edges and nodes of the CRF.

This approach does not limit to monocular camera approaches. In the future, we are planning to use

multiple camera solutions with different �lters on them, oreven use stereo features. This approach would

allow us to extract geometrical features as well as other multiband features like, for instance, Near Infrared

(NIR), which is an important feature for the detection of vegetation.
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