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ABSTRACT 
We present Citrine, a system that extends the widespread 
copy-and-paste interaction technique with intelligent trans-
formations, making it useful in more situations. Citrine 
uses text parsing to find the structure in copied text to al-
low users to paste the structured information, which might 
have many pieces, with a single paste operation. For exam-
ple, using Citrine, a user can copy the text of a meeting re-
quest and add it to the Outlook calendar with a single paste. 
In applications such as Excel, users can teach Citrine by 
example how to copy and paste data by showing it which 
fields go into which columns, and can use this to copy or 
paste many items at a time in a user-defined manner. Ci-
trine can be used with a wide variety of applications and 
types of data, and can be easily extended to work with 
more. It currently includes parsers that recognize contact 
information, calendar appointments and bibliographic cita-
tions. It works with Internet Explorer, Outlook, Excel, 
Palm Desktop, EndNote and other applications. Citrine is 
available to download on the internet, and a user study has 
shown that Citrine is well-liked and allows users to per-
form common copy-and-paste tasks faster than previously 
possible. 
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INTRODUCTION 
A common and tedious task encountered while using a 
computer is that of taking data from one source—an email, 
webpage, or program—and entering it somewhere else—
into a web-based form, contact manager, bibliographic da-
tabase, or other program. The technique of copying and 
pasting is useful and easy to use, but is limited, especially 
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Citrine works with many different types of data and appli-
cations. It recognizes contact information and creates stan-
dard contact clipboard formats that can be pasted into Out-
look, Palm Desktop, Netscape address book, CardScan ad-
dress book and many other applications. It recognizes 
paper citations, and creates a format compatible with the 
EndNote reference manager. It recognizes calendar ap-
pointments, which, with the help of application plug-ins, 
can be pasted into Outlook and Palm Desktop. All of the 
above data types can be pasted into Internet Explorer or 
Excel, where plug-ins let the user define by example how 
the fields should be mapped to the different fields and col-
umns. After being trained once, Citrine remembers these 
associations and uses them to paste subsequent items. 

Citrine is extensible in a number of ways. First, its parsing 
can be extended so that it can recognize new types of data. 
Second, its clipboard-format generation can be extended, 
so that it can easily provide compatibility without modifi-
cations to new applications. Third, it can be extended with 
new application plug-ins that can easily use Citrine’s cus-
tom clipboard data format. And last, though no current 
parser implements it, Citrine is designed to learn from user 
behavior with text parsers that improve their performance 
through user corrections [2]. 

Because the structure of copied data may be ambiguous, 
Citrine must guess what each section of text represents, and 
occasionally makes mistakes. Citrine provides various 
ways for users to verify that the structured information cre-
ated by Citrine is correct. A user study we conducted 
showed that (a) users verify and correct the data more 
quickly than they could enter it without Citrine; (b) users 
tend to catch mistakes that Citrine makes; (c) users may 
make fewer errors when using Citrine than when not using 
it; and (d) users greatly prefer to use our system. A separate 
comparison showed that Citrine recognized contact infor-
mation at least as well as AddressGrabber [3], a commer-
cial tool designed for recognizing contact information. In 
addition, Citrine has proved useful in its daily use by its 
developers, where it is most commonly use it for are past-
ing addresses into web-forms and pasting events into the 
Outlook or Palm Desktop calendar. It is available to 
download at our web site: http://www.cs.cmu.edu/~citrine/. 

Citrine differs from existing techniques in three important 
ways. First, Citrine operates between regular copies and 
pastes. So, unlike SmartTags, which require modified 
source applications, or “paste special,” which requires 
modified destination applications, Citrine works transpar-
ently in between the source and destination. This allows it 
to more easily support compatibility with a broad range of 
unmodified applications, and also does not require the user 
to learn a new user interface. Second, Citrine works with 
multiple fields of data at the same time, even when the 
fields are unlabeled—that is, it can detect a multi-field 
structure from a single copy, and paste the various pieces 
with a single paste operation. The sources do not need to be 

labeled since Citrine uses text parsing. Finally, Citrine pro-
vides customized pasting by allowing users to teach it how 
to paste into web-forms and spreadsheets. 

RELATED WORK 
Techniques related to those used in Citrine include auto-
matically synthesizing clipboard formats, intelligent past-
ing, copying multiple items to the clipboard, parsing and 
recognizing information from plain text, and pasting into 
web-forms. 

Clipboard Format Synthesis 
Other programs have monitored the clipboard for changes 
and automatically modified the clipboard when appropri-
ate. For example, when plain text is copied to the clipboard 
in Microsoft Windows, the operating system synthesizes a 
Unicode format for the text and adds it to the clipboard. 
Copying non-English language text from one program to 
another often causes seemingly random text to appear in 
the destination application due to incompatible character 
sets. The Magic Clipboard addresses this problem by 
automatically synthesizing text on the clipboard with dif-
ferent character sets [12]. 

Citrine differs from these by converting not just from one 
encoding to another, but by synthesizing formats of a 
higher level of abstraction than the plain text already there. 

Intelligent Pasting 
Numerous programs support a “Paste Special” command 
that allows users to choose a format for pasted information. 
For example, when copying html-formatted text, a user has 
the option of pasting the information in plain text or html 
format. Microsoft Office programs also present a small 
icon that, when clicked, brings up a menu that allows users 
to change their mind after pasting. 

The Silver multimedia editing tool provides an “Intelligent 
Cut and Paste” for copying audio and video within Silver 
[9]. Silver attempts to find boundaries between scenes and 
determine when the audio for one scene overlaps the video 
for the previous scene. If the user copies a segment where 
the audio starts ahead of the video, Silver tries to intelli-
gently avoid a gap when pasting by going back to the 
source video and pasting extra video. 

Clipboard Rings 
Traditional computer clipboards allow only one piece of 
data to be on the clipboard at a time. Placing new data on 
the clipboard destroys the old data. Some programs such as 
Microsoft Office implement a clipboard ring that holds 
multiple items, so users can cycle through them to select 
which item will be pasted. 

Text Parsing and Recognition 
Several existing systems [7, 10, 11] attempt to recognize 
portions of structured text from largely unstructured spans 
of text using hard-coded rules. 
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Programs such as the Apple Data Detectors [10], the Selec-
tion Recognition Agent [11] and, Microsoft Office XP 
Smart Tags [7] parse text at the source. After identifying 
particular structures, for instance an email address, a popup 
menu with relevant commands, like “send an email,” be-
comes available. Unlike with Citrine, this technique typi-
cally requires that the actions to be encoded at the source 
location, though some applications, such as the Selection 
Recognition Agent, works with the clipboard as an auxil-
iary method of accessing text. 

Several commercial tools parse text to find structured in-
formation. AddressGrabber parses text looking for contact 
information that can be added to a variety of contact list 
programs [3]. CardScan is a business card scanner that 
scans business cards, performs optical character recogni-
tion on the image, parses the text for fields, and enters the 
contact information into its address book [1]. Like Citrine, 
CardScan presents a forms-based interface for correcting 
errors. One of the authors has scanned over eighty business 
cards with CardScan, but has never seen a card scanned 
without error. Even so, correcting the errors is much less 
tedious than doing the entire process by hand. Some previ-
ous systems have provided parsing of bibliographic refer-
ences from plain text [5, 6, 8]. 

Citrine takes the generic approach of recognizing different 
types of structure while still being able to recognize com-
plex structures such as contacts. Citrine provides its text 
recognition centrally via the clipboard and avoids having to 
pre-determine the desired action at the source location. 

Web Forms 
Several tools help users automatically fill in web forms. 
Web browsers such as Internet Explorer and Mozilla re-
member the text that a user entered into a form on a web 
page. When the user starts typing in a field similar to one 
that has previously been filled, Internet Explorer’s auto-
complete feature displays suggested completions for the 
field using previously entered values. Mozilla’s Form 
Manger and the Autofill feature of the Google Toolbar for 
Internet Explorer also make it easy for users to fill in 
forms. Users initially supply values for common fields such 
as their name, address, and credit card number. After they 
have supplied this data, a single command fills in text for 
all recognized fields. 

Citrine extends this technique by filling in web-forms with 
dynamic information from the clipboard, rather than static 
information from a saved database, and uses text parsing to 
automatically determine which pieces of plain text should 
go in each field. Citrine can also be trained by example to 
specify the mappings. 

DESCRIPTION OF CITRINE 
This section presents Citrine: “Clipboard Interaction Tech-
niques that Recognize Information such as Names and 
Events.” 

  
Figure 2: Clipboard formats before and after Citrine 

recognizes contact information 

User Interface 
Wherever possible, Citrine uses the applications’ own un-
modified copy-and-paste user interfaces and is therefore 
transparent to the user. When applications must be ex-
tended with plug-ins, we try to make the added functional-
ity match the existing user interfaces for copying and past-
ing, as in Figure 1c. 

Clipboard Formats 
The clipboard in Microsoft Windows (and other operating 
systems) supports multiple representations (formats) of the 
same data. A key feature of Citrine is that it adds formats to 
the clipboard. Citrine watches the clipboard for changes. 
When new text is copied, Citrine tries to recognize the con-
tent, and if so, it adds new formats to the clipboard. It does 
this without disturbing the formats that were already on the 
clipboard. Figure 2 shows our debugging application dis-
playing the list of formats on the clipboard before and after 
Citrine recognizes contact information. 

The new formats on the clipboard cause applications that 
recognize these formats to enable their paste functions, 
which otherwise would be disabled when the clipboard 
only contains plain text. For example, copying text contain-
ing a bibliographic citation while Citrine is running enables 
the EndNote bibliographic manager’s paste command. 
When copying plain text without Citrine running, the paste 
command is disabled. After Citrine adds formats to the 
clipboard, applications that previously allowed the pasting 
of the plain text still work as before. Applications that pre-
viously allowed pasting of plain text but also allow pasting 
of contacts (such as Outlook’s contact manager, which 
pastes plain text by creating an empty new contact with the 
clipboard contents in the “notes” field) will now paste the 
preferred contact format instead. 

Citrine can also convert between existing structured data 
formats. Unlike conversions of plain text, these conver-
sions can be done unambiguously. This is useful for pro-
viding clipboard compatibility between applications. For 
example, by automatically generating additional contact 
formats, Citrine enables copying and pasting between the 
Netscape and Outlook address books, which otherwise is 
not supported. The same type of conversions also enables 
copying and pasting appointments between the Palm Desk-
top and Outlook calendars. 
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Application Plug-Ins 
Many applications natively support the copying and pasting 
of some clipboard format and work with Citrine without 
modification. These applications include the EndNote bib-
liographic manager, the Outlook, Palm Desktop, Netscape 
and CardScan address books, and many others. 

However, some applications do not support any copying 
and pasting of particular data at all. For these applications, 
we needed to create plug-ins that extend the applications to 
allow users to copy and paste. For example, the Palm Desk-
top calendar does not support the copying or pasting of ap-
pointments at all without the Citrine plug-in. The plug-in 
adds new “Copy appointment” and “Paste appointment” 
buttons to Palm Desktop. 

We created a special “Paste appointment” function in Out-
look’s calendar as well. Outlook natively supports pasting 
appointments only as plain text into the currently selected 
date and time. Our added paste function creates a new ap-
pointment window with the subject, location, and date and 
time fields filled in using the information from the copied 
text. Showing the new appointment window allows the user 
to verify that the detected fields are correct and to modify 
any fields before saving an appointment. 

Web-Pasting 
We also extended Internet Explorer to support pasting into 
multiple fields of a web-form at once. In this case, there is 
an existing paste function available, but it only pastes into 
one field at a time, and pastes only the first line of text 
when pasting into regular edit fields. 

We created an additional function, “Paste into this form,” 
that fills in multiple form fields at once. For example, Fig-
ure 1 showed how a copied address can be pasted into Ya-
hoo! Maps with one action. The plug-in fills in the fields 
by matching the names of the form fields with the fields of 
the parsed data in the clipboard. For example, it matches 
the field from Yahoo! Maps’ form that has the internal 
name of “addr” with the street-address field of a parsed ad-
dress. Some fields need to be filled in with multiple items. 
Citrine maps the “City, State or Zip” field in the Yahoo! 
Maps page to the city, state and zip-code fields of a recog-
nized address and combines the fields appropriately with 
spaces and a comma. Furthermore, Citrine can fill in fields 
that use pop-up menus, such as the state field on many 
forms. The plug-in is not specific to pasting addresses, and 
can paste any structures that Citrine’s parsers recognize. 

Citrine has a default set of mappings of form fields that are 
designed to work with many common websites. Users can 
teach Citrine about new websites by demonstrating which 
piece of the source data goes in which form field. This uses 
an added function, “Paste into this field,” which lets users 
explicitly paste a single piece of the source data into one 
field (see Figure 3). After doing this once, the “Paste into 
this form” function will continue to use the demonstrated 

mappings to fill in the fields when pasting new data into 
the form. 

 

Figure 3: Menu items added to Internet Explorer. The “Paste 
into form” command automatically fills in fields of the form it 

recognizes. The items in the “Paste into this field” submenu 
show the currently recognized fields on the clipboard. 

We also added a “Copy form” function for copying from 
multiple fields in a web-form. This can be used for copying 
between web-forms or in combination with the structured 
format generation to paste into a contact manager or other 
destination. For example, a user can copy the data from a 
filled-in web-form and paste it into an Excel spreadsheet. 

Excel 
Citrine includes a plug-in for Excel that lets users copy and 
paste objects with different fields from and into spread-
sheet cells. The plug-in lets users define mappings between 
object fields and spreadsheet columns by demonstration. 
Users can then use these mappings to easily paste new 
items (or multiple new items at the same time) or to copy 
rows as contacts, for example, to paste into other applica-
tions. 

Users can teach Citrine the Excel associations in much the 
same way as with the Internet Explorer plug-in, by pasting 
individual fields into cells one at a time with the “Paste into 
cell” submenu, and then reusing these associations to paste 
whole items into a row with one “Paste into row” menu ac-
tion. 

The plug-in also enables the pasting of multiple clipboard 
items at the same time, into consecutive rows. For example, 
a user can select many different contacts in the Palm Desk-
top address book (by holding down CTRL while selecting 
new items, for example) and then paste all of them into an 
Excel spreadsheet with one “Paste all items into rows” 
menu action (Figure 4). 

Figure 4 shows how, after pasting each field of one contact, 
one or more rows can be pasted with one action. 
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Figure 4: The Excel Citrine plug-in can be used to paste struc-
tures with multiple fields into a spreadsheet row with a single 
action. The column mappings are taught by demonstration. 

“Paste into row” pastes the selected item, and “Paste all items 
into rows” pastes both contacts into rows. 

Miscellaneous Tools 
While investigating the copy-and-paste interaction tech-
nique and creating Citrine, the authors also created some 
related tools. 

The copy-append feature (built into the main Citrine appli-
cation), lets users copy text that is not contiguous or cannot 
be selected at once, by appending copied text to the clip-
board, rather than replacing it. This is performed by hold-
ing down the Windows-key and pressing C. The ability to 
copy text that is not contiguous is especially useful for 
combining related data that Citrine will recognize as a con-
tact, appointment or other structure. 

We also created a plug-in for Internet Explorer that re-
places the existing paste function to allow users to paste 
multiple-line URLs into the IE address bar. This helps alle-
viate the inconvenience of dealing with email programs and 
websites that add newlines to long URLs. 

The Citrine Dialer, available on the Citrine website, makes 
it easy to copy and dial phone numbers from the computer. 
The dialer, whose novelty comes from automatically learn-
ing how to dial different types of numbers from example, 
also takes advantage of Citrine’s contact parsing and clip-
board format to extract the phone numbers from copied 
contacts. Figure 5 shows the Citrine Dialer’s option menu 
for dialing any of the phone numbers, identified by label, in 
a contact recognized by Citrine. The phone number has 
automatically been transformed to only use its last five dig-
its based on previous dialing examples. 

 
Figure 5: The Citrine Dialer application can dial the phone 

numbers extracted by Citrine 

System-Tray Icon and Popup Notifications 
Because Citrine is often transparent—using existing appli-
cations’ copy and paste functions—we optionally provide 
some non-intrusive feedback to notify the user that some-
thing has taken place and that now they can paste into a 
wider range of applications. 

Citrine does this in two ways. First, Citrine displays an icon 
in the system tray that changes to represent the format of 
the data detected on the clipboard. Figure 6 shows icons 
used to represent different formats. This icon also provides 
access to a menu that can enable or disable Citrine and can 
clear the contents of the clipboard. 

 
Figure 6: Icons used by Citrine to represent the format it has 
detected on the clipboard. From left to right: an empty clip-

board, text, an image, a citation, an address, a contact, an ap-
pointment, and other data. 

Second, Citrine optionally creates a balloon popup notifica-
tion near the system tray when information is recognized 
and formats are generated from plain text (see Figure 7). 
This popup lets the user know when information is parsed 
and provides a summary of what is recognized. We initially 
intended the popup mainly for new users, but found it un-
obtrusive and useful enough for experienced users as well. 

 
Figure 7: A popup notification showing that Citrine has de-

tected a bibliographic citation. 

Clipboard Viewer and Editor 
Citrine includes a tool for viewing and editing the clip-
board text and recognized fields (see Figure 8). This is a 
way for users to enter new information or correct parser 
mistakes. We plan to use this interface in the future as a 
way for user’s to provide feedback that could improve our 
parsers when machine learning techniques are added (see 
future work section). 

 
Figure 8: The clipboard editor 
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IMPLEMENTATION 
Citrine consists of a main application that runs in the back-
ground and of a collection of application plug-ins. 

Main Application 
The main Citrine application watches the clipboard to de-
tect copy-events, parses the available clipboard formats, 
and uses this information to generate new clipboard for-
mats. There are two main types of components in this ar-
chitecture, parsers and format generators. The Citrine-
specific clipboard format is the sole method of communica-
tion between these two types of components. The compo-
nents are separate from each other and new ones of each 
can be easily added. 

Parsing 
There are two types of parsers, structured-format based 
parsers, and heuristic plain-text parsers. Each of these pars-
ers performs two tasks: deciding if the clipboard contains 
relevant information, and if so, extracting and labeling it 
and adding it to the Citrine-specific clipboard format. 

The structured-format based parsers unambiguously trans-
late from structured clipboard formats to the Citrine-
specific format. For example, copying a contact from Palm 
Desktop causes Citrine to extract each of the fields and 
saves the data in the Citrine-specific clipboard format. This 
is useful for pasting with Citrine plug-ins and also to en-
able the conversion from one structured format to another. 
The structured-format based parsers were easy to create for 
documented clipboard formats but more difficult to create 
for private, undocumented formats (as was often the case). 
For undocumented formats, we performed much experi-
mentation to reverse engineer the formats used. The struc-
tured-format based parsers decide if the clipboard contains 
relevant information by checking to see if their targeted 
format is on the clipboard. 

Much of Citrine’s power comes from the heuristic text 
based parsers. When text is copied, each heuristic parser 
decides if the copied text contains relevant information. If 
so, it extracts and labels all of the fields of the structure it 
can and adds them to the Citrine-specific clipboard format. 
When text contains multiple types of data—such as an 
event notice that includes contact information—both pars-
ers decide that the text contains relevant information, both 
add their structures to Citrine’s clipboard format, and both 
will have format generators create additional clipboard 
formats. Because the clipboard can hold many different 
formats at the same time, this is not a conflict. 

Citrine currently includes plain text parsers that use ad-hoc, 
but well tuned, parsing techniques, rather than the more 
advanced techniques from the fields of information extrac-
tion or text classification [2]. The current parsers look for 
individual fields of structured information by checking for 
patterns, such as the number pattern of a phone number, 
and keywords, such as “Fax,” “Researcher,” or “Univer-

sity.” The parsers also look for some fields based on the 
location of text. For example, the contact parser looks in 
the beginning of copied text for a name. To decide whether 
text contains relevant information, the parsers first attempt 
to parse it and then check to see whether it contains a suffi-
cient set of fields. 

While the techniques in the contact and event parsers are 
relatively simple, they have been tuned to achieve good re-
sults and are useful for day-to-day use. The citation parser 
has not yet been tuned as much; we plan to use a more so-
phisticated algorithm as in [6]. 

The Citrine architecture allows new parsers to be added 
with little additional work. The programming interface also 
can provide feedback to the parsers so that parsers that sup-
port learning can be told about user corrections. These cor-
rections are made by the dialog shown in Figure 8. After 
saving changes, the dialog sends the new structure and 
original text back to the parsers. Though our current hand-
coded parsers cannot use this additional information, we 
plan to implement more sophisticated parsers that can [2]. 

The structured-format parsers run before the heuristic pars-
ers, so that when both structured and plain text formats are 
on the clipboard, the unambiguous, structured parsers are 
used instead. 

Citrine-Specific Clipboard Format 
The Citrine-specific clipboard format, “Citrine Clipboard 
Format” shown in Figure 2, serves as the means of com-
munication between the parsers and format generators and 
is also created and used by the application plug-ins. 

The format is generic and easily parsed by plug-ins. It con-
sists of a list of structures labeled by type (such as contact 
or citation). Each structure is a list of name-value pairs of 
null-terminated strings. The format can accommodate mul-
tiple types of structures and multiple instances of structures 
of any given type at the same time. 

Format Generators 
The format generators take the labeled information from 
the Citrine-specific clipboard format and, if it contains a 
relevant structure, use it to generate other structured clip-
board formats. This is much the same as the task of the 
structured-format parsers, but in reverse. 

The following example shows how Citrine’s architecture 
works. When plain text containing a contact is copied, 
Windows places the plain text on the clipboard, along with 
a few other formats (Figure 1a). Each of the different pars-
ers then decides if the clipboard contains an applicable 
structure. The structured format parsers check first, but 
since only plain text is available, they do not doing any-
thing. The heuristic parsers check next. The citation and 
event parsers decide that the text does not contain a rele-
vant structure. The contact parser decides finds relevant 
structure and then extracts all of the fields of the contact 
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information, uses them to create a new Citrine-specific 
clipboard format item and adds it to the clipboard. The 
format generators then each look at the Citrine-specific 
format and decide if they can convert it. The contact related 
ones will decide they can, and will separately create new 
VCard, Palm Desktop Address Book, and CF_HDROP (for 
Outlook) clipboard formats and add them to the clipboard 
(Figure 1b). Detecting compatible formats on the clipboard, 
various destination applications will then enable their paste 
actions. 

Application Plug-Ins 
We created plug-ins for the Palm Desktop, Outlook, Inter-
net Explorer and Excel. The plug-ins communicate with 
each other and the main Citrine application only through 
the Citrine-specific clipboard format on the clipboard. 

Event Plug-ins 
The Outlook and Palm Desktop event plug-ins are written 
in C# and use their applications’ plug-in APIs to automate 
the copying and pasting of events. To copy an event, the 
plug-ins use the APIs to query the selected event and get its 
different fields, and then use this data to create the Citrine-
specific format and add it to the clipboard. To paste an 
event, the plug-ins read the Citrine-specific format from the 
clipboard and then use the APIs to create a new event, sets 
the event’s fields to those of the clipboard item and display 
a window for user-confirmation of the event. 

Internet Explorer Plug-in 
The Internet Explorer plug-in is written in C++ and uses 
Windows’ subclassing to add additional items to the right 
click context menu (Figure 3). The Browser Helper Object 
interface provided by Internet Explorer also allows plug-ins 
to add right-click menu items, but it does not allow their 
modification during runtime. Because we needed to enable 
and disable our menu items based on the clipboard contents 
and to dynamically add new menu items in the “Paste into 
this field” submenu, we had to use the lower-level tech-
nique of subclassing in Windows to replace the function 
that creates Internet Explorer’s menus with our own. 

The associations between form fields and object fields that 
the plug-in uses is made by the internal HTML name of the 
form field and by the “name” field of the name-value pair 
element in the Citrine-specific clipboard format. We con-
sidered using additional data such as the name of the form, 
the URL of the page, and nearby text labels to associate 
form fields with clipboard elements. But our experience 
with using HTML field names has shown that different 
forms rarely use the same field name for conflicting pur-
poses. However, the other types of information could po-
tentially be useful in automatically learning field associa-
tions. Currently, the associations are learned by demonstra-
tion. (Citrine is installed with associations for many 
common websites and so that many forms will work with-
out explicit end-user demonstration.) 

The associations are learned when the user uses the plug-in 
to paste a field from the clipboard into a form field using 
the “Paste into this field” menu item (Figure 3). After this, 
the name of the field and the name of the clipboard element 
are saved. This action optionally will save the association 
to the Windows registry so it will be available for “Paste 
into this form” for all future times the forms with that field 
name are used. 

Excel Plug-in 
The Excel plug-in is written in C# and uses Excel’s plug-in 
API to add new items to the right-click menu (Figure 4). 
Pasting new clipboard items is implemented by associating 
elements of the clipboard items with column numbers of 
the spreadsheet. As in the Internet Explorer plug-in, the as-
sociations are learned when the user pastes individual 
fields by using the added “Paste into this cell” submenu. 

In addition to column numbers, we considered using titles 
from title row to make the associations. This way, associa-
tions for existing spreadsheets could be learned without 
any demonstration (for example, a column title of “Name” 
could be easily matched to the “name” field of the clip-
board item). However, difficulty in reliably obtaining the 
title row (which is often not the first row) caused us to use 
column numbers, though we plan to add title-finding and 
title-based associations in the future. 

The same column-associations that are used to paste items 
are also used to copy rows as structured items when our 
new “Copy row as structure” menu item is used. (The plug-
in does not use the regular “copy” action to do this because 
we were not able to add code to modify the regular copy 
action in Excel.) The plug-in creates a new Citrine-specific 
clipboard format item with a name-value pair for each col-
umn with a valid association. The name in this pair is the 
clipboard-field-name in the Excel plug-in’s association list 
and the value is the contents of that column in the currently 
selected row. When this is added to the clipboard, the main 
Citrine application recognizes that the clipboard’s contents 
have changed and its format generators add additional for-
mats to the clipboard based on the Citrine-specific format 
added by the Excel plug-in. 

USER STUDY 
We ran an experimental study of users’ performance with 
Citrine compared to using the applications’ standard copy-
and-paste functionality. The study focused on creating con-
tact entries and calendar appointments in Microsoft Out-
look, using Outlook’s integrated email, contact list, and ap-
pointment calendar components. 

Our study tested two hypotheses: 

Hypothesis 1: Users will perform copy-and-paste tasks 
faster when using Citrine as compared to standard copy-
and-paste. 
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Hypothesis 2: Despite the inference errors that Citrine 
makes, users will notice and correct enough errors such 
that they make no more errors with Citrine than they would 
with standard copy-and-paste. 

Participants 
Twelve college students (six female, six male), aged 18 to 
23 years old, participated in our study. Participants rated 
themselves as average to expert computer users with 10 of 
the 12 participants working on a computer at least 25 hours 
per week. 10 of the 12 participants used Microsoft Win-
dows as their primary operating system; one used the Ap-
ple MacOS, and the other Linux. The study took about an 
hour, and we paid participants for their time. 

Tasks 
The study consisted of two tasks in which participants cre-
ated contact entries and appointments from information 
contained in email messages. 

Contacts 
In the Contacts task, participants processed email messages 
containing only “signatures,” which listed contact informa-
tion of the sender such as an address and phone numbers. 
We asked participants to create entries in the Outlook con-
tact list from the information contained in the signatures. 

In Outlook, contacts are edited using a forms-based inter-
face displayed in a separate window. The window contains 
several tabs, and each tab contains many text fields, such as 
“Full name” and “E-mail.” Our study only required the par-
ticipant to edit fields in the first tab labeled “General.” The 
relevant fields for this task include: Full Name, Job title, 
Company, Address (Street, City, State, and Postal code), 
Business (phone), Business Fax, Home (phone), Mobile 
(phone), E-mail, and Web page address. The number of 
fields that could be filled in from a given signature varied 
from 9 to 11. 

Ten template signatures were created by anonymizing real 
emails sent to the authors. Two of the templates were used 
for training and eight for testing. For the training templates, 
Citrine correctly extracted all the fields for one and failed 
to recognize the company field for the other. For the testing 
templates, Citrine correctly extracted all the fields for 6 of 
the 8 templates. Of the remaining 2 templates Citrine failed 
to recognize the company name for both and swapped the 
fax and business phone numbers for one. From the 8 testing 
templates, we created two sets of eight signatures. By using 
templates, we ensured that the two signature sets matched 
in terms of the formatting and fields present, and we coun-
terbalanced the matching of sets with the tested conditions. 

We arranged the screen as follows: the inbox filled the left 
two-thirds of the screen, and displayed the message headers 
listed at the top and the contents of the selected message 
below. The contact list window filled the right third. 

Each condition of the task started with eight unread emails 
in the inbox. After selecting a message, the signature text 

appeared, and the participant could copy the message text 
to the clipboard. Using the paste command, the participant 
created a new contact from the text that had been copied. In 
the standard copy-and-paste condition, the paste command 
created a new contact window with the copied text in the 
notes field. Participants had to copy the information from 
the notes to the appropriate form fields. In the Citrine con-
dition, the paste command displayed a new contact window 
with the copied text in the notes field and most of the form 
fields already filled in. Participants had to verify the accu-
racy of answers and make any necessary corrections. 

Appointments 
The Appointments task was very similar to the Contacts 
task. In the Appointment task participants received email 
messages about events such meetings or seminars. They 
created appointments in the calendar for those events. As 
with contacts, Outlook provides a forms-based interface to 
edit the details for each appointment. 

We asked participants to create an appointment in their cal-
endar from each email message. The relevant fields for this 
task included: Subject, Location, Start time, and End time. 
The number of fields that could be filled in from a given 
email message varied from two to four. Each appointment 
had a subject and start time. Some appointments, however, 
did not have a location or an end time. 

The subject field for appointments appears in the calendar 
view. Unlike other fields, there is no “correct” subject; 
people’s choices are often idiosyncratic. Automatic text 
summarization is a known to be a difficult problem. Our 
experience with Citrine showed that it did not do a very 
good job creating appointment subjects. For the study we 
chose to not score the subject field when calculating field- 
and item-errors. To keep the times of the task realistic, we 
still asked participants to fill in the subject field. Note that 
Citrine does still make an effort to provide a subject field, 
so participants had something to start with when entering 
text. 

Similar to the Contacts task, ten templates (two for training 
and eight for testing) were created from announcement e-
mails sent to the authors and from event descriptions on 
web pages. The templates contained both plain text and 
HTML. For the training templates, Citrine correctly ex-
tracted all the fields for one and generated an incorrect end 
time for the other. For the testing templates, Citrine cor-
rectly extracted all of the fields for 6 of the 8 template ap-
pointments. Of the remaining 2 templates, Citrine missed 
the end time for both (the duration was specified as “one 
hour”) and missed the location for one. We created two 
testing sets from the eight testing templates. 

The display was arranged in a manner similar to that of the 
contacts task, except that the calendar appeared on the right 
side of the screen in place of the contact list. 
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Each condition started with 8 unread emails in the inbox. 
The 8 emails contained the appointment information from 
one of the two sets. After selecting a message header, par-
ticipants could copy the message text to the clipboard. In 
the standard copy-and-paste condition, participants navi-
gated through the calendar and created an appointment at 
the specified time and date. After selecting the appoint-
ment’s time range on the calendar, the paste command 
brought up a new appointment window with the text from 
the clipboard in the notes field and the start and end time 
set based upon the participant’s selection. Participants had 
to fill in each text box with appropriate information from 
the appointment text. In the Citrine phase, participants 
clicked on the special “Paste Appointment” button, which 
automatically navigated the calendar to the appointment’s 
date and brought up a new appointment window. The new 
appointment window contained the clipboard text in the 
notes field and had most of the text box fields already filled 
in. Participants had to verify the accuracy of answers and 
make any corrections. 

Procedure and Design 
Each task followed a single factor (copy-and-paste-type: 
standard vs. Citrine) within-subjects design. We counter-
balanced the order of the standard and Citrine conditions 
and randomized the order of email messages. All partici-
pants completed both conditions of the contact task fol-
lowed by both conditions of the appointment task. After 
finishing the tasks, participants completed a questionnaire. 

For each task × condition pair we collected the following 
dependent measures: (a) duration, time in minutes to create 
all eight contacts/appointments; (b) item-errors, count of 
contacts/appointments with at least one incorrect field; (c) 
field-errors, count of incorrect fields across all con-
tacts/appointments. 

Results 
We used a single factor within-subjects analysis of vari-
ance (ANOVA) to analyze all three dependent measures. 
Figure 9 shows the means and standard error for all three 
measures in both tasks. 

Contacts 
For the duration of Contacts we found a significant main 
effect of copy-and-paste-type (F(1,11)=19.09, p<0.001), 
with mean times of 4 minutes and 36 seconds for Citrine 
and 6 minutes and 11 seconds for standard copy-and-paste 
(25% less time). For item-errors, we did not find a signifi-
cant effect (F(1,11)=2.10, n.s.), although the trend is to-
wards fewer errors with Citrine. Participants averaged 0.33 
item-errors using Citrine and 0.75 item-errors using stan-
dard copy-and-paste. For field-errors, we also did not find 
a significant effect (F(1,11)=0.85, n.s.). Participants aver-
aged 0.75 field-errors using Citrine and 1.25 field-errors 
using standard copy-and-paste. 
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Figure 9: When using Citrine participants performed faster 
than when using standard copy-and-paste techniques. We 

found no evidence of a speed vs. accuracy tradeoff. 

Appointments 
For the duration of Appointments we found a significant 
main effect of Clipboard (F(1,11)=7.53, p<0.02), with 
mean times of 5 minutes and 21 seconds for Citrine and 6 
minutes and 47 seconds for standard copy-and-paste (21% 
less time). For item-errors, we did not find a significant ef-
fect (F(1,11)=0.00, n.s.). Participants averaged 0.58 item-
errors in both conditions. For field-errors, we also did not 
find a significant effect (F(1,11)=0.07, n.s.), although again 
the trend is in favor of Citrine. Participants averaged 0.58 
field-errors using Citrine and 0.67 field-errors using the 
standard copy-and-paste. 

Questionnaire 
Participants completed a questionnaire about their experi-
ence with Citrine. They responded on a 5-point Likert 
scale. 

When asked to rate Citrine’s usefulness (1=“Not useful”, 
5=“Very useful”), participant responses ranged from 3 to 5 
with a median of 5. We asked participants how they found 
the process of finding and correcting any errors that Citrine 
made (1=“Not really a problem,” 3=“Slightly annoying,” 
5=“Frustrating”). Responses ranged from 1 to 3 with a me-
dian of 1. We also asked participants if they would prefer 
for smart clipboard to guess less (1=“fewer fields filled in, 
but no errors”) or guess more (5=“lots of fields filled in, 
but more errors”). Responses ranged from 1 to 5 with a 
median of 3. We also asked how users felt about the popup 
notification that occurred when Citrine recognized a con-
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tact or an appointment. We asked participants to rate how 
“useful,” “annoying” and “redundant” the notifications 
were. Ratings ranged from 1 to 5 for all three questions. 
Useful and annoying had a median of 4; redundant had a 
median of 3. 

Discussion 
Our questionnaire showed that Citrine was well-liked, that 
its level of inferencing seemed appropriate, and that the 
popup notification should be user customizable. Many par-
ticipants commented that Citrine saved them much time. 

Our study demonstrated that participants performed faster 
using Citrine, supporting Hypothesis 1. Observing the us-
ers during the study, we noticed that they spent a fair 
amount of time checking Citrine’s answers. To obtain an 
upper bound on how much faster Citrine could be one of 
the authors completed the study without checking for er-
rors. The author completed the tasks in one third of the 
time (3 times faster). 

Despite Citrine’s inference errors, we did not find a signifi-
cant difference in errors between the two conditions. 
Hence, we did not find clear evidence to support Hypothe-
sis 2. However, the data trends are in the right direction. 
Without correcting Citrine’s incorrect inferences, partici-
pants would have made 2 item-errors in both tasks as com-
pared to the 0.33 and 0.58 item-errors that they actually 
made using Citrine for the contact and appointment tasks. 
Uncorrected, Citrine made more errors compared to a per-
son. However, the time that it saves can be spent checking 
for and correcting any errors. Overall, compared to stan-
dard copy-and-paste, Citrine allowed participants to com-
plete the task in less time and we found no evidence of a 
speed vs. accuracy tradeoff. 

FUTURE WORK 
Citrine is being created as part of the RADAR project 
(http://www.radar.cs.cmu.edu/). Through the work of this 
project we hope to have access to many intelligent parsers 
(e.g., [2]) that use state of the art machine learning tech-
niques and can be integrated with Citrine. These techniques 
could learn the structure of new types of data given exam-
ples by the user [4] and improve its parsing accuracy over 
time by observing corrections made by the user to recog-
nized data. Such techniques could also be used to learn a 
user’s preferences in interpreting parsed data—for exam-
ple, how concise or verbose a user likes the subject field of 
an appointment to be. 

A challenge in creating parsers of this type will be for them 
to learn from only a few examples. Most existing learning 
techniques used in parsing are statistically-based and re-
quire many examples to improve parsing performance, but 
we are optimistic about the new techniques being devel-
oped by our colleagues [2]. 

CONCLUSIONS 
We have described Citrine, a new software tool that com-
bines text parsing, clipboard-format generation and appli-

cation plug-ins to extend the copy-and-paste interaction 
technique. It demonstrates that copy-and-paste can be ex-
tended to work better and in more situations. Citrine 
achieves these results mostly using real applications’ exist-
ing user interfaces so that there is very little for users to 
learn. A user study showed that Citrine made common 
copy-and-paste tasks quicker and less tedious, and we have 
found it very useful ourselves. The software is available if 
you want to try it: http://www.cs.cmu.edu/~citrine/. 
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