
Carnegie Mellon University

15-826 – Multimedia Databases and Data Mining

Fall 2012, C. Faloutsos

Homework 3, Solutions

Q1 – Hadoop [40pts]

Problem Description: We will be deploying Hadoop to derive statistics from two datasets,
shakespeare.txt1 and patents.txt, available from the course website alongside this home-
work.

• The file shakespeare.txt contains the complete works of Shakespeare, with one sen-
tence per line. All punctuation has been stripped from this text file. The words are
separated with white space, and each line ends with a newline character. Each line
begins with one or more pieces of white space.
• The file patents.txt contains an edge list for a directed graph, representing a subset

of the patents graph used in homework 2.

Set up: For this question, you will be using Apache Hadoop, an open-source distributed
computing framework2. As part of the Hadoop installation, you will also need to make
certain that you have the Java JVM installed on your machine.

Implementation Details: We want to implement the following tasks:

1. [5 pt] Word count: Deploy a Hadoop program to count the number of times each
unique word appears in shakespeare.txt You may use the WordCount example
program included with the Hadoop distribution (http://wiki.apache.org/hadoop/
WordCount).

Solution The top 10 key-value pairs sorted by value are:

1Acknowledgements due to Project Gutenberg for this text.
2Hadoop can be downloaded from http://hadoop.apache.org/releases.html
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the 5669
and 4650
to 3972
i 3773
of 3676
a 2869

you 2722
in 2171

that 2128
my 2080

2. [5 pt] Unique sentence word count: Modify the WordCount code to count the number
of unique sentences that a word occurs in within shakespeare.txt. For example, the
following input should correspond to the following output:

Input
see lola run
run lola run

Output
Key Value
lola 2
run 2
see 1

Solution The top 10 key-value pairs sorted by value are:

the 4519
and 4268
to 3537
i 3440
of 3334
a 2487

you 2471
that 2042
in 2038
my 1928

3. [15 pt] Word co-occurrence: Write a MapReduce to count the number of times every
pair of words co-occurs within a sentence in shakespeare.txt. As an example, your
program should produce the following output when given the following input.

Input
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run lola run
run lola

Output
Key Value

(lola, run) 3
(run, run) 1

Solution The top 10 key-value pairs sorted by value are:

(of, the) 3044
(and, the) 2399
(the, to) 1869
(the, the) 1811
(and, to) 1461
(a, the) 1350

(and, of) 1347
(in, the) 1217
(a, and) 1121
(a, of) 1067

4. [15 pt] Graph Node Degrees: You are given a text file patents.txt, which contains an
edge list for a directed graph. Every line in the file contains two numbers, separated by
white space. These two numbers are the node IDs incident to an edge, and the second
number is the destination. The following is an example of a possible input.

source destination
1 2

Example patents.txt

1 2

Example graph

Your goal is to write a MapReduce program that counts the in-degree of every node.
The keys of your output should be the node ID, and the value should be in the in-
degree of that node. Nodes with 0 in-degree can be ignored. For the example given
above, the output should be:

Output
Key Value

2 1

Solution The top 10 key-value pairs sorted by value are:
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1000600 133
1000500 100
1000400 38
4327700 17
4313100 15
4682300 15
3831600 14
3920000 14
4463400 14
4476500 14

Q2 – Digital Signal Processing [30pts]

Set up: You may use Matlab or R for this problem. Both are installed on the linux andrew
machines; if you want to install Matlab on your own machine, see http://www.cmu.edu/

computing/software/all/matlab/ for installation instructions.
R is open-source, available at http://www.r-project.org.
Some parts to this question may require third-party packages to be installed. Links to
recommended packages are available in the course lecture slides.

Implementation Details:

1. [10 pt] Speaker Identification: The file speakers.txt contains a matrix in which each
row represents an audio signal of a different individual reading from a newspaper. There
are four rows corresponding to four different speakers. The file unknown speaker.txt

contains another audio signal, which is a different speech sample from one of the four
speakers in speakers.txt. Your job is to determine which speaker is recorded in
unknown speaker.txt.
To accomplish this, run a Fast Fourier Transform on the four known audio signals and
then on the unknown audio signal. Use Euclidean distance on the vectors containing
the magnitudes of the Fourier coefficients to measure the similarity of the speakers.
Hint: If you are using Matlab, you will want to consider using the built-in fft and pdist
functions.

Solution The Euclidean distance of the magnitudes of the Fourier coefficients from the unknown
speaker to the four known speakers are as follows:

Speaker Distance
Speaker 1 64.1818
Speaker 2 160.3512
Speaker 3 88.2175
Speaker 4 51.0692

We see that speaker 4 has the most similar Fourier coefficients. Listening to the audio
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samples reveals that speaker 4 is the only female speaker, and is indeed the same
speaker recorded in the unknown sample.

2. [10 pt] Dueling House Parties - blind source separation: Two people, ‘Alice’ and
‘Bob’, are standing by a pair of houses, one house is owned by a piano teacher, and
the other by a fraternity. Both houses hold parties, and are playing loud music. You
are given two audio signals, which represent the music that each of the two pedestrians
hear. Using these two audio signals (what ‘Alice’ hears, and what ‘Bob’ hears), recover
the music being played by each of the two houses, and determine what piece of music
each house is playing, among 10 candidate pieces that we provide.
Details: The file mixed signals.txt contains a matrix with two rows, each row rep-
resenting the mixed audio signal that one of the passing pedestrians hears. You are
also given songs.txt, which contains a 10 row matrix, which each row containing a
different piece of music.
Hint: The hard part is to use an algorithm discussed in class, to recover the two pieces of
music contained in mixed signals.txt. The easy part is to find the ’nearest neighbor’
for each of the 2 sources, among the 10 provided candidate songs. We recommend you
use the cosine distance (1−[cosine similarity]).
Even more details: Let S1 and S2 denote the two source signals, that is, the audio
signal from the piano teacher’s house, and from the frat house, respectively. Then,
’Alice’ and ’Bob’ hear Mix1 and Mix2 respectively, which are linear combinations of
the two source signals. Specifically, they obey the following formulas:

Mix1(t) = w11 · S1(t) + w12 · S2(t)

Mix2(t) = w21 · S1(t) + w22 · S2(t)

In those equations, wij represent the unknown, real-valued mixing coefficients.
Hint: If you wish to verify your results by ear, you can play any of these pieces of music
in Matlab using the soundsc function. All songs are encoded at 44100 Hz.

Solution After running ICA on the mixed signals, we get two signals back. The cosine distances
of the recovered signals look something like this:

Song 1 cosine distances Song 2 cosine distances
0.9971 0.0000
1.0003 0.9744
0.9924 0.9994
0.9966 1.0012
0.9973 0.9988
0.0000 1.0020
1.0069 0.9974
0.9980 0.9926
1.0065 1.0000
0.9922 1.0052
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From this table, we can clearly see that the songs 1 and 6 from songs.txt are present
in the mixed signals (these songs happen to be Beethoven’s Fifth Symphony, and
‘Bangarang’ by Skrillex). Note that another distance metric, like Euclidean distance,
does not work as well because the amplitudes of the mixed signals have been distorted
by ICA.
The mixing matrix, A, produced by the fast ICA package is as follows:

A =

[
−0.0454 −0.0399
−0.0356 −0.1200

]

We would also accept the separation matrix, W , which is the inverse of the mixing
matrix A. The separation matrix is:

W =

[
−29.7693 9.9068

8.8291 −11.2704

]

3. [10 pt] Network Virus Traffic: The text file traffic.txt contains a signal with 1,000
time-steps, recording the network traffic of a computer over a one hour period. The
traffic is bursty, with a few large peaks representing user activity. We are told that
the machine is infected with spyware, with near constant, low activity (say, 50, or 200
packets per unit time), for a long duration. We don’t know the level of virus activity,
nor the starting or ending point. You have to find out the (approximate) starting and
ending point of the virus activity.
Hint: Use wavelets (eg., the Haar Wavelet transform). Eyeball the time-frequency
tiling, looking for the signature of a plateau, as we discussed in the lecture foils.
We recommend that you use a high-contrast color scheme in your time-
frequency tiling plot
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Plot of traffic.txt

Hint: If you are using Matlab with the Wavelet toolbox installed, the command
‘wavemenu’ will provide you with an interactive GUI you can use to analyze the signal.

Solution The time-frequency tiling plot appears below:
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Haar Coefficients

From this plot, we can see a small spike in the coefficients around time t = 200. We
can zero-out the signal everywhere except for this region to reveal the virus traffic.
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Virus traffic in signal

The virus appears to be active from around t = 200 until around t = 450.

Q3 – Latent Semantic Indexing [30pts]

Problem Description: You have been given 5 text files: d1.txt, d2.txt, d3.txt,

d4.txt, and d5.txt. These files have undergone some pre-processing to remove punctuation
and capitalization.
We will deploy Latent Semantic Indexing on these files to try to cluster them into groups.
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Set up: We recommend using Matlab or R; they both have SVD.

Implementation Details:

1. [10 pt] Construct a document-term matrix for these 5 files. (Each row is a document;
each column is a vocabulary word; the matrix element ai,j at row i and column j
gives the number of times that word j appears anywhere in document i. Hint: These
documents may include newline characters or tabs, so we recommend using a language
with some built-in parsing capability, such as the fstream objects in C++.

Solution The full matrix is omitted here, and it could look slightly different depending on how
you constructed your matrix. In total, there should be 1,384 unique words represented
by your term document matrix. For the rest of these solutions, we will assume the term
document matrix is a dense 5×1384 matrix, with the rows representing the documents
d1-d5 in order.

2. [20 pt] Run SVD on the term-document matrix you produced and observe the re-
sulting decomposition. Give the document-to-concept matrix (U matrix). Do you see
an obvious grouping of documents into concepts? Does this grouping agree with your
intuition? How many clusters are there?

Solution The U matrix after running SVD on the term document matrix should look like this:

-0.4594 0.0122 -0.0169 -0.8880 0.0056
-0.5169 0.0092 0.8171 0.2517 -0.0418
-0.7219 0.0208 -0.5745 0.3848 0.0180
-0.0135 -0.7019 -0.0351 -0.0065 -0.7112
-0.0223 -0.7118 0.0280 0.0057 0.7015

The rank of the term document matrix is 5, so there could potentially be 5 concepts.
However, grouping each document into it’s own concept is trivial, and inspecting the
U matrix, and other metrics, reveals that we can do better.
First we note that the documents 4 and 5 have nearly 0 association with the first
concept, while documents 1-3 have nearly 0 association with the second concept. The
other three concepts do not group the documents as clearly (other than trivial groups
of a single document).
Furthermore, we can inspect the S matrix produced by SVD to evaluate the strength
of each of these concepts. The S matrix you should see looks like this:

138.6587 0 0 0 0
0 82.8432 0 0 0
0 0 30.9615 0 0
0 0 0 28.6194 0
0 0 0 0 27.5151

We see that the first two concepts are significantly stronger than the other concepts,
reinforcing the notion that these two concepts represent the clustering we want.
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Finally, we can look at the document-to-document similarity matrix. If A is our term-
document matrix, A ·AT represents the document-to-document similarity. This matrix
looks like this:

4704 4369 6107 63 136
4369 5830 6804 84 178
6107 6804 10461 95 204

63 84 95 3769 3056
136 178 204 3056 3860

Once again, we see a very distinct grouping of the first three documents in one cluster,
and the last two documents in another cluster.
All of this evidence points to using two concepts: {d1.txt, d2.txt, d3.txt} and {d4.txt, d5.txt}.
Reading the content of these documents reveals that the first three documents are news
articles about the presidential election. The last two documents are Spanish language
poems by Pablo Neruda. This means that the grouping suggest by LSI has a semantic
meaning that is reinforced by inspecting the documents.

3. [10 pt] Using your SVD decomposition, find a way to project these 5 text files into
2-dimensional space and plot the documents in the resulting space. Annotate this plot
to show the manner in which you think the documents should be clustered.

Solution We will use the first two concepts produced by SVD to project these documents into
2-dimensional space. Give the V matrix produced by SVD, we zero-out the last three
columns to get a new matrix, V ∗. Then, if A is your term-document matrix, A ·V will
give you your projection. A plot of this projection looks like this:
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Concept 1 (News articles)
Concept 2 (Spanish poems)

2-dimensional projection of documents

Q4 – Tensors [10pts]

Problem Description: The text file, tensor.txt, contains a tensor representing viewing
habits of group of people in an online streaming video service, over a one week period. There
are 8 different viewers, and 6 different videos in the tensor. The entry xi,j,k in the tensor at
coordinates (i, j, k) has value 1 if person i watched video j on day k. This entry have value
0 otherwise.

Set up: Use Matlab or R for this problem. The Matlab Tensor Toolbox is available at
http://www.sandia.gov/~tgkolda/TensorToolbox/. R users may use the tensor and
PTak packages.
Solution The I, J , and K matrices produced by Parafac are as follows:

I =



0.4472 0
0.4472 0
0.4472 0
0.4472 0
0.4472 0
0.0000 0.5774
0.0000 0.5774
0.0000 0.5774


J =



0.7071 0
0.7071 0
0.0000 0.5000
0.0000 0.5000
0.0000 0.5000
0.0000 0.5000


K =



0.4472 0
0.4472 0
0.4472 0
0.4472 0
0.4472 0
0.0000 0.7071
0.0000 0.7071
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This indicates that the first five people watch the first two videos on the first five days of
the week. Similarly, the bottom three people watch the bottom four videos on the bottom
two days of the week. Therefore, the people, videos, and days of the week all cluster into
two different groups.
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