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Abstract

Most office workers participate imultiple meetings on a daily basis. Although surveys show that large
parts of these meetings are often not useful to all the participaittsas beershown (Banerjee, Rose, &
Rudnicky, 2005) that participants do sometimes need to retrieve information discusspge\dabus
meetings, and that this is usually a difficult task. Thenanimpactgoalof this thesis is to help humans
retrievethe informationthey needfrom past meetings.

Several approaches have been exploiadthe pastto help humans with this retried task. These
approaches include meeting recording and browsing systems (Cutler, et al., 2002), and systems that
automaticallydetect and extract pieces of useful information from the speech suchctien items
(Purver, Ehlen, & Niekrasz, 2006). Thespraaches are often examples of either classic supervised
learning (with offline data collection, annotation and model training) or unsupervised learning with
some adaptation to the meeting participants. While these approaches make use of the expertise of
offine human annotators, we believe that little effort has been madeeftectively harness the
knowledge thatthe meeting participantdave Specifically, meting participantswill be the best judges

of what information is important in a meeting. This jgmnent, if properly leveraged, can provide high
quality information with which to improve automatic meetingnderstanding systems. The challenge of
leveraging meeting participant knowledgeowever, is that theynay have little motivation to provide
labeled data to the system withowomeperceptible and immediate benefiMoreover providing such
information may be distracting and thus undesirable.

Our hypothesigs that despite this challenge, it is possiblentotivate the human users ofrainteractive
system to provide supervision. WWeopose toextract this supervisioby desigring serviceghat provide
the userwith immediate benefit, but that are designed in such a way thathesuserinteracts with the
system,his actionscan be interpreted atabeleddata. Given thidabeled datathe system can improve
its performanceover time We proposetwo mechanismspassive and activeupervision extractionin
the passive approagclithe system cannot select data points juery labels farand data acquisitiofrom
user actionoccurs entirely due to the design of tigerface In the activeapproach the systemselects
data points andqueries the user fotheir labels Althoughthis issimilar to active learningwe are
interestedin motivating ordinaryusersto providedata (as opposed to giving the data to labeleije
createthis motivation byembeddng the queriesn aninteractive service thagivesthe user immediate
benefitevery time a query is made ¢ K S resfmn&:dldaithen interpreted as labale apply these



two general methods to two meeting understanding tasks: ldentifying the agenda item under discussion
at any given time in the meeting, and identifying noteworthy utterances spoken during the meeting.

The core technical contribution of this thesidll be a general framework foselectingdata points for
label query bymodelingboth the immediate benefit to the user and the benefit to theodelin a way
S0 as to optimize the two benefits

This thesigproposaloutlines the approaches in detail, and descritaskscompletedthus far as well as
proposed tasks.
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1 Introduction

Humanbeings are social creatures, and spend a large part of their lives communicating with other
human beingsThese communications/ary in a large number of way$hey vary by the goal of the
communicationg e.g.task oriented, sociabr religious by the time lag in the communicationreal time
versus asynchronous, and by the modality of the communicatispeech based, text basgdtc. They

vary in the number opeople involvedand also in thelirectionof the communicationg unidirectional,
bidirectional, and multidirectiona

A large fraction of these instances of hurdérdzY' I y 02 YYdzy A Ol GA2Yy | NB LJ2 LJdz |
The Oxford English Dictionary defines Y S S (i Ahg &t dr @n inétdnce of assembling or coming
together for social, business, or other purpo®eid/e define meetings as instances of hurramman
communication that are speedbased, involvewo or more humans, and are conducted in réiate’.
Meetingssuch as thesare often the venueat which information igpresened, progress isliscused,
negotiaions are done, and decisions are mad®mnsequently meetings form a very important part of
the work place Backin 1995, it was estimated that Rone 500 companieslone held between three

and fourbillion meetings annuallfRomano & Nunamaker, 2001h a separatestudy, managersself
estimated that their productivity at meetings rangefrom 33% to 47%Romano & Nunamaker, 2001)
This implies thaalthough large parts of most meetings are unimportant to most participants, there are
small portions thatare important, and may contain importanhformation. Indeed it has been shen

that meeting participants sometimes need to retrieve pieces of information that were discussed at
previous meetinggBanerjee, Rose, & Rudnicky, 2QQkjsowska, 2003However his retrieval tak is

often difficult: Typicallythere are noaudio/videorecordings ofneetings and noteare often insufficient
(Banerjee, Rose, & Rudnicky, 2Q@)en ifthe meetings were recorded, browsing through the recorded
audio and/a video is not easgince, unlike text, it is much hardésr humansto quickly scan through
audio/video recordings. Thanpact goal of this thesis is to help humans find informatimom past
meetings.

Different automated techniques to recordnd processmeetings and to help humansbrowse and
retrieve information fromrecorded meetings have been investigated in the paResearchers have
presented different methods of recording the audivideo and other textual information such as
presentation slides ahwhiteboard activities at meetingdanerjee, et al., 2004{Cutler, et al., 2002)
(lonescu, Stone, & Winograd, 200Research has also been conductedaomomaticaly understanding
some aspect of the recorded meetingvith an eventual goal of helping humans access meeting
information more easily Examples of such researdéhclude automatically detecting the topic of

! Our definition of meetings vastly overlaps the set of huamaman communications popularly called meetings,

but is not exactly the same set. On the one hand we preclude communications that are conducted entirely through
non-speech modalities (such as thugh text in email), or that are asynchronous in nature (such as
communications through voice mail). On the other hand, we do not exclude communications based on their
directionality (e.g. we include lectures) or their goal. We do so because our reseapplicsable to all speeeh

based, reatime communications. However, our experiments are all conducted on what is popular understood as

& Y S S (i ¢tyiabanore collocated human beings communicating with each other through speech to accomplish
asetoftaskc YR &2 FNRBY GKA&A LRAyld 2y ¢S Attt dzasS (kS 62NR
human communications.



discussionGalley, McKewn, FosleiLussier, & Hongyan, 20Q3Beeferman, Berger, & Lafferty, 1999)
(Barzilay & Lee, 2004(Purver, Kording, Griffiths, & Tenenbaum, 2Qa6nscribing the speech in the
meeting(Stolcke, et al., 2004jMetze, Jin, Fugen, Laskowski, Pan, & Schultz, 204k, et al., 2005)
(Yu, Tomokiyo, Wang, & Waibel, 200cognizing the activities of the participants through vision
processingRybski & Veloso, 20Q4)etecting the action items being decided at the meet{Ruwer,
Ehlen, & Niekrasz, 200@nhd summarizing the contents of the recordifldurray, Renals, & Carletta,
2005) Finally, researcherbave demonstrated mechanisms tbelp participants browse the recorded
audio/video of meeting (Ehlen, Purver, & Niekrasz, 200@Gutler, et al., 2002)Waibel, Bett, & Finke,
1998)

The different approaches to helping humans browse meetiiadjsinto one of two categoriesThey
either attempt to ease navigation through theecorded meeting by overlayng it with structural
information (e.g. topic labels event bookmarks) or make navigation unnecessary k@xtracing
information from the meetig (e.g.action items, summariesyhe previously investigatednechanisms
for understanding meetingtructure or extradng information from the meetingall share a common
thread: They are all examples of classicalipervised or unsupervisethachine learnig. In the
supervised algorithmggelevant meeting data ifirst collected and annotated by researchers. Then the
algorithms are trained on the data, anelentually run on the actual meetingsThe unsupervised
algorithms do not needbeled trainingdata to train on, andsome algorithmsattempt to adapt to the
meetings they are run or(HugginsDaines & Rudnicky, 2007Jo our knowledge, howevemo
comprehensiveeffort has been made taggressivelyse the smartest resouecavailable to meeting
processing algorithms: The meeting participants themselVheesciencegoal of this thesis is tpresent
a methodical framework foextractingexpertisefrom the humanmeeting participantshrough their
normal duringmeeting activiies, in order to automatically learn how to structure and extract
information from meetings.

| dzYly SELISNIAAS Aada NRdziAySte S MViiiheréafnRof stipérvisedizA f RA Y
learning, humans are asked to perform the task that the sysiglineventually perform automatically,

resulting inlabeled data¢ KS ae&adSY A& GKSYy GNIAYySR 2y GKAa 1 0
ToSyadzaNB GKFd adzOK aeaidsSvya 3ISYySNIf Al Scole@ algr§es & dzy a
amount of humangenerated datato cover the variations that can be expected in unseen data.
However, collecting labeled data from humans is typically a very expensiveltatle systemis

intended to beused by oneuser (or a small groumf users, then ;e wayto abate the expenseof

collecing humanlabeled data is to collect the data from the actual end useo$ the system.
Additionally, sich a system need not generalize beyond its user(s)liemted labeled datamay suffice.

Another potential advantage i$iat the human may be induced to provide higlwrrality information as

well as labels that represent idiosyncratic informatidrhis approach has been successfully used in
adapting commerciatlictation systemdo the speaking style and vocabulary of the amkr. Typically

however, this approach is often infeasible becausers areusuallyreluctant to engage im task (such

as providing training data) that does not have a clear and immediate benefitetm. For example,

meeting participants are unlikely tmanually apply topic labels to meeting segmentsrder to train a
topic-labelingsystem unlessperforming such labeling provideomeimmediate value to the user.



We hypothesize that despitihesechallenges, it is possible to entice the human end user of a system to
provide labeled datawith which the systentan improve its performancespecifically, w proposeto

elicit labeled data from end usehy providing themwith serviceghat giveimmediae and perceptible
benefit, but that are designed in such a way that as husiateract with them, their actions result in
labeled data that can be used to improve the performance of a system component.

In this thesis, we proposéwo general approaches foextracting labeled data from end users of
interactive systems: fpassive approach and an active approdaithe passive approach, we design the

A2 A0RBWDENF I OS Ay &dzOK | gl @& GKIG a2y$sS 2N FEf 2F |
interpreted aslabeled dataln the context of meetings, we design a note taking interface in such a way

thatY SS G Ay 3 Liotdaking Adidngésuliifmeeting segments being labeled with the agenda

item that was being discussed during that segméeiitiis data can then be used to improvenaeting

topic labeling systemn the active approacko extracting labeled data from end usexge proposeto

qguery the user fothe labels of unlabeled data pointkstead ofdirectly asking for labels however, we

embed thequeries within a interactive servicehat provides immediate and perceptible value to the

user every time a label is queried. In the context of meetings, we degigmraeetingnotes suggestion
mechanism.If accurde, such a service can provide immediate benefit to theeting participantin

terms of reducing the amount of typing he needs to wotake notes At the same timel KS dza SN a
responseto each suggestion accept or reject; can be interpreted ag a y NAIEK@x y 20 y20Sg21
label on the suggested sentence. This laukldata can then be used tomprove a meeting
summarization systenmlhecore technical contribution of this thesis a general frameworkor picking

unlabeled data points fotabel query, by balancing theimmediate benefit to the user(from the

suggested noteqgainst thebenefit to thesystem(of getting a label fothe suggestedentencs.

In the next section we survey past approaches to extracting supervision from users. In the following
section we present thgproposedgeneral passive and active supervision extraction approaches. In the
next two sections we present details of the completed and proposed tasksgfda item labeling and
noteworthy utterance detection. Finally we presehe targetedtimeline for the proposed tasks.



2 Extracting Supervision from Users: Past Approaches and Research
Issues

2.1 Strategies for Extracting Supervision from Users

Many interactivesystems have the scope of improving their performance by modifying their behsvior

that they arebetter suited tothe conditions in which they are deployeSuch conditions include the
characteristics of théaumanuserof the system, the environment inlich the system is used, et€or

example, speech recognition and handwriting recognition systems can improve their accuracy by
adapting to the actual endza SND&a &LISSOK YR KFEYyRgNRGAY3I LI GGSN.
improve by learning th@oise claracteristics of the surroundings in which it is used.

Several strategies have beesdl to learn the characteristics of the end user of the system. The first is

to simply engage the user im@enrollmentLIK 8 $¢ 6 KSNB (KS dza StNdsystem SE LI A O
learn his characteristics. For example, many commercial dictation systems sudéhamse Dragon

b I G dzNJ f £ §NuhdSe: Oragoh MaturallySpeaking , 20@8)d the dictation system built intthe

Microsoft WindowsXP operating system encourage users to go throegiolimentbefore they use the

system for the first time. During this phase, users are asked to read sygstiettedsentences into the
YAONRLIK2Yy ST &2 (KIFG GKS NBO2 Ityle préhdkiabidngic. Sughlahdi G2
F LILINBF OK A& NBlFazylroftS gKSy (GKS dzaSNRa OKIF NI Ol SNJ
f2y3 LISNA2R 2F GAYS® LG A& f A1 St wilnbtichatige drastBallydza S ND a
over time and theone-time training can be expected to be usetwer along period oftime. On the

20KSNJ KIFIyRZ AF (KS dzaSNDa OKI NI OsuéMNJordima tainingr NS £ A |
may not be that usefu-or examplelearning what a meetig participant finds important in a meeting is

intuitively dependent on the topics of discussion at the meeting, which is likely to change vastly from
meeting to meeting. Asking the user to train the system on a few recorded meetings before the user
startsusing the system is likely to not be useful in the long run.

Another strategyto adaptasystemii 2 | dza SNRa OK I NlexracSddf fioink O de® S Nu2a |
everyday interactions with the systen{We categorize a labeled data extraction appoh as being

passive, as opposed to actjyethe systemdoes notchoosewhich data pointghe userwill label) Asthe

user interacts with the system to perform his taskhe system collects relevant data fromhis

interactions and useghe data toretrain its algorithmsandimprove its performanceSuch a strategy is
particularlyviableg K Sy i K S goal® to $Uuppo@ the user by automatically performitite task

that the user normally performg=or example, some email systeatgempt to learnhow a user assigns

his incoming email to folders, and thdrelps the user by automaticallyperforming the assignment
GKSYS@PSNI 1KS aeaitSYy Aa O2yFARSyYyG 2F GKS [FaaAirdayySy
Ad (2 YAYAO (K&dzaANDDAl 0BK2 WA 2 RE NI Gidt tad beNBed tizf 0 A Y
retrain the system This approach is taken i(Cohen, 1996)o learn how to assign incoming email to
folders.Such a strategy is viab® @Sy A T ndrmfafi B SNIBEA y 20 AAYAT NI G2 GK
the user has the optionf correctingl KS a@adiSyYQa 2dzilLlzis GKSNBoe& LISNF
time to time. For example, speech recognition based systems allow the user to correct incorrectly



transcribed wordsthe system then retrains itself on these manually corrected words. An example of
such an approach {8urke, Amento, & Isenhour, 2006)

System improvement through passive observation can be done @&enli KS &@RAaAT SVVR (KS dz
tasks are never the samdn such a situation, systentgpically improve the performanceof their

learning componenby first using the component to label unlabeled data, and thetmainingit on data

that has beerlabeled with medium tohigh confidenceFor example, a dictation system can improve its
aLISSOK NBO23yAl SNJ SOSy 6 A ( Katdniaticallgtedrainizg tiSe Xebognizat I v dzl- f

on previouslyspokenwords thathave beerrecognized with moderate thigh confidencee.g.(Kemp &

Waibel, 1999)

Finally, systems camprove their performance bgctivdy soliciing feedback from the useas he uses

the system Feedback can be solicited by activelforming the user that ts feedback will be used to

improve the systenmand give the user betteservice Such an approach issed by the movie rental

website Netflix.comThis websiteexplicitly (and oftenpsks users toate movies that they have seen in

the past,i2 NRSNJ F2NJ 64KS 6So0aAiridsS (2 €SNy GKS dzaSNIDa LINJ
may also enjoyOther systemsseekfeedbackimplicitly by simply performing a task, and observing the

dza SNDRa NBalLlRyasS (Fpr exafife(Wekes & FoNacki 2002 seit anyadtomated

calendar management system thiaglps userschedule meetings by presentitigem with a small set of

alternate schedules/hen the user receives a meeting request by entaiice the user setts one of the
adz3asSaidrzyasr (KS dzaSNDaE NAeduligggystdm. Thel actided I8akingli 2 NS (
componentshows the user candidate schedules based on its learning agéddee that Netflix.com

also gathes feedback implicithby simply perbrming the task; showing the useits predictedrating for

movies the user has not rated yetandthen observing thedza S N & ¢N\Bedhed2zhg ds& corrects

or accepts the predicted rating).

To summarizethe various strategies for leveraging the user to improve the performance of the system
are as follows:

1. Explicitly ask the user twain the system before using it for the first time.
2. Learnthroughpassive observation of user interaction
a. By getting label® R (i RA NB O faetionF NIhera 8iakisSS Y@ S Nkl 53 |
NB LI A OF G Sehavikds 2MISNRA GKS dzaSN) a2YSiAySa LISN
gre 2F O2NNBOUAY3I GKS aeadsSyQa 2dzi Lz
b. By getting relevant data indirectf N2 Y (1 KS dzwtemNtesa elad@ BAnaa 3| & |
different fromthedza SN a G a1
3. Learnby actively querying the user for feedback
a. By explicitly statingo the user that hifeedback will be used to improve ttgpuality of
the service tohim.
b. By implicitly performing an action, atlen usingli K S des@@né&tdhat actionas
feedback to improve the system performance.

10



Of these 5 strategies, strategies 2b and 3b are fundamentally different from the other stratagies
GSN¥Ya 2F K2g aSlarateéd (KS dza S Nisiratehi€s artl gaitheQubey 06S A
is being explicitly asked to provide feedback, so all his actions directly result in labeled data with which

the system can be retrained. Inst&8e& Wl > &aAyOS (KS dzaSNRa Gl ai Aa
actions can be easily interpreted as data with which to perform retraining. As a result, these three
strategies areften simple extensions aftandard supervised learning?2 G KS & 2 yStrdtegi6sé & S G G .
2b and 3bon the other handpresent harder interpretation problemsn strategy 2bmost ofi KS dza S N a
actions do not directly result in labeled dafBhe system mudie designed to (a) choose a subset of his

actions fa retraining, and (b) compute what the label of that data &&milarly in strategy 3b,
AYGSNIINBGAY3I (GKS dza SNRA NB a LJ2tyialSn thisxhesisWeSfocds®dm (0 S Y Q &
these two strategieg, learning through passive observatiokvsy (1 KS aeéadasSyQa Gl aiy |y
are different, and learning through actively queryindK S dza SN & A YL AOA G FSSRol O]
Gralz FyYyR 20aSNPAY3I (KSa dradbihaizigwiNgseobains, Reyexplor thel KS 4 &
research issues in each of these two strategies.

2.2 Research Issues in Passive Supervision

As mentioned aboveyithin the realm of passive strategies for acquiring user supervision, our focus is

on strategies that must be employed when tled S N & G FHiaQK SyAS ASNS Vah&suchiasS Y Qa G |
situation,there are two important research questions:

1. Given an interactive system2hg (2 AYGSNIINBG (GKS dzASNRA o0SKIl G,
FSSRolI O]l 4AGK gKAOK G(GKS adaeaidisSyQa LISNF2NXIyOS O
2. How todesignthe interface ofan interactive systensuch that easiinterpretable behavior can
be elicited from the user?

2.2.1 Research Issue 1: How to Interpret User Actions as Feedback ?

Interactive ystems have been buiih the pastthat interpret different user actions as positive and
negative feedbackn order to extract data for system improvemeror example,n the field of
AYF2NYE GA 2iplich BB NBE SWPY 68 S S RwhenGtie duseriviews 2 Glibseh of BR
docunents presented to hinbased on his initial search queryhe documents viewed by him are
interpreted as being relevant to his initial query, while the documents he ignored are viewed as being
irrelevant. This feedback can then be usedrtodify the searchalgorithm.Such an approach is taken in
(White, Ruthven, & Jose, 200B)here the document titles and summaries viewed by the user are
interpreted as providing feedbaclSimilarly (Mohammad & Nishida2007) presents an interactive
computer based drawing tool that intelligently modifies the drawing being constructed based on
interpretations of the huma@ strokes on the screen. The angle and direction of repeated strokes made
by the human are interpred as either intended to extend the current line or chairigeslope and this
change is then automatically reflected in the drawing.

In addition to these systemsther systems have been built that performinimal interpretation of user
actions. Specificlly, some systems simplyse all interaction data from the user and perform
unsupervised S Ny Ay 3 2y (GKA&a RIFIGF G2 AYLINROGS GKS aeadsSy:
example, iNKemp & Waibel, 1999 K SNBE (1 KS dzaSNRa aLISSOK A& lFdzi2YIF G
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a confidence metric is applied to the resulting transcription, and the modewateghly confident

words are used to retrain the speech recognizer. Such a purely unsupervised apprabchtéken by

(Purver, Kording, Griffiths, & Tenenbaum, 2008jere the system takes the words uttered by the
YSSGAY3I LINIGAOALIYyGAZ YR tSINya (2 ARSYyGATe (GKS
(speakid A& RAFFSNBYyd FNRY (KS aeadisSvyqQa Gl ai o0ARSyl.
F@FAflrofSd® LYadSIRY Fy dzyadzZZJSNBA&AZSR Ff 32NAGKY Aa
his spoken words.

2.2.2 Research Issue 2: How to Design Interfaces to Ease Interpretation of User Actions as

Feedback?
¢KS FANRG NBaSINOK ljdzSadAiz2zy +FralSR aDA@GSy | aeadsSy
interface, how can we construct a deterministic algorithm to extract feedback fronzBeS NJ I OG A 2 y & |
This is a useful question to ask when a system interface is already in place, and we are attempting to
extract feedback from user actions. Howevelpgical next stefis to askthe question:If we are building
a new systemand one of thegoals of the system is to improve through feedback extracted from user
actions,how should we design the interface toaximize the opportunity of learning from user actions?
To our knowledge, this is a novel research questinrthe next chapter, we prome an approach to
designing interfaces for easy interpretation of user actions

2.3 Research Issues in Active Supervision

As mentioned irsection2.1 above one class of strategies for acquiring supervision from the users of a
aeaidsSy Aa al Obekedns systeindSsNIS Apiok af yjuerying the user for labels for one or
more data pointsWithin such active strategies for supervision acquisitihere are two subsets of

strategy types:

1. Strategies that eplicitly inform the user that his feedbacis being sought in ordeio improve
the quality of the service to him.
2. Strategies thatmplicitly perform an action, and therextracts feedback informatiofrom the

dza SNDa NBaLkRyasS (G2 GKFG I Ol Al tfiesdishatedias tiNBser
need not know that his feedback is being sought.

iKS

In this thesis we focus on the second set of strategisgategies thatdo not depend on motivatinthe

user to provide feedback with the promise of future benefit, but instead that function by offering
AYYSRAFGS o0SySTAG G2 GKS . guahStktedgigs Mitstba desighddd sdcka G S Y Q
wayld KI 0 GKS dza SNRa NB a kéaulfsiirblabéledl dafaknvh whiéhdhe Systent cani A 2 v
improve its performance.

There are two main research questions for systems #irait to activelyextractsupervision from the user
without explicitly asking for feedback:

1. How to build a label query mechani®
2. Which data points to query labels for?
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In this thesis we explore both these research questions within sistem task of automatically
improving a meeting summarization systeiVe explore several different label query mechanisms to
extract feedback from meeting participants. We also introduce a framework for selecting data feoints
which torequest labels that takes into account the expected benefit to both the system anu¢leéing
participant. In the following sectiors we describethese two research issuesur hypotheses, and the
proposed research plan to validate the hypotheses.

2.3.1 Research Issue 1:How to Build a Label Query Mechanism?

A label query mechanism is a mechanismough which the system can query the user for labklany
systems have been built in the past that query users for labels onpiates, and then use the labeled
data points to retrain the system and improve its performantleese mechanisms usually fall irfteo
main categories:

1. Labeling data pointwith a class label
2. Orderingdata points according tan evaluation function.

We will now describe a few systems that have built label query mechanisms using these strategies. We
will also describe some other innovative strategies that go beyond labeling and ordering

2.3.1.1 Asking Users toProvide Categorical Labels

The goal of ranylearningsystemsdsto learn how to categorize data points, that is, assign data points to
one of a typiclly small group of categorieg\ natural label query mechanism for such systems is to
encourage the user to perform the same tagsthat is, associatéata points withcategorical label.

For example, ystems that learn tdabel emails as spanor not often extract supervision from users by
observing howthey label their emails. This supervision can be passjweaiting for the user to classify
whatever emails he wishes to classify as spam orc¢not it can be active providing the users with
particular emails and asking them tabel them. Both of these strategiewere modeled in the 2006
TREC Spam Track evalua{i@ormack, 2006)

(Shen & Dietterich, 200Presenta system that learno associate task labels with desktop resources
such as files, emaildjrectories on disc, etén order to providgime-saving services to the user, such as
helping him quickly find all related resources after an interruption, suggesting appropriate destination
directories for new files, etcUsers provide suervision by labeling resources through their own
initiative, or when labels are actively sought from them by the system.

(Failes & Olsen, 200)INB &Sy i da Ay i SNI Odq @ SpprédcrOt byldng mashindd/ A y 3 €
learningd F 8SR &déeaidsSvya GKFG SEGNI OG FTSSRol O] vidaRY GKS
basedrobot navigation systemthat learns todistinguish partof the roadthat are safe to navigate on

from partsthat are not. Whenever the robot is unable to make the distinction with enough confidence,

the user is asked to manuallgbel the safe parts of the road through a pen based interface. The
manualy labeled pixels arthen usel as feedbacko retrain theimage classification engine.
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Some systems encourage users to confirm or correct labels generated by the sfstemxample,
(Ehlen, Purver, & Niekrasz, 20@fesent a mechanism faacquiring feethack from users to improve
automatic detection of action itemsn recorded meetingsUsershave the opportunity taaccept, delete
or modify automatically created action itsrt KS dzA SNR& FF OlA2ya INB (GKSy dza:
detection engine. TR dzaSNRa I+ OldAz2ya Oly 06S (K2dAKiGi 2F a O
af roStaé¢ GKFIG 6SNB dzi2YFGAOFtfte 3ISYSNIGSR o0& (GKS

2.3.1.2 Asking Users to Score orRank Data Points

Some systems attempt to learn how tank data points according to some unknowooringfunction,
rather than learning how to categorize the data poinds in the case of associatidgta points with
categorical labelsa useful supervision extraction strategy frch systemss to encourage theiser to
either provide a score for the data pointst;, to provide either a complete or a partial rank orderiofy
the specifieddata points The score orranking that the human produces is then used to retrain the
a @ & ( sorigy@dranking algorithm.

A popularly deployed example of obtainirsgoring information from users is in the realmleérning

dza Smidki€preferencesin (Garden & Dudek, 2005fpr examplepne of the implemented methods of
obtaining user supervisiois by asking the user to provide numerical ratings for movies on the scale of 1
to 10.(The authors implement a few other innovative feedback mechanisms that we review below).

The field ofinformation retrieval is concerned with learning to rank documents according to their
AAYALT I NRGE G Feedbkcs is dataiSedId@such duskiNggbgordingwhich of the returned

documents users click onThe userQactions can be thought of as either labeling do@nts as

GNBf SOFylky2id NBtSGlFyles 2N ¢thus prdvidiig xhg ystemanithiSa R 2 O dzY
partial orderingof the returned documents(Ruthven & Lalmas, 2008views a large number of such

relevance feedbdctechniques in the literature.

Similarly,(Weber & Pollack, 200@cquire supervision from users to improve aatomatic meeting
scheduling system. Users pick one of the suggested schedules, and this feedback can be seen as
providing a partial ordering of the suggestechedules.

2.3.1.3 Other Label Query Mechanisms

Besides the two maifeedbackmechanismg labeling and ordering/scoring data poinfsome authors

have experimented with more innovative approaches of obtaining feedback from Wdess.of these

approaches involve extracting feedback from the users not directly on the function that the system is
attempting to learn, but on intermediat¢ y 2 6t SR3IS 2NJ a TSI ( dzNBaéfanctiorK - G O y
that the system is trying to learn.

For examplejn the (Garden & Dudek, 2003)JF LISNJ RSaAaONAROGSR | 02@0Ss (KS ae.
preferencesnot only by asking the user to provide a numeric rating for movies, buttatsaigh two
other feedback mechanisms

1. Usersare asked tgprovide a numeric ratindgor the applicabilityof one or moredfeatures for
the movie.Users caneither choose from aet of pre-existing features for the movie, or create
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YySg FSIGdNBad 9d3dsr GKS dzaSNJ YI & aLISOATe GKI G
that it has an applicability of 9 on a scale of 1 to 10, where higher numbers imply increased
applicabilty.

2. Usersare also required tgrovide a numeriopinionof that feature in that movie. For instance,
GKS dzaSNJ Yl @& aLlSOATFe GKIFIG KA& 2LAYA2Y 2F GKS -
scaleofp (2 bpX 6KSNB KAIKSNISYddZRASNIARYLI28F YOXKNEI G
movie.

Observe that these twdeedback mechanisms do not directly result in a rating of the movie. Instead
these feedback mechanisms result in creating information about the movie (feahaeare applicable
tothemovie) YR Fo02dzi GKS ddffevdntdeétttes ofitiis roMi&).arhug thibi fgirh 2 v
of feedback can be thought of as creating/influencing intermediate knowledgectaindirectly help

the system improve its movie recommendations.

Similarly (Godbole, Harpale, Sarawagi, & Chakrabarti, 20@4kent an innovative approach to
acquiring featurefeedback from users fatocument classificationUsers can not only label (clusters of)
documents with the category the doments belong to, but also label individusdrms as being
indicative of a document category or ndtabeling keywords is an example of acquiring feedback
through labeling, but the feedback is being sought on features instead of the actual data points whose
labeling the system needs to leamthe documents.Keyword feature based feedback to help text
categorization is also explored ([Raghavan, Madani, & Jones, 2Q08hile (Kumar, Garera, & Rudnicky,
2007) explore keyword based feedback to learn to identify sentences in reports that are important to
include in a summary.

We experiment witheach of these three major feedback typeasking users to provide labels, provide
ordering and provide keywdrbased feedback as described in sectidh

2.3.2 Research Issue 2:How to Choose Data Points for Label Query?

The second research issue in active supervision acquisition is the question of which data pairets/to

labels for.This is a well studied problem in the active learning commumityere typically the focus is

on minimizingthe number ofdata points thaineed to be labeled by the human to reach a specific target

error rate for the learner(Monteleoni & Kaariainen, 2007jor example compare two methods of

choosing data points for label queni label is requested for a datmint if the confidence that the

system has in its predietl label for that data poinis low, orA ¥ G KS RFGF LRAYG Aa Of z
decision marginlf the labelprovided by the humaiR2 S& y 204 YI GOK GKS aeadsSvyQa
the datapoint is used to retrain the hypothesi€Saunier, Midenet, & Grumbach, 2004n the other

hand present asystemthat requests labels foall incoming datapoints, presumably until the system is

well trained. Similar to the mvious paper, etraining is done on data points for which the human

LINE GARSR f10St R2Sa y2d YIFIGOK GKS adaidisSyQa LINBRAO

Most data pointchoosing mechanisms in active learning reseanalketwo assumptions

1. First they assume thahe humanexpectsto help the system improve its performancinat is,
that the human can be depended upon to provide the labels that are sought.
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2. Second, they assunthat the cost to the human to label each data point@anstant The goal is
to minimize thecost © the human for the learner to reach a certain error rate, which translates
to minimizing the number of data points request labels for.

We are interested imemoving the first assumption above: We wishaoctively obtain feedback from

users whose expeation may not be to provide the system with feedback in order to improve its
LISNF2NXYIFyOSd LyadSIFER &adzOK dzia S NBEn chépted5, welprédeiit an ¢ I y
active supervision extraction methaoas follows:Since theuser is unwilling to label data pointsve

propose to query the user for labels in such a way that the queeghanismitself provides the user

with immediate benefit.The intuition here is thatf the query mechanism gives the user immediate
benefit, the user may be willing to interact with the query mechangamd his interaction can result in
feedback with which theystem can be improved.
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3 Proposed Research

3.1 Thesis Satement
The aim of the proposed research program isiewelop approaches thamplicitly extract supervision
from unmotivated human systerusers by providing them with immediate and perceptible benefit.

Our coreassumptionis that the targeted userdiave no motivation t@rovidesupervision to the system

In order to extract feedback from such unmotivated users, we propose mechanisms that are designed to
provideimmediate benefito the users Such benefitnay be unrelated to the benefthat the userwill
eventuallyderivefrom improvemensin(i K S & &eafir®ancthat result fromhis feedback.

There are two ways to extract supervision from system usethrough passive observation, and
through active solicitation of labels on unlabeled data points. Within the realm of active label
solicitation, the key issue is how to choose data points to yuedvels for, such that

(a) The user derivesenougle immediate benefit from the query itselfand remains motivated to
provide feedback, and

(b)¢ KS NBadz GAy3a tFro0StSR RFE{GF LRAyG Oy 06S dzaSR
long term benefit of tle user).

The corecontribution of this thesis ithe proposed approach to choosing data points for active implicit
label query by balancing the immediate and long term benefits to the éseadditional contribution is
the proposed mechanisrof passivesupervisionextraction by designing theysteminterface in such a
gl & GKIFG (K SrazibSeNtieieoiarChé ntdrgfeted as feedback.

3.2 Overview of Approach es
In this thesis, we propose two approaches to extract supervision from users:

1. Passiveapproach: We propose an approach to intelligently design the interface to enable
interpretation of passively observable user actiohke approach is passive because the system
does notchoosewhich unlabeled data points the user will lab&his approachs described in
section3.3.

2. Active approachWe propose an approach to actively extract supervision from users hatio
motivationto provide feedback, bgmbeddingthe label query mechanismvithin a service that
provides the user with immediate valu€his approach is describeusection3.4.

3.3 Passive Supervision Extraction through Interface Design

3.3.1 Proposed General Approach

In this thesis our focus is on the question: How can we design a system interface that eases the
construction of a deterministic algorithm for extracting labeled data frora 2 YS 2 NJ €t 2 7F0
interaction data? The difference between this research question and the question about interpreting
user interactions as feedback (discussed in the previous chapter) is that here we allow ourselves to
design the interface itsglkeeping in mindhe goal of extracting labeled data from the user interactions.
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Before we design such a system, two conditions must be true:

1. There must be a system task that needs to be improved with feedback from the user.

2. The system must be interdee, allowing the user to take actions that are visible to the system.
I dzaSNJ I OlA2y A& aGa@AaArofSeE AT GKS aeadsSy Kl a z
Examples of visible user actions are words that he speaks or types into the systarghta
YAONRLIK2YS 2N I 1Se62FNRE FOlAz2ya GKFG KS G|
through a mouse or a keyboard, etc. User actions that cannot be detected through available
sensors are not visible to the system, and cannot be harnesseféddback. For example, in
some cases detecting which parts of the graphical interface the user is looking at may be a
useful piece of information for feedback extraction, but this information may be unavailable to
the system, unless the system has a suaga®ensor such as an eya& gazetracker.

Given these two conditions, we propose the following steps to design the interface:

1. Identify the kind of labeled data that is needed to improve the system.
2. lIdentify a relationship between a user action and thediion that needs to be learned.
3. Build an interface that takes advantage of this relationship.

To explain these steps through an example, let us see how these steps can be used to explain the design

of the Peekaboom gam@on Ahn, Liu, & Blum, 2006This is a 2 person collaborative game where one
LISNB2Y A& 3IAGSYy |y AYF3AS oale | LAOGA2NE 2F | Rz213
initially shown a blank screen, and the goal of the game is for the secasdrpé guess the word
GR23I¢d ¢KS 3F2Ff 2F GKS FANBRG LISNA2Y Aa (2 KStL) Gl
but his only means of communication with the second person is to incrementally reveal small portions

of the image to him. It isntuitively obvious that to play this game well, typically the first person will

reveal parts of the image that contain the dog. The authors show that a boundingrbomrd the image

of the dog(that is,the smallestbox that contains thentire image of the dogyvithin the full image can

be obtained by aggregating the portions of the image revealed by different pairs of gamers playing the
game with the same image/word pair. The design of this game can be explained through the three steps
identified above, as follows:

1. LRSYyGATe GKS 1AYyR 2F fl10StSR RIGF GKFdG Aa ySSH
this game collects from human actions is bounding boxes around specific objects within images.
Although the authors do not construct amtamatic image segmenter, the data that they collect
can be used to train sucln@mage segmentation algorithm.

2. ldentify a relationship between a user action and the function that needs to be learned: The
relationship between user actions and the boundbux creation is:

a. When asked to show parts of the image that will best help their partners guess what
object is being referred to in the image, game players will click on the part of the image
that contains the specified object.

b. Different players playing ih the same object/image pair will click on slightly different
points of the object, such that all the clicks together will cover the entire object.

18



Observe that both of these two facts need to be true for the labeled data extraction to be
viable. If forexample, gamers can reveal the word to their partners through some other means
(say through a text communication) then a bounding box cannot be extracted. Similarly, if all
game players click on the exact same point in the image, again a bounding box tanno
constructed.

3. Build an interface that takes advantage of this relationship: The authors create -pergon
game as described above. Additionally, to ensure that the two facts above hold, they ensure
that random partners are paired, and that the partaehave no other means of communication
with each other.

Note ofcoursethat for a given interactive system and a given target functibasethree steps do not
guarantee that labeled data can be acquire@ may not always be possible to identify atabie user
action to harness for labeled data acquisitibmthe next section we describe how we apply these steps
to acquire labeled datfrom in-meeting note takindor the task of meeting agenda identification.

3.3.2 Approach Applied to Meeting Agenda Identi fication

We validatethe proposedapproachby applying it tahe task of acquiring supervision to trainreeeting
agenda itenabeling algorithmThe goal of the system task is to automatically identify the agenda item
being discussed all times during the meeting.We acquiresupervision passively by designing an
interface that allows the system toextract feedback in the form of agenda itdabeled meeting
segments from the meetingJI NIi A OA LI y i a4 Q . Wedestgn tihe: iftexfatd by foldwinpa y &
above three steps as follows:

1. Identify the kind of labeled data that is needed to improve the system: In order to perform
automatic agenddtem labeling of meeting segments, we propose a language model based
algorithm (described in more detail in chap) that can betrained on manuallyagenda itera
labeledmeetingsegments Thus, we aim to acquire meeting segments labeled with the agenda
item being discussed during that segment from the labeled data acquisition method.

2. ldentify a relationship between a user action and the function that needs to be leaked:
target meetingLJr NJi A O A Ldakifgl duting niektin@as the user actiorfrom which the
system will passively extract labeled meeting segmenke relationship between the lines of
notes taken by the user, and agenldeled meeting segments rests on the followingotw
observations:

a. Most lines of notes taken in a meeting refer to a particular discussion that occurred
during apatrticularsegment of the meetingand thenotes can be said to belong to the
sameagenda item as the discussion

b. There are strong temporaland textual relationshig between a meeting segment
containing a spoken discussion and tivee of notereferring to that discussianCften,
the line of note occurs a short time after the discussiand contains text that overlaps
significantly with the diagssion.

By leveraginghese two facts, we can sketch the outline of an algorithm for extracting agenda
itemt 6 St SR YSSGAy3 asS3avySyda 7FiraRing adidesSas 6i08si A y 3
Instead of asking the user to directly label meeting segments with agenda items, we aim to get
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users toassociatethe individual lines ohoteswith the agenda item they belong tdNext, by
using the temporablnd textualrelationshigs between lines of note and meeting segments, we
identify the meeting segment that the note refers to. Finally we propagate Hgenda item
label on the note (as provided by the meeting participant) to the automatically identified
meeting segmentthus resulting in an agendtem labeled meeting segment.

3. Build an interface that takes advantage of this relationshife build SmartNote¢Banerjee &
Rudnicky, Segmenting Meetings into Agenda Items by Extracting Implicit Supervision from
Human NoteTaking 2007)¢ a note taking interface thaprovides themeeting participantwith
the ability to announce the agenda at the beginning of the meeting, and then take notes for
each agenda item ik 1 & RS&AIYIF GSR alF3SyRI AGSY infe2iS o021
stamps with the notes and the recorded speech, and extracts agendalatested meeting
segments as described above.

Thecompletedexperimentsand further proposedresearchare described imore detail inchapter4.

3.3.3 Expected Technical Contribution

The expected technical contribution of this aspect of the proposed research pragthmapproach to
automatically improving topic labeling of meetingsdbgh passive supervision extraction from meeting
participants.

3.4 Active Supervision Extraction by Providing Immediate Value to Users

3.4.1 Research Goal

Qur goal is to perform active feedback extraction from users whose primary motivatian is provide
feedback to improve the system, but to simply use the system to perform their own tasks. Specifically,
we assume that such users will not provide feedback if the system simply queries for a data label.
Instead, we propose to extract feedback from such users royiging them with immediate benefit
through the label query mechanisithat is, we will design the label query mechanism to have dual roles

¢ not only will it collect feedback from the user in order to improve the system, but it will also provide a
servie to the user, and provide him with immediate benefit every time a data label is requested from
the user. By providing the user with immediate benefit, the user will be likely to interact with the label
request, and thus indirectly provide feedback to #estem through his response.

Thus, each label query has two aspects:

a) The immediate benefit the query mechanism can provide to the user through that query.
b) The benefit the label will provide to the learner.

Depending on the label query mechanism, the @eg of benefit provided to the user and to the learner
may vary for each query. ldeally the degree to which the user is benefited from a query is proportional
to the degree to which the learner is benefited, that is, queries that give the user benefigiais the
learner a large benefitf this is the case, thean adequate algorithm for choosing data points for label
guery is to simply maximize learner benefitis possiblethough that for a given systenthe immediate
userbenefit from a queryin inverselyproportionalto the learner benefit of acquiring the labeled data
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point. Data points from which the user is likely to benefit may be ones where the system is confident
FYR Aa dzyftA1Ste (G2 3IIFAy YdzOK FNRY pdnt Hr wizahSien a NI &
learner is less confident are likely the ones that will give the most benefit to the learner. However, if the
learner is wrong, then the user may not benefit much. In fact, it is likely that data points that the learner
may get the mest benefit from, are ones that actualostthe user instead of providing any benefit.
(From this point on, we refer to user costs as negative user benefits). Since queries can result in positive
or negative usebenefits, maximizing the benefit to theser is no longer trivially achieved by minimizing

the number of data points the user needs to label, as is done in the active learning community. Nor can
we simply maximize the shoetérm benefit to the user if it comes at the cost of no benefit to the
learner. Our goal is to strike a balance between the uard the learneibenefit. In the next sectionve
propose a general approadhr choosing data points for label query by taking into account the benefit

to the learner and the benefit to the user. Bypdicitly taking both factors into consideration, this
approachcan handle anyelationship between the benefit to the user and the benefit to the learner.

3.4.2 Proposed General Framework

Our goal is to make the decision whether to query the user for a labal data point. We assume that
GKS aeadSy A& thatysSat any given2pdifit bfyfife, the system has access to a small
number of data points that become available sequentially, and it has a short window of opportunity to
request labels for edcdata point. Once the window of opportunity expires for a data point, the system
cannot request a label for that data point any more. Given this setting, the goal of the system is to
decide which, if any, of the currently available data points it shouktya label for from the user.

As described above, intuitively we wish to make this decision by striking a balance between the benefit

the learner will derive if this data point were labeled, and the benefit the query will provide the user.
However, ratker than directly striking a balance between these two quantities, we instead choose to
maximize a linear combination of the learner benefit and the likelihood that the user will provide
feedback to the system when he receives this query. We model thikhtkel because it directly

captures the value we wish to maximigeahe likelihood of getting feedback. While this likelihood will
certainly depend upon the benefit the query provides the user, it can also take into account other
factors that influence t8 dzA SNR& RSOA&AA2Yy (2zaddDNR OARS (1§ KSSRMISOL
O23yAlGAGS 2R K2g f2y3 |32 KS g1 & ljdSNASRI | YK
feedback. All things being equal, different users may have different inclhsatm provide feedback or

not due to different factors i KS dza SNDa (y2¢f SRIST GKS dzaSNDa oAf
etc. (In chapter 5 we present a few preliminamsults that showanalyses of differentates offeedback

giving by different wsersin our application)2 S LINR L2 aS G2 € SFNYy GKA& LI NI,
providing feedback, given the query and other relevant features. Note that this likelihood is learnable

from the end user because it is trivialbpservable.Given anew use, the system can start with a
conservative general likelihood of receiving feedback, and then adapt to the particular user as it
20a4SNPSa (GKS dzZaSNRa NBalLkRyasSa G2 fFoSt [jdSNASa®

Thus, given a data point, the system decides whether it should request laf¢tebeor not by modeling
the following properties of the data point:
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1. The benefit the learner is likely to derive if this data point was labeled.
2. The likelihood that the user will respond, if a label is queried for this data point.

The first propertyc the benefit the learner is likely to derive if this data point was labelelépends on
the learning algorithm the system uses to train on the data points, and is a well studied problem in the
active learning community.

The second property, the likelihoal that the user will respond to the querywill, in turn depend on
the various factors, such as:

1. The benefit that the user is likely to derive from this query.
2. ¢KS dzaSNNR& OdNNByid F20dza 2F |iGSyliAazyo
3. The number of data points on which he has proviflstiback in the recent past.

20K GKS o0SYSTAG GKIFIG GKS dzaSNJ Aa tA1Ste G2 RSNRO
be modeled ira domainspecific manner. In additionlepending on the domaimther factors may also

be relevant to modethis property. We describe how we model these properties indamainin the

next section.

Thus our proposed framework for deciding whether to query the label of a data point istag@
process:

1. First the system models the likelihood that the useld wéspond to a query made on the data
point. Through this modeling process the system ig#rn (and track) user specific levels of
willingness to provide feedback given a variety of features (benefit to @sems of attention
etc).

2. Nextthesystem 6o Ay Sa (GKAa fA|1StEAK22R G6AGK Fy SadGAYI(
provides the learner, to create a singfedzY 6 SNJ & @I f dzS¢ By threshdid®g oR I G | LJ?
this, the system will decide whether or not to query the label for the data point.

We providea specificimplementation of this framework for the task of learning how to identify
important spoken phrases in the meeting. This implementation and the associated proposed
experiments are described next.

3.4.3 Approach Applied to Improving Meeting S ummarization

We validate the proposed framework by applying it to the task of identifyingntiteworthy utterances

in a meeting in order to perform meeting summarization. We briefly describe each of the modeling
choices we make in order to apply the framework to this task.

~

The system task¢ K S & &ultima$e Yaskis to perform meeting summarization. Towds this end, it

must learn toidentify important utterances. We define an utterance as being important if the

LI NHAOALI yiG o0StAS@Sa GKFG Ad &aKz2dZ R 0SS AyOf dzRSR
utterancesl & 0 SAYy3 ay2iS¢ 7 RINKWE appiyNhedpsofosed fyatnéwdrk to get

labeled data from meeting participants to improve at this classification task.
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What constitutes a data point and its labeln thistasE S| OK dzi G SN} yOS Ay (KS Y
and its label is et S NGteworthyé 2 Ndotewoghyt ®

Label query mechanismiVe makethe assumptiorthat sentences that are important or unimportant

for inclusion in a meeting summary are also important or unimportant for inclusion in notes. With this
assumption, weembed the label query mechaniswithin a service that helps meeting participants take

notes by extracting and suggesting important phrases to include in the notes. Specifically, the system
OK22aSa |y dzii Snolewodr§ye (k2 noigassiiiye fliler@Bdperforms the query

by suggesting the phrase to the user for inclusion in his notes. If the user accepts the suggestion, the

dzii G SNI yOS A a | aadaoeworth§g2s KIyeRS AGTK SkdiewoiRBs @ Gt € 5 dzl 8 QL
immediate benefit isn the form of time saved typing the notes.

Modeling learner benefit: We implement the extractive meeting summarization system described in
(Murray, Renals, & Carletta, 2005)his is a supervised machine learning algorithm that learns to
distinguish important utterances from unimportant ones from labeled data. We choose Support Vector
Machines as the algorithm for performing the classification. This choice enables us tatestima
learner benefit of a data point by computing the proximity of the data point to the support vectors, as
described ifMonteleoni & Kaariainen, 2007)

Modeling likelihood of user responding to querye mockl the likelhood of the user responding to
the query by modeling the various factors prescribed by the framework, as follows:

1. Benefit to the userWe model the benefit the user is likely to derive from the suggested phrases
by estimating the amount of typing time tean save by accepting the suggested phrase, minus
the time cost of reading the suggestion(s). S 02 YLJzi S GKS dzaSNDa y 2 NI
observing the notes that he types, and use this speed and the length of the suggested phrase to
compute the time begfit of accepting the suggestion. We also use the length of the phrase to
compute the reading time cost. We weigh this benefit with the degree of importance of the
suggested phrase, as predicted by the SVM importdtgrance classifier. By doing this
weighting, we can predict negative userSy STFA G AT GKS adzZaA3SaGSR LIKNI
A Y L2 NI Iy G € (This procésk iS dededb8dNdbmore detadention5).

2. ! & Sidnsiof attentioy 2 S Y 2 RS f focus fofSattedrdrdyNaddunting the éngth of
speech that he has uttered in an immediately preceding (short) window of time. This measure is
intended to capture the degree to which the user is involved in the current discussion, and is an
F LILINBEAYFGAZ2Y 2F GKS dzaASNRE O023ayAGAQS 21 RO

3. Recent hitory of acceptances and rejections: We also include the recent history of acceptances
and rejectiondo estimate the likelihood that he willrovide feedback for this utterance

We combine these two aspects (with the time since the last query), and teamredict the likelihood of

the user responding to queries using logistic regression. Finally, we compute a linear combination of the
estimated likelihood of the user responding (as output by the learned logistic regression function) and
the estimated leaner benefit, and then perform the query if it is greater than a threshold. We
empirically establish the weights of the linear combination and the threshold througlabin
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