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ABSTRACT 
Congruence, the state in which a software development organiza-
tion harbors sufficient coordination capabilities to meet the coor-
dination demands of the technical products under development, is 
increasingly recognized as critically important to the performance 
of an organization. To date, it has been shown that a variety of 
states of incongruence may exist in an organization, with possibly 
serious negative effects on product quality, development progress, 
cost, and so on. Exactly how to achieve congruence, or knowing 
what steps to take to achieve congruence, is less understood. In 
this paper, we introduce a series of key challenges that we believe 
must be comprehensively addressed in order for congruence re-
search to result in well-understood approaches, tactics, and tools – 
so these can be infused in the day-to-day practices of develop-
ment organizations to improve their coordination capabilities with 
better aligned social and technical structures. 
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1. INTRODUCTION 
Any software development project has its mismatches between 
the actual actions people take to coordinate their efforts and the 
optimal actions they should be undertaking to have a maximally 
effective collaborative experience. While these mismatches stem 
from choices that individuals make, these choices are to a large 
extent constrained and influenced by the context in which the 
individuals make these choices. The nature of this context is both 
social (e.g., organizational processes, team structures, conven-
tions) as well as technical (e.g., artifacts that are produced, tools 
used for their production, and interdependencies among artifacts). 
A key question that arises, then, is how an organization can best 
align their social and technical structures so that “optimal coordi-
nation actions” can take place, in other words, how can the or-
ganization achieve a congruent state in which individuals make 
the right coordination choices that lead to an overall effective and 
efficient coordination effort? 
This paper addresses this question, particularly raising considera-
tions regarding the key research and practical challenges that arise 
when studying and working with the concept of congruence. The 
paper deliberately does not attempt to provide answers, in order to 

provide a clean slate of issues that we hope can serve as an unbi-
ased and comprehensive research agenda for the broader field. 
We first, in Section 2, consider congruence itself, outlining some 
properties that notably influence our collective ability to study 
and work with the concept of congruence. The next three sections 
raise and discuss issues and challenges that arise when attempting 
to measure, understand, and achieve social-technical congruence, 
respectively. We conclude the paper with a summary of our main 
points. 

2. WHAT IS CONGRUENCE? 
Congruence refers to a state in which an organization has suffi-
ciently aligned their coordination capabilities to meet the coordi-
nation demands of the technical products under its development 
[1]. In interpreting this definition, a number of properties of con-
gruence stand out. 

Congruence represents a state.  This state represents a fit between 
the coordination requirements that are put forth by a given devel-
opment situation and the actual coordination actions that are ulti-
mately afforded by the current organizational structures. This 
state captures a particular moment in time, with the actions and 
needs constrained by the social and technical context at that exact 
time. 

Congruence is descriptive.  An organization may have put all the 
right structures in place, but, in the end, the individuals that actu-
ally perform the work cannot be forced to make optimal deci-
sions. For instance, even though tools can be and indeed are being 
constructed that suggest particular “good” actions to take next, 
these tools cannot predict all of the consequences of these actions. 
Even if these steps are taken, they may therefore not lead to the 
“next optimal state of congruence”. Congruence, then, is only 
descriptive of a certain state in which an organization finds itself 
at some moment in time.  

Congruence is dynamic.  With the passing of time, and the actions 
of individuals during that time, the social and technical structures 
that define the context of work change. New code dependencies 
arise in the software, existing dependencies may change, and 
social structures such as team membership evolve. Each of these, 
in fact, can change rapidly and suddenly. A congruent state in 
which an organization may find itself at one point in time may 
therefore no longer be congruent at a later time, and vice versa.   



Congruence is multi-dimensional.  Congruence is not only a mat-
ter of which developer(s) should talk to which other developer(s) 
because of currently existing task dependencies. Certainly, this is 
an important part of congruence, but numerous additional dimen-
sions exist. Expertise, additional stakeholders, implicit communi-
cation through comments left in code or tools, and work patterns, 
to name a few, all play an equally important role in congruence. 
There are as many dimensions to congruence as there are ways to 
coordinate work. 

Congruence can be defined at multiple levels.  While ultimately it 
is the choices of individuals and teams that influence the degree 
of congruence an organization exhibits, the level at which one 
would like to optimize congruence is fundamentally that of the 
organization. Nevertheless, the degree to which an organization is 
congruent is likely to depend on how individuals and teams are 
congruent. It is therefore necessary to treat congruence at multiple 
levels, from individuals, subteams, and teams all the way up to 
the entire organization. 

Congruence involves tradeoffs.  It is surely possible for an organi-
zation to achieve congruence in one dimension or at one particu-
lar level, and it is probably useful for it to strive for that. On the 
other hand, being congruent in one dimension or at one level may 
by definition lead to incongruence in another dimension or level. 
For instance, individuals and teams may have to work in patterns 
that are sub-optimal to them, but contribute to a global optimum 
at the organizational level. Congruence, thus, has to concurrently 
address all possible dimensions and the tradeoffs among them. 

3. MEASURING CONGRUENCE 
A necessary step towards addressing congruence involves meas-
uring congruence. What factors must be looked at to begin build-
ing an understanding of congruence, or, alternatively put, what 
information must be collected to reliably be able to answer 
whether or to what extent an organization is congruent? A deriva-
tive question, of course, is how this information can be collected? 
Fundamentally, this reduces to understanding what the current set 
of coordination affordances is and what the current set of coordi-
nation needs is. Both sides of this comparison may be quite com-
plex, multiply determined and dynamic in nature, consequently 
detection and measurement is challenging. This presents research 
questions for empirical studies of congruence and its effects, as 
well as pragmatic questions for building tools that make practical 
use of measurement of, and computations on, congruence. Coor-
dination requirements, for example, may arise equally so from 
interactions of features at the requirements level, from dependen-
cies among components and their interfaces at the architecture 
and design levels, and from functional, data, and semantic de-
pendencies at the code level. Coordination capabilities, by the 
same token, may arise from position in the organization (e.g., 
same team), geographic location, shared external representations, 
communication in various forms, shared mental models, and 
probably many other sources as well. These factors may be mod-
erated by project state as well, including such things as time pres-
sure, team size, communication barriers, and domain knowledge. 
To make a more informed and probably more useful assessment 
of an organization’s state of congruence, it generally may be 
needed to not just look at a single state at a given moment in time, 
but to also examine historical trends. Trends can shed light on 
how an organization’s requirements and affordances have been in 

congruence (or not; or partially), to what degree, and whether its 
state of congruence has improved or deteriorated over time. Im-
proving an organization’s state of congruence is a process, and 
such a process requires time as well as careful monitoring, meas-
uring, and interpreting of coordination information over time to 
ensure progress is as desired.  
A broad variety of information may be useful: 

• Team structures (but one should be aware that individuals 
are generally part of multiple teams, team structures change 
frequently, etc.); 

• Communication that takes place directly from person to per-
son or team to team, including instant messages, e-mails, and 
ideally also any voice conversations – though this may prove 
to be impossible; 

• Communication that takes place indirectly through tools, i.e., 
messages left for one another, bug reports that contain direc-
tives, work items, etc.; 

• Processes and any standard work practices that may be pre-
scribed. These provide a context and mechanism for coordi-
nation, but fail to capture and may actually hinder the infor-
mal coordination actions that take place; 

• Actual coordination actions that people take with tools, i.e., 
checking in and checking out artifacts, opening a bug report, 
changing its status, etc. Both prescribed processes and actual 
processes followed must be collected to understand congru-
ence; 

• Tacit knowledge that individuals possess regarding the cur-
rent state of the product(s) under development, processes, 
team structures, and so on. While difficult to assess, the ac-
tual understandings that individuals have of the current con-
text critically influence their actions; 

• Technical artifacts, particularly such aspects as overall code 
structure, dependencies among code elements of various na-
tures and granularities, authorship, etc.; 

• Locality of people and artifacts, as well as any movement in 
locality; 

• Task assignments that are made over time, together with pri-
orities, task dependencies, deadlines, etc.; 

• Changes to work procedures, patterns, and processes. Such 
changes may indicate problems that arose with respect to co-
ordination and product development. They, in turn, of course 
could  also lead to future such problems. 

Many other kinds of information may be relevant, depending on 
the dimensions of congruence in which one is interested. It should 
also be observed that frequently there exists auxiliary information 
that is of a more subtle nature yet also is relevant. For instance, if 
a developer started on a code change, but abandoned it after not-
ing a conflict with other work in progress, this is critical informa-
tion to capture.  
We do not necessarily partition the above in information pertain-
ing to “coordination needs” and information pertaining to “coor-
dination actions”. Much information in reality evidences both of 
these, perhaps even at the same time (e.g., a code modification 
can represent a means to resolve one coordination need while 



creating other needs, filing a bug report represents both an explicit 
coordination action as well as a need to be addressed). 
Not all of the information needed to measure congruence is ex-
plicitly kept. Measuring congruence, then, requires extraction and 
computation over existing types of data, as well as (likely) addi-
tional instrumentation of software development practices. Acquir-
ing data for measurement can take several forms: 

• Mining software repositories.  This is a standard approach to: 
(a) obtain historical data that is explicitly stored, and (b) re-
construct information that is not explicitly kept but may be 
appropriately derived. Determining who is a likely expert on 
a certain piece of code is a canonical example of the latter. A 
major caveat exists with this approach, however. These re-
constructions, by virtue of looking at a past of incomplete in-
formation, can be difficult to make accurate. One always will 
have to complement automatic reconstruction with methods 
to validate whether the interpretations are correct, and re-
main so over time. 

• Instrumentation.  This approach adds monitors and extra data 
capture devices to the software development process, for in-
stance to capture more detailed data on how developers in-
teract with their immediate environment. This approach can 
work well for some kinds of information, but unfortunately is 
not suited for all. It is unlikely, for instance, that one could 
ever capture all communication that takes place between de-
velopers; a significant portion will always be lost, regardless 
of how much instrumentation is put in place. 

• Surveys, interviews, observation, etc.  This approach relies 
on manual, labor-intensive methods to collect more subjec-
tive and detailed information such as attitudes, opinions, and 
rich descriptions. While tedious to perform, this method has 
the benefit of being able to access information otherwise not 
available. It is particularly important to understand a broader 
context than what is evidenced in artifacts and actions alone, 
and as such provides an important balance with respect to the 
automated methods. As with the automated methods, though, 
care must be taken in how data is collected and interpreted. 

The points we have made thus far consider obtaining information, 
but in measuring congruence, a second and equally difficult chal-
lenge arises in how to assimilate the raw information that is col-
lected into useful metrics that indicate a degree of congruence for 
a given situation. This touches upon the area of metrics: how to 
turn the potentially vast streams of highly varied information into 
useful measures of the exact properties of congruence one wants 
to study? The necessity of always having to make tradeoffs in the 
presence of highly dynamic factors strongly influence this issue. 
Multiple forms of dependencies must generally be addressed in a 
single or small set of measures, which is compounded by the fact 
that coordination in and of itself is difficult to quantify as it is. 
Carefully defining the level of congruence to be studied and iden-
tifying the associated dimensions that play a role will help guide 
towards potential metrics that may be useful, but the actual articu-
lation of such metrics remains a serious challenge – particularly in 
light of the dynamic nature of congruence. 
Overall, the primary objectives underlying a research agenda into 
measuring congruence can be summarized as follows: 

• Knowing what information to collect, particularly in light of 
the need to understand the broader context. 

• Finding the best approach to collecting this information, di-
rectly if possible, indirectly if needed. 

• Understanding appropriate ways of computing congruence 
measures from available data. 

4. UNDERSTANDING CONGRUENCE 
Two fundamental tasks are involved in understanding congruence.  
One is the scientific task of determining the effects of congruence, 
while the other is understanding how to detect particular states of 
congruence (or incongruence) and provide appropriate advice, 
practices, or tool assistance.   
Science of congruence.  Understanding the effects of congruence 
is a complex task, since there are many ways that coordination 
needs can be measured, many ways that coordination capabilities 
can be measured, and many ways congruence can be computed.  
Finally, there are many different effects of congruence that one 
might be interested in, beyond the traditional bottom-line impacts 
on quality, effort, and development time.   
In addition to these basic questions about congruence and its ef-
fects, there are important questions about tradeoffs. If teams have 
worked together extensively in the past, can the resultant “shared 
mental model” permit them to reduce their need for communica-
tion, or other coordination activities such as daily builds and code 
inspections? 
There may also be environmental factors – attributes of the or-
ganization, the product, or the tools – that will hinder or facilitate 
coordination. For example, if a design is novel and uncertain, 
hence likely to change, the coordination problem seems likely to 
be much more difficult. If there are very stringent performance 
requirements leading to the need for a highly optimized design 
and implementation, the coordination needs are again likely to 
increase.  
Finally, we need theories of congruence in order to drive the re-
search and allow us to make sense of the full set of results. With-
out theory to tie them together, results of particular investigations 
remain just data points. Theory provides the larger pattern into 
which they fit, and which explains why the results turned out as 
they did. This is especially important to separate incidental obser-
vations and influences from core “truths”. Highly differing and 
oft unique external factors may dominate general trends and per-
haps more actionable factors. As a research community, we must 
find ways in which to carefully calibrate our studies, so that the 
results can be placed in their appropriate context for comparison 
to one another. 
Using congruence to improve project performance. In order to 
make use of the findings, there must be ways of recognizing par-
ticular states of congruence and taking appropriate action. This is 
quite a different challenge from measurement for scientific pur-
poses, since there are real-time constraints on when the data and 
computational results must be available to be useful. Another 
issue is how to intuitively visualize (in)congruence so that it is 
useful for the manager or the developer and fluidly helps them in 
their day-to-day practices. Finally, there is the additional chal-
lenge of understanding what particular actions make sense in 
particular situations. The scientific results describe relations 
among things that happen in general, but many forces are at work 
in concrete situations. One must resolve the problem of how to 
give useful concrete advice in complex, dynamic contexts. 



Throughout, a number of factors complicate the work – whether 
the work is scientific in nature or has the practical aim of improv-
ing an organization’s ability to effectively coordinate. 
First is the issue of side effects. By making progress into achiev-
ing congruence in one dimension, there often exist secondary and 
undesired side effects. An excellent example is provided by Ye, 
Yamamoto, and Nakakoji, who observe that providing support for 
finding experts on certain pieces of code may lead to the undesir-
able effect of the same expert being bogged down with question 
after question [2]. Their solution addresses this issue by spreading 
out the cognitive load of answering questions. Another such ex-
ample would be a policy that preferentially constructs teams from 
individuals that have worked together in the past in order to take 
advantage of shared mental models. While this might assist coor-
dination in the short run, it might eventually reduce flexibility by 
limiting the kinds of technical and domain knowledge individuals 
acquire, with potentially very serious negative long-term effects. 
As research into congruence progresses, undoubtedly, many more 
examples of side effects will be discovered. 
This point closely relates to the multiple levels at which congru-
ence may be studied. Exactly how congruence at the level of an 
individual influences congruence at the level of the team or even 
the entire organization is an open research question. 
Second is the challenge that comes from the advent of new tech-
nology, the facing of new situations, and organizational changes. 
What may be considered acceptably congruent today may not be 
acceptable tomorrow. An example is configuration management, 
the use of which provided for a long time what many considered a 
close-to-optimal solution [3, 4]. By leveraging workspaces, more 
work is coordinated through the use of formalized reconciliation 
points (i.e., check-ins and merges of parallel changes). Any con-
flicts that arise are considered a necessary cost to achieving more 
parallel work [5]. With the advent of workspace awareness tools, 
which break traditional workspace isolation by notifying develop-
ers of relevant parallel work (i.e., parallel work that may lead to 
future conflicts), a “higher level” of congruence can be achieved, 
outdating traditional configuration management solutions. This is 
just one technological example of a new context in which congru-
ence is to be achieved, but many examples of sometimes drastic 
changes in context exist that influence the state of congruence of 
an organization in many different ways. 
A final complicating factor is that any advance in our ability to 
understand congruence is going to depend on the ways in which 
we can investigate the situations that present themselves. Metrics 
certainly are a critical component of building such an understand-
ing, but to understand complex situations we will also need inno-
vative visualizations that help summarize potentially vast amounts 
of information and distill that information back to critical pat-
terns. The traditional visualization in this regard has been the 
social-network graph, but already some evidence exists that con-
gruence between social and technical factors is better presented in 
other forms, for instance in a grid that enables detection of con-
gruence of individuals and teams with respect to a given compo-
nentized code base [6]. Beyond metrics, thus, we expect signifi-
cant future work in the area of congruence to focus on finding and 
designing novel visualizations that help both researchers and 
practitioners in properly diagnosing and recognizing situations of 
(in)congruence. 

We hypothesize too that several canonical “styles” of congruence 
may emerge. In previous work [7], we identified several layers of 
coordination maturity, each layer defining an incrementally pow-
erful coordination paradigm that defines how organizations prin-
cipally operate at that layer. We believe that congruent forms of 
optimal coordination strategies will emerge for each coordination 
paradigm, forms that are necessarily limited by the organizational 
and social structures imposed by each type of paradigm. Ideally, 
each of the resulting “styles” contains a number of standard pat-
terns that characterize how an organization in this style effec-
tively operates when it is in a congruent state, and other patterns 
that will be indicative of it not being in a congruent state. 
As a final caveat, we observe once more the fundamentally organ-
izational nature of congruence. Much initial research has and will 
continue to take place in the context of a single product – its ver-
sioning and bug tracking archive, its team(s), and its overall coor-
dination strategies and state of affairs. Most organizations develop 
multiple products, and its people will be part of multiple teams 
across those products. Care, thus, must be taken to understand the 
limitations that are set forth when studying a single product or 
team. Such studies must be accompanied with a careful analysis 
of how its lessons may or may not be general (i.e., a careful ar-
ticulation of the relevant threads to the validity). 
Overall, the research agenda for understanding congruence can be 
summarized as follows: 

• Building appropriate theories of congruence. 

• Relating congruence as it exists at multiple levels, from indi-
vidual developer up to the entire organization, or even across 
multiple organizations. 

• Understanding paradigms of congruence, i.e., how sets of 
practices fit together to comprise coordination solutions with 
characteristic styles or flavors.  

• Understanding the effects, and side effects, of practical in-
terventions aimed at achieving congruence. 

• Designing metrics and visualizations that help in understand-
ing given situations. 

5. ACHIEVING CONGRUENCE 
Upon being in a state of incongruence, there are two basic strate-
gies for working towards achieving congruence: lowering demand 
for coordination, and increasing coordination capacity. Lowering 
demand might involve approaches such as restructuring the code 
at hand to have fewer dependencies between parts of the product 
where coordination capacity between responsible parties is low, to 
provide training to the entire team on certain otherwise unfamiliar 
aspects of the product so that expertise is spread more evenly, or 
performing more upfront work to ensure interfaces and require-
ments are fully worked out and stable. Similarly, increasing coor-
dination capacity can involve a wide variety of approaches, as in 
buying or building new tools for communication, coordination, or 
awareness, providing training on culture and communication, or 
providing shared displays of up-to-date project information. 
We note that lowering demand or increasing capacity are not 
necessarily independent of one another. Consider an increased 
focus on requirements gathering and up-front design activity. 
While it may lead to lower coordination needs during the coding 
phase in terms of coder-to-coder coordination, it at the same time 



may lead to an increase in coordination needs in terms of coder-
to-designer coordination. We must thus be careful to look at all 
the tradeoffs of these kinds of solutions – congruence is multi-
dimensional. 
In addition to looking at whether strategies lower demand for 
coordination or increase coordination capacity, we can also break 
down strategies as social versus technical. Some of the strategies 
mentioned in the previous paragraphs are distinctly social in na-
ture, involving adjustments in what one would call the “people 
factors” that create an important part of the organizational context 
in which coordination will take place. Restructuring teams, pro-
viding training, instilling modern processes, team building activi-
ties, and establishing a more (or less) frequent meeting schedule 
are examples of social strategies.  
Technical strategies fall into two categories: (1) reducing coordi-
nation needs, typically by reducing dependencies in the code, and 
(2) using tools that better support the coordination processes that 
are needed. Minimizing dependencies is certainly a goal through-
out the design and implementation of a software system, but it is 
generally a difficult proposition to restructure code to have fewer 
dependencies on a regular basis (refactoring notwithstanding, for 
the purpose of maintaining congruence, drastic restructurings may 
need to take place regularly). Tools that better support coordina-
tion, thus, seem to have gotten more attention to date and play a 
major role in establishing a portfolio of techniques in an organiza-
tion [8, 9]. 
An interesting point with respect to tool development is that most 
tools are constructed to respond to problems with previous tools; 
that is, new tools will optimize some needs, but necessarily lead 
to other needs that are met in less than ideal ways. Interruption 
management tools, for instance, emerged in response to the crea-
tion of tools that helped people communicate in a more instant 
and direct manner (particularly IM). We consider the incremental 
layering of new tools on previous tools a sign of progress and 
deeper understandings of the nature of congruence. 
At times, though, it will be necessary to take a step back and un-
derstand whether the assumptions underneath certain coordination 
tools still hold. Configuration management is an excellent exam-
ple in this regard. At this moment in time, it is still considered one 
of the essential tools (and it may be so for a long time). On the 
other hand, we have some informal accounts of the use of screen-
sharing software to see each other’s workspaces and coding ac-
tivities, which seems to indicate that there are work practices that 
do not mesh well with the insulation provided by workspaces. 
Similarly, the ready adoption by the students in our project 
classes of Google Docs as a bug tracking tool or even for coding 
(despite the availability of state-of-the-art tools as alternatives to 
use) seems to also show a preference that is shifting towards very 
open development practices. The exact forces at work are subject 
to further study; we simply want to point out here that not all 
improvements will be incremental in nature but some will gener-
ate rather radical breaks with established practices. 
Overall, then, we summarize the research agenda for achieving 
congruence as: 

• Understanding what strategies are available. 

• Knowing how each strategy influences congruence along the 
various dimensions and levels – positively and negatively. 

• Understanding the cost of each strategy. 

• How to build and maintain portfolios of strategies to be ap-
plied – and keep those current. 

• Performing all of these in the face of coordination capabili-
ties and requirements that are highly volatile, resulting in a 
need for mechanisms that can effectively provide and main-
tain up-to-date information upon which to make decisions. 

6. CONCLUSIONS 
In this paper, we have provided an overview of what we believe 
are some key challenges that must be comprehensively addressed 
in order for congruence research to result in theories, approaches, 
tactics, and tools that can be repeatedly and reliably inserted in 
today’s development practices. We particularly have discussed a 
broad variety of issues with respect to measuring, understanding, 
and achieving congruence. Naturally, these are all related and one 
cannot and should not treat these issues in isolation.  
We have deliberately included a broad definition and discussion 
of congruence to take into consideration the fact that coordination 
is essentially everywhere. Whenever there is a need for coordina-
tion, congruence captures how well the organizational and col-
laborative arrangements among people are capable of satisfying 
these needs. Congruence attempts to place measures, understand-
ings, and actions onto the degree of match between need and ca-
pability. 
A particular theme running throughout the entire paper concerns 
the fundamental nature of congruence. The fact that it represents a 
state, is descriptive only, is both dynamic and multi-dimensional, 
involves tradeoffs, and can be defined at multiple levels directly 
influences all aspects of the discussion we have had. It is these 
characteristics that make the research agenda that we have laid 
out one that is quite ambitious. To make progress, the community 
will need to make numerous small steps, bring results together, 
repeat and extend studies, address individual aspects of congru-
ence one by one before attempting to combine multiple aspects, 
and slowly but surely build towards a common core of knowl-
edge. We hope this paper helps in outlining some possible direc-
tions along which this knowledge should be built. 
We wish to add a final word on education. Congruence, in many 
ways, is a fundamental concern in software engineering – it un-
derlies many of the words of wisdom we preach in our courses, 
from the very introductory course on software engineering to 
advanced capstone courses involving real-world customers or 
students engaging in open source or distributed projects. Bringing 
the lessons learned in the research on congruence into the class-
room, particularly the studies that highlight the problems that 
arise when coordination is incongruent and the potential ap-
proaches to overcoming these problems, stand to enhance the 
preparedness of our students significantly. 
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