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Abstract

In numerous real world applications, from sensor networks to patient monitoring to intel-
ligent buildings, probabilistic inference is necessary to make conclusions about the system in
question in the face of uncertainty. The key problem in all those settings is to compute the
probability distribution over some random variables of interest (the query) given the known
values of other random variables (the evidence). Probabilistic graphical models (PGMs) have
become the approach of choice for representing and reasoning with probability distributions.
This thesis proposes algorithms for learning probabilistic graphical models and approximate
inference in PGMs that aim to improve the quality of answering the queries by exploiting
the information about the query variables and the evidence assignment more fully than the
existing approaches.

The contributions of this thesis fall into three categories. First, we propose a polynomial
time algorithm for learning the structure of graphical models that guarantees both the approx-
imation quality of the resulting model and the fact that the resulting model admits efficient
exact inference. Ours is the first efficient algorithm to provide this type of guarantees. A
key theoretical insight of our approach is a tractable upper bound on the mutual information
of arbitrarily large sets of random variables that yields exponential speedups over the exact
computation.

Second, we propose several algorithms that exploit the information available at test time
about the query variables and the evidence assignment to focus the existing approximate
inference approaches on the query, and to only reason about nuisance variables to the extent
necessary for computing the conditional distribution over the query. In particular, we propose
an efficient algorithm for simplifying the original model while preserving the conditional
distribution over the query to the extent possible. Based on the same theoretical analysis,
we also propose a modification to the family of residual loopy belief propagation algorithms
that allows one to focus the inference on the query and away from the nuisance variables in a
principled way.

Finally, we observe that the standard approach of learning a single densely connected
probabilistic graphical model and running approximate inference at test time results in com-
pounding approximation errors both during learning and during inference. Instead, we pro-
pose a framework for learning the structure and parameters of query-specific tractable models
at test time and running exact inference. The advantage of our approach is that the approxima-
tions are only needed during learning. Although in general the query variables may have com-
plex dependencies that no tractable model can capture well, given the particular evidence as-
signment many general dependencies may not manifest themselves, and a well-approximating
tractable model may exist. Therefore, by learning a separate tractable query-specific model
for every test point, our approach has potential to take advantage of the existing algorithms for
exact inference, and at the same time to avoid the representational constraints of committing
to the same fixed tractable model for all evidence assignments.
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Chapter 1

Introduction

In numerous real world applications, from sensor networks to patient monitoring to intelligent buildings,
probabilistic inference is necessary to make conclusions about the system in question in face of uncer-
tainty. Probabilistic graphical models have become the approach of choice for representing and reason-
ing with probability distributions. This thesis contributes algorithms for learning probabilistic graphical
models from data and focusing both model learning and inference to better answer user queries. Before
discussing our contributions in more detail, we review some of the motivating applications.

Sensor networks. To maintain optimal conditions, such as temperature or lighting, in a building, it is
necessary to know the current conditions in the first place. Similarly, to reduce traffic congestion via in-
telligent traffic light control, it is necessary to know how loaded the roads are. In both cases, and in many
other applications, the necessary parameters can be measured by a network of deployed sensors [Desh-
pande et al., 2004, Krause and Guestrin, 2005, Leskovec et al., 2007]. Often, the sensors are costly,
make noisy observations and are prone to failure. It is thus necessary to reason about the true values
of parameters of interest, potentially in locations not covered by any sensor directly, given the available
sensors measurements. Probabilistic graphical models have been applied successfully in sensor network
settings [Paskin and Guestrin, 2004].

Activity recognition using sensor data. Recognizing the state and activities of people in everyday envi-
ronments from sensor data can be very useful in areas from elderly care to smart buildings. For example, a
person with a cognitive disorder may need to be reminded to turn the stove off after they finish cooking. A
smart building may be able to reduce the air conditioning usage in the parts of the building that are unlikely
to be used in the near future. Pentney et al. [2006] have proposed a probabilistic graphical model that links
the activities and human state of interest with the knowledge of which objects (such as a toothbrush) the
person comes into contact with. The knowledge of objects being used is obtained using RFID sensors and
user activities and state (such as “the kettle is hot”) are inferred using the graphical model. Pentney et al.
[2006] have demonstrated that their approach captures the typical everyday activities well.

Patient monitoring. Automatic monitoring of patients under anesthesia, recognizing which measurement
deviations from norm are safe and which pose a danger to the patient, and issuing alerts accordingly, has
the potential to reduce the workload of the hospital staff. Beinlich et al. [1988] have demonstrated that
such a monitoring problem can be cast as probabilistic inference in a graphical model.

Link prediction in social networks. In social networks, questions like “given one’s publications, coau-
thors and research department, what other people is one likely to have fruitful collaborations with?” are
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of interest. Richardson and Domingos [2006] proposed answering such queries by defining a graphical
model over binary variables corresponding to groundings of logical predicates such as “X is an author of
paper Y” and performing probabilistic inference in that model.

For all of the applications above, the end user is interested in the same fundamental question: given a set
of evidence variables E with known assignment e and a set of query variables Q of interest that cannot be
measured directly, find the conditional distribution P (Q | E = e). In this thesis, we propose algorithms
for constructing probabilistic graphical models and approximate inference, which leverage the information
about Q and the assignment E = e to a larger extent than the state of the art methods do, and thereby
improve the quality of computing queries P (Q | E = e) over the existing techniques.

1.1 Proposal overview

To compute the query distribution P (Q | E = e) using a probabilistic graphical model, one generally
needs to (a) construct the model and (b) perform inference in it. Both constructing a model that fits the
data the best, and performing even approximate inference with some quality guarantees are computation-
ally intractable problems [Chickering, 1996, Karger and Srebro, 2001, Roth, 1996, Shimony, 1994]. Even
though a large number of approximate algorithms both for learning the model [Abbeel et al., 2006, Bach
and Jordan, 2002, Chow and Liu, 1968, Karger and Srebro, 2001, Teyssier and Koller, 2005] and infer-
ence [Elidan et al., 2006, Pearl, 1988, Wainwright and Jordan, 2008, Weiss and Freeman, 2001] have been
proposed and successfully applied in practice, in this thesis we argue that existing algorithms (a) do not
take full advantage of the information available about the query Q and evidence E = e and (b) often do
not take the complexity of inference into account when learning the graphical model. Below, we list the
three main contributions of this thesis, along with the drawbacks of the existing techniques that they are
designed to remedy.

Learning tractable models with quality guarantees. Most of the state of the art algorithms for learning
probabilistic graphical models from data either return models that do not admit efficient inference [Abbeel
et al., 2006, Teyssier and Koller, 2005], or have no guarantees on the quality of the resulting model
[Bach and Jordan, 2002, Teyssier and Koller, 2005], or have complexity exponential in the number of
variables [Narasimhan and Bilmes, 2004]. In Chapter 3, we propose an algorithm for learning probabilistic
graphical models that guarantees the resulting model to admit efficient exact inference, has polynomial
time and sample complexity, and guarantees the quality of the resulting model in terms of KL divergence
from the true distribution. As a special case of our guarantees, we show that the class of distributions
representable by tractable models is PAC learnable [Valiant, 1984]. One component of our approach is
a tractable upper bound on the mutual information of arbitrarily large sets of random variables that may
be useful for other algorithms, because computing the mutual information exactly has exponential in the
number of variables complexity.

Focusing approximate inference on the query. Usually, in addition to the query variables Q and evi-
dence E the probabilistic graphical model also includes nuisance variables V that by themselves are of
no interest to the end user. However, the standard approximate inference techniques [Pearl, 1988, Wain-
wright and Jordan, 2008, Weiss and Freeman, 2001] have no notion of the relevance of free variables to
the user and would compute the conditional distribution P (V | E = e) in addition to P (Q | E = e). To
avoid wasting resources on computing P (V | E = e), in Chapter 4 we propose a method of simplifying
the original model to exclude some of the variables V and thus simplify inference, but at the same time
preserve as much as possible the conditional distribution P (Q | E = e) defined by the original model.
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We also adapt much of the theoretical analysis of Chapter 4 to better focus the family of belief propagation
algorithms on the query variables even when the full original model is used for inference.

Learning query-specific models from data. Often the dependencies between the random variables of
interest are complex enough that no single tractable probabilistic graphical model provides a good ap-
proximation to the probability distribution in question. However, given a particular assignment E = e,
the dependencies in the conditional distribution P (Q | E = e), may be much simpler, which constitutes
a phenomenon called context-specific independence [Boutilier et al., 1996]. In Chapter 5, we propose a
framework for learning a separate tractable model for every evidence assignment E = e of interest at
test time. Learning the models at test time would allow one to take advantage of the knowledge of the
assignment e to discard the general dependencies in Q that do not manifest themselves for E = e. In
other words, such a query-specific learning approach would allow one to keep working within the space
of models that admit efficient exact inference, and at the same time to avoid the restrictions on represen-
tation power of a single tractable model. We identify possible concrete instances of the query-specific
structure learning algorithm and the issues that will be investigated in this thesis to make the algorithm
practical.
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Chapter 2

Background

In this section, we briefly review some of the basic concepts related to probabilistic graphical models
(PGMs) that will be actively used throughout this thesis. We refer the reader to Cowell et al. [2003] for
the detailed treatment of these and other related topics.

2.1 Factorized probabilistic models

In this thesis, we will work with factorized probability distributions, where the distribution P (X ) over
a large set of random variables X is decomposed into a product of lower-dimensional nonnegative func-
tions:

P (X ) =
1
Z

∏
fα∈F

fα(Xα), (2.1)

where1 every Xα ⊆ X is a subset of X (typically, |Xα| � |X |), fα ≥ 0 are potentials and Z is the
normalization constant ensuring that the distribution sums to 1. We will assume that Z is not specified
explicitly, but is implicitly defined by the set of factors F (as is almost always the case in practice). We
will also denote A to be the set of indices of all factor domains Xα, so that P (X ) = 1

Z

∏
α∈A fα(Xα),

and will work with A instead of F whenever only the domains Xα are important, but not the values of
fα.

Any distribution P (X ) can be in principle represented in the form (2.1), for example by taking the only
factor f to be f(X ) ≡ P (X ). However, most of the algorithms working with factorized distributions,
including the work in this thesis, assume that the sets Xα are small enough for operations with exponential
in |Xα| complexity to be tractable.

Factorized distributions (2.1) induce an intuitive graphical structure over the random variables Xi ∈ X ,
whereby the variables Xα involved in the same factor fα are directly connected to each other. The combi-
nation of the factorized distribution and the corresponding graph is called a probabilistic graphical model
(PGM). There are several alternative formulations of PGMs, depending on the exact form of graphs and
potentials being used; below we briefly review the two formulations we use in this thesis.

1Notation: we will denote individual variables with regular font capital letters and index using Latin subscripts (Xi, Xj , . . . ),
sets of variables with bold font capital letters and index using Greek subscripts (Xα,Xβ , . . . ) and denote the individual assign-
ments with lower case letters (Xi = xi,Xα = xα).
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(b) An example clique tree. Separator sets are marked
on the edges.

Figure 2.1: Examples of a factor graph (a) and a clique tree (b). Notice that the clique tree (b) is a junction
tree for every distribution that factorizes according to the factor graph (a).

2.1.1 Factor graphs

A factor graph corresponding to the factorized distribution (2.1) is a bipartite graph ({X ,F}, E) with one
node for every potential fα ∈ F and one node for every random variable Xi ∈ X (we will use the same
notation for potentials / variables and their corresponding nodes in the factor graph; the exact meaning
will be clear from the context). For every potential fα ∈ F and every Xi ∈ Xα, there is an undirected
edge (fα − Xi) ∈ E (we will also denote such edges just by (α − i) when there is no ambiguity), and
no other edges are present. Figure 2.1a shows an example factor graph. By construction, any factorized
distribution (2.1) has a unique corresponding factor graph.

2.1.2 Junction trees

Junction trees are a more restrictive class of graphical models than factor graphs, but have a very at-
tractive property of admitting efficient exact inference. Junction trees are clique trees with additional
properties:
Definition 1. An undirected tree (C, E) with edges E and nodes C ≡ {C1, . . . ,Cα, . . . }, where Cα ⊆ X ,
is a clique tree iff it satisfies the running intersection property (RIP): ∀Cα,Cβ ∈ C and ∀Cγ on the
(unique) simple path between Cα and Cβ , it holds that (Cα ∩Cβ) ⊆ Cγ .

For an edge (Cα − Cβ) ∈ C, the set Sαβ ≡ Cα ∩ Cβ is called the separator. The size of the largest
clique of a clique tree minus one is called the treewidth of that clique tree.

Note that a clique tree by itself does not have any connection to the probability distribution. Such a
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connection is made by junction trees:
Definition 2. A clique tree (C, E) is a junction tree for a factorized distribution (2.1) iff for every Xα

there exists Cβ ∈ C s.t. Xα ⊆ Cβ.

Figure 2.1b shows an example clique tree. Note that the clique tree in Figure 2.1a is a junction tree for
any factorized distribution that can be represented by a factor graph from Figure 2.1b, but the mapping of
factors to cliques is not one-to-one: factors f4 and f6 are mapped to the same clique C4.

2.2 Fundamental problems

Let us briefly review the fundamental problems one can pose involving factorized distributions and prob-
abilistic graphical models.

2.2.1 Known probabilistic graphical model case

Let us start with problems that arise when the probabilistic graphical model (that is, the set of potentials F
and the corresponding graph, but not the normalization constant Z) is known. The first group of problems,
called probabilistic inference, involves computing marginal and conditional probabilities. Given a PGM,
one may be interested in the following:

• Compute the probability P (x) of a certain assignment x to all of the variables X .

• Find the marginal distribution P (Q) over a set of query variables Q ⊆ X .

• Find the conditional distribution P (Q | e) over a set of query variables Q ⊆ X given a particular
assignment e of evidence variables E ⊂ X ,E ∩Q = ∅.

In the list above, every problem is a generalization of the preceding problems and all of them are compu-
tationally intractable, namely #P-complete in the exact case, and NP-hard in the approximate case [Roth,
1996].

In addition to inference, one can be also interested in finding the most probable explanation (MPE) to
the random variables. Every inference problem in the list above has an MPE counterpart, which is to
find the mode arg maxq P (·) of the corresponding distribution. Even though the normalization constant
Z does not affect the relative probability of different assignments, and so computing Z is not required to
find the MPE, the most probable explanation problem remains intractable (NP-hard in general [Shimony,
1994]).

An important exception in the set of intractability results for probabilistic inference and finding the most
probable explanation is the case when a junction tree is known for the factorized model. When a junc-
tion tree is known, probabilistic inference can be solved in time exponential only in the treewidth of the
junction tree using the sum-product algorithm [Pearl, 1988], and MPE can be found using max-product
algorithm [Pearl, 1988]. Existence of tractable exact inference algorithms makes junction trees a very ap-
pealing class of models, even though their representation power is more limited in comparison to general
graphic models.
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2.2.2 Unknown probabilistic graphical model case

In practice, although a probabilistic graphical model can sometimes be specified using expert knowledge,
usually a model is not known a priori. Moreover, the target distribution usually does not have the factorized
form, although good factorized approximations often exist. Therefore, being able to learn PGMs from
data is crucial. Traditionally, the problems of learning the structure (the set A of subsets Xα that are
domains of the potentials) and learning parameters (the actual values of fα) have been tackled separately,
although some approaches exist to estimate both simultaneously (for example, L1-regularized parameter
learning [Wainwright et al., 2006]).

Learning parameters given the known structure and data is done in almost every application of graphical
models. Usually one is interested in maximizing the log-likelihood of the dataD given parameters:

F∗ = arg max
F

LLH(D | F), where LLH(D | F) ≡
∑
xj∈D

log

(
1

Z(F)

∏
α

fα(xαj)

)
(2.2)

The log-likelihood LLH(D | F) is convex in F and thus guaranteed to have a unique global optimum
and no local optima. However, computing the log-likelihood or its gradient with respect to F requires
computing the normalization constant Z. As a consequence, all the currently known methods that learn
the most likely parameters have exponential complexity in general. Again, as is the case with inference,
parameter learning is much easier with junction trees: most likely parameters can be found in closed form
in time exponential only in treewidth.

Finally, learning the structure of a graphical model from data allows one to completely avoid the need
for expert knowledge in building the graphical model. Unfortunately, learning the most likely model is
an NP-complete problem both for general models [Chickering, 1996] and for junction trees of treewidth
greater than one [Karger and Srebro, 2001]. Importantly, Chow and Liu [1968] have shown that most
likely junction trees of treewidth one can be learned in O(|X |2 log |X |) time. However, the expressive
power of Chow-Liu trees is usually insufficient and richer models are needed. Therefore, in practice either
local approaches, without any guarantees of the quality of the result, are used [Bach and Jordan, 2002], or
some approximation guarantee on the quality of the result is sought [Abbeel et al., 2006, Chechetka and
Guestrin, 2007].

2.2.3 Discussion

One can see that the majority of fundamental problems concerning PGMs are intractable to solve ex-
actly, so approximations are inevitable and choices regarding approximations become crucial in design of
new algorithms. We argue that the end goal of applying the formalism of probabilistic graphical mod-
els in practice is being able to compute good approximations of the conditional distributions of interest
P (Q | e) and their MPE assignments. Therefore, when solving the fundamental PGM problems identi-
fied above, one should always keep in mind the broader context in which those building blocks will be
used. For example, it may be preferable to learn the structure of a junction tree instead of a more general
model, even though the general model may fit the data better, because junction trees admit efficient exact
inference, while with a more general model an approximate inference technique will be required. This
thesis makes several contributions in the areas of structure learning and approximate inference that are
specifically geared to improve the quality of approximation of P (Q | e) as a result of applying the PGM
formalism.
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Chapter 3

Efficient learning of thin junction trees
with theoretical guarantees

To use a general probabilistic graphical model to answer queries about conditional distributions P (Q | e),
one needs to solve several computationally hard problems: structure learning, parameters learning, ap-
proximate inference and/or approximate MPE computation. As we discussed in Chapter 2, all those prob-
lems are intractable to solve exactly, so approximations and compounding errors would be introduced on
every step. However, there exists a subclass of graphical models, namely junction trees of low treewidth,
for which all of the problems except structure learning have efficient exact solutions. Therefore, structure
learning problem is especially important for junction trees, because its solution automatically becomes a
solution to the “full cycle” of applying junction trees in practice.

In this chapter, we describe out approach to learning the structure of junction trees (see [Chechetka and
Guestrin, 2007] and [Chechetka and Guestrin, 2009] for more details), which is the first polynomial algo-
rithm for this problem with probably approximately correct (PAC) guarantees.

3.1 Conditional mutual independence and JT quality guarantees

The key property of junction trees that makes efficient inference possible is that for any distribution P (X )
that factorizes according to a certain junction tree (C, E), for every separator Sαβ of the junction tree,
the variables on the different sides of Sαβ are conditionally independent given Sαβ in the following
sense:
Definition 3. Sets of random variables A,B s.t. A ∩B = ∅ are conditionally independent given a set
of random variables S,S ∩AB = ∅, iff P (AB|S) = P (A|S)P (B|S).

Moreover, especially useful for structure learning is the fact that the set of distributions that factorize
according to (C, E) is completely characterized by the corresponding conditional independencies. Denote
XCβ→Cα

to be the set of all variables reachable in (C, E) from Cα without using the edge Cα − Cβ.
Then the following lemma holds:
Lemma 4. P (X ) factors according to clique tree (C, E) iff for every edge (Cα −Cβ) ∈ E , it holds that(
XCβ→Cα

⊥ XCα→Cβ
| Sαβ

)
.
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Algorithm 3.1: Naïve constraint-based approach to structure learning
Input: X , conditional mutual information oracle I (·, · | ·), treewidth k, threshold δ
L ← ∅ ; // L is a set of “useful components”1

for every S ⊂ X s.t. |S| = k do2

for every V ⊂ X-S do3

if I (V,X-VS | S) ≤ δ then4

add (S,V) to L5

return FindConsistentTree(L)6

In practice, one usually works with distributions that do not factorize exactly according to any low-
treewidth junction tree. However, often low-treewidth junction trees exist that approximate the real-life
distribution well. Fortunately, Lemma 4 can be generalized to accommodate those cases:
Lemma 5. If P (X ) and clique tree (C, E) are such that for every edge (Cα −Cβ) ∈ E , it holds that

I
(
XCβ→Cα

⊥ XCα→Cβ
| Sαβ

)
≤ ε, (3.1)

then it holds that KL(P, P(C,E)) ≤ |X |ε,

where I (A,B | S) is conditional mutual information, which can be expressed in terms of conditional
entropies:

I (A,B | S) ≡ H(A | S)−H(A | BS) ≥ 0, (3.2)

KL is Kullback-Leibler divergence and P(C,E) is a projection of P onto (C, E) :

P(C,E)(X ) =

∏
Cα∈C P (Cα)∏
α−β∈E P (Sαβ)

. (3.3)

We will call clique trees for which the conditions of Lemma 5 hold ε-junction trees. An important
consequence of Lemma 5 is that we can concentrate on looking for clique trees that satisfy condition (3.1)
instead of directly working with likelihoods or KL divergences from the truth of complete models.

3.2 Constraint-based structure learning

Lemma 5 suggests a straightforward approach to learning a junction tree structure given maximum clique
size k and threshold ε, which is outlined in Alg. 3.1: simply enumerate all possible triplets that can
play a role of

(
XCβ→Cα

,XCα→Cβ
,Sαβ

)
according to condition (3.1) and then combine some of those

good candidate triplets to form a junction tree. Approaches following the intuition of Alg. 3.1 are called
constraint-based algorithms.

One can see that Alg. 3.1 as it is stated is impractical in three ways:

1. For every candidate separator S of size k, there are 2|X |−k possible subsets V ⊆ X-S . Thus, for
every candidate separator S, Alg. 3.1 requiresO(2|X |) mutual information computations(lines 3–4).

2. Every call to the mutual information oracle on line 4 of Alg. 3.1 involves |X | variables. In general,
the best known way to compute mutual information with fixed accuracy takes time exponential in
the number of variables.
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A XXXX-ADI(A,XXXX-AD | D)=??

V∩∩∩∩A

V∩∩∩∩XXXX-AD
Figure 3.1: Illustration to the statement of Lemma 6. To upper-bound the conditional mutual information
between arbitrarily large sets A and X-AD, one only needs to compute the mutual information between
the fixed-sized subsets such as V ∩A and V ∩ X-AD.

3. A concrete efficient form of FindConsistentTree is needed.

In this section, we describe our solutions to all of the above problems (see [Chechetka and Guestrin,
2009] for more details), which together form a polynomial-time structure learning algorithm with quality
guarantees on the resulting structure.

3.3 Efficient upper bound on the conditional mutual information

To guarantee the quality of a junction tree, according to Lemma 5, the fundamental problem is that of
estimating conditional mutual information I (A,B | S) between two sets of random variables (c.f. con-
dition (3.1)). In fact, computing I (or, alternatively, testing for conditional independence) of sets of
random variables of size Θ(|X |) is a key step of many structure learning algorithms [Narasimhan and
Bilmes, 2004, Spirtes et al., 2001]. Unfortunately, the best known way of computing mutual informa-
tion, as well as estimating I from data with fixed accuracy, has time and sample complexity exponential in
|A|+|B|+|S| [Höffgen, 1993]. Therefore, constraint-based methods using naïve estimation of conditional
mutual information will have exponential in |X | complexity, which is completely impractical.

Fortunately, using our new theoretical result, it is possible to bound I (·, · | ·) from above using only the
knowledge about mutual informations of small-size subsets:
Lemma 6. Let P (X ) be a distribution for which an ε-junction tree of treewidth k exists. Let D ⊂ X ,
A ⊂ X-D. If

∀V ⊆ X-D s.t. |V| ≤ k + 1, it holds that I(A ∩V,X-AD ∩V | D) ≤ δ,

then
I(A,X-AD | D) ≤ |X |(ε+ δ).

For an intuition of the advantage that Lemma 6 provides, refer to Figure 3.1: naïve computation of
I (A,X-AD | D) would take O(2|X |) time, while checking the upper bound of Lemma 6 requires only
checking I (·, · | ·) for subsets of size at most k + 1. There are O

(( |X |
k+1

))
= O(|X |k+1) such subsets,

and each individual mutual information computation for the small subsets takes only O(2k+1+|D|) time.
The total complexity of our upper bound is thus O(|X |k+12k+1+|D|). If |D| and k are fixed, which is the
case in our structure learning setting, the upper bound of Lemma 6 can be computed in polynomial in |X |
time, instead of the exponential in |X | time for the exact computation.
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Algorithm 3.2: find Conditional Independencies in Low-Treewidth distributions
Input: X , candidate separator S, oracle I (·, · | ·), threshold δ, max set size m
VS ← ∪Xi∈X-S{Xi} // VS is a set of singletons1

// in the loop below, choose sets X in the order of increasing size
for X ⊂ X-S s.t. |X| ≤ m AND @V ∈ VS s.t. X ⊆ V do2

if minY⊂X I (Y,X-Y | S) > δ then3

merge all Vi ∈ VS , s.t. Vi ∩X 6= ∅4

return VS5

Importantly, to use the upper bound of Lemma 6, one only needs to know that a thin ε-junction tree for
P (X ) exists, but does not need to know what that junction tree actually is. Alternatively, Lemma 6 can
be viewed as providing an upper bound on the mutual information up to the quality of the best possi-
ble approximation of P (X ) by any junction tree of treewidth k. In our approach, we replace the exact
computation of I (·, · | ·) on line 4 of Alg. 3.1 with the upper bound of Lemma 6.

We also note that the settings when P (|X |) cannot be approximated well by any treewidth-k junction tree
the our upper bound of Lemma 6 is loose are exactly the settings when one cannot hope to learn a good
junction tree. Therefore, Lemma 6 does not loosen our mutual information estimates unnecessarily in any
setting where learning a thin junction tree provides significant benefits.

3.4 Partitioning variables into weakly dependent subsets

Having reduced the complexity of mutual information computation on line 4 of Alg. 3.1, we now turn to
reducing the number of mutual information evaluations from from exponential (2|X |−|S| for every candi-
date separator S) to polynomial.

Note that for every S there may be exponentially many subsets V that satisfy the condition

I (V,X-VS | S) ≤ δ (3.4)

on line 4 of Alg. 3.1. For example, if every variableXi ∈ X-S is conditionally independent from the rest of
X , then all of 2|X |−|S| possible subsets V satisfy (3.4). Therefore, it is necessary to relax the requirements
of the problem to get a tractable algorithm. We will use the following relaxation: instead of looking for
all V ⊂ X-S satisfying (3.4), look for one partitioning VS of X-S into non-intersecting subsets V ∈ VS
such that every V ∈ VS satisfies (3.4). Moreover, we will require the partitioning VS to be not too coarse
in the following sense:
Definition 7. Given a probability distribution P (X ), a partitioning VS is called ε-correct iff for every
ε-junction tree (C, E), such that S ≡ Sαβ ∈ S, for every V ∈ VS it holds that

V ∈ XSαβ→Cα or V ∈ XSαβ→Cβ
.

In other words, no component of an ε-correct partitioning contains variables from both sides of any sepa-
rator Sαβ.

Our partitioning algorithm, summarized in Alg. 3.2 is very straightforward: given a candidate separator,
start with every variable Xi ∈ X-S forming its own singleton partition, and for every small subset X ⊆
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Sαβαβαβαβ

XSαβαβαβαβ→Cαααα

split of X with 
low I(•,•|Sαβαβαβαβ)

X

XSαβαβαβαβ→Cββββ

Y

X-Y

(a) Intuition for Alg. 3.2. For every X
that intersects XS→Ci for more than one
Ci, there exists a split (dashed line) into
two weakly dependent subsets, for exam-
ple, Y ≡ X ∩ Ci1 and X-Y . Thus if no
such split can be found, X must be a sub-
set of a single XS→Ci .

(b) Example trace of Alg. 3.2. The values of pairwise
conditional mutual information are on the left. δ =
0.15.

Figure 3.2:

X-S such that |X| ≤ m, merge all the partitions V1,V2, . . . containing the variables of X into the same
partition V if the mutual information between the variables of X is high enough. See Figure 3.2b for an
example trace of Alg. 3.2.

It turns out that Alg. 3.2 produces partitionings with the properties we need: it does not break up strongly
dependent variables into different subsets V, and at the same time respects the “true independencies”
indicated by any ε-junction tree:
Lemma 8. For any distribution P (X ) such that there exists an ε-junction tree (C, E) of treewidth k for
P (X ), Alg. 3.2, called with m ≥ k + 1, will output a set VS such that

1. For every V ∈ VS , it holds that I (V,X-VS | S) ≤ |X |(ε+ kδ).

2. VS is δ-correct.

In Lemma 8, property 1 follows from Lemma 6. To get an intuition of why property 2 holds, refer
to Figure 3.2a: suppose a δ-junction tree with a separator Sαβ ≡ S exists for P (X ). Then for every
X ⊂ X-Sαβ such that has nonzero intersections with both XSαβ→Cα and XSαβ→Cβ

it holds that

min
Y

I (X,X-Y | Sαβ) ≤ I
(
X ∩ XSαβ→Cα ,X ∩ XSαβ→Cβ

| Sαβ
)

≤ I
(
XSαβ→Cα ,XSαβ→Cβ

| Sαβ
)
≤ δ,

so Alg. 3.2 will never call merge on such an X and the variables from XSαβ→Cα and XSαβ→Cβ
will

remain in disjoint partitions.

Because Alg. 3.2 only considers subsets X of size at most m, its complexity is polynomial in |X | :
Lemma 9. The time complexity of Alg. 3.2 with |S| = k is O

(
|X |m

(
m3JMI

k+m + |X |
))
, where JMI

n is
the time complexity of computing I (A,B | S) for |A|+ |B|+ |S| = n.

3.5 Dynamic programming for constructing junction trees

Let us assume that for every candidate separator S ⊆ X of size k we have obtained a partitioning VS using
Alg. 3.2. Denote L to be the list of all pairs (S,V) such that |S| = k and V ∈ VS . Our goal now is to find

12



Algorithm 3.3: FindConsistentTreeDP (adapted from Arnborg et al. 1987)
Input: List L of components (S,V) obtained from Alg. 3.2
for (S,V) ∈ L in the order of increasing |V| do1

if |V| = 1 then2

mark (S,V) positive3

for every Xi ∈ V do4

initialize decomposition DS,V ← ∅5

for every (S′,V′) ∈ L s.t. |V′| < |V| do6

if S′ ⊂ SXi AND V′ ⊆
(
V-Xi \ ∪(S′′,V′′)∈DS,V

V′′
)

then7

DS,V ← DS,V ∪ (S′,V′)8

if V-Xi = ∪(S′′,V′′)∈DS,V
V′′ then9

mark (S,V) positive10

break11

if ∃S s.t. for every V ∈ VS it holds that (S,V) is marked positive then12

// recursively unroll the decompositions DS,V to get a junction tree
return the corresponding (C, E)13

else return failure14

a clique tree (C, E) such that for every Sαβ ∈ S either (Sαβ,XSαβ→Cα) ∈ L or (Sαβ,XSαβ→Cβ
) ∈ L.

We will call such clique trees consistent with L. By property 1 of Lemma 8, (C, E) would then be an
|X |(ε+ kδ)-junction tree for the target distribution P (X ).

Arnborg et al. [1987] provided a dynamic programming-based solution to our problem of constructing a
junction tree from separators and their induced partitionings, which we also adapt with small modifica-
tions. The dynamic programming algorithm, summarized in Alg. 3.3, relies on the following observation:
given (S,V) ∈ L, suppose we know for every smaller component (S′,V′) ∈ L s.t. |V′| < |V| whether
there is a junction tree consistent with L over variables S′V′ with separator S′. Then a junction tree
over SV with separator S, if it exists, has to be a combination of those smaller junction trees. Alg 3.3
thus checks for every (S,V) ∈ L in the order of increasing V whether a junction tree over SV can be
constructed by combining the already known junction trees over S′V′.
Lemma 10. For separator size k, time complexity of Alg. 3.3 is equal to O(|X |k+2k).

There is one important difference between our setting and that of Arnborg et al. [1987], which affects
theoretical guarantees of the result quality: Arnborg et al. [1987] assumed that induced partitionings VS
for all the separators S come from the same clique tree, while in our case the partitionings are discovered
by Alg. 3.2 and may not all be consistent with the same clique tree. The distinction is important because,
in order to preserve the running intersection property, when constructing the junction tree over SV from
smaller junction trees over Sα′Vα

′, . . . ,Sγ ′Vγ
′, it is necessary to have Vα

′ ∩Vβ
′ = ∅ (c.f. the condition

on line 7 of Alg. 3.3). The mutual exclusivity requirement makes the problem of combining smaller
components to cover SV equivalent to an NP-complete exact cover problem [Karp, 1972]. Alg. 3.3 uses
a greedy heuristic (c.f. lines 6-8) to find the cover and in general may miss a cover that actually exists
(see [Chechetka and Guestrin, 2009] for the details of the failure mode). Under assumptions of Arnborg
et al. [1987], the greedy heuristic always gives the correct result. In our setting, we have to introduce an
extra restriction (strong connectivity in Section 3.6) on the class of distributions we are working with to
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Algorithm 3.4: Efficient approach to structure learning
Input: X , oracle I (·, · | ·), treewidth k, threshold δ, L = ∅
for S ⊂ X s.t. |S| = k do1

for V ∈ VS ≡ Alg. 3.2(X ,S, I, δ, k + 2) do2

L ← L ∪ (S,V)3

return FindConsistentTreeDP(L)4

guarantee that a junction tree will be found.

3.6 Guarantees on the result quality

Having solved both the problem of partitioning random variables into conditionally weakly dependent
subsets (Section 3.4) and of combining those subsets to form a junction tree (Section 3.5), we can now
state the theoretical guarantees of our complete approach (Alg. 3.4). Our approach is guaranteed to learn
a constant-factor approximation (in KL sense) of the any fixed-treewidth junction tree for the distribution
P (X ), provided that that junction tree reflects the (approximate) conditional independence structure of
P (X ) in the following sense:
Definition 11. A junction tree (C, E) for P (X ) is α-strongly connected iff for every separator Sαβ ∈ S
and clique Cγ ∈ C it holds that

∀X ⊂ (Cγ \ Sαβ) it holds that I (X,Cγ \ (SαβX) | Sαβ) > α.

Intuitively, strong connectivity is a weakened and generalized to handle approximate independencies ver-
sion of the notion of a perfect map (see e.g. Cowell et al. [2003]): for (C, E) to be a perfect map of
a distribution, any two sets of variables A and B not separated in graph-theoretic sense by a third set
Sαβ ∈ S have to be strongly dependent given Sαβ. In contrast to perfect map, strong connectivity only
considers Sαβ ∈ S and the strong dependency requirements only hold for intra-clique dependencies, but
not about dependencies of the variables in different cliques.

We are now ready to state our main result regarding Alg. 3.4:
Theorem 12. If there exists a maximal ε-junction tree (C, E) of treewidth k for P (X ) such that (C, E) is
(k + 2)ε-strongly connected, then Alg. 3.4, called with δ = ε, will output a |X |(k + 1)ε-junction tree for
P (X ) in time O

(
|X |2k+2

(
k3JMI

2k+2 + |X |
))
.

In other words, Alg. 3.4, called with a suitable threshold δ, is guaranteed to find a constant-factor approx-
imation in KL divergence sense of any strongly-connected junction tree in polynomial time. Even though
we did not address the selection of δ in the previous discussion, notice that δ is used only on line 2 of
Alg. 3.2 and thus there are at most as many distinct meaningfully different values of δ as there are pairs
(S,X) with |X| ≤ k+ 2 and |S| = k, namely O(|X |2k+2). Therefore, every one of those values of δ can
be tried separately while preserving the polynomial runtime of our approach.

Let us now turn to the question of sample complexity. So far we have assumed that the mutual information
estimates are exact. However, in practice I (·, · | ·) has to be estimated from data, which introduces errors.
Recall from (3.2) that the conditional mutual information can be expressed as a difference of entropies.
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Therefore, we can use any entropy estimator to estimate I (·, · | ·) . In this work, we used the estimator
from [Höffgen, 1993] with the following properties:
Theorem 13. [Höffgen, 1993]. For every ∆, γ > 0, the entropy of a probability distribution over m
discrete variables with domain size R can be estimated with accuracy ∆ with probability at least (1− γ)
using F (m,R,∆, γ) ≡ O

(
R2m

∆2 log2
(
Rm

∆

)
log
(
Rm

γ

))
samples from P and the same amount of time.

In our approach, m ≤ 2k + 2, so individual entropy estimations take polynomial time. Plugging in the
estimator of [Höffgen, 1993] in our approach, we get the following guarantee:
Theorem 14. If there exists a maximal (k + 2)(ε + 2∆)-strongly connected ε-junction tree of treewidth
k for P (X ), then Alg. 3.4, called with δ = ε + ∆ and Î (·, · | ·) based on Thm. 13, using U ≡ F (2k +
2, R,∆, γ

|X |2k+2 ) samples and O(|X |2k+2(Uk3 + |X |)) time, will find a (k+ 1)|X |(ε+ 2∆)-junction tree
for P (X ) with probability at least (1− γ).

One can see that in addition to polynomial runtime we also get polynomial sample complexity.

A particular implication of Theorem 14 is that whenever P (V ) factorizes exactly according to some junc-
tion tree, we can learn an arbitrarily good approximation of P (V ) given enough data:
Corollary 15. If a maximal α-strongly connected junction tree of treewidth k for P (X ) with α > 0 exists,
then for any β ∈ (0, α|X |] Alg. 3.4, using threshold value δ = β

2(k+2)|X | , will learn a β-junction tree for

P with probability at least 1 − γ using O
(
|X |2k2R4k+4

β2 log2 |X |kRk
β log |X |R

k

γ

)
samples from P (V ) and

O
(
|X |2k+4k5R4k+4

β2 log2 |X |kRk
β log |X |R

k

γ

)
computation time.

In other words, we have proved the class of strongly connected junction trees to be probably approximately
correctly (PAC) learnable [Valiant, 1984].

3.7 Scaling up: lazy extensions

Even though, as we showed in Theorem 14, Alg. 3.4 has polynomial complexity, the degree of the poly-
nomial is high, and some speedups will be useful to make Alg. 3.4 more practical. In [Chechetka and
Guestrin, 2009], we have developed a significantly faster heuristic relying on the following observation:
to guarantee the quality of a learned junction tree using Lemma 6, we only need to measure conditional
mutual information values I (·, · | S) for S ∈ S. Because |S| = |X | − k, which is significantly smaller
than the total number O(|X |k) of possible separators, it is much cheaper to check the quality of one
structure than to run Alg. 3.4 to completion.

Our heuristic, summarized in Alg. 3.5, works as follows. First, initialize the components list L using
partitionings VS discovered by Alg. 3.2 by only looking at low-order dependencies (for example, by
running Alg. 3.2 with m = 2 to only look at pairwise dependencies). Second, iterate between generating
candidate junction trees (C, E) by running Alg. 3.3 on the current list L and evaluating the higher-order
mutual informations relevant to the junction tree (C, E) at hand (i.e. I (·, · | S) for S ∈ S) and adjusting L
when dependencies violating the structure of (C, E) above threshold are found. Even though the theoretical
guarantees of Alg. 3.4 do not hold for Alg. 3.5, we found the lazy heuristic to work well in practice
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Algorithm 3.5: Lazy heuristic for structure learning
Input: X , oracle I (·, · | ·), treewidth k, threshold δ, L = ∅
for S ⊂ X s.t. |S| = k do1

for V ∈ VS ≡ Alg. 3.2(X ,S, I, δ, 2) do2

L ← L ∪ (S,V)3

while true do4

(C, E)← FindConsistentTreeDP(L)5

if (C, E) is not found then6

increase δ, adjust L accordingly7

for S ∈ S do8

VS ← Alg. 3.2(X ,S, I, δ, k + 2)9

if VS has changed compared to line 2 then10

change L accordingly11

break to outer while loop12

return (C, E)13

3.8 Empirical results

To validate our approach, in this section we compare the results of a proof of concept implementation of
Alg. 3.5 with some extra modifications for efficiency, which we call LPAC-JT (from Lazy PAC-learning
of Junction Trees), with existing structure learning algorithms: Chow-Liu algorithm for learning the most
likely trees (junction trees of treewidth 1) described in Chow and Liu [1968], Order-based search (OBS),
efficient local search in the space of Bayesian networks by Teyssier and Koller [2005], Karger-Srebro
algorithm [Karger and Srebro, 2001] that learns junction trees within a constant factor of the optimal
log-likelihood, and Local search directly in the space of junction trees. We also considered a combined
approach, LPAC-JT + Local search, where the candidate junction trees from line 5 of Alg. 3.5 served as
starting points for the local search. We used the following datasets:

dataset variables number data type citation learned treewidth
TEMPERATURE 54 real-world Deshpande et al. [2004] 3

TRAFFIC 32 real-world Krause and Guestrin [2005] 3
ALARM 37 synthetic Beinlich et al. [1988] 2

Structure likelihood comparison

First, we compare the quality, in terms of the log-likelihood on test data, of the structures learned by
the algorithms on different datasets (Figures 3.3a,3.3b,3.3c). From the results, we can conclude that in
the regime of sufficient data our approach is competitive with existing algorithms, achieving maximum
possible likelihood in two cases out of three (and maximum among the algorithm that learn junction trees
in all three cases), including the likelihood of the true model in case of ALARM network. In cases when
there is not enough data to estimate the needed conditional mutual information values accurately, however,
Chow-Liu algorithm and OBS produce better results. This advantage of Chow-Liu algorithm and OBS on
small dataset sizes is expected, because our algorithm does not support structure regularization (learning
sparser structures when there is not enough data), while OBS is able to explicitly regularize structures and
Chow-Liu algorithm is restricted to a space of much simpler models compared to other algorithms.

16



10
2

10
3

10
4−30

−25

−20

−15

Training dataset size

T
es

t l
og

−
lik

el
ih

oo
d

ALARM − log−likelihood
True model

OBS

Chow−Liu
Karger−Srebro

LPACJT

Local

LPACJT+Local

(a) ALARM loglikelihood

10
2

10
3

10
4−80

−70

−60

−50

−40

Training dataset size

T
es

t l
og

−
lik

el
ih

oo
d

TEMPERATURE − log−likelihod

LPACJT

OBS

Karger−Srebro
Chow−Liu

Local

LPACJT+Local

(b) TEMPERATURE loglikelihood

1000500200

−60

−50

−40

−30

Training dataset size

T
es

t l
og

−
lik

el
ih

oo
d

TRAFFIC − log−likelihood

Chow−Liu OBS

LPACJT

Karger−Srebro
Local

LPACJT+Local

(c) TRAFFIC loglikelihood

0

1 2

3

6

5

26

4

35

16

24

36

30

2728

29

7

8

9

13

3414

15

32

21

20

22

33

31

18

19

1723

10

12

11

25

(d) ALARM structure

0 1 2 3
x 10

4

−47.2

−47

−46.8

−46.6

−46.4

−46.2

Time, seconds

Lo
g−

Li
ke

lih
oo

d

TEMPERATURE sample run, 2K training points

(e) TEMPERATURE sample run

Figure 3.3: (a),(b),(c): comparison of log-likelihoods of learned models.
(d): an example structure learned by LPAC-JT (nodes denote variables, edges connect variables that be-
long to the same clique, solid gray edges belong to both true and learned models, thin dashed black—only
to the learned model, solid black—only to the true one).
(e): an example evolution of the test set likelihood of the best found model.
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Comparison with the True Model

In addition to learning models with high likelihood, it is sometimes important for the learning algorithms
to include in the learned models all the the edges that are necessary to explain the significant dependencies
in the data and at the same time to not include spurious edges. Such behavior is not only desirable from
the model likelihood perspective, but also makes the models easier to interpret.

To investigate the behavior of LPAC-JT, we compared the learned models for the ALARM dataset with
the known true graphical model (triangulated Bayesian network) from which the data was sampled. A
typical comparison is in Fig. 3.3d, where the edges that LPAC-JT missed are thick solid black and the
spurious edges (those added by LPAC-JT, but missing from the true model) are thinner dotted black.
Observe that LPAC-JT captured almost all of the true edges, missing only 3 of them. At the same time,
our algorithm introduced several spurious edges, because it always constructs a maximal junction tree and
the true model is not maximal. Thus, generalizing LPAC-JT to sparser, non-maximal junction trees is a
crucial future research step.

Runtime

Even though LPAC-JT never reached the stopping criterion within the allocated 10 hours for any of the
experimental runs, it typically found candidate models of very good likelihood very early on in the process.
In an example run shown in Fig. 3.3e (showing the test log-likelihood of the best structure found so far
versus time), the first candidate structure was found within 5 minutes. That first candidate structure
already had likelihood within 2% of the eventual result. The eventual result was found within 1 hour. The
following table shows that the run shown in Fig. 3.3e is a typical one for real-life datasets:

Dataset ALARM TEMPERATURE TRAFFIC
Mean time to first structure 4839 sec. 387 sec. 771 sec.

Mean LLH(final)−LLH(first)
|LLH(final)| −3.5× 10−2 5.6× 10−3 −1.4× 10−2

Mean time to final result 20468 sec. 2432 sec. 4558 sec.

The experimental results show that in practice LPAC-JT can be stopped much earlier than the current
stopping criterion prescribes, almost without degradation in result quality. A different criterion, better
relating to the model likelihood may improve the runtime and should be a focus of future work.

3.9 Discussion

In this section, we have presented the first polynomial-time algorithm (Alg. 3.4) for learning structure of
fixed-treewidth junction trees with PAC guarantees. We have also developed a lazy heuristic (Alg. 3.5)
that provides significant speed ups in practice. A part of our approach is a polynomial time upper bound
(Lemma 6) on the conditional mutual information of large sets of random variables that is of separate
interest by itself. Our upper bound can be used for constructing or analyzing new structure learning
algorithms, even ones that do not necessarily fit into the general constraint-based framework.

We have shown empirically that our approach is competitive with the state of the art methods in terms of
quality of the results and in practice can be terminated much earlier than the theoretical stopping criterion
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suggests. Finally, we have identified several directions, such as a better stopping criterion and support for
non-maximal junction trees, along which our algorithm can potentially be improved.
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Chapter 4

Query-specific model simplification

Even though limited-treewidth junction trees are a very attractive class of probabilistic graphical models
and, as shown in the previous chapter, can be successfully used to represent real-world distributions,
junction trees do not cover the full spectrum of PGM applications. In many cases, tree-like structure of
variables dependencies does not reflect the properties of the underlying distribution well, and junction trees
are inapplicable. Also, often one has to work with graphical models, such as ALARM network [Beinlich
et al., 1988] that are constructed using some kind of expert knowledge and do not have low treewidth.
In other words, the high treewidth structure of a graphical model is often a given and one has to perform
approximate inference in the model.

There has been a huge amount of work on approximate inference [Pearl, 1988, Wainwright and Jordan,
2008, Weiss and Freeman, 2001], but we will argue that relatively little attention has been paid to a
setting which is becoming increasingly important, namely when the graphical model is so large that even
instantiating it in memory of a modern desktop machine is problematic. In this section, we propose one
solution to approximate inference in large-scale graphical models that uses information about query Q and
evidence e to construct a smaller graphical model that approximates the conditional distribution P (Q | e)
well. Moreover, we also adapt our approach to speed up convergence of approximate inference on the
original model, which is useful for the cases when the original model is not prohibitively large.

In this chapter, we will assume that the factorized distribution (2.1) and the corresponding factor graph
are given (but the normalization constant Z is unknown). We will also assume for simplicity of pre-
sentation that the set of query variables Q consists of a single variable Xq (our results generalize to
multi-variable queries) and that the set of evidence variables is empty E = ∅ (the case of nonempty ev-
idence is easily reduced to our setting by incorporating the evidence into the factors fα of the factorized
distribution (2.1)).

4.1 Motivation: large-scale templated models

There are two basic approaches to constructing the structure of probabilistic graphical models from expert
knowledge. The more traditional one is to treat every variable and every potential as completely unique en-
tities and decide whether to include every potential separately from all other potentials. Such an approach
can be successful when the number of variables is relatively small, such as ALARM network [Beinlich
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Figure 4.1: An segment of a dynamic Bayesian network covering three timesteps, t− 1, t, t+ 1.

et al., 1988], but quickly becomes infeasible as the number of variables increases. The second approach,
which has become very popular recently, relies on the fact that often different variables are instances of
the same entity class, such as pixels in an image or words in a document. The potentials in such cases de-
scribe not the relation between individual random variables, but between classes of entities. For example,
neighboring pixels in an image are likely to correspond to the same object in a scene, regardless of where
exactly in the image these neighboring pixels are situated. Therefore, it is sufficient to learn or define
a small number of potential templates, each one describing a distinct relationship, and then copy every
template as many times as there are instances of the corresponding relationship in the variables.

There are several formalisms of templated graphical models, such as such as Markov logic networks
(MLNs) [Domingos et al., 2006] and probabilistic relational models [Friedman et al., 1999]. Dynamic
Bayesian networks [Murphy, 2002] can also be viewed as an example of templated models, defined by
a transition model describing how variables evolve between timesteps and interaction model describing
how variables relate within the same timestamp; the template is then replicated for every timestep of the
corresponding process (see Figure 4.1).

Templated PGMs are a very powerful representation, but also pose unique problems with respect to in-
ference: very often their instances not only have a large number of variables, but are also very densely
connected. For example, a grounding of an MLN describing relations in an academic department with
less than 50 people can have 1.5 ·104 variables and 1.5 ·106 potentials [Richardson and Domingos, 2006].
In fact, for large-scale templated models, even instantiating the full model is often a problem, because
the memory of a standard desktop machine becomes insufficient. Therefore, not only is exact inference
in such models completely intractable, even “lightweight” approximate inference methods such as loopy
belief propagation [Pearl, 1988] are often too slow. In this section, we address a problem of simplifying
the full templated model so as to preserve the distribution P (Q) and at the same time make approximate
inference tractable.

4.2 Background: loopy belief propagation

Loopy belief propagation (LBP), first proposed by [Pearl, 1988] is a particularly successful in practice
[McEliece et al., 1998, Sun et al., 2003, Yedidia et al., 2003] algorithm for approximate inference in
factor graphs that will be the foundation of our model simplification approach. Denote Γα to be the set
of neighbor nodes of node α in a factor graph. LBP is an iterative algorithm that repeatedly updates the
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messages m
α→i

from factors fα to their respective variables Xi according to the following rule:

m
α→i

(t+1)(xi) ∝
∑

xα\xi

fα(xα)
∏

j∈Γα\i

∏
β∈Γj\α

m
β→j

(t)(xi) (4.1)

until convergence and the single-variable marginal estimates are defined as

P̃ (Xi = xi) ∝
∏
α∈Γi

m
α→i

(xi). (4.2)

LBP is guaranteed to converge to exact variable marginals on graphs without cycles, but there are few
guarantees for general factor graphs. Nevertheless, because LBP beliefs are often successfully used instead
of true marginals in applications [Yanover and Weiss, 2002, Yanover et al., 2007], our motivation in this
chapter is to find a simplified model that, at a fixed point of LBP, has beliefs over query variables Q similar
to the beliefs for the complete model. In the next section, we formalize the notions of belief accuracy and
inference cost of the simplified model.

4.3 Submodel selection problem

Let us start with introducing the inference cost IC(G) of a factor graph G = ({X ,F}, E). Recall the
message update (4.1). It is straightforward to show that, provided that the beliefs P̃ (Xi) for every variable
are cached, update (4.1) can be performed inO(#(Xα)) time, where #(Xα) is the number of assignments
to Xα). We thus define the inference cost of a factor graph to be the time needed to update every LBP
message once:

IC(G) def=
∑
fα∈F

∑
Xi∈Xα

#(Xα). (4.3)

Denote Cα→i = #(Xα) to be the inference cost of an edge (α − i). Notice that by guaranteeing the
simplified model G′ to have a fixed inference cost, we can directly guarantee that a fixed number of LBP
iterations can be performed on G′ within a given inference time budget.

We will also assume that with every edge α− i is associated approximation cost Aα→i that characterizes
how much will discarding message m

α→i
affect the fixed-point beliefs P̃ (Q) . Like the inference cost, we

will assume the approximation cost of a submodel G′ with respect to original factor graph G to be an
additive function of edges that are present in G, but not in G′ :

AC(G) def=
∑

(α−i)∈E ′
Aα→i. (4.4)

We will discuss concrete forms of Aα→i and link them to the set Q of query variables later in this chap-
ter.

We are now ready to formally state the general problem of model simplification:
Definition 16. Given a factor graph G, query variables Q, edge inference costs Cα→i, approximation
costs Aα→i, and inference time budget B, the approximating submodel choice problem is to find a
restriction E ′ ⊆ E that maximizes

∑
(α−i)∈E ′ Aα→i such that

∑
(α−i)∈E ′ Cα→i ≤ B.

One can immediately see that without extra assumptions on Aα→i and Cα→i, ASCP is intractable:
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Lemma 17. Approximating submodel choice problem is NP-hard.

Lemma 17 can be proved by reduction from the partition problem [Karp, 1972] to ASCP on a star factor
graph. However, in the remainder of this chapter we will show that real-life cost functions have special
structure that makes it possible to solve ASCP exactly, often without even exploring large parts of the orig-
inal model G (which means no need for instantiating of those parts in case of templatized models).

4.4 Cost functions structure for tractable approximating submodel choice

Let us identify some properties of the cost functions Aα→i and Cα→i that would make the approximating
submodel choice problem tractable. Notice that NP-hardness of ASCP depends substantially on the vari-
ance in inference costs Cα→i. For example, if all inference costs are the same, the solution can be found
by greedily picking edges with the largest Aα→i :
Proposition 18. If the inference costs Cα→i = C are the same for all the edges E of factor graph
({X ,F}, E), then picking the first

⌊
B
C

⌋
edges (α − i) in the order of decreasing Aα→i gives the opti-

mal solution to ASCP.

More generally, the accuracy of greedy edge selection depends on the range of values of Cα→i :
Proposition 19. Picking the first

⌊
B

maxα−i Cα→i

⌋
edges α − i in the order of decreasing Aα→i gives the

factor of maxα−i Cα→i
minα−i Cα→i

approximation of the optimal solution to ASCP.

Propositions 18 and 19 are important, because in real life graphical models inference costs are often very
similar for different the edges: for example, many graphical models in computer vision consist only of
pairwise potentials and thus admit the exact solution of ASCP via greedy edge selection. For the remainder
of this section, we will for simplicity concentrate on the case where all the inference costs are equal and
Proposition 18 applies.

Even though the greedy solution of Proposition 18 is efficient, with complexity of O(|E| log |E|), it still
requires one to compute approximation costs Aα→i for every edge (α− i) ∈ E . For many large templated
models, especially those generated by Markov logic networks, even spending a fixed amount of time on
every edge may become infeasible. Ideally, we would like the solution complexity only depend on the
size of the solution instead of the size of the problem. We will now identify a sufficient condition for the
solution to be found in sublinear time. Let

−→
G be the directed version of the factor graph G = ({X ,F}, E)

with every edge (α − i) ∈ E replaced by a pair of directed edges. Let | · | be the lengths of the directed
edges. Let the distance d(j, α− i) from variable j to an undirected edge (α− i) be

d(j, α− i) def= max(d−→
G

(j, i), d−→
G

(j, α)),

where d−→
G

(a, b) is the minimum length of a directed path from a to b in
−→
G. Then the following holds:

Proposition 20. If there exist a set of directed edge lengths |·| and variable j such that for every (α−i) ∈ E
it holds that Aα→i = exp {−d(j, α− i)} , then the first

⌊
B
C

⌋
edges expanded by a best-first search in

−→
G

starting at node j (without counting the edges that have been expanded in both direction twice) give the
optimal solution to ASCP.

The proof follows from the fact that best-first search expands edges in the order of increasing distance
and Proposition 18. In the next two sections we will present examples of cost functions that satisfy the
conditions of Proposition 20 and relate approximation costs to the set of query variables Q.
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4.5 Edge approximation costs as query marginal error upper bounds.

The loopy belief propagation updates (4.1) can be thought of as a function that maps the space of all
possible messages into itself:

−→m(t+1) = LBP (−→m(t)), (4.5)

where −→m =
{

m
α1→i1

, . . . , m
α|E|→i|E|

}
is a vector of all messages in the graph on a single timestep. Let us

define the restriction of the LBP (·) update on the set of edges E ′ ⊆ E :

−→m(t+1) = LBPE ′(−→m(t))⇔ m
α→i

(t+1) =


∑

xα\xi
fα(xα)

∏
j∈Γα(E ′)\i

∏
β∈Γj(E ′)\α

m
β→j

(t)(xi), (α→ i) ∈ E ′

uniform message, otherwise
(4.6)

Intuitively, LBPE ′ sets the messages corresponding to edges not in E ′ to uniform and performs the stan-
dard belief propagation update using only the messages corresponding to edges from E ′ (notice the neigh-
borhoods Γα(E ′) and Γj(E ′) are those corresponding to edges E ′, not all edges E).

In the remainder of this chapter, we will assume that for every E ′ ⊆ E it holds that LBPE ′(·) has a unique
fixed point. Denote −→mE ′ to be the fixed point of LBPE ′(·). Recall the expression (4.2) for the estimated
marginal distribution P̃ (Xq = xq) of the query variable Xq :

P̃ (Xi = xi) ∝
∏
α∈Γi

m
α→i

(xi) = exp

∑
α∈Γi

log m
α→i

(xi)

 (4.7)

Denote ν
α→i

(xi)
def= log m

α→i
(xi). Then one can bound the error of approximation of the belief P̃ (Xq) by

a submodel including only edges E ′ as∥∥∥log P̃E ′ (Xq)− log P̃E (Xq)
∥∥∥ ≤ ∑

α∈Γq

∥∥∥∥ νE ′α→q
− νE
α→q

∥∥∥∥ . (4.8)

Therefore, if we set the edge approximation costs Aα→i to

Aα→i = max
E ′⊂E

∑
α∈Γq

∥∥∥∥ νE ′α→q
− νE ′∪(α→i)

α→q

∥∥∥∥ , (4.9)

then by triangle inequality the approximating submodel choice problem (Definition 16) would be equiva-
lent to minimizing the upper bound on the error of P̃ (Xq) with respect to the full model. Even though we
will not be able to compute the upper bounds (4.9) in a practical amount of time (there is a way to com-
pute (4.9) in O(|E|3) time, but it is significantly more than what loopy BP in the full model would take),
we will use equation (4.9) as a guidance for designing tractable edge approximation cost functions.

4.6 Maximum sensitivity approximation cost

Consider a simple path π = (i−β1−· · ·−βk−q) from variable i to variable q in the full factor graphG =
({X ,F}, E). Suppose the messages −→m−π corresponding to all the edges not in π have been fixed and let
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us apply LBP updates to the messages corresponding to the edges in π. Because π does not contain loops,

belief propagation updates will converge after length(π)
2 iterations. The resulting convergent messages

−→
m∗π on the edges of π can be thought of as a function of the fixed messages −→m−π. As updates (4.1) are

continuously differentiable, we can work with derivatives of form
∂ m∗
βk→q

∂ m
α→j

for any (α − j) 6∈ π. We define

the importance of path π to be the magnitude of largest such derivative involving the endpoint i:
Definition 21. The strength of a simple path π = (i− β1 − · · · − βk − q) that has the query variable q
as its endpoint is defined to be

strength(π) = max
α∈Γi

sup
−→m−π

∥∥∥∥∥∥
∂ m∗
βk→q

∂ m
α→i

∣∣∣∣∣∣
π

∥∥∥∥∥∥ (4.10)

and for a simple path π = (β1 − i1 − · · · − βk − q) to be

strength(π) = sup
−→m−π

∥∥∥∥∥∥
∂ m∗
βk→q

∂ m
β1→i1

∣∣∣∣∣∣
π

∥∥∥∥∥∥ (4.11)

and consequently the approximation cost of an undirected edge (β − i) to be the strength of the single
strongest path that (β − i) participates in:
Definition 22. Given the query variable Xq, the maximum sensitivity approximation cost of an edge
(β − i) is defined to be

Aβ−i = max
π∈Π,(β−i)∈π

strength(π), (4.12)

where Π is the set of all simple paths that have q as an endpoint.

In other words, Aβ−i indicates how strong a dependence (in terms of sensitivity of a message incoming to
q with respect to the value of another message) will not be taken into account if we were to drop the edge
(β − i) from the model.

An attractive property of the maximum sensitivity approximation cost is that it satisfies the conditions of
Proposition 20:
Lemma 23. If, for a given choice of message norm ‖·‖ it holds that for the belief propagation update (4.1)
for every (α− i) ∈ E , j ∈ Γα \ i, β ∈ Γj \ α

sup
−→m

∥∥∥∥∥∥
∂ m
α→i

(t+1)

∂ m
β→j

(t)

∥∥∥∥∥∥ ≤ 1, (4.13)

then for maximum sensitivity approximation cost (Def. 22) the condition of Proposition 20 hold with

|i→ α| = 0 and |α→ i| = − log

(
maxj∈Γα\i maxβ∈Γi\α sup−→m

∥∥∥∥∥∂ m
α→j

(t+1)

∂ m
β→i

(t)

∥∥∥∥∥
)
.

Not every message norm ‖ · ‖ satisfies condition (4.13) in Lemma 23, but there is at least one norm
that does. As Mooij and Kappen [2007] have shown, for the quotient L∞ norm in the space of log-
messages, ∥∥∥∥ mα→j

∥∥∥∥ def= inf
t

∥∥∥∥log m
α→j
− t ∗ −→1

∥∥∥∥
∞
, (4.14)
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where
−→
1 is a vector of all ones of the same dimensionality as message m

α→j
, the norm (4.14) not only

satisfies the conditions of Lemma 23, but also admits the computation of the supremum in (4.13) in closed
form:

sup
−→m

∥∥∥∥∥∥
∂ m
α→j

(t+1)

∂ m
β→i

(t)

∥∥∥∥∥∥ ≤ max
xi 6=x′i,xj 6=x′j ,x−ij,x−ij

′
tanh

(
1
4

log
fα(xixjx−ij)fα(x′ix

′
jx−ij

′)
fα(x′ixjx−ij)fα(xix′jx−ij

′)

)
,

which is straightforward to compute, so we can use the approximation costs of Lemma 23 in prac-
tice.

Moreover, one can see that the lengths of the edges incident to any factor α depend only on that factor
itself and not on the rest of the model. Therefore, not only can best-first search be used to solve the
approximating submodel choice problem (Def. 16), but also the necessary corresponding edge lengths can
be computed on the fly by the same best-first search process, making the solution complexity depend only
on the size of the solution. In particular, using maximum sensitivity approximation cost, it is possible to
flexibly allocate time between the model simplification and inference. Given the total time allocated for
answering the query P (Xq | e), we can grow the model until inference cost equals the remaining time, at
which point we switch to inference.

4.7 Maximum perturbation approximation cost

The maximum sensitivity approximation cost, as can be seen from equation (4.10), does not make any
assumptions about the values of loopy belief propagation messages −→m : the supremum in (4.10) is taken
over all possible values of −→m. In this section, we incorporate known properties of BP messages into the
reasoning of Section 4.6 to obtain more informative approximation cost functions Aα−i.

In Section 4.6, the convergent messages
−→
m∗π on the edges of a simple path π were considered to be a func-

tion of the fixed messages−→m−π. Under such an interpretation, removal of an edge (βn− in) from the path
π would amount to changing to uniform (i.e.

−→
1 ) all the incoming messages for variables i, i1, . . . , in−1

that are separated in π from the query q by (βn − in). As an approximation of the effect of those message
changes, Def. 21 chooses a single message m

α→i
such that the partial derivative of m

βk→q
with respect to m

α→i
is the strongest. Instead of just the derivative magnitude, we can use an upper bound on the magnitude
of change of m

βk→q
due to changes of m

α→i
, computed by the mean value theorem, as a more informative

measure of impact of m
α→i

:

perturb-strength∗(π) = max
α∈Γi

sup
−→m−π

∥∥∥∥ mα→i−−→1
∥∥∥∥ ·
∥∥∥∥∥∥
∂ m∗
βk→q

∂ m
α→i

∣∣∣∣∣∣
π

∥∥∥∥∥∥ for π = (i− β1 − · · · − βk − q). (4.15)

By itself, (4.15) gives a vacuous bound, because the values of −→m−π are not restricted. However, we are
eventually interested in the behavior of all the messages at convergence, so can impose an additional
constraint that m

α→i
is a function of other messages incoming to the variables of Γα as per the belief

propagation update (4.1). For the norm (4.14), which we already used in Section 4.6, Ihler et al. [2005]
have shown, that regardless of the messages incoming to Γα, it holds that∥∥∥∥ mα→i

∥∥∥∥ ≤ ‖fα‖ (4.16)
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Applying the message magnitude bound (4.16) to the message m
α→i

and the messages m
βn→in

along the path

π, we get the following bound:∥∥∥∥∥∥ m∗βk→q

∣∣∣∣
m
α→i

− m∗
βk→q

∣∣∣∣
m
α→i

=
−→
1

∥∥∥∥∥∥ ≤ min

min
β∈π
‖fβ‖, sup

−→m−π

∥∥∥∥∥∥
∂ m∗
βk→q

∂ m
α→i

∥∥∥∥∥∥ · ‖fα‖
 (4.17)

and the corresponding maximum perturbation strength of the path π

perturb-strength(π) = min

min
β∈π
‖fβ‖,max

α∈Γi
sup
−→m−π

∥∥∥∥∥∥
∂ m∗
βk→q

∂ m
α→i

∥∥∥∥∥∥ · ‖fα‖
 for π = (i− β1 − · · · − βk − q).

(4.18)
and

perturb-strength(π) = min

min
β∈π
‖fβ‖, sup

−→m−π

∥∥∥∥∥∥
∂ m∗
βk→q

∂ m
β1→i1

∥∥∥∥∥∥ · ‖fβ1‖

 for π = (β1−i1−· · ·−βk−q). (4.19)

and edge approximation cost
Definition 24. Given the query variable q, the maximum perturbation approximation cost of an edge
(α− i) is defined to be

Aα−i = max
π∈Π,(α−i)∈π

perturb-strength(π), (4.20)

where Π is the set of all simple paths that have q as an endpoint.

Whether maximum perturbation approximation cost (4.20) satisfies the conditions of Proposition 20 and
can be computed efficiently is a subject of future work. However, for the following upper bound on the
approximation cost (4.20) the answer is positive:
Lemma 25. If, for a given choice of message norm ‖·‖ it holds that for the belief propagation update (4.1)
for every (α− i) ∈ E condition (4.13) holds, then for directed edge lengths

|i→ α| = max

0;− log

‖fα‖max
β∈Γq

max
π

sup
−→m−π

∥∥∥∥∥∥
∂m∗
β→q

∂ m
α→i

∣∣∣∣∣∣
π

∥∥∥∥∥∥
− d(q, i) + log max

β∈Γq
‖fβ‖

 (4.21)

and

|α→ i| =

max

0;− log

 max
γ∈Γi\α

‖fγ‖max
β∈Γq

max
j∈Γα\i

max
π

sup
−→m−π

∥∥∥∥∥∥
∂m∗
β→q

∂ m
α→j

∣∣∣∣∣∣
π

∥∥∥∥∥∥
∥∥∥∥∥∥
∂ m
α→j

∂ m
γ→i

∥∥∥∥∥∥
− d(q, α) + log max

β∈Γq
‖fβ‖

 ,

(4.22)

where d(·, ·) is the distance function corresponding to the edge lengths defined above, then the edge
approximation costs

Aα−i = exp {−d(q, α− i)} (4.23)

are an upper bound of the maximum perturbation approximation cost of Def. 24 up to a constant multi-
plicative factor:

exp {−d(q, α− i)} ·max
β∈Γq

‖fβ‖ ≥ max
π∈Π,(α−i)∈π

perturb-strength(π). (4.24)
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Because Lemma 25 explicitly defines the edge costs via directed edge lengths, one can immediately apply
Proposition 20 to show that with upper bounds (4.23) as approximation costs, best-first search can be
used to solve the approximating submodel choice problem exactly. However, using the approximation
costs of Lemma 25 is more expensive computationally, because edge distances (4.21) and (4.22) require
the maximum single-path partial derivatives to be known. These maximum single-path partial derivatives
can be computed, for example, by another best-first search process similar to that of Section 4.6. One
issue with using an additional best-first search process to compute derivatives, however, is that the extra
best-first search may need to expand a large number of edges that would have low perturbation cost, but
high sensitivity cost. Thus there is no such straightforward bound on the solution complexity given the
solution size as in the case of the maximum sensitivity costs of Lemma 23. In practice, intelligent pruning
schemes will be required to avoid expanding every edge of the model when computing the derivatives,
which is one of the future work directions of this thesis.

4.8 Residual loopy belief propagation and soft submodel selection

Once the approximating submodel choice problem (Def. 16) has been solved, one can use any approxi-
mate inference algorithm, not necessarily loopy BP, to find the marginal distribution of interest P (Xq).
However, if one were to use loopy belief propagation, the special cases of edge approximation costs Aα−i
of Lemma 25 and Lemma 23 can be used more generally than just as inputs to the ASCP. In this section we
propose adapting the edge approximation costs of Lemma 23 to improve loopy BP convergence criteria
and in prioritizing the belief propagation updates.

Convergence criteria. As belief propagation is an iterative algorithm, it needs a stopping criterion. A
common stopping criterion is to perform updates (4.1) until the change in every message between itera-
tions is small enough. Formally, define the message residual

∆m(t)

α→i
def=
∥∥∥∥m(t+1)

α→i
−m(t)

α→i

∥∥∥∥ , (4.25)

where m(t+1)

α→i
is the result of an update (4.1). Then a common stopping criterion is

max
(α−i)∈E

∆m(t)

α→i
< ε, (4.26)

which places the same importance on convergence of every message. However, as we have seen in sec-
tions 4.6 and 4.7, changes of the same magnitude in different messages may induce changes of different
magnitude in the query belief P̃ (Xq) . In particular, the maximum sensitivity approximation cost (Def. 22)
shows the influence on P̃ (Xq) of a given message along the single strongest path. Therefore, a natural
generalization of the convergence criterion is

max
(α−i)∈E

(
A(α−i) ·∆m(t)

α→i

)
< ε, (4.27)

which places more weight on the convergence of important messages and less weight on those that do not
influence the marginal of interest much.

Updates prioritization. Loopy belief propagation as defined by updates (4.1) is a synchronous algorithm:
all the messages for timestep t+ 1 are computed simultaneously using the values of messages at timestep
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t. Recent work [Elidan et al., 2006, Gonzalez et al., 2009], however, has shown that a family of residual
belief propagation algorithms, which prioritize the updates according to the message residuals, has much
faster convergence in practice, because not as much computation is wasted on updating messages that stay
almost the same. Analogously to the stopping criterion (4.27), it is straightforward to incorporate the edge
approximation weights into any residual BP algorithm and prioritize updates by the importance weighted
residual A(α−i) ·∆m(t)

α→i
instead of the unweighted residual. We conjecture that such a modification would

lead to faster convergence of the query beliefs.

Prioritization of updates by the importance-weighted residuals can be seen as a generalization of the
approximating submodel choice problem: setting approximation costs of certain edges to 0 would result
in never updating the correspondent messages, which is equivalent to excluding those edges from the
model.

Finally, we note that both the importance-weighted convergence criterion and residual prioritization can be
used without computing all of the edge approximation costsA(α−i) exactly. For example, when computing
the maximum sensitivity approximation cost (Def. 22) via best-first search, the approximation cost of the
last expanded edge is an upper bound on the approximation cost of every edge that has not been expanded.
Therefore, computing the exact approximation cost for several edges and using the resulting upper bound
for the rest of the model edges may be an optimal compromise in terms of the total inference time.

4.9 Discussion

In this section, we addressed a problem of computing a marginal of interest P (Xq) induced by a large-
scale (potentially not fitting in memory) graphical model by simplifying the model so that it is feasible to
use with known approximate inference algorithms. We presented a formal statement of the approximating
submodel choice problem, and showed that despite it being NP-hard in general, for some interesting cases
of cost functions the exact solution can be found in time that depends only on the size of the solution as
opposed to the size of the input model. Finally, we proposed a way to make the loopy belief propaga-
tion algorithm more focused on the query marginal by incorporating edge importance into the stopping
criterion and update prioritization scheme.

In this thesis, we propose to further investigate several research directions, outlined below, that stem from
the material of this chapter.

Validate the approaches discussed in this chapter on real-world data and graphical models, such as ac-
tivity recognition models of Pentney et al. [2006] and Markov logic networks [Richardson and Domingos,
2006].

Extending edge approximation cost heuristics to multiple paths. We will study ways to extend the edge
approximation costs of sections 4.6 and 4.7 to take into account the dependence of the query marginal on
the edge message along different paths in the factor graph as opposed to a single strongest path currently.
For example, instead of defining the edge approximation cost as the strength of the strongest path passing
through that edge (Def. 22), we can use a sum of top k strongest paths (possibly including paths with
cycles). To maintain tractability, best-first search will need to be modified to allow for multiple paths
passing through the same edge and possibly to backpropagate the path strength information along the path.
Moreover, for max-perturbation approximation costs double-counting issues will need to be taken into
account to prevent loosening upper bounds: for example, if the full model is a chain, then the maximum
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perturbation cost of an edge (α− i) is an upper bound on the influence of all the subchain that is separated
by (α− i) from the query. Therefore, one will need to only sum over several paths that go beyond (α− i)
away from the query via distinct edges.

Connections with computational trees. We will study the theoretical connection of our analysis with
the work on computational trees [Weiss and Freeman, 2001] for belief propagation. Computational tree
is a tree-structured graphical model that can be generated from any loopy PGM by tracing the first t steps
of propagation of BP messages and treating messages corresponding to different propagation paths (even
those corresponding to the same model edge and same timestep) as distinct entities. As computational
trees have tree structure, they admit efficient exact inference, so it is tempting to adapt our model simpli-
fication approach to simply unwrapping the computational tree up to certain size and then running exact
inference on it. However, because computational trees essentially replicate messages that can be reached
by different paths, it is likely that naive unwrapping will be too memory-intensive to be practical. There-
fore, we will likely need to convert the computational tree into some more compact representation, for
example a message update schedule. Alternatively, it is possible to traverse the computation tree in the
depth-first manner (and perform exact inference during that traversal), terminating on edges that have low
enough approximation cost. The latter approach is straightforward and memory efficient, but switching
from the model size threshold to edge approximation threshold makes it harder to predict the inference
time.

Pruning scheme for maximum perturbation cost. Finally, we will construct pruning schemes to make
computing the upper bounds on maximum perturbation approximation cost of Lemma 25 more efficient.
For example, equation (4.21) in Lemma 25 suggests the following pruning relations: whenever we can
show that

log max
β∈Γq

max
π

sup
−→m−π

∥∥∥∥∥∥
∂m∗
β→q

∂ m
α→i

∣∣∣∣∣∣
π

∥∥∥∥∥∥ ≥ − log (‖fα‖)− d(q, i) + log max
β∈Γq

‖fβ‖, (4.28)

we can conclude that the maximum in (4.21) is 0 and the exact value of the maximum derivative on the
left-hand site is not important. Similarly, when we have an upper bound d∗(q, α) (which is maintained by
best-first search as a part of operation), then as soon as we can show that |i→ α| ≥ d∗(q, α)− d(q, i), or,
in terms of the derivatives,

log max
β∈Γq

max
π

sup
−→m−π

∥∥∥∥∥∥
∂m∗
β→q

∂ m
α→i

∣∣∣∣∣∣
π

∥∥∥∥∥∥ ≤ − log (‖fα‖)− d∗(q, α) + log max
β∈Γq

‖fβ‖, (4.29)

then it does not matter what exactly the derivative on the left-hand side is, because a stronger influence
path has already been found. We will use equations (4.28) and (4.29) as a starting point and investigate
whether more efficient pruning schemes exist.
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Chapter 5

Learning query-specific models

As we discussed in Chapter 4, a significant obstacle to using low-treewidth junction trees in practice,
despite their attractive properties with respect to inference complexity, is that often any single tree-like
structure of variables dependencies is a poor fit for the real-life distributions. In the previous chapter, we
addressed this problem by adapting a richer class of probabilistic graphical models (general factor graphs)
and an approximate inference algorithm (loopy belief propagation). In this chapter we propose to take a
different approach: instead of learning a single low-treewidth model

P (Q | E) =
1

Z(E)

∏
α∈A

fα(Qα,Eα) (5.1)

that approximates P (Q | E) for all assignments of E, we will take advantage of the knowledge of the
particular assignment at test time to construct a low-treewidth model

PA(e)(Q | e) =
1

Z(e)

∏
α∈A(e)

fα,e(Qα) (5.2)

representing the conditional distribution P (Q | e) for the particular assignment e of the evidence vari-
ables E. The key difference between equations (5.1) and (5.2) is that in the latter the set of factors fα
depends on the evidence assignment e, which is indicated by the dependencyA(e) of the set of factor do-
mains A on the evidence assignment e. Obviously, (5.1) is a special case of (5.2). The key assumption in
this chapter is that for every assignment e of interest, there exists a tractable graphical model (potentially
different for different assignments) that approximates the conditional distribution P (Q | e) well.

Previous work on context-specific independence (CSI) [Boutilier et al., 1996] relied on a similar assump-
tion with respect to the sparsity of the model instead of tractability: to capture all the important depen-
dencies, a densely connected model may be needed, but for many evidence assignments e the resulting
conditional model is much sparser. There are two main differences of the work proposed in this thesis
and the work on learning models with context-specific independence. First, we take tractability of the
resulting models into account instead of just sparsity. Second, we use the information about the partic-
ular assignment e to focus the learning - the work on learning graphical models with did not have the
notion of evidence and only used the generative data likelihood E(Q,E)∼D logP (Q,E) as optimization
criterion.
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5.1 General framework for learning query-specific PGMs

In this section, we identify two possible approaches for learning query-specific tractable graphical mod-
els, argue that one approach is more practical and identify the issues that need to be solved by concrete
implementations.

Parameter learning perspective on query-specific PGMs. One possible approach to learning QS models
is to exploit the following observation from the CSI literature [Boutilier et al., 1996, Friedman and Gold-
szmidt, 1996]: whenever a factor fα(Qα,Eα), for a particular assignment Eα = eα, has the same value
regardless of the assignment to Qα, one can drop fα from the model of P (Q | E) whenever Eα = eα,
which will potentially reduce the connectivity of the graphical structure, without affecting the induced
probability distribution. Let A denote all factor domains of the PGM structure and A∗ denote the set of
domains of all non-uniform factors. One way to learn a query-specific PGM is as follows. First learn a
high-treewidth densely connected structure (i.e. the factor domains A) for a PGM over (Q,E). Second,
learn the parameters fα(Qα,Eα), α ∈ A such that for every e of interest it holds that A∗(e) has low
treewidth, whereA∗(e) denotes the set of domains for all factors fα such that fα(Qα, eα) has a nontrivial
dependence on Qα. An attractive property of such a model is that one can use the standard exact infer-
ence algorithms, such as sum-product [Pearl, 1988], at test time. However, computational complexity of
learning is a significant drawback. As we discussed in Chapter 2, learning a single optimal low-treewidth
structure is NP-complete by itself, and no tractable algorithm for learning optimal parameters given a
fixed structure is known. Therefore, it is unlikely that learning good parameters while enforcing the extra
low-treewidth requirement for every possible assignment e of E has a tractable solution (unlessA by itself
has low treewidth, which defeats the purpose of using query-specific structures). Therefore, in this thesis
we will adopt a different approach, outlined in the next paragraph.

Multiple structure learning perspective. Instead of learning a single high-treewidth model that would
act as a set of several low-treewidth models representing conditional distributions, the approach of this
thesis is to learn the model structureA and parameters for every e separately at test time. The disadvantage
of learning a separate model for every test datapoint is the increased test time complexity, but we will later
argue that it may be mitigated to a large extent. Moreover, there are clear advantages over learning one
model a priori. First, the learning algorithm does not need to take into account (and optimize the model
for) the assignments of e that will not be encountered at test time. Second the problem of learning a
single tractable PGM has been extensively studied [Bach and Jordan, 2002, Chechetka and Guestrin,
2007, Chow and Liu, 1968, Srebro, 2001], so it is possible to use existing algorithms for learning fixed
models as building blocks for learning query-specific models. In contrast, the only work that we are aware
of related to learning a high-treewidth model that would become tractable once the evidence is instantiated
is that on context-specific independence [Friedman and Goldszmidt, 1996], which only considers sparsity
of the conditional models instead of tractability.

Formally, let us assume that we are given a structure learning algorithm SL that, given data D, structure
learning parameters V and evidence assignment e outputs a structure

A = SL(D,V, e) (5.3)

of a tractable graphical model over query variables Q. Also assume that we are given a parameters learning
algorithm PL, that, given data D, parameters learning parametersW, evidence assignment e and model
structure A, outputs parameter values fα|PL(D,e,W)(Qα) for every α ∈ A. The resulting query-specific
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Algorithm 5.1: Iterative parameter optimization for query-specific learning of graphical models.
Input: data D, structure learning algorithm SL, parameter learning algorithm PL
initializeW and V to some starting values1

while not converged do2

W ← arg maxW LLH(D | SL, PL,V,W) (LLH is defined in (5.5)), maximization can be3

approximate
V ← arg maxV LLH(D | SL, PL,V,W), maximization can be approximate4

graphical model is then

P (Q | e) =
1

Z(FA|SL(D,e,V),PL(D,e,W))

∏
α∈SL(D,V,e)

fα|PL(D,e,W)(Qα). (5.4)

Given the general form of a query-specific model (5.4), the problem of learning can be split into two parts:
first, choose or design algorithms SL and PL to learn an individual model, and second, given SL and
PL, optimize their parameters V andW so as to maximize the conditional likelihood of the data:

(V∗,W∗) = arg max
V,W

LLH(D | SL, PL,V,W),where

LLH(D | SL, PL,V,W) def=
∑
xj∈D

log

 1
Z(FA|SL(D,e,V),PL(D,ej ,W))

∏
α∈SL(D,V,ej)

fα|PL(D,ej ,W)(q
j
α)

 .

(5.5)

In this thesis, we will investigate different choices of SL and PL and ways to optimize approximations
of the likelihood (5.5). An important general observation regarding the computational complexity is that
even though the structure learning algorithm SL and parameter learning algorithm PL in general take
the data D as inputs, it does not necessarily mean that the cost of constructing one QS model (5.4) for a
given evidence assignment e grows with the number of datapoints in D. It is possible for SL and PL to
ignore D and only take parameters V,W and e into account. We will show in the remainder that several
interesting choices of SL and PL do indeed ignore D and rely only on V,W, e.

5.2 Closing the loop: exploiting the interactions between parameters

Maximizing the objective (5.5) directly is a hard problem: in general, the objective is not convex or even
differentiable. However, we can leverage much of the existing work in both structure and parameter
learning by splitting the optimization of the log-likelihood LLH(D | SL, PL,V,W) into iterations of
optimizing V andW separately. Alg. 5.1 summarizes such an approach. Observe that the maximization
on lines 4 and 3 do not have to be exact; it is sufficient to simply get an increase in LLH to obtain a better
set of parameters as compared to the previous step.

Let us construct a concrete example of Alg. 5.1 for learning conditional random fields [Lafferty et al.,
2001] in a query-specific manner. For simplicity, assume that both query and evidence variables are
discreet (the approach generalizes to continuous variables as well). Let the set of parameters W be all
the values fα(Qα,Eα) and the parameter learning algorithm PL be simply a procedure that does nothing
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Algorithm 5.2: Parameter optimization for QS learning of graphical models using an auxiliary
structure learning algorithm.

Input: data D, structure learning algorithms SL, SL′, parameter learning algorithm PL
initializeW and V to some starting values1

while not converged do2

W ← arg maxW LLH(D | SL, PL,V,W) (LLH is defined in (5.5)), maximization can be3

approximate
for every qk, ek ∈ D do4

A′k ← arg maxA P (qk | ek,FA|PL(D,e,W)) (maximization using SL′)5

wk
′
ij ← 1 if ∃α ∈ A′k s.t. (ij) ∈ α and 0 otherwise6

for every Qi,Qj ∈ Q do7

Vij = arg maxVij
∑

xk∈D ‖wij(ek,V∗ij)− wk
′
ij ‖ (using any parametric regression method)8

but return the parameter valuesW = {fα(Qα,Eα) | α ∈ A}. Then the objective (5.4) can be rewritten
as

max
V,W

∑
xj∈D

log

 1
Z(FA|SL(D,ej ,V))

∏
α∈SL(D,V,ej)

fα(qjα, e
j
α)

 . (5.6)

As Lafferty et al. [2001] showed, the objective (5.6) is convex in the values of f and given the structure
SL(D,V, e) can be optimized exactly with respect to f using any gradient-based convex optimization
technique such as Newton method. In other words, maximization on line 3 of Alg. 5.1 can be performed
exactly using existing methods. Reliable approximate maximization with respect to structure learning
parameters is the subject of ongoing work. Below, we list two options, both of which rely on the fact
that many structure learning algorithms [Chow and Liu, 1968, Shahaf et al., 2009] use some sort of edge
importance weight wij to decide which edges Qi − Qj to include in the model A. Often wij is equal
to some estimate of conditional mutual information between Qi and Qj . The idea of both approaches
below is to substitute the quality of fit of edge importance weights wij for the log-likelihood LLH(D |
SL, PL,V,W) to perform approximate maximization with respect to V.

Estimate wij = Ĩ(Qi,Qj | F) directly from parametersW. In prior work, the following heuristic has
been shown empirically to work well [Shahaf et al., 2009]: given parametersW = {fα(Qα,Eα) | α ∈
A}, estimate the conditional mutual information as

Ĩ(Qi,Qj | e) = I(P̃ (Qi,Qj | e)), where P̃ (Qi,Qj | e) ∼ 1
Z

∑
(∪qα)\qij ,α∈A,(ij)⊆α

∏
α∈A,(ij)⊆α

fα(Qα, eα).

(5.7)
In other words, this approach directly sets V =W and uses (5.7) to compute edge importance weights that
serve as an input to an existing structure learning approach such as Chow-Liu algorithm. The advantage
of this approach is that it relies on an empirically well-performing heuristic. The disadvantage is the
tight coupling of V andW that make separating the maximization with respect to only V or onlyW very
dificult.

Cast estimation of wij as a separate regression problem. Let SL′ be an auxiliary structure learning
algorithm that for every xk ∈ D will use information about qk to find a structure A such that LLH(qk |
A,W) is high. For example, some local search approach can serve as SL′. We then attempt to make SL
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mimic the behavior of SL′ by making eachwij to be the solution of a parametric regression problem

wkij = wij(ek,V∗ij), where V∗ij = arg max
Vij

∑
xk∈D

‖wij(ek,Vij)− wk
′
ij ‖ (5.8)

and the ground truth w′ij ∈ {0, 1} comes from the output of SL′. The full instantiation of Alg. 5.1 using
the “estimation of wij as a regression problem” approach is summarized in Alg. 5.2. Using an auxiliary
structure learning algorithm allows us to decouple structure learning parameters V fromW, but may make
the learning computationally more costly.

Both of the approaches to optimizing V outlined above need further work to become useful in prac-
tice; in the following section we list several important directions that will be investigated in this thesis
work.

5.3 Open issues and future work

In this chapter we have outlined a general framework (Alg. 5.1,5.2) for learning query-specific graphical
models. Below, we outline the research directions we plan to pursue in this thesis to make concrete
instances of our framework practical.

Better exploration. As the objective (5.5) has many local maxima, a good tradeoff between exploitation
(locally optimizing the parameters) and exploration (avoiding shallow local maxima) is needed. As stated,
Algs. 5.1 and 5.2 are quite biased towards exploitation, in part because for every iteration of optimizing
parameters W they commit to a single structure Ak per datapoint. Since the parameters would be opti-
mized given that structure, it is highly likely that no other structure would become more likely given the
new parameters than Ak, and on the next step of optimizing V little progress will be made.

There are several ways to break the commitment to a single structure per datapoint. First, one can main-
tain several well-fitting structures per datapoint, for example, found by local search with different start-
ing points. Second, one can adapt a stochastic optimization approach [Bottou, 2004] and sample a new
structure for a datapoint whenever a structure is needed during the learning. As a distribution over the
structures, for trees (junction trees of treewidth one) one can define a uniform prior distribution and use
the posterior given the parametersW, which can be sampled from efficiently using the work of Meilă and
Jordan [2001]. Alternatively, one can define a distribution over the importance weight for every edge (for
example, by estimating the variance and assuming normal distribution independent of other edges) and
incorporate stochasticity into local search for general junction trees by sampling the edge weights.

Multi-query optimization. Constructing a separate PGM for every test point has a significant compu-
tation cost, which can be excessive in practice. A compromise between committing to a single structure
for all the test points and a separate structure for every test point is to cluster the test points with similar
evidence values e together and construct one representative PGM for every cluster. Any standard cluster-
ing algorithm, such as k-means [Kanungo et al., 2002], can be used for clustering; the crucial problem
is defining a similarity metric between different values e of evidence. A straightforward approach would
be to apply some dimensionality reduction algorithm, such as PCA [Jolliffe, 2002], to the values of the
evidence in the test set and use the resulting similarities. Alternatively, instead of working directly with
evidence values e we can use induced edge importance weights (which are computable given e,V) or
induced model parameters (i.e. the potential values for every possible potential, computable given e,W).
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Similarity in the space of edge importance weights and induced model parameters characterizes the sim-
ilarity in the corresponding query-specific models more directly than similarity in evidence values, so we
conjecture that the dimensionality reduction and clustering applied to the former will have result in better
performance than clustering using evidence values directly.

Nuisance variables. It is usually the case that many variables X represented in the data are not known at
the test time (and thus not in the evidence E) and also not of direct interest to the end user (and thus not in
the query Q). Nevertheless, often it is useful to include such nuisance variables in the PGM and sum them
out at test time. For example, if the true distribution corresponds to a star-shaped graphical model over
variablesXn, Xq1 , . . . , Xqm with factors f(Xn, Xq1), . . . , f(Xn, Xqm) and variableXn is not included in
the query set: Q = {Xq1 , . . . , Xqm}, it is better to discover the true structure and sum out Xn at test time
than to discover any tree over only the query variables Q, because no tree without Xn can represent the
true marginal over Q exactly.

Computing the likelihood P (Q) for the low-treewidth model including nuisance variables Xη, namely
P (Q) ≡

∑
xη
P (Q,xη) can be done using the sum-product algorithm, so in principle it is tractable to

include nuisance variables in the models during training. However, when looking for an optimal structure
given current parameters W and evidence e using local search, naive application of sum-product will
require performing inference in the full candidate model to evaluate every single local search step. The
number of calls to the sum-product algorithm can thus easily become impractical. We will investigate
ways to score structures, including those with nuisance variables, more efficiently, by reusing the sum-
product messages and exploiting the fact that many local search steps leave large parts of the model intact,
so only a small number of sum-product messages would need to be recomputed to evaluate the quality of
a local modification to the model structure. By reusing the sum-product messages, we will amortize the
cost of inference across evaluations of quality of multiple local search steps.

Quality guarantees. An important problem is designing ways to maximize the objective (5.5) with respect
to V. So far, we have substituted other objectives, such as parametric regression quality on line 8 of
Alg. 5.2 for the exact objective (5.5), and an important problem is to link the guarantees on the quality of
regression to the improvement in the objective (5.5). For example, we will study, under the assumption
that the true edge importance weights can indeed be learned using the parametric regression model, how
does the quality of the resulting models depend on the regression error. As a first simplified step, we will
assume that the true structures are available to the learner and study the sample complexity of learning the
parameters V,W.

Validation of our approaches on real-world data.
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Chapter 6

Related work

In this chapter, we review the related prior work in structure learning, simplification of probabilistic graph-
ical models and learning of query-specific models.

6.1 Related work in structure learning

There has been a lot of work in learning the structure of graphical models from data; here we will restrict
the discussion to the case of complete data, meaning that for every datapoint the value of every random
variable is known. In addition to learning the structure of factor graphs and junction trees, we will also
review the work on learning Bayesian networks - a class of PGMs that consist of a directed acyclic graph
with random variables as nodes and define the factorized distribution

P (X ) =
∏
Xi∈X

P (Xi | PaXi),

where PaXi is the set of parents of Xi in the graph. As we discussed in Chapter 2, learning the most
likely structure is NP-complete for most formulations [Chickering, 1996, Karger and Srebro, 2001] with
the exceptions of trees [Chow and Liu, 1968]. For a concise summary of the relation of prior work to the
results in Chapter 3 of this thesis, see Fig. 6.1.

Constraint-based algorithms. As discussed in Chapter 3, our structure learning algorithm belongs to the
class of constraint-based approaches. Constraint-based algorithms attempt to enumerate the conditional
independencies of the underlying distribution and to construct a structure consistent with those indepen-
dencies. Two crucial questions in designing a constraint-based algorithm are (a) the way to estimate the
independencies given only a finite amount of data and (b) the way to construct a structure consistent with
the independencies.

Spirtes et al. [2001] addressed the problem of learning a Bayes network with at most k parents per variable
under the assumption that a perfect conditional independence oracle is available. For distributions faithful
to a Bayes network with at most k parents per variable, the algorithm of Spirtes et al. [2001], called PC,
is guaranteed to discover a minimal I-map1 for the distribution in question using polynomial in |X | time

1An I-map is a Bayesian network that captures all the dependencies of the true model and cannot be reduced without intro-
ducing false independencies
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class model guarantees(true P ) samples time representative reference
score all global any exp Singh and Moore [2005]
score tract./all local any poly†/exp† Della Pietra et al. [1997]
score comp. local any poly† Teyssier and Koller [2005]
score tract. const. factor any poly Karger and Srebro [2001]
score tract. local any poly† Bach and Jordan [2002]
score tree global any O(n2) Chow and Liu [1968]

constr. comp. global(comp.) ∞ poly(tests) Spirtes et al. [2001]
constr. comp. PAC(comp.)/gracef.(positive) poly poly Abbeel et al. [2006]
constr. tract. PAC(k-JT) exp‡ exp‡ Narasimh., Bilmes [2004]
constr. tract. PAC(k-JT)/gracef.(ε-k-JT) poly poly this thesis

Figure 6.1: Representative examples of prior work.
tract. (tractable) means that the result is guaranteed to be of limited treewidth.
comp. (compact)—limited connectivity of the graph, but not necessarily low treewidth.
guarantees column shows whether the result is a local or global optimum, a constant factor approximation
of the optimum, whether there are PAC guarantees or graceful degradation guarantees in terms of KL
divergence. For guarantees that hold only for a restricted class of input distributions, the restriction is
given in parentheses.
In time complexity column, † superscript means per-iteration complexity of local search approaches,
poly—O(nO(k)), exp‡—exponential in general, but poly for special cases. poly(tests) means polyno-
mial complexity with an additional requirement of access to an exact conditional independence oracle.

and O(|X |k+1) independence tests that involve at most k+ 2 variables each. PC substantially depends on
the perfect independence oracle and does not have graceful degradation guarantees

Abbeel et al. [2006] proposed an algorithm for learning factor graphs with polynomial time and sample
complexity and quality guarantees similar to those of Chapter 3: PAC-learnability for the case when the
true distribution can be represented by a factor graph exactly, and graceful degradation guarantees (in KL
divergence) for distributions that can only be represented by limited-size factor graphs approximately.
The main difference between our work and that of Abbeel et al. [2006] is that our approach guarantees a
fixed-treewidth model, while Abbeel et al. [2006] only guarantee compactness of the result.

Finally, Narasimhan and Bilmes [2004] introduced an algorithm that is guaranteed to return a fixed-
treewidth junction tree with a PAC learnability guarantee. However, their approach requires fixed-accuracy
estimates of conditional mutual information values I (A,B | C) for sets A and B of size Θ(|X |), which
results in exponential complexity for the best currently known methods to estimate I (·) .Also, the work of
Narasimhan and Bilmes [2004] lacks graceful degradation guarantees like those provided by Theorem 14
for distributions that do not factorize exactly according to a fixed-treewidth junction tree.

Score-based algorithms. Given the inherent difficulty of structure learning, many researchers resorted to
variations of heuristic search for high-likelihood structures. A large class of score-based structure learning
algorithms (for example, [Bach and Jordan, 2002, Chickering and Meek, 2002, Della Pietra et al., 1997,
Lee et al., 2006, Teyssier and Koller, 2005]) work by associating a score (usually, a form of regularized
likelihood) with every possible structure, and performing a hill-climbing search in the space of structures.
For certain classes of structures (limited-treewidth junction trees, Bayes nets with limited in-degree), the
structure score is decomposable, that is, can be represented as sum of components, each of which only
depends on a small subset of variables, and can be computed efficiently. When the score is decompos-
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able, local hill-climbing search can be quite efficient in practice [Chickering and Meek, 2002, Deshpande
et al., 2001, Malvestuto, 1991, Teyssier and Koller, 2005]. However, likelihood is not decomposable for
general undirected models: computing the likelihood requires inference in the model, which is in general
intractable even for compact models. Consequently, score-based algorithms for general undirected mod-
els evaluate the scores of candidate structures only approximately (for example, [Choi et al., 2005, Della
Pietra et al., 1997, Lee et al., 2006]).

It is possible to use local steps that rely on globally optimal decisions as subroutines. For example, Teyssier
and Koller [2005], for learning Bayes networks structure with limited in-degree k, instead of directly
searching in the space of directed acyclic graphs, perform search in the space of topological orderings of
variables induced by such graphs. Given the ordering, Teyssier and Koller [2005] find the MLE structure
consistent with that ordering inO(|X |k+1) time by exploiting the fact that the likelihood is decomposable.
The MLE structure is then used to score a particular variable ordering. The search in the ordering space
instead of directly in graph space allows one to make larger steps towards the optimum and decreases the
chances of getting trapped in local minima. In a similar spirit, Meilă and Jordan [2001], aiming to learn
the most likely mixtures of trees, use EM algorithm to iteratively optimize the structure and parameters for
every mixture component and use Chow-Liu algorithm to find exactly optimal trees for every component
of the mixture in the M step.

Another line of work learns the structure of exponential family graphical models as a by-product of L1-
regularized parameter learning. L1 regularization tends to give sparse results, that is, the optimal pa-
rameters have many components that are exactly zero. Setting all parameter corresponding to a certain
edge to zero corresponds to removing that edge from the graph. As Wainwright et al. [2006] showed, for
Ising models with binary nodes, L1-regularized logistic regression provides a consistent estimator of the
structure using a polynomial number of samples. L1-regularized regression can also be used to restrict the
search space of any local search algorithm for structure learning [Lee et al., 2006]. Schmidt et al. [2007]
showed that optimal model scores can be only achieved for the regularization parameters that correspond
to discontinuities of the regularization path and proposed a way to efficiently find the approximate discon-
tinuity locations. Restricting attention to the parameters at the discontinuities of the regularization path is
similar to the idea that we employ in this thesis, namely to restrict the values of threshold δ to the set of
the actual strengths of hyperedges.

Because of the local nature of score-based approaches, relatively few of them have performance guaran-
tees. For modest sized problems, it is possible to search the space of all structures exhaustively by reusing
computation [Singh and Moore, 2005]. Provided that the underlying distribution has a perfect map, Chick-
ering and Meek [2002] have shown that in the infinite data limit a two pass greedy edge addition-removal
algorithm will recover the true structure. There are also several score-based algorithms that do not use lo-
cal search and provide global guarantees. Dasgupta [1999] showed that, although learning MLE polytrees
is NP-hard, Chow-Liu tree provides a solution with likelihood at most a factor (7

2 + 1
2
U
L ) worse than the

optimal polytree, where U is the maximum entropy of a single variable for the given distribution, and L
is the minimum entropy of a single variable.

Karger and Srebro [2001], by using a linear programming relaxation and a special rounding scheme,
proposed an algorithm that is guaranteed to learn a junction tree within the factor of 8kk!2 of the most
likely junction tree of treewidth k in the following quality metric:

Quality(learned) = LLH(learned)− LLH(all variables independent).

The main difference of the theoretical guarantees of Karger and Srebro [2001] and our work is in their
behavior for k-junction tree representable distributions. As the amount of data grows, the approximation
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factor in the guarantee of Karger and Srebro [2001] does not improve. Our algorithm, in contrast, accord-
ing to Thm. 14, will find a δ-junction tree with δ → 0 as the number of samples increases, so an arbitrary
quality of approximation can be achieved given enough data.

To summarize, score-based algorithms provide state of the art performance in practice, but, with few
exceptions, mostly lack theoretical quality guarantees. Although our approach is not a score-based one, it
is possible to incorporate some ideas from the score-based methods into our algorithm. In particular, it is
possible to define a decomposable score over the sub-junction trees. Then, in the dynamic programming
(Alg. 3.3) one can prioritize the candidate subcomponents that are being tested on line 6 by their score,
which may increase the score (and thus likelihood) of the result.

6.2 Related work in model simplification

Building a query-specific submodel of a large probabilistic model has been studied in the literature, dating
back to the work on decision support systems [Wellman et al., 1992] under the name of knowledge-based
model construction (KBMC). In particular, Wellman et al. [1992] performed both the backchaining of
logic predicates and incremental construction of a probabilistic graphical model specific to the query.
Similar approach has been used in the context of Markov logic networks [Richardson and Domingos,
2006]. Our approach, outlined in Chapter 4, is a generalization of KBMC in the sense that, invoked
without a limit on the inference complexity in the resulting model, our algorithm will return an identical
answer to knowledge-based model construction. The prior work on KBMC only targeted the question
of what is the minimal model, given query and evidence, that is guaranteed to define exactly the same
distribution over the query variables, regardless of the values of the potentials (predicate weights in the
case of Markov logic). Because KBMC only reasons about the domains of the potentials and not their
values (except for a special case when evidence renders a potential to be uniform), it cannot reason about
the relative quality of different submodels of the minimal exact model. In practice, however, the minimal
exact model found by KBMC can still be too large to work with, and one needs to choose a smaller
submodel that approximates the query distribution well. By taking into account the known information
about the values of the potentials, we are able to decide which potentials are more important and should
be included in the approximate submodel and which can be left out relatively safely.

There has also been similar work on submodel construction in activity recognition literature [Pentney et al.,
2006, 2007], but no systematic way to take potential values into account was proposed either. Pentney
et al. [2006] used the distance to the query variables in the factor graph as a factor priority, and also
shortest paths (in the full model) from the query to every evidence variable were added to the submodel.
Pentney et al. [2007] thresholded empirical pairwise mutual information between variables Xi and Xj to
decide whether knowing Xi = xi significantly affects the conditional probability over Xj . Empirically,
the approach of Pentney et al. [2007] has been shown to perform well, but because it relies on the empirical
mutual information, their approach can be inapplicable when the mutual information is hard to estimate
(for example in the case of relational data).

A different line of work (c.f. [Choi and Darwiche, 2008, Choi et al., 2005, Kjaerulff, 1993, van Engelen,
1997]) concentrates on computing with high accuracy or even exactly [Choi and Darwiche, 2008] the ef-
fect of an edge removal on the query marginal. However, those approaches require inference in either the
full or reduced model to evaluate the importance of a single edge, and thus have much higher computa-
tional complexity than our approach. As [Choi and Darwiche, 2008, Choi et al., 2005, Kjaerulff, 1993, van
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Engelen, 1997] provide estimates of the edge removal effect are more precise than our heuristics, those
methods are preferable for small models, but are not feasible for large-scale model.

Finally, we notice that model simplification can be also obtained by introducing sparsity [Jensen and An-
dersen, 1990] or context-specific independence [Boutilier et al., 1996] in the representation of potentials,
which can be done independently of graphical structure simplification performed by our approach.

6.3 Related work in learning local models

First of all, we observe that exploiting the information about the assignment e to the evidence variables E
is crucial for the approach of Chapter 5: the problem of learning an optimal model given simply the set of
evidence variables has been solved by conditional random fields [Lafferty et al., 2001] (although learning
the structure of CRFs remains a hard problem in practice).

Traditionally, the idea of learning simple local models for every test point has been developed in the area
of non-parametric statistics [Härdle et al., 2004]. For example, local linear regression [Cleveland and
Devlin, 1988], often works extremely well in practice despite fitting simple linear models to the data. The
key feature that makes local linear regression work well is putting more weight on the regression error for
training points nearby the test point than for those far away from the test point. The resulting linear model
then can be a very poor fit to the data far away from the test point, but reflects the behavior of the data
near the test point well. Both local linear regression and an even simpler approach, k-nearest neighbors,
have been successfully applied in both regression and classification settings [Gupta et al., 2008, Smith
et al., 1994, Takeda et al., 2008]. Bottou and Vapnik [1992] have shown k-nearest neighbor regression to
outperform neural networks in a classification setting.

The idea of local models has been taken well beyond simple regression settings: Zhang et al. [2006] use
nearest points in the training data to the test point to train a local support vector machine [Vapnik, 1995] for
object recognition and texture classification. Russell et al. [2007] perform object recognition by aligning
the test image with its nearest neighbors from the training set.

All the non-parametric methods crucially depend on a good similarity measure in the space of evidence
E. In general, local regression methods have complexity exponential in the dimensionality of E [Härdle
et al., 2004]. As the evidence is often very high-dimensional (for example an image can be the evidence),
local approaches that are successful in practice invariably perform some dimensionality reduction of the
evidence. For example, Russell et al. [2007] use the gist feature [Oliva and Torralba, 2001] as a low-
dimensional descriptor of the image to define the similarity.

Although in this thesis we proposed to learn local models and it is possible to fit the k-nearest neighbors-
based learning approaches into the framework of Chapter 5 (by selecting nearby training points and run-
ning standard structure and parameters learning algorithms on them), we plan to concentrate on structure
and parameter learning algorithms that do not use the data D directly and rely on parameters V and W
instead. The motivation for such a decision is two-fold. First, to reduce the dependence on high-quality di-
mensionality reduction for evidence, since dimensionality reduction is often domain specific. Even though
representation of evidence remains important, learning V andW will in a sense result in learning a good
representation. Second, the computational complexity at test time of nonparametric methods grows with
the amount of data available, which is undesirable. Relying on parameters V andW will let us keep the
test time complexity independent of the amount of data.
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Chapter 7

Conclusions and Thesis plan

In this document, we have described three different research directions with the common goal of improv-
ing the quality of answering queries of form P (Q | e) using probabilistic graphical models: learning
the structure of tractable graphical models (Chapter 3), simplifying large-scale models so as to make
approximate inference feasible (Chapter 4) and learning tractable models with structure dependent on e
(Chapter 5). The proposed work of this thesis will concentrate on the last two of the three directions.
Namely, the expected additional contributions, along with their expected dates, are as follows.

• Validate the approach of Chapter 4 on real-world data (Summer 2009).

• Extend the model simplification approach of Chapter 4 to handle message dependencies along mul-
tiple paths in the graphical model in a tractable manner (Summer-Fall 2009).

• Study constructing a computational tree (in some compact form) as a result of model simplification
in Chapter 4 to provide guarantees not just on the runtime of a single iteration of loopy belief
propagation algorithm, but on the total inference runtime (Summer-Fall 2009).

• Construct a pruning scheme to make using the maximum perturbation approximation cost of Def. 24
in Chapter 4 more computationally tractable in practice (Summer-Fall 2009).

• Provide a version of Alg. 5.2 of Chapter 5 with better exploration properties, using a stochastic
optimization technique and/or assigning multiple structures to a datapoint on every iteration (Fall
2009).

• Construct an approach to take similar evidence assignments into account at test time to reduce the
computational cost of the query-specific model construction of Chapter 5 (Fall 2009).

• Extend Alg. 5.2 to handle random variables that do not belong to either query or evidence, because
including such variables can improve the fit quality of a structure (Spring 2010).

• Study the connection between the edge weights regression quality and the corresponding query-
specific likelihood in Alg. 5.2 (Spring 2010).

• Validate the approaches of Chapter 5 on real-world data (Fall-Spring 2010).

In Summer 2010, we plan to wrap up implementation and experiments, write the thesis and defend.
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