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W ant to pub lish a per turbed 
data base 
with pr ovable  
pr ivacy 
guar antees

What does that mea n?
• Differential Privacy: For all outputs t and all 
databases x and x’ differing in a single row, the 
probability of getting output t when 
the database is x is within a       
(1+eps) factor of the probability 
when the database is x’.

• Usefulness:  The answer we give 
is close to the true answer. 

Pr ior w or k
• A linear number of 
noisy queries can be 
used to reconstruct the database (and thus violate 
privacy) [DN03,DN04].

• Non-interactive mechanisms can’t achieve both 
privacy and usefulness for all queries, even for some 
low-sensitivity functions [DMNS06].

•Adding noise proportional to the sensitivity allows both 
privacy and usefulness in the interactive setting, but 
you can only answer a sublinear number of queries 
[DMNS06, NRS07].

Idea: r estr ict query types
Prior work shows you can’t publish a private database 
useful for all query types.  Our goal is to answer an 
unlimited number of queries non-interactively.  Our 
idea is to target the usefulness to specific classes of 
queries (for example, ranges, rectangles, medians, and 
halfspaces), and study their private sample complexity.

A l ower bound: evidence w e need  
to w eaken our deÞnitions
Suppose D is a subset of the real interval [0,1] and we 
want to answer median queries (Q(p) = "What is the pth 

percentile?") so that there is at least a ½ chance that the 

answer returned is in [p-δ,p+δ], for some small δ.

We can't achieve this.  Consider the sequence of 
databases D0,...,Dn pictured here.  
By definition,

Pr[f(D0,Q(n/2)) = 0] ≥ ½. There 
must be some value v such that 
Pr[f(D0,Q(n/2)) = v] = 0. 

Thus, there exists i such that 
Pr[f(Di,Q(n/2)) = v] = 0, but 
Pr[f(Di+1,Q(n/2)) = v] ≠ 0. This constitutes a privacy 
violation!

Why media n quer ies?
A static database that could answer queries from simple 
concept classes such as intervals, rectangles, and 
halfspaces,  in a privacy preserving manner 
could be used to privately answer median 
queries in this way. If we want to be able 
to be useful for these concept classes, 
we must weaken our privacy 
definitions.

W ays w e can r elax 
our deÞnitions to get 
around the l ower bound
1. Discretize the domain of the database

2. Promise to answer only a "nearby" query

3. Allow a privacy violation with exponentially small 
probability

(We’ll do 1 & 2.)

Initial pr og ress on halfspaces
1. We make O(log n + d) random Johnson-
Lindenstrauss projections into a constant-dimensional 
space of the n points in the database, where d is the 
dimension of the original space.  

2. Instead of answering the halfspace query we’re asked, 

we’ll answer one that’s nearby. We need Õ(1/epsd) 
queries centered at the origin to “cover” all possible 
halfspaces through the origin.  There are O((1/eps)d) 
centers we need to consider.

3. To compute our response for one of these canonical 
halfspaces, we project the query down into each of our 
lower-dimensional databases, and for each point we 
take the majority answer over all the projections.  With 
high probability, we get the right answer on all points, 
and thus the right answer for this canonical query.

4. When we receive a query, we simply return the 
answer for the nearest canonical query.  With high 
probability, we get all queries correct.

Additional ideas a nd questions
• If we knew the distribution on the input and weren’t 
afraid of violating privacy, we would only need query 
complexity proportional to the eps-cover size.

• Can you always get an algorithm with query 
complexity proportional to the eps-cover size?

• Can you always get an algorithm with query 
complexity proportional to the VC-dimension?
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D0 = {0,0,0,...,0}

D1 = {v,0,0,...,0}

D2 = {v,v,0,...,0}

D3 = {v,v,v,...,0}

... ...

Dn = {v,v,v,...,v}


