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Abstract

Schedulingpoliciesarefundamentatomponent®f a majority of moderncomputersystemsHowever, de-
spiteavast eld of researchanalyzingthe performanceof differentpolicies,the taskof choosinga policy
for a particularapplicationis still dif cult. This dif culty is aresultof a disconnecbetweenqueueinge-
searcherandsystemdesignersClassicaljueueingesearchstudiesonly individual schedulingoliciesand
responsgime metrics;wherearacticalissuesforce systemdesignergo usehybrid policiesthatperform
well acrossavariety of metrics.

To bridgethis divide, we proposea new styleof schedulingesearchwherelarge groupsof policiesareclas-
si ed with respecto awide rangeof metrics.In particular we proposeo developatheoreticalscheduling
toolbox consistingof a rangeof classi cations,eachof which isolatesa differentmetric. The classi ca-
tionswe proposecanbe dividedinto threetypes: classi cationsof ef ciency metrics,fairnessmetrics,and
robustnesametrics. Classicalqueueingtheory hasfocusedprimarily on measure®f ef ciency; thus,in
developingthe toolbox, we will needto develop novel metricsto measurehe fairnessand robustnessof
schedulingpolicies.In addition,becauselassicaueueingesearchiocusesonindividual policies,we will
needto develop novel analytictechniquesn orderto analyzethe performancef large groupsof policies.
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THESISCOMMITTEE



Foreword

This proposalis composedf threemain sections. Chapterl containsa brief overvien of the proposed
thesis. This chapteris meantto condenseghe major motivation andimpactof the work into a few short
pagesin orderto give the readeran overvien of whatis ahead.Chapter2 thenpresentsa morethorough
introductionto the work. The goal of this chapteris to corvey the importanceof schedulingin modern
computersystemsandto illustratetheimpactof theschedulingoolboxwe proposewithoutdelvinginto the
detailsof theresults. Finally, Chapter3 providesa detailedsummaryof the proposedrganizationof the
thesis,including a discussiorof whatresultshave beenobtainedso far andwhatresultswe hopeto obtain
overthenext yearandahalf. Includedatthecloseof thethird chapteiis asummaryof the proposedimeline

for thethesis.
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Chapter 1

ThesisOverview

Resourcallocationis afundamentatomponenbf moderncomputersystemsCuttingedgeresearctin the
areaf webseners,operatingsystemsgdisks,databasegndsupercomputercusenimproving system
performanceby designingbetterschedulingoolicies. Bothin theoryandin practice the schedulingpolicy
usedhasa hugeimpactonthe performancattained.Thus,in all thesesettingsafundamentafjuestiorthat
plaguessystemdesignerss: "What schedulingpolicy shouldbeimplemented?"

Despitea vast eld of researchstudyingthe performanceof schedulingpolicies, thereis no simple
answerto this question.Thereasoris thattraditionalqueueingesearciHocuseson individual policiesand
responsgimemetrics Thus,alimited groupof idealizedpoliciesis well understoodicrossa limited range
of metrics;however outsideof thesemetricsandpolicies,the performancef schedulingooliciesis largely
unexplored.

This main contritution of this thesis,is to introducea new style of researctbasedon classifyinglarge
groupsof schedulingpolicies. We proposeto develop a theoretical schedulingtoolbox. This toolbox
will consistof awide rangeof differentclassi cationsof schedulingoolicies,eachof which describeshiov
large groupsof policieswill performwith respecto a differentmetric. Thus,theseclassi cationsexpose
theperformancémpactof schedulingheuristicgsuchasbiasingtowardsmalljob sizes) providing adeeper
understandingf schedulinghanthe analysisof only idealizedpolicies.

In addition, this toolbox can easethe burdenon systemdesignershy helpingthem choosean appro-
priate schedulingpolicy. Therearethreekey pointsaboutthe classi cationsthatallow the toolbox to be
of practicalinterest. First, thereareclassi cationsfor a wide rangeof practicalmetrics. Second eachof
theclassi cationsisolatesa speci ¢ metricsothata systemdesignercanchoosea schedulingpolicy based
on only the metricsrelevantto the systemat hand. Third, the classi cationsarenot de ned for individual
policies,but insteadfor large groupsof schedulingooliciesthatall usea particularheuristic(seeTable2.2
for examples). Thus,they are not limited to describingthe performanceof simple, well-knovn policies;
they alsodescribehe performancef lessidealized practicalpolicies.

A secondmajorcontrikution of this thesisis theintroductionof awide arrayof novel metricsmotivated
by moderncomputerapplicationdemandsWe cateyorizethesemetricsinto thefollowing threetypes:



2 CHAPTER1. THESISOVERVIEW

Ef ciency metrics measureoverall systemperformance Theseare the traditional metrics
usedby queueingesearch53, 54, 102], andincludestatisticsof the responsdime andqueue
lengthdistributionssuchasthe mean variance andtail behaior. In additionto responséime,
weightedfunctionsof responséime have alsobeenstudiedrecently(e.g.slovdown) [12, 9, 44].

Fairnessmetrics comparetherelativeperformancdor differenttypesof jobs. Building on our

studyof fairnessn [9, 44,97], fairnessnetricshave receivedgrowing attention.Therearethree
maintypesof fairnessnetricsthathave emegedin theliterature:sizal[9, 43,44,97], temporal
[7, 72], andstream-basefll4, 13]. Sizalfairnesscaptureghe ideathatjobs of differentsizes
shouldsee“equivalent” service— every job sizeshouldbe “slowed down” by the samefactor

Temporalfairnesscaptureghe ideathatit is unfair to consistentlylet jobs nish beforeother
jobsthatarrivedearlier—jobsshouldbesened(for themostpart)in theorderof arrival. Finally,

stream-basefhirnescapturegheideathatstreamg o ws) of jobsshouldreceie “fair” service
relative to eachother

Robustnessmetrics measurehe ability of a policy to performwell in the face of exceptional
inputsandsituations Rolustnessnetricsareof growing importancen moderncomputersys-
temsbecausenodernsystemsarefacedwith mary dif cult issuessuchasinaccuratanforma-
tion aboutservicedemandg56], userimpatiencg 104, 34], burstyarrivals[5, 6], etc. Finding
out which schedulingheuristicsare robust to theseissuesis of primary importanceto mary
applications.

In orderto derive classi cationsfor thewide variety of metricsproposedthethesisis primarily limited
to the contet of a simplemodel,a preempt-resum&l/Gl/1 queue.However, the thesiswill alsodiscuss
the implicationsof mary practicalphenomenanot well representedn the M/GI/1 model. For instance,
we proposeto studythe effectsof prioritization in multiserversystemsthe effect of non-Rissonarrival
processesandthe effect of the overheadsassociatedvith preemption Further we proposeo illustratethe
applicabilityof our theoreticakesultsthroughdetailedcasestudiesshaving how thetoolboxcanbe usedto
chooseschedulingpoliciesin the context of bothwebsenersandrouters.



Chapter 2

Moti vation and Impact

Schedulingpolicies(disciplines)areimplicitly usedeverywherehataresourcaneedgo beallocated When-
ever anumberof peoplewanta serviceat the sametime, a schedulingoolicy determinesvheneachperson
getsthe service. This happensalmosteverywherewe venturein our daily lives. From restaurantandsu-
permarlets,to banksandamusemenparkswe queuefor servicein avariety of ways.In mary corvenience
storesthereis a single cashregisterwherepeoplequeueto be senedin First-Come-First-Seed (FCFS
order In large supermarkts,thereare mary registers,andsomeare dedicatedo servingonly customers
with asmallnumberof items.Onthe otherhand,in restaurantsveryonegetsalittle bit of serviceall of the
time, which canbe approximatelymodeledasProcesseSharing(PS).

Beyondtheseeverydayexampleswe alsoseea variety of policiesin usein moderncomputersystems.
Applicationssuchasweb seners,routers,operatingsystemssupercomputerglatabasesanddisksareall
undera constantbarrageof requestandneedto determinehow bestto allocateresourceso users.In the
caseof web seners, the typical schedulingpolicy is well modeledby PS, but in the caseof scheduling
pacletsin routersFCFSis typically used. Operatingsystemschedulingcanbe modeledasa form of age-
basedschedulingcalledLeast-Attained-Servic@ AS), wherethejob(s)thathave recevedtheleastamount
of serviceso far sharethe processoevenly. Supercomputerglatabasesanddisksall usedifferentforms
of non-preemptie policies,which in mary casesprioritize towardssmall job sizes(servicerequirements)
accordingio comple rules.

2.1 Theimpact of scheduling

The choiceof which schedulingpolicy to implementfor a given applicationcanhave anenormousmpact
on systemperformanceAs a simpleexampleof this fact, considerthreecommonpolicies: FCFS PS, and
SRPT (seeTable 2.1 for a descriptionof thesepolicies). We will comparethesepolicieswith respectto
meanresponsdime (E[T]) in anM/GI/1 queuewheretheresponseime of ajob is de ned to bethetime
from whenthe job entersthe systemuntil the job completesservice.FCFSandPS arecommonlyusedto
modelschedulingn routers(atthe pacletlevel) andwebseners(atthe le level) respectiely, andfor these

3
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Figure2.1: Meanresponséime E[T] is shownasa functionof load, , underSRPT, PS, andFCFS The
servicedistribution is Weibull with C2 = 10. Thisplot illustratesthe dramaticimprovementn E[T] that
SRPTprovidesover PSand FCFSin an M/GI/1 queue

applicationsmeanresponsdime is an appropriatemeasureof userperceved performance.We compare
thesepolicieswith SRPTbecausét is well known thatSRPTis optimalwith respecto meanresponsdéime
[76].

Figure2.lillustratesthedramatidmprovementghatcanbeachiezedby changingheschedulingolicy.
What makesschedulingso powerful is that E[T] canbe dramaticallyimproved without upgrading system
resouces which canbe expensve. Rather schedulings away to usecurrentresourcesnoreeffectively.

Why not alwaysuseSRPT?

Onemight ask,giventhe superiomperformancef SRPT, whyuseany policy otherthan SRPT?

Onereasons thatthereare mary situationswhenschedulingaccordingto SRPTis not possible.For
instanceschedulingaccordingo SRPTrequiresknowledgeof the sizesof jobs(sothattheremainingsizes
canbe computed).In mary situationsthis knowledgeis not available,e.g.,an operatingsystemdeciding
which procesdo run or arouterdecidingwhich o w to scheduld69]. SRPTis alsonot feasiblefor appli-
cationswherepreemptionis not possible.For instancejn systemssuchassupercomputeranddatabases
[58] preemptionis oftentoo computationallyexpensve to use. Finally, SRPTis alsonot an optionwhen
the systemcannotdistinguishbetweeranin nite numberof classe®f jobs. UnderSRPTthe systemmust
distinguishbetweenevery possibleremainingsize,but in casesuchasweb senersthisin nite precision
requirestoo muchoverhead43, 71].

Not only aretheremary situationswhereone cannotuseSRPT, therearealsomary situationswhere,
even thoughSRPT canbe implementedit is not the bestchoice. One factorthat might prevent the use
of SRPTis the dif culty in implementingthe discipline. SRPTrequiresthe priority of a job to change
frequentlywhile the job is in the system(asits remainingsize drops). This compleity may be dif cult
to captureor theremay be overheadsassociatedavith updatingpriorities [43]. More importantly thereare
mary casewhereSRPTis notthe bestchoicebecauseneanresponsegimeis nottheonly importantmetric
for the system.For instance whenschedulingo ws in routers,limiting thejitter of streamingvideo o ws



2.1. THEIMPACT OF SCHEDULING

| Policy |

Description |

FCFS

First-Come-First-Serd senesthe job in the systemthat arrived rst. It is also
referredto as First-In-First-Out(FIFO). FCFS is optimal with respectto mean
respons¢ime whenthe servicedistribution hasanincreasingailurerate[73].

LCFS

Last-Come-First-Sead non-preemptiely senesthelastjob to arrive,i.e. a new
arrival doesnot preemptthe job in service,but whena job is completedhe latest
arrival beginsservice.

ROS

ROS(Random-Ordepf-Service)non-preemptiely chooses job uniformly atran-
domfrom the queuefor service.

SJF

Shortest-Job-Firgton-preemptiely senesthe shortesfob in the system.SJF is
optimalwith respecto meanresponséime amongnon-preemptie policies[54].

LIF

Longest-Job-Firshon-preemptiely senesthelongestjob in the system.

PLCFS

Preemptie-Last-Come-First-Seed preemptvely senesthe latestarrival, i.e. at
everyinstantthejob thatarrive mostrecentlyis beingsened. Theresponsgime of
ajob underPLCFSis equivalentto thelengthof the busy periodit starts.

PS

ProcesseSharingpreemptvely shareshe sener evenly amongall the jobsin the
system.PSis consideredhe fairestpolicy becausét sharesall resourcegqually
[97].

LAS

Least-Attained-Servicgoreemptiely sharesthe sener evenly amongthe jobs
in the systemthat have receved the least service. LAS is sometimesre-
ferred to by mary other abbreviations: Least-Attained-Servicetine (LAST),
Foreground-Backgroundr Feedback(FB), Foreground-Background-Processa
Sharing(FBPS), and Shortest-Elapsedifie (SET). LAS is optimal with respect
to meanresponsdime whenthe servicedistribution hasa decreasindailure rate
[73].

SRPT

Shortest-Remaining-ProcessingrE preemptvely senesthejob with thesmallest
amountof serviceremaining.SRPTis optimalwith respecto meanresponsg¢ime
regardlessof thearrival procesor job sizedistribution [76].

LRPT

Longest-Remaining-Processing¥ie preemptiely senesthe job with the largest
amountof serviceremaining.

PSJF

Preemptie-Shortest-Job-Firgtreemptiely senesthejob with the smallestorigi-
nal size.PSJF hasa meanresponséeime within afactorof 2 of optimal[100].

PLJF

Preemptie-Longest-Job-Firgireemptiely senesthe job with the largestoriginal
size.

RS

RSsenesthe job with the smallestproductof remainingservicetime andoriginal
servicetime. RS hasa meanresponsdimeswithin a factorof 2 of optimal and
outperformsSRPTfor meanslowdown in somesituationg100].

FSP

Fair-Sojourn-Protocokeepstrack of whattheremainingsizeof eachjob would be
in a PS gueueandsenesthejob with the smallestremainingsizein the simulated
PS system.FSP guaranteethatno job will ever have alongerresponseime than

-

it would have hadunderPS[37].

Table2.1: Descriptionsof a few commorsdedulingpolicies.
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| GroupName | Description \ Examples |
Non-preemptie non-size || Non-preemptie policiesthatdonotuseary informa- FCFS LCFS,
basedolicies tion aboutthesizeof jobs. ROS
Non-preemptie sizebased | Non-preemptie policiesthat prioritize accordingto SJF, LJF
policies somedeterministic pijectionof job sizes.
Time sharingpolicies Policiesthat time sharethe processomamonglarge | PS, LAS, FSP
groupsof jobs.
Age basedpolicies Policiesthatprioritize accordingo somedeterminis- FCFS LAS

tic, bijectionof theagegattainedservices)f jobs.
Preemptre sizebased Policiesthatprioritize accordingo somedeterminis-| PSJF, PLJF

policies tic, bijectionof the sizesof jobs.
Remainingsizebase Policiesthatprioritize accordingo somedeterminis-| SRPT, LRPT
policies tic, bijectionof theremainingsizesof jobs.
SMARpolicies Policiesthat prioritize jobs with small sizesor re- | SRPT, PSJF, RS
mainingsizes.Thisis formalizedin De nition 3.1.1.
DUMBolicies Policies that prioritize jobs with large sizesor re- PLJF, LRPT
mainingsizes.
Symetric policies Policiesthatallow the samefractionof jobsto arrive PS, PLCFS

to theith positionin the queueasthe fraction of the
senergivento theith positionin thequeue.Seg[50]
for aformal de nition.

Table 2.2: Descriptionsof groupsof schedulingpoliciesthat we will classifyin the thesis. More formal
de nitions of thesegroupsare providedin [50, 97, 100].

is key [69, 70]. Therearealsoa variety of otherfairnessandrobustnessnetricswhich, in mary casesare
of greatefimportanceghanmeanresponsgime.

Dueto all thesefactorsandmore,awide varietyof schedulingpolicieshave beenintroducedandstudied.
Many of thecommonpoliciesthatwill bediscussedh this proposalresummarizedn Table2.1.

2.2 A wide array of important metrics

Thewide arrayof applicationghatrequireschedulingeadsto a large variety of metricsthatareimportant
to modernsystemsFor instancan webseners,it is clearthatmeanresponsd¢imeis afundamentametric
of interesthowever, in mary casegproviding Quality of Servicg(QoS)guaranteeds equallyimportant[21].
Routersprovide a slightly differentsettingwhere,thoughresponsdime is still important,it is of primary
importancehat o ws have limited jitter sothatstreamingapplicationsanfunction. Thisthesiswill analyze
a wide variety of metricsthat have applicability acrossdomains. The metricsstudiedwill fall into three
main cateyories:ef ciency metrics,fairnessnetrics,androbustnessnetrics.After brie y introducingeach
of thesecateyories,in Chapter3 we will give a detaileddiscussiorof our prior andproposedvork in each
category.
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Ef ciency metrics

Traditionallythe performancef schedulingpolicieshasbeenmeasuredisingef ciency metrics.Ef ciency

metricscharacterizeéhe overall systenperformanceProbablythe metricthathasreceivedthe mostinterest
theoreticallyis meanresponsdime, E[T] [53, 54, 76, 87, 102], but a large amountof recentresearcthas
alsostudiedthetail behaior of theresponseime distribution [20, 68]. We will studybothof thesemetrics
in thethesis.We will alsoinvesticatetheoverallvarianceof responséime,V ar[T], which hasrecevedless
study[78, 40, 92].

In additionto theresponsdime distribution, anothelimportantcateyory of ef ciency metricscomprises
weightedresponsdime measures.In this thesis,we will discussa relatively modernmetric, the mean
slowdown (stretch),wherethe slovdown of a job is de ned to be the responsdime of the job normalized
by the sizeof thejob. Meanslowdown is moreappropriatén mary caseshanmeanresponséime because
it avoidsthe problemthatthe meanresponsg¢ime canbesigni cantly improved by improving theresponse
time of ahandfulof jobshaving largeresponséimes.In contrast{o improve meanslowdown, it is necessary
to improve theresponsegimesof asigni cant numberof jobs[12, 8, 33,41].

Ef ciency metricsare perhapghe mostimportantmetricsin mary usercentricsystems.In almostall
suchsystemsthe userperceved performancds somefunction of the responsdime. This hascausedhe
bulk of schedulingesearcho focuson thesemetrics;however, in almostall systemsthereis at leastone
othertype of fairnessor robustnessnetricthatalsocarriessomeweight. Thus,mary systemdesignersieed
to searchfor a policy thatperformswell for an ef ciency metric suchasmeanresponseime, but doesso
without payinga price undersomeothermetricsuchasfairness.

Fairnessmetrics

Fairnessmetricscomparethe relative performancefor different typesof jobs. Building on our study of
fairnessin [9, 44, 97], fairnessmetricshave recevved growing attention. Typically, policies performquite
well with respecto ef ciency metricsif they give priority to jobs having small sizesor small remaining
sizesatthe expenseof largerjobs[77, 54,102,98]. However, thesepoliciestendnotto beusedin practice
dueto fearsthata biastowardsjobswith smallsizeswill causgobswith largesizesto betreated‘unfairly”
[12, 80,84, 88]. Fairnesds anamorphousoncepthowever, andthedif culty in formalizingit haslimited
progresgowardsits analysis.

Threetypesof fairnesave begunto emepein theliterature:sizalfairnesg9, 44,97], temporaffairness
[7, 72], andstream-basethirnesq14, 13]. Sizalfairnessmeasureshe relatve performancdor different
sizesof jobsandcaptureghenotionthatit is “fair” for jobsto besloweddown by thesamefactorregardless
of theirsize. Tempoal fairnessmeasuretheimpactof theorderof arrival of jobsontheorderof completion
of jobsandcaptureghe notionthatit is “fair” to sere jobsin the orderof seniority Finally, stream-based
fairnessmeasuretherelative performancdor different o ws of jobsandcapturegheideathateach o w of
jobsshouldreceire a“fair” proportionof thetotal servicerate.

Maintaining fairnesswhile still providing ef cient schedulingis an importantdesignconstraintin a
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variety of applications.For example,in the caseof Web seners,it hasbeenshavn thatby giving priority
to requestdor small les, a Web sener cansigni cantly reduceresponsdimes; however it is important
that this improvementnot comeat the costof sizal unfairnessto requestdor large les [43]. The same
tradeof appliesto otherapplicationareasfor example,schedulingn supercomputingenters.Heretoo it
is desirableo getsmalljobs out quickly while not penalizingthe large jobs, which aretypically associated
with the importantcustomers. In supercomputingenters,temporalfairnessis an importantcriteria in
additionto sizal fairness. Researcherg/ho are submittingtaskswill be unhapy if taskssubmittedafter
theirs consistently nish beforetheirs. The tradeof also occursfor agebasedpolicies. For example,in
routers,one canimprove responsdimes by servingshort o ws rst, but this may resultin stream-based
unfairnesg15]. To addresghetensionbetweerminimizing meanresponsd¢ime andmaintainingfairness,
hybrid schedulingpolicieshave beenproposedn avariety of domains;for example,policiesthat primarily
biastowardsyoungjobs, but give sufciently old jobshigh priority aswell [70].

Robustnessmetrics

In additionto ef ciency andfairnessmary applicationfaceawide rangeof dif cult issuessuchasinexact
information aboutjob sizes,userimpatience predictability etc. Thus, whethera schedulingpolicy can
performwell in thefaceof exceptionalbehavios andsituationsis of fundamentalmportance.

Themagnitudeof theeffectof inaccuiatejob sizeestimate®nthe performancef sizebasedscheduling
policiesis notwell understood56]. In supercomputersisergypically provide anestimateof theruntimeof
ary submittedjob; however theseestimatesanbefar from exact. Sincesizebasedooliciesarefrequently
usedin this setting, it is importantto study how robust differentsize basedschedulingpoliciesare given
inaccuratgob sizeestimates.

Rohkustnesgo userimpatienceis particularly relevant to modernweb applications,especiallyin the
domainof online shoppingwherea competitoris only a click away. Studieshave foundthata signi cant
fraction of datasentmay be partof abortedtransferg104, 34, 6]. For example,[34] hasfoundthat 11%
of all transfersareinterruptedwhich corresponds$o 20% of thetransferredsolume.Modelingqueueswith
impatientusergs adif cult analytictask.Thus,evenafteryearsof study only ahandfulof theoreticatesults
exist for sizebasedschedulingoolicieswith reneying [23, 26], andthesehave appeareanly recently We
proposeo study usinganalytictechniquesvhenpossibleandsimulationsvhennecessarhow sizebased
schedulingpoliciesreactto impatientusers. Comparingthis to the behaior of FCFSandPS underuser
impatiencds a key steptowardsarguingthatpoliciessuchasSRPTareappropriatdor usein webseners.

Dueto theimpactof userimpatiencejt is importantto develop techniqueghat canreducethe rate at
which customergenage. Onesuchtechniqueis to provide usersaccurataesponsdime predictions User
studieshave foundthat,in mary casesproviding servicethatis morepredictablaesultsin highercustomer
satishctionthanproviding servicethatis fasteron averagg105, 21] becauseeceving slowverthanexpected
serviceresultsin userfrustration[32]. . Thereareafew differentformsof predictabilitythatwe will study
First, from a systemadministratoperspectie, how accuratelycanestimate®f respons¢imesbe provided
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Figure 2.2: Theclassi cation of SMARpoliciesis shownalong with a few examplesof whele common
policiesfall. For more informationonthe SMARGlassi cationsee[100].

to customersvhenthe stateof the queueis known. And secondfrom a userpoint of view, how accurately
canresponséeime be predictedwith only knowledgeof the sizeof therequest.

In additionto thethreetopicswe have discussedofar, several practicalfactorswe describein Section
2.4 have implicationsfor robustness.In particular: robustnesgo overheadsassociatedvith preemption
androbustnesgo bursty arrival processesrealsoimportantmeasure®f schedulingpoliciesthat we will
discuss.

2.3 How classi cations can help

The wide array of metricsrelevantto moderncomputerapplicationsmakes choosinga schedulingpolicy

a dif cult task— onethat mustbe doneon a case-by-caséasis. Further thereis a disconnectbetween
the systemdesignersvho needto decidewhich policy to implementandthe theoreticiansvho studythe
policies. Traditionally, theoreticiangendto studya small groupof idealizedpoliciesacrossa smallrange
of commonef ciency metrics;whereasjn practice,systemdesignersnustimplementhybrid policiesthat
performwell acrossarangeof fairnessandrobustnessnetrics.

Themaincontribution of thisthesisis to developa new styleof reseach that bridgesthis disconnectBy
classifyingthe performancef large groupsof schedulingpolicieswith respecto a wide variety of novel
ef ciency, fairness,andreliability metrics,we hopeto derive new theoreticalschedulingresultsthat are
moreaccessibldor practitioners.Sofar, we have derived classi cationsfor threemetrics: meanresponse
time (Figure2.2)[100], sizalfairnesqFigure2.3)[97], andpredictability(Figure3.3)[99].

In Chapterl we gave a high level descriptionof how classi cationscanbene t systemdesignersWe
will now provide a concreteexampleof this processSupposea systemdesignedetermineshatthe metrics
of interestfor a particularapplicationare meanresponsdime andsizal fairness.For meanresponsdime,
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Figure2.3: Theclassi cationof sizalfairnessis shownalongwith a few exampleof bothindividual policies
andgroupsof policieswithin eat class.For more informationon the sizalfairnessclassi cation see[97].

we have de ned the SMARTIassi cation— intuitively theseare policiesthat biastowardssmall job sizes.
SMARJoliciescanbetheoreticallyshovn to be nearlyoptimalfor mary ef ciency metrics(seeFigure2.2)
[98, 100]. Notice that a systemdesignercan easily apply this heuristicwhen crafting a complec policy

andobtaingoodtheoreticalguaranteesvithout performingary analysis.Further Figure2.3illustratesthe
classi cation of sizalunfairnessprovenin [97]. Thus,in orderto determinea goodpolicy for her system
(onethathasnearoptimal meanresponsdime andprovidessizal fairness)the systemdesignemeedonly

searchtheclassi cationof sizalunfairnessor a SMARTpolicy thatis Sometime®r Alwayss-Fair. It turns
out thatalthoughit is impossiblefor a SMARTpolicy to be AlwaysFair, therearemary Sometimes-Fair

SMARTpolicies,themostcommonof whichis SRPT.

This concreteexampleillustratesthe key featureghatmake the toolboxapplicableto practicalapplica-
tions— we needto have awide range of classi cationsthateachisolatea speci ¢ metricanddescribehow
large groupsof policiesperform. A majority of recentresearctcrafts hybrid metricsthat combinemary
differentcharacteristicinto onemeasurehatis appropriatefor the applicationbeingdiscussed72, 70, 7].
We feel that by taking the oppositeapproachandisolatingspeci ¢ metrics,we allow systemdesignergo
chooseexactly which classi cationsareappropriateor their systems.Further becausehe heuristicsused
to de ne groupsof policiesareintuitive andsimple,the classi cationsareeasyto apply

2.4 Generalizingbeyond the M/Gl/1

For analyticreasonswe mustwork with anM/GI/1 queueto provide the necessarpowerto prove classi -
cationsfor the metricsdescribedn Section2.2. However, this is anidealizationof real systemmodels.In
orderto bridgethegapbetweerthetheoreticaM/GI/1 modelandthesystemseenn practice wewill study
avariety of practicalphenomenaot modeledby the M/GI/1 system.Further we will studyschedulingn
two real-world applicationswebsenersandrouters.
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Limitations of real schedulers

Schedulingn real systemds subjectto a variety of constraintghat placesigni cant limitations on which
schedulingpoliciescanbeimplementedFor example,in somecasestheschedulersiave limited or inexact
knowledgeof job sizes.Therehasbeena signi cant amountof work in theliteratureto determinethe op-
timal disciplinewith respecto meanresponsdime in mary casesf limited job sizeknowledge[54, 102].
In additionto suneying this work, the thesiswill presenta characterizatiof how knowledgeof informa-
tion aboutjob sizesaffectsthe performanceof schedulingpolicieswith respecto fairnessandreliability
measures.

Restrictedknowledgeof job sizesis only onelimitation facedin practice.Anotherimportantlimitation
is the fact that overheadsassociatedvith both preemptionand updatingpriorities causemary real-world
systemdo only be ableto distinguishbetweera nite numberof classef jobs. For example,web sener
implementationef SRPThave adjustedhepolicy to only includeavery smallnumberof classe®f remain-
ing sizes[43, 25, 71]. Thus,understandindgnow this limited numberof classesffectsef ciency, fairness,
andreliability measuregs animportantpracticalquestion.

Multiser ver systems

Increasingly moderncomputersystemsare moving away from using a single, fast, expensve sener and
towardsusing multiple, cheaperslower seners. Thus,an importantquestionto answeris how the effect
of schedulingdiffersbetweersingleandmultisener systems.Therehasbeena signi cant amountof work
studyingmultisener systemge.g.[27, 59, 60, 81]); however thetopic hasprovento be extremelydif cult.
Becauseof the analyticdif culties, little is understoodabouteven the simplestpriority policiesin multi-
sener systemsln orderto begin to develop anunderstandin@f how sizebasedprioritizationwill interact
with multiple seners,we will analyzeresponsd¢imesunderthe simplestform of multisener prioritization:
m preemptie-resumepriority classesn ak senersystem.

Generalizedarri val processes

In additionto thecompleities we have mentionedsofar, anotheiimportantissuefor real-world applications
is the factthatthe arrival processs typically far from the simple Poissonprocessassumedn the M/GI/1
model. Irregularitiesin arrival processefiave beenobsered in mary systemsncluding supercomputing
centerqd83], web seners[5, 6, 46], androuters[66, 30]. Theseirregularitiesarethe resultof mary com-
plexities in the underlyingarrival streams.In particular time-of-dayeffects[5, 46] and ash crowds [5]
presenenormoudlif culties for provisioninginternetservices.

In orderto take a rst steptowardunderstandingpow the burstinessnherentin the arrival processesf
mary computeisystemsffectsthe performancef schedulingoolicies,we proposeo studyabatchPoisson
arrival model. Althoughthis modelis far from realistic,it is oneof thefew burstyarrival processethatare
still analyticallytractablefor awide rangeof schedulingpolicies[87].
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Beyond burstinessin the arrival process.anotherimportantfactor to study is the underlyingarrival
model. Both the PoissorandbatchPoissormprocesseareinherentlypartof anopensystemmodel—where
requestsarrive independentlyof the departureprocess. In real systemshowever, it is likely that a user
will make multiple requestsvhile in the system;thusthe arrival anddepartureprocessewill be dependent
becausg¢heuserwill make anotherequesuponthecompletionof the rst requestAn extremeexampleof
this is the closedsystemmodel,whereN usersarein afeedbacKoop. Interestingly schedulinghasvery
differenteffectsin closedandopensystemmodels,andwe proposeo performadetailedcomparisorof the
bene tsof schedulingn bothmodels.

Real-world applications

Evenafteraddressinghe abore issuesthe questionremainsconcerninghow applicablethe proposedool-

box of classi cationsis to real systems. Thus we proposeto go one step further and look at how we

canusethe proposedoolboxin orderto guidethe choiceof a schedulingpolicy for two real-world case
studies: web seners androuters. Schedulingin theseapplicationshasbeena hot topic in recentyears
[103,69,70,43,71, 25], andwewill usethetoolboxof classi cationsto evaluatethe effectivenesof recent
suggestiongor improvements.



Chapter 3

Detalls of ProposedWork

Thegoalof thisthesisis to provide heuristicclassi cationsof schedulingpolicies. Theseclassi cationswill
provide a deepettheoreticalunderstandingf schedulingandwill alsobe usefulfor practitionerswho are
unfamiliar with schedulingesearchln this chapterwe will discusshe detailsof the proposedhesis.We
will walk throughthe proposedrganizationof the thesisanddescribein detail the resultsthat have been
obtainedsofar aswell aswhatresultswe hopeto obtainover the next yearanda half. We will concludeby
presentinga proposedimelinefor thethesis.

The organizationof the thesisis summarizedn Figure 3.1: the main chaptersn the thesisare shavn
and,for eachchapterthe gure describeshow muchof the proposedvork hasbeencompletedandwhat
remains.As Figure3.1lillustrates,aftera brief introduction,in orderto provide the necessarpackground
aboutqueueindgor readerasvho arenotworkingin theareawe will startthebodyof thethesisby providing
a sunwey of importantanalytictechniquesandresultsfor a wide rangeof commonschedulingpoliciesin
Chapter2. Theplanis thatthis sectionwill bewritten usinganalmosttextbookstyle expositionandprovide
simplederivationsthatunify theanalytictechniquesisedacrossarangeof schedulingpolicies. In addition,
thesectionwill provide athoroughsuney of therecentexplosionof theoreticalwork on priority scheduling.
Usingthis backgroundn schedulingthe next threechapterf the thesiswill introduceclassi cationsfor
efciency (Chapter3), fairnesgChapterd), andreliability (Chapters) metrics. The goal of thesechapters
is to characterizéhe performancef schedulingpoliciesbasedon the heuristicsusedto de ne the policies
ratherthanthe detailsof individual policies. Following thesethreechapterswhich all studythe M/GI/1
model, in Chapter6 we will move to more generalsettingsand study how schedulingpolicies reactto
practicalgeneralizationsf the M/GI/1. Finally, in Chapter7, we will work with two real-world casestudies
in orderto illustratehow the classi cationswe derive canbe appliedin practice.

For the remainderof this proposalwe brie y summarizethe topicswe proposeto explorein Chapters
3-7 of the thesis. Throughoutwe will considerawork conservingpreempt-resumm/Gl/1 systemwith a
continuousservicedistribution having a nite third moment.We let T (x) bethe steady-stateesponsdime
for ajob of sizex, wheretheresponsgime is thetime from whenajob entershe systemuntil it completes

service. Let < 1 bethe systemload. Thatis e e [X], where is the arrival rate of the system

13
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Figure 3.1: The proposedoutline of the thesisis illustrated. Eac sectionis brokeninto subsectionand
the currentstateof thework in ead subsectioris summarizeds oneof (i) proposedjf theworkis in the
preliminary stages; (ii) started,if preliminary resultshavebeenderived;or (iii) completedjf signi cant
resultshavealreadybeenobtained.

andX is arandomvariabledistributedaccordingto the service(job size)distribution F (x) having density

functionf (x) dened for all x 0. Let F(x) % F (x). De ne the slowdown for a job of sizex,

S(x) Qet T(x)=x. Theexpectedresponséime for ajob of sizex underschedulingpolicy P is E[T (x)]",
andthe expectedoverall responséime underschedulingolicy P is E[T]P . Thevarianceof respons¢ime

for ajob of sizex underschedulingpolicy P isV ar DF_Q(X)]P , andtheoverallvari%?ceof respons¢éime under
schedulingoolicy P is Var[T]?. De ne m;(x) €' X tif (t)dt andm;(x) E'i St F(t)dt. Noticethat
m; (x) is theith momentof X jX  x andm;(x) is theith momentof X det min(X; x). Furtherde ne
(x) = mq(x) ande(x) = my(x). Finally, de ne C2[X] €' E[X2]=E[X]2 1 to be the squared

coefcient of variability of X .
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3.1 Efciency classi cations

Ef ciency metricsarethetraditionalmetricsstudiedn queueinditerature. Therehave beencountlespapers
written on the analysisandimplementatiorof individual schedulingpolicies. The“common” policies,such
asPSandFCFS andthe“smarter”policies,suchasSRPTandLAS, dominatehisliterature[29, 65,67,77,
82]. For mostof thesepoliciesthetransformsof the responseime distribution areknown. However, while
formulasareknown for the meanresponsédime undermary policies,for “smarterpolicies” theseformulas
aretypically comple, involving multiple nestedntegrals. The formulascanbe evaluatednumerically but
thenumericalcalculationsarequitetime-consuming- in mary situationssimulatingthe policy is fasterthan
evaluatingthe formulasnumericallyin MathematicaNo simpleclosedform formulais known for mary of
the“smarter”policies.

Despitethe complex formulas,mary papershave beenwritten comparingthe responsdimes of pairs
of policies. Meanresponsdime comparisongor SRPTandPS are madein [9, 40]; the meanresponse
timesfor FB andPS arecomparedn [35, 96], andall threepoliciesarecomparedn [69]. However, these
comparisonsell uslittle aboutthe rangeof policiesthatcanachiese nearoptimalmeanresponsimes.

Beyondthe meanof theresponseime distribution, little work hascomparedhe highermomentsof re-
sponsdimesacrossschedulingpolicies,andwhatdoesexist is typically donenumericallyor in simulation
[78, 40]. Recentlyhowever, therehasbeena growing focuson understandinghetail behaior of response
times. Thetail behaior of FCFS PS, LAS, SRPT, andPSJF areall understoodoth underheavy tailed
[20, 68] andlight tailed[57] servicedistributions. Interestingly thereis a starkcontrasbetweertherelative
performanceof policiesin thesetwo domains. While, SRPTand“smarter” policies have optimal tail be-
havior underheavy tailed servicedistributions,they have the worstpossibletail behaior underlight tailed
servicedistributions.

In additionto the responsedime distribution, slovdown is anotherimportantmeasure. Thoughthe
optimalpolicy is well known for meanresponsegime, no suchoptimalpolicy is known for meanslowdown.
However, SRPTdoesstaywithin a factorof two of the optimal meanslowdown [62]. Beyond thatresult
thoughiit is notclearhow well policiesthatperformnearoptimally for respons¢ime measuresvill perform
for slowdown.

Summary of results

Thegoalfor our work on ef ciency metricsis to usea simpleheuristicto de ne aclassi cationof policies
thathave have nearoptimal performance To thatend,we de ne the classof SMARpolicies: policiesthat
“do the smartthing” in orderto provide SMAIl Responsdimes. The SMARTIassi cationformalizesthe
commonlyusedheuristicof biasingtowardssmalljobs.

De nition 3.1.1 Aworkconservingpolicy P 2 SMARIT
() ajob of remainingsizegreaterthanx cannever havepriority overa job of original sizex, and
(i) ajob beingrun attheservercanonly be preemptedy new arrivals.
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In [100], we validatethe heuristicof “biasingtowardssmalljob sizes”by derving simpleboundsonthe
meanresponsedime of ary policy in the SMAR€lass,aswell astighter boundson two importantpolicies
in the class:PSJF andSRPT Our boundsillustratethatall policiesin the SMARgElasshave nearoptimal
meanresponsdimes. In factall SMARJolicieshavemeanresponseaime within a factor of 2 of optimal
acrossall loadsandall servicedistributions

Ourboundsalsoshaw theeffectof thevariability of theservicedistributionontheoverallmeanresponse
time. Surprisingly themeanresponsdéime is largely insensitve to the variability of the servicedistribution,
provided that the servicedistribution has at leastthe variability of an exponentialdistribution. This is
contraryto intuition in the literature that suggestghat the meanresponsdime of SMARPolicies such
as SRPT signi cantly improves underhighly variable servicedistributions and hasbeenhiddento prior
researcherdueto the compleity of theknown representationsf the meanresponsdime.

Most importantly however, theseboundsare simplefunctionsof the systemload andthusprovide ac-
curate,back-of-the-emelopecalculationghat canbe usedto understandhe meanresponsdimesof these
policies. In particular we prove a simpleinsensitve lower boundon the optimal meanresponsedime that
is tight for highly variableservicedistributions. This lower boundprovidesa benchmarkor describingthe
meanresponséimesof otherschedulingpolicies.

Thework | have completedon ef ciency metricsis publishedn thefollowing papers:
[05] AdamWiermanandMor Harchol-Balter“Insensitive boundson SMART scheduling. To
appeain SIGMETRIC2005
[04] AdamWiermanandMor Harchol-Balter“FormalizingSMART scheduling. Performance
EvaluationReview. (2004)32:2,12-13.

Proposedwork

Sofar, we have showvn only that SMARTolicies performwell for meanresponsdime. However, current
work hashintedthat SMARTolicies provide good performanceon ef ciency measuregar beyond mean
responseime. Althoughthe optimal policy for meanslondown is unknawvn, currentcalculationsllustrate
that SMARolicies provide hugeimprovementsfor meanslovdown over commonpolicies suchasPS.
In addition, preliminarywork hasfound that SMARPolicies performwell with respecto the varianceof
responsdime.

Beyondthesethreemeasuresye alsoproposeo studythetail behaior of responséime. Underheary-
tailed servicetimes,it canbeshavn usingthetechniqudn [68] that SMARpolicieshave “tail equivalence.
Thatis, thetail of theresponsgime distribution differsby only a constanfactorfrom thetail of the service
time distribution. Thus,SMARolicesarebehaing optimally in this sense However, otherpolicies,such
asLAS andPS, alsohavethis property[20, 68]. An interestingquestions to de ne aheuristicclassi cation
illustrating which policies maintaintail equivalenceunderheavy-tailed servicedistributions. Further it
is interestingto ask how policies that maintaintail equivalenceunderheavy-tailed servicedistributions
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will performunderlight-tailed servicedistributions. Preliminarycalculationssuggesthat ary policy that
maintainstail equivalenceunderheavy-tailed servicedistributionswill have the heaviestresponseime tail
possibleunderlight-tailed servicedistributions. At a minimum, it seemspossibleto prove thatall SMART
policieswill have the optimaltail behaior underheavy-tailed servicedistributions, but the worst possible
tail behaior underlight-tailed servicedistributions.

In additionto studyinghow SMARfoliciesperformunderthesemetrics,animportantpartof this chapter
will be contrastinghe performancef SMARpolicieswith the performancef othercommonpoliciessuch
asLAS, PS, and FCFS Further we proposeto introducea classi cation of DUMPolicies, which follow
exactly the oppositeheuristicof SMARfolicies— they biastowardsjobswith large sizesor largeremaining
sizes— andcomparehe performancef thesepoliciesto thatof SMARolicies.

Thetopicsrelatedto ef ciency metricsthatl planto studyare:

Proving boundson the meanslowvdown, varianceof responsdime, andtails of response
time underSMARJolicies.

ContrastingSMAR@andDUMBolicies.

3.2 Fairnessclassi cations

The secondcategory of metricswe will studyin this thesisarefairnessmetrics. Recallthatthesemetrics
compareherelativeperformancedor differenttypesof jobs We will focuson threetypesof fairness:sizal
fairnesstemporalfairnessandstream-basethirness.

3.2.1 Sizalfairness

We have developedthe notion of sizalfairnesdn [9, 44,45, 97).
De nition 3.2.1 Ajob of sizex is treateds-fairly underpolicy P, load , andservicedistribution X if
E[S” 151 )

Otherwisea job of sizex is treateds-unfairly A schedulingpolicy P is s-fair if everyjob sizeis treatedis
s-fairly. OtherwiseP is s-unfair.

Notice that the de nition of sizal fairnesshastwo parts. First, the scalingfactorusedin the metric
S(x) = E[T(x)]=x is motivatedby the growth rate of E[T (x)]. BecauseE[T(x)] = ( x) underall
work conservingschedulingpolicies[44], normalizingE [T (x)] by x providesthe appropriatemetric for
comparison§iICros.

Further thecriterion 1=(1 ) is motivatedin two ways.First, if we considerPS, it is well known that
E[S(x)]PS = 1=(1 ) [102], independenbf the job sizex, thusbecausd®S is the most“fair” policy,
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Figure 3.2: Plots (a) and (c) showthe growth of E[S(x)]SRPT for = 0:9, while (b) and (d) show

E[S(X)]3RPT when = 0:5. In bothcaseghe servicedistribution is takento be Exponentialwith meani.
Thehorizontalline showss-fair performancethuswhenE [S(x)]SRPT is above this line SRPTis treating
jobsof sizex s-unfairly.

thisis theappropriatebarfor sizalfairnessJustifyingtheconstantt=(1 ) usingPS mayseemarbitrary;
however, we have proventhat1=(1 ) is the lowestpossibleconstantobtainableunderany policy with
constanexpectedslowdown. Further ary policy P for whichE[T(x)]® 1=(1 ) for all x musthave
limyr  E[T(X)]P = 1=(1 ) [97]. Thesetheoremsare the formal veri cation that 1=(1 ) is the
appropriateconstanfor de ning sizalfairnessn a“min-max” sensgspeci cally minp maxy E[S(x)]” =
=1 )).

Givende nition 3.2.1,it is now possibleto classifyschedulingooliciesbasedon whetherthey (i) treat
all job sizess-fairly or (ii) treatsomejob sizess-unfirly. Curiously we nd thatsomepoliciesmay fall
into eithertype (i) or type (ii) dependingpn the systemload. We canthereforede ne threeclassesf sizal
fairness

De nition 3.2.2 A schedulingpolicy P is
() Alwayss-Fair if it is s-fair underall loadsandall servicedistributions;

(i) Sometimes-Fair if it is s-unfairfor somdoadsand someservicedistributions,but s-fair underother
loadsandservicedistributions;

(iii) Alwayss-Unfair if it is s-unfairunderall loadsandall servicedistributions.

Theclassi cationwe have provenfor sizalfairnesss summarizedn Figure2.3,andwork ontheclassi-
cation of thismeasuras fairly complete. Oneaspecbf this work, however, thatis still quite opento study
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is the “hump” in the curve for E[S(x)] undermary policies. The discovery of this “hump” (illustratedin
Figure3.2) wasfundamentato the prooftechniquesisedin [97], however the reasorfor the emepenceof
thehumpandthe exactcharacteristicef the humpremainpoorly understood.

Thework | have completedon sizalfairnesss publishedn thefollowing papers:

[03] AdamWiermanandMor Harchol-Balter “Classifying schedulingpolicieswith respecto
unfairnessn anM/GI/1.” Proceeding®f Sigmetrics2003
BestStudent Paper Award recipient.

[02] Mor Harchol-Baltey Karl Sigman,and Adam Wierman. “Asymptotic corvergenceof
schedulingpolicieswith respecto slowdovn.” PerformanceEvaluation(2002)49, 241-
256.

[02] Mor Harchol-BalterKarl Sigman,andAdam Wierman.“Understandinghe slovdown of
largejobs’ PerformanceEvaluationReview (2002)30:3,9-11.

3.2.2 Temporal fair ness

Thoughthework ontheclassi cationof sizalfairnesss relatively completethe studyof temporalfairness
is in avery early stage. Temporalfairnesds anintuitive notion— jobs shouldbe senedin the orderof their
arrival, i.e. accordingto seniority Thus,FCFSis the mostfair policy with respecto temporalfairness.
However, becausé-CFSis veryinef cient whentheservicedistributionis highly variable, it isimportantto
understandhow oftenef cient policies,suchasSRPT, violate seniority

Theimportanceof temporalfairnesshasbeennotedby a numberof userstudies which point out how
frustratingit is for peopleto be bypassedvhile they queue[93, 55]. Further therehave beena numberof
analyseof variousnotionsrelatedto temporalfairness.In [7], order fairnessis developedaxiomatically
Orderfairnesss avery strictnotionof temporalairnessonly applicableto non-preemptie disciplines.The
authorsalsogeneralizehis strict notionof temporafairnesdy combiningit with ameasuref sizalfairness
in orderto amgue that the varianceof the waiting time can sene asa surrogte for a measureof overall
unfairness.In later work, the sameauthorsdevelop anotherfairnessmeasurewhich explicitly combines
sizalandtemporafairnessalledthe Resourceéillocation Queueing-airnessMeasurd RAQFM) [72]. This
measureas basedon comparingat every epoch the servicereceved by ajob with its “fair share”(1=N (t)
whereN (t) is the numberof jobsin the systemat epocht). Thus, RAQFM balancessizal andtemporal
fairnesdn accordancsvith the “fair share”the job shouldgetwhile in the system.Dueto the samplepath
natureof this measureit hasprovendif cult to analyzeRAQFM bothundercomplex schedulingpolicies
suchasSRPTandundernon-Marlovian servicedistributions.

In ourwork, we strive to decouplesizalandtemporalfairnessotions.We proposeo developa tractable
measue of tempoal fairnessthatcanbeappliedundergenerajob sizedistributionsandcomplex scheduling
policies. Developingdistinct measuregor sizalandtemporalfairnesds importantbecausen application
mayfeelthattemporaffairnesss key, but notcareaboutproviding sizalfairnessFor instanceif we consider
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a concertsellingtickets,temporalfairnessrumpssizal fairness:we do not wantto allow someonevhois
buying a large numberof ticketsto bypasspeoplewho have campedout overnightfor tickets. This is just
oneof mary examplesvherebalancingsizalandtemporalfairnesss inappropriate.

The proposedvork ontemporalfairnesss in its nascenstage.The mostimportantpartof thework on
thistopicis formalizingtheideaof temporalfairnessnto a mathematicahotionthatcaptureghe highlevel
ideaof servingjobsin orderof seniority but alsois simpleenoughto allow the study of large groupsof
schedulingpolicies. Preliminarily, the measurghat seemghe mostrelevantandfeasibleis the following:
what percentag®f thetime a job of sizex is in serviceis spentworking on jobsthatarrived later— a job
shouldnot have to spenda large fraction of its responsdime waiting behindjobsthatarrived later. Notice
thatthe dependeng of this measureon the job sizeis key becauseif ajob is large, andthushasa large
responsdime, it is lessbotheredoy asmalljob bypassingt in thequeue whereasf ajob is small,andthus
hasa smallresponsdime, it is disastrougo let alarge job bypasst in the queue.Preliminarywork hints
thatthis new measurés analyticallytractablefor awide rangeof schedulingpolicies.

Thetopicsrelatedto temporalfairnesghat! planto studyare:
Formalizingatractablemetricfor temporalfairness.

Deriving a classi cationof temporalfairness.

3.2.3 Stream-basedair ness

Ourwork on fairnesswill focuson sizalandtemporalmeasureshowever, anothertype of fairnesghathas
receved signi cant studyin recentyearsis stream-baseéhirness. Stream-baseéairnessis fundamental
to routerbehaior, wherethe goalis to guaranteeach o w throughthe networka certainlevel of service.
Stream-basedhirnessdealswith a fundamentallydifferent settingthan mostof the work in this thesis.
This thesisdealspredominantlywith single sener systemsand stream-basethirnesscomparedifferent
allocationsof resourceso o ws in a network, andthusis only interestingin a highly distributed setting.
However, dueto theimportanceof bandwidthsharingto routerschedulingwhich we will discussn detail
in the thesis,we proposeto spendsometime surveying prior work on the mostcommonstream-based
fairnessmeasuresThreethatareof particularimportanceare: max-minfairnessproportionaffairnessand
weightedshares.

Max-minfairnessis the classicalsharingprinciple of datanetworks[13]. The objective of this style
of sharingis to maximizethe minimum o w rate of the network subjectto the capacityconstraintf the
network. Proportional fairnessis a more recentnotion of bandwidthsharingintroducedas a practical
alternate to max-minfairnesg51]. The objective of this style of sharingis to maximizethe overall utility
of bandwidthallocationsunderthe assumptiorithatutilities arelogarithmicin therate. Weightedshaesare
usedto generalizébothmax-minandproportionalfairnessy associatinga weightedimportancewith each
ow in the network. The useof weightshasbeenadwcatedasa way to allow usersto communicatehe
importanceof their o ws by having the optionto payfor betterservice[52].
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With respecto stream-basefhirness] planto:
Sunwy differentmeasuref use.

Contrastthe performanceof schedulingpolicieswith respectto stream-basedemporal,
andsizalfairness.

3.3 Robustnessclassi cations

Thethird cateyory of metricswe will studyin this thesisarerobustnessnetrics. Recallthatthesemetrics
measurehe ability of a schedulingpolicy to performwell in the face of exceptionalbehavios and situa-
tions Rolustnessneasuresrevery broad,andwe will focuson threeparticulartopics: userimpatience,
predictability andinaccuratgob sizeinformation. Our proposalfor the studyof thesetopicsis very open
endedbecauseve have only recentlybegunto investigatethesemeasuresOur hopeis thatwe will beableto
obtainsigni cant resultsin atleastoneof theseareasandthenmove onto the othertopicsastime permits.

3.3.1 Impatience

The topic of userimpatienceis receving growing attentionin both the appliedand theoreticalresearch
communities.Measurementbave found thatasmuchas 20% of the volumetransferrecon datanetworks
mightcorrespondo abortedconnection$104, 34,6]. Thus,theinteractionbetweerschedulingpoliciesand
userimpatiencds of greatimportance.

Onefactorthathaslimited progresonimpatiencds thewide variety of modelsof impatiencehathave
beenpresentedn theliterature. Researchersave studiedcasesvhereusersmay becomempatientif they
do not begin serviceby a certaintime, if they do not completeserviceby a certaintime, or if they do not
receve a certainaverageservicerate. Further the time a useris willing to wait could dependon the size
of the job the usersubmitsin an arbitrarily complex mannerandthe usermay or may not have knowledge
of how muchwork is in the queue.(See[104] for a detaileddescriptionof theseand otherformulations.)
We will considerthe casewhereuserimpatiencedependsn the job size,usersdo not have knowledgeof
how muchwork is in the queue andusersbecomampatientwhentheir job doesnot completebeforesome
generallydistributedtime. This modelis the mostappropriatdor websettingsbecausa@longrespons¢ime
is expectedvhenalarge le isrequesteé@ndusersdo nothave knowledgeof the stateof therouterandweb
senerqueues.

Anotherfactorlimiting progresss thedif culty of thetheoreticalanalysis.Sofar, almostall work has
centeredon M/M/c/FCFSqueueqdl1, 31, 61, 86]. (See[26] for a thoroughsuney of known resultsfor
FCFSqueueswith renaging.) Beyond FCFS schedulingonly a few papershave beenwritten on 2-class
priority queuesandall have beenin the M/M/1 setting[23, 26]. Further in all caseghesepapershave
allowed only the high priority customerdo beimpatientandthe compleity of theresultsobtainedorovide
only limited intuition abouthow the systemswill perform.
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Only recentlyhaswork begunto approacthe studyof userimpatienceunderPS and SRPFlik e poli-
cies. In [104] simulationtechniquesare usedto comparePS and a Weighted-Processeharing(WP$
approximatiorof SRPT. Thetwo arecomparedinderawide rangeof impatiencemodels,andin almostall
casessize basedprioritization limits the work performedon abortedtransfers. Therearealsoa few theo-
retical studiesof PS with reneging [22, 28], the mostrelevantof whichis [22] wherean M/Gl/1/PSqueue
with impatiences approximatedisingthe ReducedServiceRate(RSR)approximationn the casewhere
impatienceis linearly dependenbn the job size (see[3] for detailson this technique).Here,Boyer et al.
illustratethat,whencombinedwith admissiorcontrol, PS caneliminatethe effect of userimpatience.

In this thesis,we proposeo investigatethe applicability of RSRandRecursve DimensionalityReduc-
tion (RDR) to theanalysisof sizebasedandremainingsizebasedschedulingpoliciesunderuserimpatience
(seeSection3.4.2and[101,42] for detailson RDR).

Thegoalof our studiesonimpatiencewill be:
To understandhe effect of differentprioritizationtechniquesn the amountof work per
formedon abortedransfers

To understandvhetherprioritization alwayscausesunfairness’in the sensehatlow pri-
ority jobsrengye morefrequentlythanhigh priority jobs.

3.3.2 Predictability

As we have discussed,serimpatiences of particularimportanceor onlineretailersandserviceproviders.
In thesedomainswherea competitoris just a click away, onetechniquefor preventinguserimpatiences
to provide userspredictableresponsdéimes Ideally, computersystemshouldprovide identicaljobs similar
serviceregardlessof whenthey arrive becausefrom a userperspectie, a certainrangeof responsdimes
is expectedbasedon pastexperience.Frustrationandimpatiencewill resultif usersareforcedto wait too
muchlongerthanexpected32]. In fact,reducingunpredictabilityin responséimescanbe moreimportant
to usersthanreducingresponsdimesthemseles becausevaiting much longer than expectedcausedar
moreuserfrustrationthansimply waiting longeron average[105]. Further predictabilityis a primary goal
for serviceproviderswhengiving QoS guaranteesior which fastserviceis unacceptablenlessit is also
predictablg21]. In [99], we have introducedhefollowing notionof predictability:

De nition 3.3.1 Ajob sizex is treatedpredictablyunderservicedistribution X andload if
Var[T(x)]=x E [X?=1 )3

Otherwisea job sizex is treatedunpredictably A schedulingpolicy P is predictableif every job sizeis
treatedpredictably OtherwiseP is unpredictable

The motivation for De nition 3.3.1 may not be immediatelyobvious; however we canshawv thatthe
de nition is mathematicallygrounded.While De nition 3.3.1is not relatedto the performanceof PS (as



3.3. ROBUSTNESSCLASSIFICATIONS 23

wasthe casewith De nition 3.2.1for sizalfairness),t doeshave otherpropertiesthat parallelDe nition
3.2.1:

Theorem 3.3.1 Underall work conservingschedulingpoliciesP,

Var[T(x)]P E [X?
Neh X EBE
im E[T(X)]° 1
x11 X 1

Further, equalityholdsfor P 2 fPSJF;LAS;SRPT;PLCFS;P Sg.

Theorem3.3.1illustratesthat the scalingfactorusedin the metric Var[T (x)]=x is motivatedby the
grownth rateof Var[T (x)]. Because/ar[T(x)] = ( x) for mary commonpreemptve schedulingoolicies,
andVar[T (x)] = O(x) for all work conservingschedulingpolicies,normalizingV ar[T (x)] by x provides
anappropriatenetricfor comparison®cros.

Further TheorenB.3.1,motivatesthecriterion E [X2]=(1 )2in De nition 3.3.1.Justasthecriterion
1=(1 ) usedin De nition 3.2.1hasthe propertythatlimy; E[T(X)]=x = 1=1 ) undermary
commonpolicies, Theorem3.3.1illustratesthat the criterion in De nition 3.3.1also senesasthe limit
for Var[T (x)]=x undermary commonschedulingpolicies. Further the criterion provesto be empirically
usefulbecausét differentiatedbetweencontrastingv ar [T (x)]=x behaiors. Speci cally, whensizebased
policiesareunpredictablét is becausé&/ ar[T (x)]=x hasa non-monotoni¢hump” behaior — the smallest
and largestjob sizesreceve predictableresponsdimes; however thereis somesetof large, but not the
largest,job sizesthataretreatedunpredictably On the otherhand,whenpoliciesbehae predictablyit is
because&/ ar [T (x)]=x is monotonicallyincreasing.

UsingDe nition 3.3.1,we canagainintroducethreeclasse®f schedulingoolicies:

De nition 3.3.2 A schedulingpolicy P is:
() AlwaysPredictableif P is predictableunderall loadsandservicedistributions;
(i) SometimesPredictableif P is predictableunder someloads and servicedistributions, and unpre-
dictableunderotherloadsandservicedistributions;or
(iii) AlwaysUnpredictableif P is unpredictableunderall loadsandservicedistributions.

The main resultswe have proven usingthis de nition of predictabilityare summarizedn Figure 3.3.
Theclassi cationin Figure3.3is abig steptowardsunderstandinghe predictabilityof schedulingolicies;
however thereis a slightly differentview of predictabilitythatis alsoimportantto study De nition 3.3.1
takestheperspectie of auser who hasknowledgeof the sizeof thejob beingsubmitted put notthe system
state. The story may be quite differentfrom the perspectie of a systemadministratorwho can provide
an estimateof the responsdime of a job to the userusingknowledgeof the full systemstate(numberof
jobsin the systemandtheir remainingsizes).This secondoerspectie hasbeenstudiedin the caseof FCFS
[94, 95] and PS [92], but hasnot beenstudiedin the realm of size basedpolicies. We proposeto work
towardsdevelopinga classi cationsimilar to Figure 3.3 for this secondype of predictability
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Figure3.3: Theclassi cationof predictabilityis shownalongwith a few exampleof bothindividual policies
andgroupsof policieswithin ead class.For more informationon the predictability classi cation see[99].

Thework we have completedbn predictabilityis publishedn:

[05] AdamWiermanandMor Harchol-Balter “Classifying schedulingpolicieswith respecto
highermomentsf conditionalresponsdime.” To appeaiin SIGMETRICS005

[02] Mor Harchol-Balter Karl Sigman,and Adam Wierman. “Asymptotic corvergenceof
schedulingpolicieswith respecto slowdovn.” PerformanceEvaluation(2002)49, 241-
256.

[02] Mor Harchol-BalterKarl Sigman,andAdamWierman.“Understandinghe slovdown of
largejobs’ PerformanceEvaluationReview (2002)30:3,9-11.

Thegoalof our future studieson predictabilitywill be:

To derive a classi cation of predictability for the settingwherethe full systemstateis
known uponarrival.

To contrasthetwo classi cationsof predictability

3.3.3 Inexactjob sizeinformation

Sizebasedschedulingpolicieshave recentlybeensuggestedor usein a variety of moderncomputersys-
tems; however, a centralassumptiorof theoreticalanalysisof thesepoliciesis that job sizesare known
exactly, andthis is not alwaysthe caseis modernsystems.For instancewhensendinga le acrossanin-
ternet o w, the sizeof the le is highly correlatedwith thetransmissioriime; however the dynamicnature
of cross-tratt prohibitsexact knowledgeof the transmissiortime. Further at supercomputecentersno
exactknowledgeof thetime to run usersubmittedobsis possible;however usersprovide estimateof the
processindime neededvhenthey submitajob.

Giventhatsystemsnayhave inexactknowledgeof job sizes;it is importantto understandhow response
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timesare affected. In particular what correlationbetweenthe job size estimateandthe real job sizesis
necessaryor policiessuchasSRPTto provide improvementsover non-sizebasedoliciessuchasPS?

Onerecentpaperhasbegunto examinethis questionusingsimulation[56]. Lu etal. compareSRPT,
FSP,andPSand nd that,in somecasesSRPTcanoutperformPS evenwhenthecorrelationcoefcient, r,
betweerthe estimateandtruejob sizesis quitelow (0.2). We proposeo take a theoreticakpproactto this
problemandexaminehow differenttypesof sizebasedoliciesareaffectedby inexactknowledgeof sizes.
For instance areremainingsizebasedpoliciesmorerobustto inexactjob sizeinformationthansizebased
policies?Is it possibleto boundtheeffect of inexactknowledgeon SMARfolicies?We proposeo examine
thesequestiondn the M/GI/1 settingwhereestimatedob sizesare chosenfrom an arbitrary distribution
centeredhtthetruejob size.

Thegoalof our studiesoninexactjob sizeswill be:

To formulatea tractablemodelfor studyingthe effect of inexactjob sizestheoretically

To contrasthe performancef sizebasedandremainingsizebasedolicieswhenjob size
informationis inexact.

3.4 Practical generalizations

The nal two chapterawill focuson bridging the gap betweertheoryandpractice. ThroughChapters of

thethesis,the majority of thework is in the settingof an M/GI/1. In Chapterss and7 we will incorporate
practicalgeneralization®f this model,and discusshow the theoreticalresultscanbe appliedin realistic

settings. Chapter6 will investicatethe effects of a variety of realworld phenomendhat are not captured
in the M/GI/1 model,focusingon the effectsof thelimitations of real schedulersmultisener systemsand

generalizedarrival processesThen,Chapter7 will look at how to choosea schedulingpolicy in two real-

world casestudies:web senersandrouters.Schedulingn theseapplicationshasbeenthe focusof alarge

amountf researclin recentyearsandwewill usethetoolboxof classi cationsto evaluatetheeffectiveness
of recentsuggestiongor improvements.

3.4.1 Schedulerlimitations

As we have discussedreal systemslacea variety of limitations on what schedulingpoliciescanbe im-
plementeddueto lack of accurateknowledgeaboutjob sizes,overheadsassociatedvith preemptionsetc.
Theimpactof knowledgeaboutthe sizeof jobshasbeenstudiedin depthby prior researchersThe optimal
policy for meanresponsdime in andM/GI/1 is known in a variety of settings:whenremainingsizesare
known [76], whensizesareknown in expectation[54], whensizesareunknowvn [73], etc. Whatis not as
well understoods the impactof usingonly a nite numberof classesvhenapproximatingtheseoptimal
policies.For instancewhenapproximatinghe optimalagebasedolicy (LAS), whatis theimpactof using
only 2 classesthatis differentiatingonly betweenageslessthanand greaterthan somecutoff, c? This
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guestionhasreceived growing attentionover recentyears[2]. However, the parallelquestionof how a size
basednite classpriority systemwill relateto policiessuchasPSJF and SRPThasnot beenaddressed.
This questionis moredif cult becaus¢hetechniqueghathave beenappliedin the caseof agebasedooli-
ciesdependiundamentallyon non-sizebasedconseration laws, andthus cannotbe appliedto sizebased
policies.

We arecurrentlybeginningto study nite classsizebasedpriority policieswith the goal of illustrating
thatthe bene ts provided by in nite classprioritization (e.g PSJF and SRPT) arealsoprovided by only
differentiatingbetweentwo classef job sizes. In particular we hopeto prove that 2-classsize based
prioritization can (i) reducethe effect of job size variability on responsdimes, (i) reducethe effect of
burstinessn the arrival processon responsdimes, (iii) stabilizeresponsdimesunderhigh load, and (iv)
reducethetail of theresponsé¢ime distribution.

Thework we have completedon schedulindimitationsis publishedn:

[04] Adam Wierman, Nikhil Bansal,and Mor Harchol-Balter “A note comparingresponse
timesin theM/GI/1/FB andM/GI/1/PSQueues. OpeiationsReseath Letters (2004)32:1,
73-76.

Thegoalof our future studieson scheduletimitationswill be:

To understandhe corvergenceof m-classsizebasedorioritizationto PSJE

To illustratethat 2-classsizebasedprioritization canalreadyprovide mary of the bene ts
of full prioritization.

3.4.2 Multiser ver issues

Oneimportantgeneralizatiof theM/GI/1 modelis towardmultiple seners.As we have discussednodern
systemareincreasinglyusingmary, slower, cheapesenersin placeof one fast,expensve sener. Forthese
systemsprioritization is still a key schedulingtechniquethat canleadto improvementsunderef ciency
metrics;however, strict prioritization will not maximally exploit systemresourcesFor instance applying
SRPTto multisener systemswill leadto situationswhere,attheendof busyperiods the systemis left with
oneseneroccupiedby alargejob andtherestof thesenersidle. Thus,the effect of multiple senersonthe
performancenf schedulingpolicieswith respecto ef ciency, fairnessandreliability metricsis unclearin
this domain.

Thoughthe numberof papersanalyzingmultisener systemss vast,the analysisof schedulingpolicies
in this realmhasprovento be a dif cult task. Becauseof the dif culty in analysis,complex policiessuch
asSRPThave not beenanalyzed.Instead,n orderto approximatepolicieslike SRPT, m classpreemptve
priority queueshave receved a large amountof attention. Thoughtwo classpriority queueshave been
analyzedusing a numberof techniquesncluding matrix analytic methods[47, 48, 64, 24, 59, 63] and
generatingunctionmethodg60, 38, 39, 36, 49], only approximationdiave beenusedfor m classpriority
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gueued18, 60, 64]. The reasornthat priority queueings sodif cult to analyzein a multisener settingis
thatjobs of differentprioritiesmaybein serviceat the sametime, thusthe Markov chainrepresentatioof
the multiclass,multisener queueappeargo requiretrackingthe numberof jobs of eachclass.Henceone
needsa Markov chainwhichis in nite in m dimensionswherem is the numberof priority classesWhile
theanalysisof a 1-dimensionallyin nite Markov chainis easythe analysisof an m-dimensionallyin nite

Markov chain(m > 1) is largely intractable.

We have developeda new analyticalapproachthatprovidesthe rst nearexactanalysisof the M/PH/k
gueuewith m 2 preemptie-resumepriority classeq101, 42]. Our approachwhich we referto as
Recursie DimensionalityReduction(RDR), is very differentfrom the prior approacheslescribedabore.
RDR allows usto recursvely reducethe m-dimensionallyin nite statespace createdby trackingthe m
priority classesto a 1-dimensionallyin nite statespacewhichis analyticallytractable. Thedimensionality
reductionis donewithout ary truncation;rather we reducethe dimensionalityby introducing“busy period
transitions"within our Markov chain,for varioustypesof busyperiodscreatedoy differentjob classesThe
only approximatiorin the RDR methodstemsrom thefactthatwe needto approximateéhesebusy periods
usingMarkovian PH (phase-typedlistributions.We nd thatmatchingthreemomentsf thesebusy periods
is usuallypossibleusinga 2-phaseCoxiandistribution, andprovidessufcient accurag, within oneor two
percenbf simulation for all ourexperimentsTheaccurag of the RDR methodcanbeincreasedrbitrarily
by betterapproximatinghe busy periods.

Usingthis new analysiswe areableto comparehow sizebasedschedulingoerformsin multisener and
singlesener systems Further we areableto studythe questionof “how mary senersarebest?” Thatis,
whenis it better(with respecto E[T]) to usek slow senersinsteadof 1 fastsener. Intuitively, it is clear
thatusingk senerswill bebene cialwhenthetheloadis highandtheservicedistributionis highly variable;
however, usingour new analysiswe areableto explorethe questionin considerablelepth[101,42].

Thework we have completedon multisener systemss publishedn:

[05] AdamWierman,TakayukiOsogmi, Mor Harchol-BalterandAlan SchellerWolf. “How
mary senersarebestin adual-priority FCFSsystem?"UnderSubmissiorto Performance
Evaluation.

[05] TakayukiOsogmi, AdamWierman,Alan SchellerWolf, andMor Harchol-Balter “Anal-
ysisof M/PH/k queueswith m priority classes$. To appeain QUESTA.

[04] Takayuki Osogami, Adam Wierman, Mor Harchol-Balter and Alan SchellerWolf. “A
recursve analysigechniqueor multi-dimensionallyin nite Markov chains’ Performance
EvaluationReview. (2004)32:2,3-5.

3.4.3 Generalarrival processes

Recentmeasurementsave obsenredirregularitiesin arrival processeacrossa rangeof domainsincluding
supercomputingenterd83], webseners[5, 6, 46], androuters[66, 30]. Theseirregularitiesaretheresult
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Figure3.4: lllustrationsof the closed,open,and partly-opensystenmodels.

of mary compleities in the underlyingarrival streams.In particular time-of-dayeffects[5, 46] and ash
crowds [5] presenienormoudif culties for provisioning internetservices.Thus,understandindgnow user
behaior andburstinessaffect the performancef schedulingpoliciesis animportanttask.

Understandinghe effect of burstinesson schedulingpoliciesis a dif cult taskto accomplishanalyt-
ically. Outsideof analyzingMarkovian Arrival Processe$MAP) using matrix analytic techniquesand
diffusion approximationsyery few arrival processefave provento be analyticallytractable. Onearrival
procesaunderwhich a wide rangeof schedulingpoliciescanbe analyzeds the batchPoissormodel[87].
Thus,in orderto studytheeffectsof burstinesonthe performancef schedulingoolicieswith respecto ef-

ciency andfairnessmetrics,we proposdo work towardextendingthe SMARanalysisandthesizalfairness
classi cationto thebatchPoissorarrival model.

Burstinesss only oneirregularity in arrival streams anotherimportantphenomenorio modelis the
effect of userbehaior onthearrival processConsideyfor example,awebsite. Userstypically arrive to a
site, requesta page,spendtime readingthe page, requestanothemage,spendtime readingthat page,and
soon until they leave the website. Thus,thereis a dependengbetweerjob completionsandjob arrivals.
Typically, webworkloadgeneratorsisea purelyopenor apurelyclosedsystenmodel[10, 85,1,91,90,89];
however the real-world effects of theseassumptiongre not understood.The openandclosedmodelsare
diagramedn Figure3.4.

We have foundthatthesewo systenmodelsyield signi cantly differentresults evenwhenbothmodels
arerunwith thesamedoadandservicedemand$79]. Not only is the measuredesponsé¢ime very different
underthetwo systemsbut the two systemsespondundamentallydifferentlyto varying parameterandto
resourcallocation(schedulingpolicies. Thoughthesimplestmodelsof openandclosedsystem$ave been
comparedn theory[29, 53, 54, 102]; the effect of mary of the complities of moderncomputersystems
(sizebasedschedulingreal job sizes,etc.) on this comparisorare not understoodand cannotbe studied
theoretically Speci cally, thoughtherehasbeensomework comparingthe two systemq19, 74, 75], the
magnitudeof the differencesetweerthe themis not well understood.Thus,we performimplementation
andsimulationexperimentsn orderto identify theimpactof the differencedbetweerthesetwo systemsn
real-world settings. Further we compareboth systemmodelswith a morerealisticalternatve, the partly-
openmodel(seeFigure3.4).
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Figure3.5: Resultdor real-worldcasestudiescomparingopen,closed andpartly-opensystemsThele are
two rows, onefor ead of the real-world workloads;and three columns,onefor eadt of the closed,open,
andpartly opensystemmodels.In all experimentsvith the closedsystemmodelthemultiprogrammingevel
(MPL) is 50. Thepartly-opensystenis run at xed load 0:9. For more detailson the experimentaketupsee
[79]

A sampleof thesecomparisorareshavnin Figure3.5,wherewe canseethecontrastdetweerthethree
models.Much of thiswork is completehowvever mary questionf interestremainif time permits.

Thework we have completedn generalizedrrival processess publishedn:
[05] BiancaSchroederAdam Wierman,and Mor Harchol-Balter “Closed versusopensys-
tem models: Understandingheir impacton performancevaluationand systemdesigr.
(UnderSubmission.)

Our future studieson generalizedarrival processewill focuson:

Understandindnow sizebasedprioritization performsunderbatchPoissorarrivals.

As time permits,extendingthe SMARandotherclassi cationsto the batchPoissormodel.

3.4.4 Real-world casestudies

Thelastchapterin the body of the thesiswill illustratethe practicalimpactof the schedulingoolbox. We
hopeto shaow that the theoreticalclassi cationsprovide intuitive heuristicsthat are useful in developing
schedulingpoliciesfor real-world applications. To this end,we will studyrecentresearcton scheduling
static requestsn web senersand scheduling o ws in routers. Both of theseapplicationshave beenthe
focusof numerougecentpaperson schedulingandour goalis to surwey this work andillustratehow our
schedulingoolbox canprovide theoreticakupportfor someof the proposedapproaches.
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In the domainof web seners,therehasbeena suige of work studyingalternatve schedulingpolicies.
Traditionalweb sener performanceas well modeledby PS schedulinghowever, SRPTlike policieshave
beenshavn to provide markedimprovementsn responséime —especiallyunderhighload[43,71,25]. The
schedulingsuggesteds not pureSRPTthough;dueto overheadpnly a nite numberof differentclasse®f
remainingsizesaredistinguished43]. Further morerecentwork hastwealedtheschedulingpolicy further,
takinginto accounthe distanceof theuserfrom thesener[71].

In the domainof routers,therehasalsobeena growing eld of work studyinghow bestto schedule

o ws. Of particularinterestis work suggestinghe useof LAS in routersat the o w level [69, 70]. This
suggestiotasmetwith someresistancéowever dueto fearsof starvinglong o ws, suchasvideostreams,
which requireconsistenservicerates. Hybrid versionsof LAS have beensuggestedh orderto dealwith
this problem[70]. UsingLAS or othersizebasedoliciesis only onepossibleapproactowever, andmary
otherapproachebasen PS[16, 17], DPS[4], andothertime-sharingvariantshave beensuggested.

Ourgoalin thelastchapterof thethesiswill beto presenttheoreticacomparisorof proposedlterna-
tivesfor schedulingn websenersandroutersbasednthetoolboxof classi cationswe develop. Applying
thetoolboxto eachof theseapplicationswill involve threesteps.First, we will needto identify the metrics
of interest.Then,we will studytheclassi cationsfor thesemetricsto determingheappropriatescheduling
heuristics Finally, we will give examplesof policiesthatobey theseheuristics Notethat,althoughnotheo-
reticalanalysids performedn this sectionthetheoreticafoundationof theclassi cationsthemseleswill
provide guaranteeaboutthe performancef the resultingdisciplines.We will be ableto determinehe ef-
fectivenesf this procesdy contrastinghe policiessuggestethy thetoolboxwith the policiesresearchers
have implementedor eachof theseapplications.

Our casestudieswill include
Sunweying recentwork on schedulingn websenersandrouters.

Contrastingecentschedulingapproachefor web senersandrouterswith the approaches
suggestedby the classi cationsin ourtoolbox.

3.5 Timeline

Giventhe proposedoutline of the thesis,| will now presenta plan of actionfor the next yearanda half.
I understandhat, as proposedthe thesisis quite broadin scope;however, | feel that mary of the topics
are quite openendedandthatthe scopecanbe contractedasthe needarises. Thus,in this timeline | will
indicatewhich proposedaread view asessentiato thethesisandwhich areasareopenended.

Prior to proposing

Tothispoint, | have derivedclassi cationsfor 3 metrics:mearnresponséime, sizalfairnessandpredictabil-
ity. In addition,l have madesigni cant progres®nthestudyof Multiserver systemsandgeneralizedrrival
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processesin addition,| have performedpreliminary calculationsfor almostall of the remainingtopics|
proposeto study | feelthatthework | have completedepresentsiearlyof 70% of the researciportion of
thethesis.

Spring and Summer 2005

Thethreeareaghatarecurrentlyof primaryinterestarethefollowing: (i) generalizinghe SMARGlassi ca-
tion to shav that SMARpoliciesperformwell with respecto meanslowdown, overall varianceof response
time, andtail behaior of responsdime; (ii) studyingthem classM/GI/1 priority systemwith the goal of
understandindnow prioritization basedon a nite numberof classesomparego prioritization basedon
anin nite numberof classes(iii) returningto the studyof predictabilityin orderto studyhow predictable
responseimesarewhenthefull systemstateis knowvn underawide rangeof schedulingoolicies.

Fall 2005and Winter 2005-2006

I hopeto have madesigni cant progresson the above threetopics by the end of the summerof 2005,
which will leave me the fall of 2005 andthe spring of 2006to attackthe questionsof temporalfairness
and schedulingunderbursty (batchPoisson)arrivals. In additionto thosetwo main questions] hopeto

make progresgowardthe studyof atleastoneof therobustnessneasuresliscusseearlier:impatienceand
inexactpriorities. During this periodl will alsobe performinganacademigob search.

Spring and Summer 2006

Finally, throughout2006 | will be spendinga large amountof time on the actualwriting of the thesis,
including the suney of schedulinganalysistechniques.In additionto writing however, | will continue
the studyof robustnessnetrics,astime permits,andsurwey theliteratureon schedulingn websenersand
routersin orderto preparecasestudiedllustratingthe practicalapplicationof theclassi cationsin thethesis.
| hopeto presenthethesisin thefall of 2006.



32

CHAPTERS3. DETAILS OF PROPOSEDWORK



Bibliography

[1] Webjamma world wide web (www) trafc analysis tools.
http://research.cs.vt.edu/chitra/webjamma.html.
[2] S. Aalto, U. Ayesta,and E. Nybeig-Oksanen. Two-level processasharingschedulingdisciplines:
Meandelayanalysis.In Proc. of ACM Sigmetrics-Brformance2004.
[3] R.Agrawal, A. Makowski, andP. Nain. Onareducedoadequialencefor uid queuesindersubex-
ponentiality QueueingSys.Thry. and App, 33:5-41,1999.
[4] E. Altman, T. JimenezandD. Kofman. DPSqueueswith stationaryergodic servicetimesandthe
performancef tcpin overload.In Proc. of IEEE Infocom 2004.
[5] M. Arlitt andT. Jin. A workload characterizatiorstudy of the 1998world cup web site. In IEEE
Network 2000.
[6] M. Arlitt andC. Williamson. Web sener workload characterizationthe searchfor invariants. In
Proc. of ACM Sigmetrics1996.
[7] B. Avi-ltizhakandH. Levy. On measuringairnessn queuesAdv of Appl. Prob,, 36(3),2004.
[8] Baily, Foster Hoang,Jette Klingner, Kramer Macaluso,Messina,Nielsen,Reed,Rudolph,Smith,
Tomkins, Towns,andVildibill. Valuationof ultra-scalecomputingsystemsWhite Paper 1999.
[9] N. BansalandM. Harchol-Balter Analysisof SRPTscheduling:Investigating unfairness.In Pro-
ceedingsf ACM Sigmetrics2001.
[10] P. BarfordandM. Crovella. Generatingepresentadie webworkloadsfor network andsener perfor
manceevaluation.In Proceeding®f ACM Sigmetrics1998.
[11] D. Barrer Queueingwith impatientcustomersndorderedservice.Oper Res, 5:650-656,1957.
[12] M. BenderS.ChakrabartiandS. MuthukrishnanFlow andstretchmetricsfor schedulingcontinous
job streamsIn Proceeding®f the 9th AnnualACM-SIAMSymposiunon Discrete Algorithms 1998.
[13] D. BertsekasndR. Gallager Data Networks PrenticeHall, 1987.
[14] T. BonaldandL. Massoulie. Impactof fairnesson internetperformance.In Proceedingf ACM
Sigmetrics2001.
[15] T. BonaldandA. Proutiere. Insensitvity in processosharingnetworks. PerformanceEvaluation
49(1-4):193-2102002.
[16] T. BonaldandA. Proutiere. Insensitve bandwidthsharingin datanetworks. QueueingSystems
44:69-1002003.
[17] T.BonaldandA. Proutiere Onperformancéounddor theintegrationof elasticandadaptve stream-
ingtrafc. In Proc.of ACM Sigmetrics-Brformance2004.
[18] A. BondiandJ.Buzen. Theresponsdimesof priority classesinderpreemptve resumein M/G/m
gueuesln ACM Sigmetricspagesl95-201 August1984.
[19] A. B. BondiandW. Whitt. Thein uence of service-timevariability in a closednetwork of queues.
PerformanceEvaluation 6:219—-2341986.

33



34 BIBLIOGRAPHY

[20] S.Borst,O.Boxma,andR. N. Queija. Heavy tails: the effect of the servicediscipline. In Computer
PerformanceEvaluation- Modelling Techniquesand Tools (TOOLS) pagesl—-30,2002.

[21] A. BouchandM. Sasse.lt ain't whatyou chageit's the way thatyou doit: A userperspectie of
network QoSandpricing. In Proc. of IntegratedNetworkManagement1999.

[22] J.Boyer, F. Guillemin, P. Robert,andB. Zwart. Heavy tailed M/G/1-PSqueueswith impatienceand
admissiorcontrolin paclet networks. In IEEE Infocom 2003.

[23] A. BrandtandM. Brandt. Onthetwo-classM/M/1 systemunderpreemptve resumeandimpatience
of prioritized customersQueueingSystemsA7,2004.

[24] L. BrightandP. Taylor. Calculatingthe equilibriumdistribution in level dependenguasi-birth-and-
deathprocessesStotasticModels 11:497-5141995.

[25] L. Cherkaswa. Schedulingstratgiesto improve responsdime for web applications. In High-
performancecomputingand networking: international confeenceand exhibition, pages305-314,
1998.

[26] B. Choi,B. Kim, andJ.Chung.M/M/1 queuewith impatientcustomer®f higherpriority. Queueing
Systems38:49-662001.

[27] A. Cobham.Priority assignmenin waiting line problems.OpemtionsReseath, 2:70-76,1954.

[28] E. Coffman,A. Puhalskii,M. Reiman,andP. Wright. Processosharedqueueswith renaging. Perf.
Eval, 19:25-461994.

[29] R.W. Conway, W. L. Maxwell, andL. W. Miller. Theoryof Scheduling Addison-Wesley Publishing
Compalry, 1967.

[30] M. Crovella and A. Bestaros. Self-similarity in world wide web trafc: Evidenceand possible
causesTrans.on Networking 5(6):835-8461997.

[31] A. deKokandH. Tijms. A queueingsystemwith impatientcustomersJ. of App.Prob., 22:688—-696,
1985.

[32] B. Dellart. How tolerableis delay? consumergvaluationsof internetweb sitesafter waiting. J. of
InteractiveMarketing, 13:41-54,1999.

[33] A. B. Downey. A parallelworkloadmodelandits implicationsfor processoallocation.In Proceed-
ings of High PerformanceDistributedComputing pagesl 12—-123 August1997.

[34] A. Feldmann,R. CaceresF. Douglis, G. Glass,and M. Rabinwich. Performanceof web proxy
cachingin a heterogeneousandwidthenvironment.In Proc. of IEEE INFOCOM, 1999.

[35] H. FengandV. Misra. Mixed schedulingdisciplinesfor network o ws (the optimality of FBPS). In
Workshopon MAthematicaperformanceModelingand Analysis(MAMA), 2003.

[36] W. Feng,M. Kawada,andK. Adachi. Analysisof a multisener queuewith two priority classes
and (M,N)-thresholdservicescheduleii: preemptie priority. Asia-Raci ¢ Journal of Opemtions
Reseath, 18:101-1242001.

[37] E. FriedmanandS. Henderson.Fairnessandef ciency in web sener protocols. In Proceedingof
ACM Sigmetrics2003.

[38] H. Gail, S.Hantler andB. Taylor. Analysisof anon-preemptie priority multisenerqueue Advances
in AppliedProbability, 20:852—-8791988.

[39] H. Gall, S.Hantlef andB. Taylor. Ona preemptve Markovian queuesvith multiple senersandtwo
priority classesMathematicof OpemationsReseath, 17:365-3911992.

[40] M. GongandC. Williamson. Quantifyingthe propertiesof SRPTscheduling.In IEEE/ACM Sympo-
siumon Mod.,Anal.,and Sim.of Comp.and TelecommSys(MASCQA'S) 2003.

[41] M. Harchol-BalterandA. Downey. Exploiting procesdifetime distributionsfor dynamicload bal-
ancing. Transactionsn ComputerSystemsl5(3),1997.



BIBLIOGRAPHY 35

[42] M. Harchol-BalterT. Oso@mi,A. SchellerWolf, andA. Wierman.Analysisof M/PH/k queuesvith
m priority classesQueueingSystems2005(To appear).

[43] M. Harchol-BalteyB. SchroederN. Bansal,andM. Agrawal. Implementatiorof SRPTscheduling
in webseners. ACM Transaction®n ComputerSystems21(2), May 2003.

[44] M. Harchol-BalterK. SigmanandA. Wierman.Asymptoticconvergenceof schedulingpolicieswith
respecto slowvdown. PerformanceEvaluation 49(1-4):241-2562002.

[45] M. Harchol-Balter K. Sigman,andA. Wierman. Understandinghe slowvdown of large jobsin an
M/GI/1 system.In Workshopon MAthematicaperformanceviodelingand Analysis(MAMA), 2002.

[46] A. lyengar, M. Squillante,andL. Zhang. Analysisand characterizatiorof large-scaleweb sener
accespatternsandperformanceWorld Wide Web, 2:85-100,1999.

[47] E. Kao andK. Narayanan.Computingsteady-stat@robabilitiesof a nonpreemptie priority multi-
sener queue.Journalon Computing 2:211-2181990.

[48] E.KaoandK. Narayanan.Modeling a multiprocessosystemwith preemptve priorities. Manage-
mentScience2:185-971991.

[49] E. Kao and S. Wilson. Analysis of nonpreemptie priority queueswith multiple seners and two
priority classesEuropeanJournal of Operational Researh, 118:181-1931999.

[50] F. Kelly. Reversibility and StodasticNetworks JohnWiley & Sons,1979.

[51] F. Kelly. Chaging andratecontrolfor elastictrafc. Europ. Trans.Telecom8:33-37,1997.

[52] F. Kelly, A. Maulloo,andD. Tan. Ratecontrolfor communicatiometworks: shadev prices,propor
tional fairnessandstability. J. of the Op.Res.Soc, 49,1998.

[53] L. Kleinrock. QueueingSystemssolumel. Theory JohnWiley & Sons,1975.

[54] L. Kleinrock. QueueingSystemsvolumell. ComputerApplications.JohnWiley & Sons,1976.

[55] R. Larson. Perspecties on queues:social justice and the psychologyof queueing. Opemtions
Reseath, 35:895-9051987.

[56] D. Lu, H. ShengandP. Dinda. Size-basedchedulingpolicieswith inaccurateschedulingnforma-
tion. In Proc. of IEEE Mascots2004.

[57] M. MandjesandA. Zwart. Large deviationsof sojourntimesin processosharingqueues.Under
submission2005.

[58] D. McWherter B. SchroederN. Ailamaki, andM. Harchol-Balter Priority mechanismg$or OLTP
andtransactionaWebapplications.n InternationalConfeenceon Data Engineering 2004.

[59] D. Miller. Steady-statalgorithmic analysisof M/M/c two-priority queueswith heterogeneous
seners. In R. L. Disney andT. J. Ott, editors, Applied probability - Computerscience The Inter-
face volumell, page207-222Birkhauser1992.

[60] I. Mitrani andP. King. Multiprocessorsystemswith preemptie priorities. PerformanceEvaluation
1:118-125,1981.

[61] A. Movaghar On queueingwith customeiimpatienceuntil the beginning of service.QueueingSys.
Thry. andApp, 29:337-3501998.

[62] S.MuthukrishnanR. RajaramanA. ShaheenandJ.Gehrle. Onlineschedulingo minimizeaverage
stretch.In Proc. of Found.of Comp.Sci, 1999.

[63] B. NgoandH. Lee. Analysisof apre-emptve priority M/M/c modelwith two typesof customersand
restriction. ElectionicsLetters, 26:1190-11921990.

[64] T. Nishida. Approximateanalysisfor heterogeneousiultiprocessosystemswith priority jobs. Per-
formanceEvaluation 15:77-881992.

[65] T. O'Donovan. Directsolutionsof M/G/1 priority queueingnodels.RevueFrancaised'Automatique
InformatiqueReterche Operationnelle 10:107-1111976.



36 BIBLIOGRAPHY

[66] V. PaxsonandsS. Floyd. Wide areatrafc: Thefailure of Poissormodeling. Trans.on Networking
pages226-2441995.

[67] A. PechinkinA. Solovyev, andS. Yashlov. A systemwith servicingdisciplinewherebythe orderof
remaininglengthis servicedrst. Tekhniheskay&ibernetikg 17:51-591979.

[68] R. N. Queija. Queueswith equallyheary sojourntime andservicerequiremendistributions. Ann.
Oper Res 113:101-1172002.

[69] I. Rai, G. Urvoy-Keller, andE. Biersack.Analysisof LAS schedulingor job sizedistributionswith
high variance.ln Proceeding®f ACM Sigmetrics2003.

[70] I. A. Rai, G. Urvoy-Keller, M. Vernon,andE. W. Biersack. Performancenodelingof LAS based
schedulingn paclet switchednetworks. In Proc. of ACM Sigmetrics-Brformance2004.

[71] M. RavatandA. KshemkalyaniSWIFT: Schedulingn websenersfor fastresponsd¢ime. In Symp.
on NetworkComputingand App, 2003.

[72] D. Raz,H. Levy, andB. Avi-ltzhak. A resource-allocatiogqueueingfairnessmeasure.ln Proc. of
ACM Sigmetrics-Brformance2004.

[73] R.Righter J. ShanthikumarandG. Yamazaki.On externalservicedisciplinesin singlestagequeue-
ing systems.J. of AppliedProbability, 27:409-4161990.

[74] P. Schatte.On conditionalbusy periodsin n/M/GI/1 queues.Math. Opemationsfosh. u. Statist.ser
Optimization 14:455-4651983.

[75] P. Schatte.TheM/GI/1 queueaslimit of closedqueueingystemsMath. Operationsfosh.u. Statist.
ser Optimization 15:161-1651984.

[76] L. E. Schrage A proof of the optimality of the shortestremainingprocessindime discipline. Oper
ationsReseath, 16:678—6901968.

[77] L. E. Schrageand L. W. Miller. The queueM/G/1 with the shortestremainingprocessingime
discipline. OpemtionsReseath, 14:670-6841966.

[78] F. Schreiber Propertiesandapplicationsof the optimal queueingstrately SRPT- a surwey. Archiv
fur Elektronik und Uebertiagungstehnik, 47:372—-3781993.

[79] B. SchroederA. Wierman,andM. Harchol-Balter Closedversusopensystemmodels:Understand-
ing theimpacton performancevaluationandsystemdesign.In Undersubmission2005.

[80] A. SilberschatandP. Galvin. Opemating SystenConceptsbth Edition. JohnWiley & Sons,1998.

[81] A. Sleptchenk. Multi-class, multi-sener queueswith non-preemptie priorities. TechnicalReport
2003-016 EURANDOM, Eindhoren University of Technology2003.

[82] D. Smith. A new proof of the optimality of the shortestremainingprocessindime discipline. Oper
ationsReseath, 26:197-1991976.

[83] M. Squillante,D. Yao,andL. Zhang.Analysisof job arrival patternsandparallelschedulingperfor
mance.PerformanceEvaluation 36-37:137-1631999.

[84] W. Stallings.Opemating Systems2nd Edition. PrenticeHall, 1995.

[85] Standard Performance Evaluation Corporation (SPEC). SPECweb99 benchmark.
http://www.specbench.org/osg/web99/

[86] R. Stanford.On queueswith impatience Math. Oper Res.

[87] H. Takagi.QueueingAnalysis:Volumel: VacationandPriority SystemsNorth-Holland,1991.

[88] A. TanenbaumModernOpefating SystemsPrenticeHall, 1992.

[89] W. Tang, Y. Fu, L. Cherkaswa, and A. Vahdat. Medisyn: A syntheticstreamingmediaservice
workloadgeneratarin Proceeding®f 13thNOSSRV, 2003.

[90] TransactiorProcessindgPerformance&ouncil. TPCbhenchmarlC. NumberRevision5.1.0,December
2002.



BIBLIOGRAPHY 37

[91] TransactiorProcessindPerformanceCouncil. TPC benchmarkW (web commerce).NumberRevi-
sion1.8,February2002.
[92] A. WardandW. Whitt. Predictingresponséimesin processosharinggueuesin Proc. of the Fields
InstituteConf on Comm.Networks 2000.
[93] W. Whitt. Theamountof overtakingin a network of queuesNetworks 14(3):411-4261984.
[94] W. Whitt. Improving serviceby informing jobs aboutanticipateddelays. ManagemetScience
45:870-8881999.
[95] W. Whitt. Predictingqueueingdelays.ManagementScience45:192—2071999.
[96] A. Wierman,N. BansalandM. Harchol-Balter A notecomparingresponsgimesin the M/GI/1/FB
andM/GI/1/PSqueuesOperationsReseath Letters, 32:73—-762003.
[97] A. WiermanandM. Harchol-Balter Classifyingschedulingpolicieswith respecto unfairnessn an
M/GI/1. In Proceeding®f ACM Sigmetrics2003.
[98] A. WiermanandM. Harchol-Balter FormalizingSMART schedulingln Workshopon MAthematical
performanceModelingand AnalysistMAMA), 2004.
[99] A. WiermanandM. Harchol-Balter Classifyingschedulingoolicieswith respecto highermoments
of responséime. In Proc. of ACM Sigmetrics2005(to appear).
[100] A. Wiermanand M. Harchol-Balter Insensitve boundson SMART scheduling.In Proc. of ACM
Sigmetrics2005(to appear).
[101] A. Wierman,T. Osogmi, M. Harchol-BalterandA. SchellerWolf. How mary senersarebestin a
dual-priority FCFSsystem?Under submission2005.
[102] R.W. Wolff. StohasticModelingandthe Theoryof QueuesPrenticeHall, 1989.
[103] S.YangandG. de Vaciana. Size-base@daptve bandwidthallocation: optimizing the averageqos
for elastic o ws. In Proc. of [IEEEINFOCOMM, 2002.
[104] S.YangandG. deVecianca.Bandwidthsharing:therole of userimpatience.In Proc of Globecom
2001.
[105] M. ZhouandL. Zhou. How doeswaiting durationinformationin uence customers'reactionsto
waiting for services.J. of AppliedSocialPsydology, 26:1702—-17171996.



