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Efficient, optimal and interactive information extraction from modern datasets 
All scientific and social disciplines are faced with an ever-increasing demand to analyze datasets that are 
unprecedented in scale (amount of data and its dimensionality) as well as degree of corruption (noise, outliers, 
missing and indirect observations). Extraction of meaningful information from such big and dirty datasets necessitates 
development of machine learning algorithms that can achieve the competing goals of computational efficiency and 
statistical optimality (optimal accuracy for a given amount of data). For example, despite high-resolution diffusion 
scans of the brain that map up to a million nerve fibers, neuroscientists currently work with a subsample of only a few 
thousand for computational efficiency, limiting the statistical resolution at which we understand brain connections. 
My research goal is to understand the fundamental tradeoffs between computational efficiency and statistical 
optimality, and design feedback-driven interactive algorithms that can enhance these tradeoffs by judicious choice of 
where, what and how data is acquired, stored and processed.  

Immediate research plans: To facilitate the design of algorithms that are computationally efficient, statistically 
optimal and interactive, I am leveraging structure in the data introduced by inherent limitations on the degrees of 
freedom of data-generating systems. For example, clustering of brain fibers into neural pathways and dependencies in 
activations of brain regions can help guide which computations are necessary. My immediate research focuses on 
understanding how different structure in data (clusters, dependency graphs and intrinsic low dimensionality induced 
when data lies near subspaces and manifolds) can be leveraged using a wide range of interactive queries such as 
selective comparisons, compressive queries, adaptive feature selection, etc. to unleash the potential of rich and 
complex datasets. The framework I am developing is introducing a new paradigm of intelligent machine learning 
algorithms that learn continually via feedback and make high-level decisions with minimal human supervision, thus 
pushing the envelope of automated scientific and social discoveries.  

Significant scientific work: Some of my key contributions over the past few years are: 
1) We have characterized tradeoffs between statistical optimality and computational efficiency of hierarchical 

clustering by interactive pairwise similarity queries. By controlling the degree of interaction (number of feedback-
driven queries), our algorithm operates along the entire tradeoff curve in the three-dimensional space of statistical 
robustness (optimal noise tolerance), number of measurements and computational efficiency, yielding as one 
extreme an efficient interactive algorithm that uses Õ(N) similarities and Õ(N) computation to cluster N objects 
while tolerating constant O(1) noise levels, and degrading gracefully on the other extreme to passive clustering 
that uses all O(N2) similarities and O(N3) computation but tolerating noise that grows with N. We demonstrated 
similar tradeoffs and robust methods for network tomography, i.e., learning the structure of a nearly acyclic graph 
from selective, indirect path measurements corrupted by noise and outliers. However, in related problems, such as 
recovering a sparse isolated cluster, e.g., a small set of differentially expressed genes from noisy microarray data, 
we provide evidence that no computationally efficient procedure appears to achieve statistical optimality.  

2) Identifying weak patterns (incipient seismic activity by sensors, viruses in computer networks) that are localized 
over a known large-scale sensor or network graph is computationally intractable — optimal methods such as scan 
statistics require combinatorial search over all feasible graph patterns, and fast greedy methods lose statistical 
optimality. Using tools from graph theory, machine learning and signal processing, we have devised detectors and 
estimators based on convex relaxations of scan statistics and graph wavelets that are efficient and optimal for a 
wide range of patterns and graphs. We also demonstrated how designing interactive compressive queries that 
leverage graph structure provides significant improvement in the weakest signal that can be detected/localized.  

3) Large data matrices are often incomplete since it is impossible to monitor large-scale systems everywhere and all 
the time. While most work focuses on random sampling, we have shown that interactive queries of large data 
matrix entries (user-commodity preferences, gene-drug expressions) can enable completion of NxN matrices of 
rank r << N from fewer entries (O(r log r) instead of O(r log N) entries per column/row), under milder conditions, 
and faster (O(N2) instead of O(N3) time) than random sampling. We also show that even stronger gains are 
possible for tensors and structured high-rank matrices. Going beyond linear subspace modeling by low rank, we 
are investigating computationally efficient, statistically optimal and interactive methods for extracting geometric 
and topological properties of data that lie near low-dimensional nonlinear manifolds, under various noise models.  

This work has appeared in prominent machine learning, statistics and signal processing venues (e.g., NIPS, ICML, 
AISTATS, Annals of Statistics, JMLR, INFOCOM, Asilomar, SSP) as oral presentations, spotlights and invited 
papers, and is supported by AFOSR and NSF grants including CAREER and BIG DATA awards. In collaboration 
with domain experts, we are applying the methods being developed to neuroscience and healthcare applications. 


