
Semantically Supervised Appearance Decomposition
for Virtual Staging from a Single Panorama

1 HDR MAP ESTIMATION FOR LAMP BULB SEGMENTATION

The ADE20K definition of lamps usually includes the whole lamp, while we only care about the bright bulb. Thus, we
estimate a HDR map to obtain a more accurate bulb segmentation. Sepcifically, we train a deep network for estimating
the HDR map from a tonemapped panoramic image (inverse tonemapping). Concretely, given a tonemapped image, we
first “linearize" it assuming a 2.2 sRGB gamma to obtain a “linearized" LDR image 𝐼𝑙𝑑𝑟 . To obtain a HDR image 𝐼ℎ𝑑𝑟 , we
use a deep network to predict the residue in log space 𝐼𝑟𝑒𝑠 = 𝑙𝑛(1 + 𝐼ℎ𝑑𝑟 − 𝐼𝑙𝑑𝑟 ). This network is trained in a supervised
manner using Laval Indoor Dataset [Gardner et al. 2017] and HDRI Heaven dataset 1. The loss is a L2 loss weighted by
the cosine of the altitude angle of each pixel.

To prevent artifacts during inference, this inverse tonemapping operation is only applied to bright regions, which
are usually saturated. We define a soft bright mask𝑀 =𝑚𝑎𝑥 (0, 𝑡𝑎𝑛ℎ(𝐼ℎ𝑑𝑟 − 1)) and obtain the final HDR map via alpha
blending 𝐼𝑓 𝑖𝑛𝑎𝑙 = 𝑀 · 𝐼ℎ𝑑𝑟 + (1 −𝑀) · 𝐼𝑙𝑑𝑟 . We only treat the bright parts in the initial lamp segmentation with 𝐼ℎ𝑑𝑟 > 2
as lamps, while defining the rest parts as the “other" class.

Fig. 1 visualizes one example.

2 IMPROVING ROOM SEMANTICS WITH LAYOUT ESTIMATION

The floor-wall and ceiling-wall boundaries predicted by semantic segmentation might not be straight in perspective
views, causing visual artifacts in certain applications. Thus, we adopt a layout estimation method [Wang et al. 2021] to
augment the semantic map. The layout estimation predicts floor, wall and ceiling regions for the current room, which is
used to improve the floor-wall and ceiling-wall boundaries.

Specifically, when the predicted layout is close to the floor-wall and wall-floor boundaries extracted from the semantic
map, we replace the floor, wall, and ceiling labels in the semantic map with those inferred by the estimated layout. This
is because the layout estimation method only handles the current room, while the adjacent rooms are not considered,
though they may be visible through doors or openings.

Fig. 2 visualizes one example.

3 VISUALIZATION OF COARSE SPECULAR MASK GENERATION

See Fig. 3 for visualization.

4 INTERMEDIATE RESULTS OF LIGHTING EFFECTS DETECTION

See Fig. 4 for intermediate results.

5 POST-PROCESSING OF SPECULAR REFLECTION REMOVAL

After obtaining the diffuse image from the network, post-processing is used to improve the result. First, a color matching
between the diffuse image and the original image is used to correct the color. Second, observing that usually naively
subtracting the specular component overestimates the diffuse intensity, we could calculate the minimum between the
1https://hdrihaven.com/hdris/?c=indoor
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Fig. 1. Semantic map generation. Our method performs three steps: (1) initial semantic segmentation predicts a coarse semantic map
via transfer learning; (2) HDR estimation for segmenting bright lamp bulbs, and layout estimation for refining ceiling, wall and floor
segments. (b) is the final semantic map. (d) (e) (f) visualize the estimated linear HDR map with different exposures.

Table 1. Network Components.

Type Components

inconv [Conv3×3 + Activation + Normalization]×2
down [Conv3×3 + Activation + Normalization]×2 + MaxPool2×2
up Upsample + [Conv3×3 + Activation + Normalization]×2
outconv Conv1×1

Table 2. Generator Network Architecture. We use ReLU [Nair and Hinton 2010] for activation, and Instance Normalization [Ulyanov
et al. 2016] for normalization.

Layer Name Type Input Output Channels

inc inconv input image 32
down1 down inc 64
down2 down down1 128
down3 down down2 256
down4 down down3 256
up1 up down4, down3 128
up2 up up1, down2 64
up3 up up2, down1 32
up4 up up3, inc 32
outc outconv up4 3
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(a) Original Image Crop 1 Crop 2

(b) Initial Semantic Map Crop 1 Crop 2

(c) Final Semantic Map Crop 1 Crop 2

Fig. 2. Semantic map improvement using layout estimation. Unlike the initial semantic map (b), the ceiling-wall and floor-wall
boundaries are straight in the final one (c) since they are derived from the room layout prior.

Table 3. Discriminator Network Architecture. We use Leaky ReLU [Maas et al. 2013] for activation, and Batch Normalization [Ioffe
and Szegedy 2015] for normalization.

Layer Name Type Input Output Channels

inc inconv input image 32
down1 down inc 64
down2 down down1 128
down3 down down2 128
outc outconv down3 1
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(a) RGB (b) Light source columns (c) Coarse specular mask

Fig. 3. Coarse specular mask generation. The possible specular area on the floor plane is in the same column as the light sources,
assuming the floor is a mirror. (b) visualizes the light sources (window and lamp form semantic map) and floor pixels in the same
columns (white region). The green line visualizes the floor boundary. To handle rough floors, we dilate the white mask in (b) to obtain
the coarse specular mask (c).

predicted diffuse component and the naive subtraction result. This is adopted for quantitative evaluation. Third, an
alpha blending between the predicted diffuse component and the original image is done to enforce regions where the
diffuse component is very similar to the original image to be the same as the original image.

6 INPAINTING MASK

The inpaining mask is obtained using lighting effects detection results, sunlight region by projecting windows according
to sun direction, etc. See code release for details.

7 NETWORK ARCHITECTURE

See Tabs. 1, 2, and 3 for the building blocks of the networks, the generator architecture, and the discriminator architecture,
respectively.

8 FAILURE CASES

See Fig. 5.
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(a) 𝐼 (b) 𝐼𝑠𝑝𝑒𝑐 (brightened) (c) 𝐼𝑠𝑢𝑛𝑙 (brightened)

(d) 𝐼 − 𝐼𝑠𝑝𝑒𝑐 − 𝐼𝑠𝑢𝑛𝑙 (e) 𝐼 − 𝐼𝑠𝑝𝑒𝑐 (f) 𝐼 − 𝐼𝑠𝑢𝑛𝑙

(g) 𝐷𝑜𝑣𝑒𝑟 (h) 𝐷𝑠𝑝𝑒𝑐 (i) 𝐷𝑠𝑢𝑛𝑙

(j)𝑀𝑠𝑝𝑒𝑐 ⊙ 𝑀𝑠𝑢𝑛𝑙 (k)𝑀𝑠𝑝𝑒𝑐 (l)𝑀𝑠𝑢𝑛𝑙

Fig. 4. Visualization of intermediate results of lighting effects detection. (a) is the input image. (b) and (c) are the predicted specular
and sunlight components. (d) (e) (f) are the inputs to the discriminators. (g) (h) (i) are the outputs of the discriminators. (j) (k) (l) are
the coarse masks for supervising the discriminators.
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(a) RGB (b) Specular Reflection

(c) RGB (d) Direct Sunlight

(e) RGB (f) Diffuse Image

Fig. 5. Failure cases. Row 1: Specular reflection not detected because the lamp color is rare. Row 2: Sunlight not completely detected
because it is scattered over the floor without very strong intensity. Row 3: Diffuse image has specular residue because the reflection
pattern is large and strong, with high-frequency details.
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