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Abstract 

Traditional engineering design discipline calls for designs to be evaluated long before they are implemented. Early design 
evaluations predict properties of the artifact that will result from a proper implementation of the design and the value of those 
properties to the client or end user. The predicted properties can include costs as well as functionality, performance, and 
quality measures. Software engineering has some such evaluation techniques but the discipline lacks a systematic way to 
explain, compare, develop, and apply them. We discuss the role of early predictive design evaluation in software design, 
show how a variety of specific predictors serve this role, and propose a unifying framework, Predictive Analysis for Design 
(PAD) for design evaluation techniques. We are especially interested in techniques that predict the value of the finished 
software system to its client or end user and that make the predictions before the expense of software development or 
integration is incurred. We show that our PAD framework, even in its preliminary state, is sufficiently expressive to be 
useful in explaining and characterizing design evaluation techniques. We argue that the PAD framework shows sufficient 
promise to justify further development toward a unified theory of early predictive design evaluation.  
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1. Early Evaluation in Engineering Design 
Good engineering practice seeks cost-effective solutions to 
practical problems. It recognizes that the benefit of a design 
must be balanced against the cost of selecting that design as 
well as the cost of implementing the design. As a result, the 
objective is commonly cost-effectiveness rather than 
optimality. 
The ability to consider a variety of designs and select the 
one most likely to deliver best value is an important 
element of this good practice. For software engineering, a 
significant point of leverage is improving our ability to 
explore a variety of designs to select the few that are 
worthy of deeper commitment. This requires substantial 
improvement in our capabilities for evaluating preliminary 
designs to understand the value they will deliver to clients. 
This report proposes a model for Predictive Analysis of 
Design (PAD) that frames the evaluation questions and 
shows how to incorporate a variety of techniques – both 
existing and new – for predicting the properties that an 
implementation of a design will have and the value of the 
result to a client. 

1.1  Engineering design and software design 
In traditional engineering disciplines, it is usually very 
expensive to physically implement a design. As a 
consequence, engineering design involves sketching 
multiple preliminary designs, predicting the pertinent 
properties of reasonable implementations of those designs, 
selecting one or a few sketches for further development, 
and iterating through several cycles of refinement and 
evaluation before proceeding to detailed design and 
construction. Moreover, external constraints from both the 
problem and its context often constrain the space of viable 
designs. 
Traditional engineering provides models and techniques for 
early design analysis that predicts properties of the product 
or artifact described by the design. For example, civil 
engineers use stress analysis models; these models can 
provide the basis for families of detailed designs such as 
the Pennsylvania simple bridge template. These models and 
design families consider the expected use as well as the 
technical properties of the implementations, and they can 
predict costs of materials and construction as well as 
structural properties. Indeed, traditional engineering seeks 
cost-effective solutions, and it recognizes that early 
decisions about a design strongly influence the cost and 
quality of the product.  
Complex, expensive, software-intensive systems should 
also benefit from the discipline of performing early 
predictive design analysis. Such evaluations should predict 
properties that an implementation of the design can 
reasonably be expected to have, together with the 
uncertainty associated with the prediction. Most software 

development methods, however, are largely-linear 
processes that refine a single initial design. While most 
processes do allow for feedback and repetition of a phase, 
this typically provides a way to correct or refine the 
development, not a systematic way to generate and test a 
variety of alternatives. 
We believe that software engineering would benefit from a 
generate-evaluate-select model similar to that of traditional 
engineering. This approach relies on the ability to make 
good predictions about the values of the alternative 
designs. Unfortunately, most software analysis techniques 
require access to source code or execution traces – in either 
case, the techniques assume that code exists. Code-based 
analyses are, of course, more precise than analyses that do 
not depend on code, but their dependence on code means 
they cannot be performed during early design, before actual 
code is available. 

1.2 The need for better early design evaluation 
Early decisions in software design set the overall capability 
and structure of the system. They are hard to change later 
in development, and they have a profound effect on 
delivered system quality. Boehm and Basili report that 
“finding and fixing a software problem after delivery is 
often 100 times more expensive than finding and fixing it 
during the requirements and design phase.”[10]. In 
addition, Boehm reports that software cost and size 
estimates are least accurate in early stages of design, with 
estimates in the requirements phase often differing from 
final cost by factors of 2 or more[9]. 
Early-stage design decisions must, by their nature, be made 
on the basis of preliminary design information, without 
access to actual code. A number of empirically based effort 
predictors, such as COCOMO II[9], provide early estimates 
of development cost, and a number of analytic techniques, 
such as algorithmic analysis, provide early predictions 
about execution time. However, relatively few models 
support comparable early-stage predictions about other 
technical properties to expect of the actual 
implementations, let alone the value of these properties to a 
given client.  
Yet these properties, including usability, security, fitness to 
purpose, fit with existing systems, scalability, evolvability, 
legality and other user- and context-specific capabilities, 
matter greatly to clients. Indeed, they may be as important 
to ultimate value of the software as the classic properties of 
general functionality, performance, dependability and cost.  
The good engineering practice of sketching, evaluating, 
and iterating through designs depends critically on being 
able to evaluate a preliminary design in order to predict the 
properties it will have in practice. Models and techniques 
for doing this are severely lacking for software design. To 
the extent that they exist, design evaluation models for 
software usually emphasize functionality, performance, 
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reliability, and other quality properties. When models 
consider cost or risk it is usually based on an aggregate size 
rather than on design details or time-adjusted values. 
Further, they usually evaluate a design out of context, 
without reference to the preferences of its intended users or 
clients.  
Thus we identify a point of leverage for software 
engineering research: creating models and techniques that 
do early predictive design evaluation without requiring 
access to the code to predict properties that can reasonably 
be expected of implementations of those designs. 

1.3 A unified approach to early design evaluation 
To date, very little technically-informed work has been 
aimed at valuing early-stage software designs. The 
available tools and techniques tend either to be 
impressionistic and technically problematic (e.g., reports of 
various “best practices” and consultants’ 
recommendations), or theoretically sound but of limited 
applicability (e.g., abstract and/or small-scale models). 
Thus even crude estimates of value, based on technically 
informed appraisals of economic potential and sound 
valuation methodology are likely to be substantial 
improvements over current early-stage design practice and 
to provide a scientific basis for future, more refined, 
theories. 
We believe that tools and techniques for early-stage 
analysis, by providing advance indications of 
implementation properties, will facilitate better early design 
decisions. These tools and techniques should be applicable 
in other contexts as well. The need to predict system 
properties without reference to code also arises when the 
code is not available for analysis or when the analysis 
would be intractable or more expensive than the value of 
the result. For instance, similar difficulties arise when 
designers are selecting COTS products for which only 
claims about the code, but not the code itself, are available 
and when designers are selecting strategies for evolving 
legacy systems for which the code may be available but 
very difficult to analyze with confidence.  
In this report we lay out a unifying model for early 
predictive design evaluation. This model provides a 
framework for understanding the relation among individual 
predictive evaluation techniques. We believe that in the 
short run this model will provide an effective means of 
explaining, comparing, and teaching the techniques; 
further, we believe that over time this model can help to 
unify the collection of distinct techniques. 
Our specific objectives are threefold:  
• First, we seek to enrich the set of evaluation tools and 

techniques available for predicting properties of code 
from the design, before the code exists.  

• Second, we aim to develop methods for describing user 
preferences about diverse properties in such a way that 
they can be used to predict value.  

• Third, and most significantly, we wish to develop a way 
to integrate those preferences into a consistent and 
robust decision-making framework.  

The framework we envision is based on principles of 
economic rationality and draws upon multi-attribute utility 
theory and the financial theory of real options. 
The framework sketched here is intended as a basis for 
developing economically sound methods for early-stage 
design evaluation. More detailed objectives include:  
• Ability to provide useful predictions without requiring 

access to code. We emphasize analysis that can be done 
with information that is available early in design 

• Ability to estimate value of a software design, defined 
as benefit net of cost adjusted for time, uncertainty and 
optionality. We specifically want to address multi-
dimensional benefits and costs, and in this work we 
focus specifically on value to the client or end user. 

• Ability to provide useful predictions at the macro level, 
based on necessarily incomplete information. We are 
not trying to predict exact properties at the code level. 

• Value estimates that are predictive. That is, they should 
be based on evaluating designs rather than code. 

• Analyses that reflect user preferences and valuation 
functions, as well as those elements of the design that 
validly predict the implementation’s properties along 
dimensions the user values. 

• Systematic, applicable and useful knowledge, including 
both theoretical and empirical/statistical models. These 
include existing models from other fields, including 
engineering systems design, economics, finance and 
management. 

 The remainder of this report explores the character of a 
model for early predictive design analysis. Section 2 lays 
out the economic basis and describes the model. Section 3 
develops the model with a series of examples that show the 
need for various elements of the model. Section 4 presents 
some scenarios showing how predictions of design value 
can be used. Section 5 examines some open questions and 
discusses ways to validate the model. Section 6 catalogs the 
predictors used as examples in this report and provides a 
starting point for a catalog of predictive techniques.  

2. The Value of a Design 
We are interested in the value of a design to a client or end 
user. More specifically, we are interested in predicting the 
value to a specific user or user community of an 
implementation of the design. In order to be useful, such 
predictions must depend only on the types and amounts of 
information that is available in early stages of the design, 
before the implementation is undertaken. Such a model will 



In Search of a Unified Theory for Early Predictive Design Evaluation for Software Draft of 10/27/2005, 2:12 AM, 5 of 32 

also help us: (1) select from possible alternative designs by 
evaluating and then ranking them, (2) potentially explain to 
the user how their preferences affect the valuation of 
alternative designs, (3) provide the user assurances that the 
ranking among the designs will not change if uncertain 
input information is limited to specific range. Models that 
satisfy these requirements may also be well suited to 
predictions in other settings with incomplete knowledge. In 
particular, we are interested in prediction when the code is, 
for whatever reason, not available for analysis. 
Our model of value includes not only the usual measures 
such as functionality, performance, and dependability, but 
also measures such as cost, risk, user distraction, usability, 
and fitness to purpose that are less common in software 
development; we will also consider measures that express a 
degree of uncertainty. 
Our focus is  
• very high level design, before “software development 

methods” start elaborating the box and line diagrams; to 
a certain extent we are interested in other situations 
where code may exist, but it is for some reason not 
suitable for analysis 

• evaluation that considers costs and benefits to the user 
as well as the capabilities of the software 

• evaluation that reflects value as perceived by the client, 
though we believe an essentially similar model can 
capture value for other stakeholders 

A successful model must be  
• open-ended, especially with respect to the evaluation 

models it handles and to the design notations and 
properties it supports; 

• general and expressive, to accommodate a variety of 
specific models; in particular, it must accommodate 
multi-dimensional values for costs and benefits and for 
capabilities [41], and it must support composition of 
individual models; 

• flexible, in that it accommodates estimates at various 
levels of detail and precision. 

• appropriately correct and precise, in that it preserves the 
precision and accuracy inherent in the specific models 
and makes the degree of precision and accuracy of 
composite estimates clear 

In the long run, we seek a unified quantitative model for 
predicting the value, in a technical sense, of a software 
design – that is, the value the system can be expected to 
have if we implement the design according to a given 
method. Naturally, these values will be imprecise and 
approximate, because knowledge early in design is 
imprecise and approximate. 
We base our initial formulation on the economists’ model 
of value. The remainder of this section presents the 
underlying economic model and our initial formulation for 

software design evaluation. Subsequent sections examine 
specific aspects of the framework, ways it may be used, 
and the challenge of developing and evaluating it. 

2.1 The view from economics  
Economists take value to be benefit net of cost. The value 
to a specific stakeholder evaluates benefit and cost from the 
viewpoint of that stakeholder. Different stakeholders see 
costs and benefits differently – for example, a consumer 
may not care whether a software system is maintainable, 
the vendor of that system may see maintainability as a 
significant benefit – the value of a specific product may be 
perceived differently by different stakeholders. 
Economists use value as an integral part of decision 
making, for example about what set of products to 
manufacture from available input resources. As presented 
by any intermediate economics textbook, such as [31], a 
large part of microeconomics focuses on optimization 
problems, the most quintessential of which is the 
maximization of profit. Typically, a firm can create varying 
quantities of certain products, each of which requires a 
certain amount of various inputs. The firm’s goal is 
typically to maximize the total revenue minus the cost of 
the inputs, as represented by the mathematical formulation 

0such that      )]()([   F(y, z)yCzBMax ≤−  

Here, the vector element zj represents the quantity sold of 
product j, and B(z) is the total revenue from selling those 
products. The vector element yi represents the quantity of 
input i consumed, and C(y) is the total cost of those inputs. 
F(y, z) is a vector, as well, so F(y, z) ≤ 0 represents a list of 
equations representing constraints on the problem 
(discussed further below). 
In many competitive scenarios, the price of each product pj 
can be assumed to be a constant. In that case, B(z) = p·z. 
Likewise, in many situations, the cost per unit of input can 
be assumed to be a constant ci, which implies C(y) = c·y. 
Connecting z to y is much more difficult. The form of this 
“production function” varies by industry, by firm, and by 
production technology. Consequently, it can be hard to 
concretely express the relationship between z and y. 
However, for illustrative purposes, it can be assumed that 
the function for the amount of product j can be represented 
with the Cobb-Douglas production function,  

∏=
i

ijijyjz α  

Here, yij represents the amount of input i used up in the 
generation of product j, and αij is a number between 0 and 1 
representing the “elasticity” or efficiency of converting 
input i into product j. (For example, the production of steel 
might take the form steel_quantity = iron_quantity0.7 x 
coal_quantity0.2. Depending on what units are used for each 
material, additional constants may be required in this 
equation.) Note that under this formulation,  
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∑=
j ijyiy  

Substituting into the optimization equation, 

∑ ∑⋅∑ ∏ −⋅
j i ijyjc

j i
ijijyjpMax )]()[( α

 

0),(such that  ≤zyF  

The constraints typically express two types of 
requirements: 
• Manufacturing cannot consume negative amounts of 

input. That is, yij ≥ 0, which is typically written as –yij ≤ 
0 

• The amount of each input is constrained by natural or 
market forces. That is, yi ≤ qi, where qi represents a 
constant upper bound on consumption of that input.  

Once the problem has been expressed in the form described 
above, it is ripe for a Kuhn-Tucker analysis, which can 
produce an analytic solution. The basic process involves 
realizing that each constraint equation can be rewritten 
using an equals sign (rather than ≤) through the 
introduction of a new variable for each constraint equation. 
For example, the –yij ≤ 0 can be rewritten as  
λijyij = 0, where λij is zero any time that yij < 0, and λij can be 
anything when yij is 0. Likewise, a new variable µi can be 
introduced for each of the constraints on total supply of 
each input. These λ and µ are variables that can be tweaked 
in order to achieve an optimal solution.  
Because the left hand side of each constraint equation is 
now equal to zero, it can be added to B(z) – C(y). This 
facilitates lumping all the constraints into the main 
optimization equation. 
With these modifications, the basic optimization problem 
can be rewritten in the form 

[
,, iijijy

Max
µλ

∑ ∏⋅
j i

ijijyjp )( α  

∑ ∑⋅−
j i ijyjc )(  

 )(∑ ⋅+
ij ijyijλ  

∑ ∑+−⋅+
i j ijyiqi ))(( µ ]  

The Kuhn-Tucker methodology for solving this essentially 
involves taking partial derivatives of this expression with 
respect to each yij and setting the partial derivatives to zero. 
Then, it is possible under many conditions to solve 
analytically for each variable to produce an optimal 
solution. (The proof for this procedure depends on 
visualizing the optimization expression as a function 
suspended over in a multi-dimensional space, and 

essentially looking for “flat” spots—a generalization of the 
single-dimension optimization procedure taught in 
introductory calculus.) 
The key lessons of this procedure for are the following: 
• Economists optimizing over the difference between a 

benefit function (which depends on outputs) and a cost 
function (which depends on inputs). 

• The outputs are connected to the inputs by a production 
function  

• A variety of constraints on inputs govern this problem. 
• In economics, the variables are usually assumed to be 

continuous, which is vital to a Kuhn-Tucker 
reformulation of the problem as maximization over the 
space of input allocations (yij). 

The most important lesson is the mindset behind the goal. 
Specifically, economists usually assume that a firm will 
attempt to maximize its profit. Other formulations are 
possible but less typical, such as optimizing the utility to 
the customer (benefits to customer minus costs to 
customer). 
That final lesson is the main point of departure for the 
following discussion, which will emphasize a mindset of 
optimizing total utility from the customer’s standpoint. 
Moreover, as will soon become clear, the other four 
bulleted lessons find their most natural expression in 
somewhat different forms when applied to the context of 
software engineering.  

2.2 A model for predictive analysis of value early 
in design 
We turn now to software design. We would like to make 
software design more like engineering, in which analysis of 
early design sketches shapes the direction of the design 
activity. We would like to do this with explicit attention to 
the value a product delivers to a user. To do this, we adapt 
the economic value model to the specific domain of 
software. 
Software design is inherently different from the simple 
economics case because the product we’re trying to 
evaluate does not yet exist at the time we need to evaluate 
it and our value space is not a simple continuous vector 
space. Value prediction for software requires a three-step 
analysis: first, determine whether an implementation is 
actually feasible; second, predict the properties that an 
implementation of a design is likely to have, and finally 
translate those implementation properties to the utility they 
have for a specific stakeholder. In the present work, we 
address value to the user, customer, or other client.  
We propose a model for Predictive Analysis of Design 
(PAD). This model explicitly separates the tasks of 
predicting the properties of an implementation, determining 
feasibility of implementation, and associating client utility 
with the properties of an implementation. 
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The PAD model provides a unified framework, a sort of 
normal form, for describing and unifying predictive design 
evaluation techniques. The setting we have in mind is that 
we have available 
• a design d and a (possibly incomplete) description of 

one or more clients’ preferences θ;  
• techniques for predicting some properties x that will 

result if d is implemented with method m; 
• techniques for estimating the value v to the client of 

certain properties of an implementation; 
We assume that actual code is not available for analysis, 
perhaps because it has not yet been written, it is not 
available for inspection, or analysis is intractable .; 
Naturally, the predictions are not guarantees; they therefore 
have associated uncertainties; we consider this in sections 
3.8 and 3.9. Further, values itself generally have several 
components; we consider this in section 3.3. 
Specifically, let  

d be the design or partial design being evaluated, 
expressed in some appropriate notation1 D 
θ be the client’s preferences or utility characteristics, 
expressed in some appropriate notation Θ; these 
characteristics may depend on time and risk (e.g., the 
client may prefer speedier implementations and/or be 
risk averse).; θ is the only representation of these 
preferences, so two clients with the same θ are 
indistinguishable. 
v be in Vn, a multidimensional value space capable of 
expressing both costs and benefits to the client; in the 
simplest case, values are scalar dollars but more 
generally v may distinguish different classes of costs 
and values2. 
x be in An, a multidimensional space whose 
dimensions correspond to the attributes of interest to 
the client. These dimensions form a subset of all the 
(eventually) observable properties of the artifact. In 
the simplest case, the values of the attributes are real 
numbers and An is Rn , but more generally the values 
could be ranges, probability density functions, or 
other expressions of uncertainty. (In common usage, x 

                                                           
1 For the fastidious, D is the set of legal expressions in the design 

notation, whatever that notation may be. Similarly, Θ and M are 
sets of legal expressions in whatever notations are appropriate. 

2 All the v in a single analysis must represent values of a single 
stakeholder, typically the client. To do otherwise would be to 
confound the client’s and the producer’s valuations. Thus, v 
would include dimensions of usefulness, such as usability and 
time when the product is available, as well as dimensions that 
capture the price paid.3 Note that function point “files” are 
logical. They may or may not actually be implemented as 
entities resident in a file system.  

is a property list, though some models may use a 
positional representation with attribute assigned to 
fixed positions)  
m be a development method for implementing a 
design, expressed in some appropriate notation M 

In adapting the model used by economists, we preserve the 
form of the function in our value function U; we replace 
the inequality constraints with a feasibility predicate F; we 
allow the benefit and cost functions to take on 
multidimensional values, and we introduce a mapping P to 
capture the relation between the design and the properties 
of its implementation with some software development 
method.  
We allow multidimensional values because software design 
involves software characteristics and user value terms that 
may be incommensurable or valued differently by different 
clients [41]. It may follow that there is not a unique design 
that is optimal for all users, so representing the space of 
design tradeoffs is useful in capturing aspects of interest to 
a software architect / designer. 
Standard economic model deals only with cost and benefit. 
We explicitly model a predictor P to deal with the 
uncertainties that lie between design and implementation. 
These uncertainties arise not only for large complex 
systems, but even for smaller-scale components. For 
example, the algorithmic complexity of an algorithm 
predicts the scaling qualities of the resulting code. 
Selecting an O(n log n) algorithm over an O(n2) algorithm 
offers some assurance, but not an absolute guarantee, that 
the algorithm will be correctly implemented to achieve the 
predicted performance scaling.  
Specifically, let  

U: D x Θ → Vn, the value function, be a function 
composing benefits and costs to predict overall value 
of a design d to a client with preferences θ; for 
simplicity we take it to be vector subtraction in Vn: U 
= B – C . 
B: An x Θ → Vn, the benefit function, be the predicted 
value of properties x with respect to the client’s 
preferences, possibly re-evaluated dynamically; B 
captures the client’s desires and the value that he or 
she places on characteristics of the product; hence it 
does not depend on the design or the method of 
implementing the design or the resources required to 
implement it 
C: D x An x M → Vn, the cost function, be the 
predicted cost resulting from implementing design d 
to achieve properties x using development method m; 
C captures the resources required to produce the 
implementation. If the developers are part of the 
client’s firm, it captures the concerns of the 
developers about realizing the design. If the 
developers are at another firm, C describes the 
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detailed terms of the proposed contract plus any other 
costs the client will incur in deploying and 
maintaining the software. 
P: D x M → An, the method predictor, be the 
properties x to expect from implementing design d 
with method m 
F: D x An x M → {true,false}, the feasibility 
predicate, be a predicate indicating whether design d 
can be realized at all with properties x through 
method m; F determines the feasible regions in the 
property space A and captures external constraints 
such as physical and legal limitations 

Then the value of a design is 
U(d;θ) = B(x,θ) - C(d,x,m) for {x: F(d,x,m) }  

where x = P(d,m)  
This model can accommodate analysis techniques having 
various degrees of detail and precision. We expect it to 
allow for complex client preferences, to accommodate rich 
attributes and value terms including confidence indicators 
on estimates, to express the time value of resources, and to 
capture the information required to treat value in economic 
terms, including consideration of cost, uncertainty, and 
future contingencies [6]. 

3. Elements of the Predictive Analysis of 
Design Model 
Section 3 develops the Predictive Analysis of Design 
(PAD) model incrementally. Each section introduces a new 
element of the model and gives examples that show how 
that element contributes to the model. Some of the model 
elements are introduced first in simplified form, then 
elaborated in later sections. In each section, the parts of the 
model that have been introduced are summarized in a 
shaded box, and the elements introduced in that section are 
highlighted within the box. The full model is 

U(d;θ) = B(x,θ) - C(d,x,m) for {x: F(d,x,m) }, 
     where x = P(d,m)  
d in D (expressions in a design notation) 
θ in Θ (expressions of utility) 
v in Vn (multidimensional value space) 
x in An (vector of attributes, or property list)  
m in M (characteristics of design method) 
U: D x Θ → Vn 
B: An x Θ → Vn  
C: D x An x M → Vn 
P: D x M → An 
F: D x An x M → {true,false} 

We explain each step with examples that apply established 
and informal analysis techniques to concrete cases. In this 
way we illustrate the range of properties that it is possible 

to predict, the range of techniques that can be 
accommodated in the PAD model, and the range of 
confidence and precision provided by various predictive 
techniques.  
Section 4 presents some scenarios about how these value 
predictions can be used. It addresses choosing designs to 
maximize client utility, composing individual predictors, 
and exploiting the systematic organization provided by the 
framework to improve design practice. 
The analysis techniques used in Sections 3 and 4 include  
•  Benchmarking against expected usage Example 3.1.1 
• Feature value analysis (hedonic analysis): Example 

3.1.2 
• Size, time and effort prediction (COCOMO II): 

Example 3.2.1, Example 3.4.2, Example 3.4.3, Example 
4.3.1, Example 4.5.1 

• Simulation (Acme Architecture Simulator): Example 
3.2.2 

• Task model with empirical inputs: Example 3.2.3, 
Example 3.6.2, Example 4.2.1 

• Multidimensional analysis: Example 3.3.1, Example 
4.1.1 

• Algorithmic complexity: Example 3.4.1 
• Subjective relative ranking (CBAM) Example 3.5.1 
• Cost-benefit analysis: Example 3.6.1, Example 3.6.3 
• Multi-attribute decision theory (SAEM): Example 3.6.3 
• Tradeoff analysis (ATAM): Example 3.7.1 
• GOMS family of user interface evaluation techniques: 

Example 4.5.1  
 
[[[Editorial note: eventually, Section 6 will provide a side-
by-side comparison of these and other predictive models]]] 
The examples include two scenarios that develop along 
with the model, together with a variety of standalone 
examples. 
• Representing line diagrams: Example 3.1.1 
• Value of spreadsheet features: Example 3.1.2 
• Design of a new program feature: Example 3.2.1, 

Example 3.4.2, Example 3.4.3, Example 3.5.1, Example 
3.7.1, Example 4.3.1, Example 4.5.1 

• Choosing security components: Example 3.2.2, 
Example 3.6.3 

• Configuration for mobile user: Example 3.2.3, Example 
3.6.2, Example 4.2.1 

• Command and control: Example 3.3.1 
• Choosing an algorithm: Example 3.4.1 
• Value of installing an application: Example 3.6.1 
• Choosing among products; Example 4.1.1 
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3.1 Value based on product attributes 
At heart, the value of a product is its value to some 
stakeholder. In PAD, the stakeholder of interest is the client 
or end user. In the simplest form of the model, value is 
computed in scalar dollars, and attributes of the design are 
both known and easily valued in dollars. 
In particular, this simple case considers a design d with a 
small number of known scalar real attributes (x in Rn), easy 
mappings B, C from those attributes to dollars (v in R), The 
value U of the design d is then the benefits minus the costs. 
Naturally, the benefits and costs can be considered 
separately. The simple model is: 

U(d) = B(x) - C(x)  
d in D (expressions in a design notation) 
v in R (scalar dollars) 
x in Rn 
U: D → R 
B: Rn → R 
C: Rn → R 

We illustrate this simple model with an example of 
selecting a representation for a rich data set, Example 3.1.1. 
Other examples include cryptographic systems, in which 
benefits must be balanced with costs. In many such 
systems, the amount of computation required to encrypt 
and decrypt a message increases with the degree of security 
provided. Placing dollar values on computation effort and 
degree of security places such a system in this simple 
model. 

Example 3.1.1 Choosing a data representation 
Suppose you want to store and share a set of large line 
diagrams, such as blueprints or road maps. These diagrams 
will be used mainly through a particular standard drawing 
application, and they will be edited as well as viewed. Your 
standard drawing application supports a variety of data 
formats. Five of these, AI, PDF, WMF, EMF, and EPS, 
preserve the structure of the images (other supported 
formats convert the drawing to a raster image that cannot 
subsequently be edited). The benefits of these 
representations are equivalent to you, so you’re only 
interested in the costs. 
For a sample of typical files, you determine the following: 

You estimate that out of every 50 times one of these files is 
opened, only 1 will result in changes and hence in a write. 

You estimate that the annual cost for every second of 
read/write time is $10K and the annual cost for every KB 
of storage is $0.1K (this reflects cost of bandwidth to move 
the files as well as raw storage and backup costs). Your 
task is to choose the least expensive representation. 
By weighting reads 50:1 relative to writes and converting 
seconds and KBs to dollars, you arrive at the following, 
highlighting the minimum value in each cost column: 

File 
type 

Total time Time cost Space cost Total 
cost 

AI 393 $  3930 $  624 $  4554 
EMF 538 5380 1791 7171 
EPS 267 2670 2090 4761 
PDF 445 4450 624 5074 

WMF 336 3360 1103 4464 
You further visualize this as a chart to see how time and 
space contribute to overall cost: 
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Now you can choose a representation, namely WMF with 
the lowest overall cost. In terms of our model, you have 
five candidate designs. You have determined the attributes 
<time, size> for each, and you converted the result to a cost 
expressed in dollars; the best value for your application is 
the file format with the minimum cost. 
Naturally, if your time and space costs change, or if the 
percentage of writes relative to reads changes, this analysis 
will also change. 

Design d 
<format> 

Attributes x 
<time,size> 

Cost v 
<total $> 

AI <393,6243> $4554 
EMF <538, 17908> 17908 
EPS <267, 20909> 4761 
PDF <445, 6243> 5074 

WMF <336, 11038> 4464 
Naturally, if your time and space costs change, or if the 
percentage of writes relative to reads changes, this analysis 
will also change. 

File 
type 

Seconds to 
open (read) 

Seconds to write 
(save or export) 

File size 
(KB) 

AI 6 93 6243 
EMF 9 88 17908 
EPS 5 17 20909 
PDF 7 95 6243 

WMF 5 86 11038 
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Example 3.1.2 Determining value of features 
[[[Editorial note: Studies based on hedonic models, which 
attempt to correlate prices with the presence of features, 
reveal that spreadsheet software “which adhered to the 
dominant standard, the Lotus menu tree interface, 
commanded prices which were higher by an average of 
46%.” Moreover, features which result in positive network 
effects supply a powerful boost to prices: for every 1% 
increase in installed base, list prices were higher by 0.75%. 
At least for an “average” end-user, the benefit function B 
seems to rise steeply if spreadsheet software exhibits these 
characteristics [11] Anecdotally, we also understand that 
some software development organizations have experts 
who can make subjective judgments about the market value 
of a feature; the judgments of these experts has a 
significant effect on the features selected for development. 
An example based on this analysis is under development. 
]]] 

3.2 Predicting attributes from design 
The simple model assumes that the properties of an 
implementation are clear from a design. Often, this is not 
possible, and one of our principal objectives is the ability to 
predict the value of a design before actually investing in an 
implementation.  
This section establishes an explicit relation between a 
design and properties of its implementation. It augments 
the design by introducing an explicit function to predict the 
properties of a design. The predictor function, P, predicts 
the attributes of a reasonable representation of a given 
design (for now, we will not worry about the development 
or implementation method, which we will consider in 
section 3.4).  
We illustrate the use of predictor P with three examples: 
predicting code size from identifiable design elements, 
predicting technical properties with an architectural 
simulator, and predicting resource usage from a mobile 
computing design.  
Other examples of interesting predictors include estimating 
development cost from design and code size (which we 
will consider later, in Section 3.4) predicting user time for a 
scenario with the keystroke model (which we consider in 
Example 4.5.1) and predicting round-trip time from 
queuing analysis of a design. 

U(d) = B(x) - C(x)     where x = P(d)  
d in D (expressions in a design notation) 
v in Rn (vector of scalars) 
x in Rn  
U: D → R 
B: Rn → R  
C: Rn → R 
P: D → Rn 

Once we can predict an implementation’s attribute set, 
which we represent as an element of a multi-dimensional 
real space, we can map these attributes into our benefit 
function B and cost function C to generate a net utility U = 
B – C. We will return to these three functions later, in 
Section 3.5. 

Example 3.2.1 Predicting code size from function points 
To demonstrate how an existing predictor fits the PAD 
model, we review the COCOMO II Function Point 
software sizing model, which predicts code size by 
examining the functionality embedded in a design [8]. We 
then introduce an example problem, a spreadsheet that 
supports data imports, to illustrate simple prediction of 
attributes, P: D  → Rn. We return to this hypothetical 
“import to spreadsheet” problem in Example 3.4.2, 
Example 3.4.3, Example 3.5.1, Example 3.7.1, and 
Example 4.5.1. 
The COCOMO II Function Point software sizing model 
begins by examining the design and counting the number 
of identifiable functional elements embedded in the 
design. Each functional element is categorized as one of 
five types and one of three complexity levels, as shown in 
the table below (reproduced from [9], which also 
describes how to properly categorize functional 
elements). Each cell of the table gives a function point 
count corresponding to the relative difficulty of actually 
implementing a functional element of that complexity and 
type. 
 

 Complexity Level 
Type Low Average High 
Internal Logical Files3 7 10 15 
External Interface Files 5 7 10 
External Outputs 4 5 7 
External Inputs 3 4 6 
External Queries  3 4 6 

 
For example, a design with five External Queries of Low 
complexity and two External Outputs of High complexity 
would yield 5*3+2*7 = 29 total function points.  
This function point total is then multiplied by the average 
number of lines of code per function point. This multiplier 
varies by programming language; some samples appear 
below (taken from [9]).  
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Language Lines of Code Per 
Function Point 

ADA 95 49 
C++ 55 
Java 53 
PERL 27 
Visual Basic 5.0 34 

 
We now turn to a hypothetical example, the “import to 
spreadsheet” problem and show how the COCOMO II 
Function Point sizing model predicts code size, an attribute 
of an implementation.. 
Suppose that a vendor of office software has decided to 
enter the spreadsheet market. After reviewing requirements 
expressed by their user focus groups, as well as features 
offered by the competition, the firm determines that one 
significant need is a way to transport data from Microsoft 
Access into the spreadsheet. Soon, the firm begins 
evaluating possible designs which meet the requirements in 
different ways. 
The design description D may use vectors of four 
Booleans:  

< Does the design include connectors to databases? , 
   Does it call for integrating with OS clipboard? , 
   Does it include tracking and undoing changes? , 
   Does it specify running tasks in their own threads? 
> 

The architects propose three particular designs d ∈ D 
(where 1 and 0 indicate the presence and absence of design 
features, respectively): 
  A design with all four features,   < 1 1 1 1 > 
  A design with only database connectors,  < 1 0 0 0 > 
  A design with only copy/paste,   < 0 1 0 0 > 
These designs provide diffent levels of features and 
functionality in satisfying the given requirements. For 
example, the first design not only includes connectors to 
facilitate automatic extraction of data from the database, 
but also provides a variety of features to facilitate using the 
data after it arrives. The second design simply provides for 
automatic database import, but little in the way of 
additional usability functionality. The third design would 
require end users to manually copy and paste rows from the 
database into the spreadsheet. 
Because of this wide range in functionality, these designs 
will result in implementations with differing amounts of 
source code. Although the product attribute space An would 
generally include many dimensions, we will focus on just 
one here, the projected code size,. We will consider 
additional dimensions in Section 3.4. 
Based on guidelines in [8], we might evaluate our 
spreadsheet design space D as follows: 

• Database connector: High complexity External 
Interface File 

• Copy/paste: Average Complexity External Input plus 
Average Complexity External Output 

• Track/undo: Average Complexity Internal Logical File 
plus Average Complexity External Input 

• Multi-threaded architecture: High Complexity Internal 
Logical File (admittedly not a good match, but the best 
available) 

Assuming that the implementation will be written in Java, 
and using the conversion factors shown above, we estimate 
the design size in thousands of lines of code (KSLOC) as 
 Size = (10*d1 + 9*d2 + 14*d3 + 15*d4) * 0.053 
Thus, the proposals yield the following approximate sizes: 
 

Design Size (KSLOC) 
All features 
< 1 1 1 1 > 2.54 

Database 
< 1 0 0 0 > 0.53 

Copy/paste 
< 0 1 0 0 > 0.48 

 
This “import to spreadsheet” problem shows how to use an 
existing nethod to support the evaluation of one product 
attribute, code size. In Section 3.4, we examine the 
COCOMO II Early Design model more fully and use it to 
evaluate additional attributes of the product attribute space 
An. 

Example 3.2.2 Predicting technical properties with an 
architecture simulator 
While the COCOMO II Function Point sizing model helps 
predict an element of cost by predicting KSLOC, Acme 
Simulator, an extension of Acme [25], can help predict a 
design’s technical properties, such as performance and 
security. Acme is an architecture description language that 
software architects use for describing architectural 
structure, types and styles. Acme is useful in describing 
relatively simple designs, D producing a representation of a 
specific design d using the constructs of the architectural 
description language.  
The Acme Simulator extends the capabilities of Acme by 
allowing the architect to describe data flows through the 
architecture and the capacity of the architecture’s 
components and connectors.  In addition, Acme Simulator 
extends the properties of component and connectors to 
allow the architect to describe security attributes of these 
architectural elements. The architect first uses Acme to 
describe a particular design and then uses the Simulator 
extensions to describe system loads and a threat model that 
describes the arrival rate and paths of various malicious 
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events. Once the architect describes systems loads and the 
threat model, the Acme Simulator simulates these loads and 
predicts the performance and security risk exposure of the 
design.  Acme Simulator was developed as a tool that helps 
architects understand design tradeoffs. 
Acme Simulator illustrates a predictor for attributes P: D  
→ Rn, where d is the specified design and x is the set of 
technical attributes <performance, exposure>. In Acme 
Simulator, performance is evaluated as the average length 
of a transaction; for example, a transaction could take 2.1 
seconds on average to complete. The architect defines 
Acme Simulator transactions, which are logical paths 
through a set of components. Exposure is the expected 
damage from a security compromise to the designs assets. 
Again, the architect identifies the design assets and assigns 
value.  
Consider an example of a simple client-server-database 
architecture that has a database valued at $100K. The 
architect is considering adding a firewall between the client 
and the server, but must decide among three different types 
of firewalls, each with different levels of effectiveness and 
performance characteristics. The architect uses Acme to 
model the architecture and uses the extensions in Acme 
Simulator to specify the performance characteristics of 
each component, including the firewall. Furthermore, the 
architect specifies the periodic arrival rates of viruses and 
the expected damage, or exposure, to the database each 
time a virus reaches the database, which depends on the 
effectiveness of the firewall. The exposure of the design is 
the cumulative damage from viruses during the length of 
the simulation. Finally the architect specifies the system 
load, which is the average rate that a transaction starts.  

 
      
 

 Firewall 
A 

Firewall 
B 

Firewall 
C 

Performanc
e 

1.2 sec .9 sec .4 sec 

Exposure $50K $63K $75K 
 

Based on the simulation specifications defined by the 
architect, Acme Simulator determines the average 
completion time for transactions and the cumulative 
damage of the database from viruses. Assuming that 
customers value both performance and security, the 
architect can use Acme Simulator to compare the 
performance and security risk exposure values of each 
design. From the table, the design with Firewall A appears 
to have the slowest performance, but the least amount of 
exposure. In contrast, the design that includes Firewall C 
has the fastest performance, but the most damage.  
Although Acme Simulator might not be necessary for such 
a simple example, because the performance values and 
exposure values could be easily calculated, the values are 
not so easily calculated with more complex designs that 
could be subjected to numerous threats and have many 
different types of transactions. However, Acme Simulator 
is a tool that predicts technical attributes from a design and 
the example serves to reinforce how the Simulator fits into 
the unified framework.  

Example 3.2.3 Predicting resource usage from 
configuration 
This section presents an example from ubiquitous 
computing and demonstrates how the various elements of 
the example map to the PAD model. 
The setting. A newspaper movie critic would like to work 
on a movie review before his flight departs. His task 
requires using a video player to view the various clips from 
an online movie database, a browser to search the web for 
information, and a text editor to take notes and update the 
review. 
The challenges. The airport environment is dynamic and 
scarce in resources. Wireless bandwidth is limited and 
changing; finding a power outlet for a laptop computer can 
be difficult; computers in the airport kiosk lack in hardware 
resources and applications. 
The problem. The movie critic cares about which 
applications he uses for the task, as well as the quality of 
service the applications deliver. Specifically, he has a 
preference for using the Windows Media Player over other 
video players, although he is willing to use others too. 
Also, he cares about the frame rate of the video and the 
sound quality, but not so much about the graphic detail of 
the frames. When using a web browser, he would rather 
have pages load fast than get rich content such as graphic 
images or embedded objects. We would like to help the 
movie critic to select a set of applications and to configure 
these applications in terms of quality of service delivered 
so that the user’s preferences are satisfied optimally. 
We describe how the example maps to the PAD model in 
three parts. In the first part, we describe the operating 
attributes of the problem, the design space, and how we 
predict the operating attributes from design points. In the 
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second part, captured in Example 3.6.2, we describe the 
prediction of user’s utility with respect to operating 
attributes. And finally, in Example 4.2.1 we describe the 
optimization techniques we designed to solve the problem. 
As indicated in the description of the scenario, the 
operating attributes are the user-perceived dimensions of 
the task. More formally, the operating attributes are the 
types of applications (formally called services) requested 
for the task: (1) play video, (2) edit text, (3) browse web, 
and the associated quality dimensions for each service. 
This table shows the quality dimensions of each service, 
and the potential applications to satisfy each service. In this 
case, An is a Cartesian product of 3 services and 5 quality 
dimensions: 
 

Service QoS Dimensions 
(units) 

Available 
Application

s 
Play 
Video 

Frame rate (frames per sec),  
frame size (pixels), audio 
quality (high, med, low) 

RealPlayer,  
Windows 
Media 

Edit Text None TextPad, MS 
Word 

Browse 
Web 

Latency (seconds),  
Content (text, med, high) 

Internet 
Explorer, 
Firefox 

 
The design space is the set of all configurations of the task. 
A configuration is the choice of applications, one per 
service, and the runtime state of the applications. This 
runtime state describes the predicted level of quality of 
service, and the resource demand to support this level of 
quality. Assume we have three scarce resources: CPU, 
network bandwidth, and virtual memory. Then the 
complete description of a design point d is:  
d = { <Windows Media Player,  
   (24 fps, 300x200, high quality audio), 
   (25%, 256 Kpbs, 30 MB)>,  
  <MS Word,  
   ( ),  
   (2%, 0 Kpbs, 28 MB>,  
  <Firefox,  
   (5 s, text),  
   (8%, 56 Kpbs, 10 MB)>}.  
In practice, the design space for a typical task can have 
several thousand points. 
Each point in the design space is a prediction about the 
runtime resource requirements. For example, <Windows 
Media Player, (24 fps, 300x200, high quality audio), (25%, 
256 Kpbs, 30 MB)> is a prediction about the runtime 
resource requirements of watching a particular video 
stream encoded at 24 frames per second, has 300x200 pixel 

size, and high quality audio with Windows Media Player. 
The prediction is based on historical profiling (see, for 
example Odyssey [40]). The actual resource usage might 
vary depending on a particular video stream, but we hope 
that the variance is small enough to be practically useful in 
our case. When multiple applications are used 
simultaneously, we assume that the resources required are 
aggregated using vector addition. For example, the 
aggregate resource requirement for the above-mentioned 
configuration is (35% CPU, 312 Kbps, 68 MB), where the 
estimates are for CPU, network bandwidth, and virtual 
memory, respectively. 
The description of the design space is not complete without 
estimates of resource availability. Assume, that at some 
point in time the resource availability is (100 % CPU, 220 
Kpbs, 128 MB). We will see in Example 3.6.2 that the 
resource availability estimates constrain the feasible region 
of the problem. 

3.3 Dealing with multidimensional quantities 
Software design deals with attributes of many types; not all 
are scalar, and not all are interconvertable or 
interchangeable. Similarly, users often have many 
dimensions of value, and their preferences are not simple 
combinations of those dimensions. In predicting the value 
of a design, it is not enough simply to represent the costs 
and benefits as single scalar quantities such as dollars. 
Though convenient, this simplification fails to address the 
inherent incommensurability of different costs and benefits. 
As we have explained elsewhere (in [41]), these 
incommensurabilities can arise from a variety of sources, 
including differences in measurement scale level, 
granularity, economies of scale, and fungibility.  
Actually converting different dimensions of cost and 
benefit into a single dimension requires accounting for the 
preferences of the customer, since each customer will have 
individual preferences for how to combine these 
dimensions (representing their own needs and context). As 
a result, we will now use a multidimensional range for the 
benefit function B, cost function C, and net utility function 
U 
When underlying spaces have multidimensional structure, 
it is often necessary to preserve the distinction of the 
individual dimensions when performing analysis. A 
classical example of this is the “colors of money” 
phenomenon in defense spending, where different budget 
accounts have different restrictions on the way funds are 
spent, and mingling funds from different accounts is 
prohibited; the funds in different accounts are said to be “of 
different colors”. The source of this complication is the 
fungibility of different resources. Other important 
properties of resources include measurement scale, 
perishability, rivalry, etc. In general, when resources are 
not fully interchangeable, it is important to devise analysis 
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techniques that preserve the important properties of the 
resources. We call this late binding. 
To respond to this common problem structure, we extend 
the PAD model by making both the attribute space and the 
value space vector spaces of arbitrary values. Note that in 
order for U to be defined, the ranges of B and C must be 
compatible. 

U(d) = B(x) - C(x)     where x = P(d)  
d in D (expressions in a design notation) 
v in Vn (arbitrary values) 
x in An (arbitrary values) 
U: D → Vn 
B: An → Vn  
C: An → Vn 
P: D → An 

A class of problems where distinctions among the 
resources matter is multidimensional knapsack problems. 
In a multidimensional knapsack problem, there are multiple 
constraints, e.g. weight, volume, price, etc. The objective is 
to choose a subset of all the items that jointly maximize 
some measure of the value, while satisfying the knapsack 
constraints. For example, QRAM ([42]) is a scalable real-
time solution to a multi-resource QoS problem, essentially 
a multidimensional knapsack problem. The QRAM 
algorithm computes a compound resource by taking 
weighted quadratic averages of the actual resources, and 
then solves a simpler one dimensional knapsack problem. 
To mitigate against obtaining an infeasible answer, the 
algorithm is done in phases, each time refining the weights.  
However, under some practically observable conditions, 
the answer that QRAM finds falls far from optimal. 
According to [27], the reason is that QRAM uses certain 
heuristic optimizations, which eliminate some feasible and 
valuable points in the design space from consideration.  A 
solution presented in [27] correctly identifies such 
conditions and improves on the QRAM algorithm 
accordingly. Essentially, the conversion that QRAM does 
eliminated valuable design points too early; H-QRAM [27] 
delays the conversion to preserve those points.  

Example 3.3.1 Preserving distinctions among resources 
Let’s look at a simplified example of a resource allocation 
involving multidimensional spaces. The example shows 
why early conversion of multiple resources into a single, 
unified resource might cause problems. 
Continuing the configuration example from Example 
3.2.2the first set of tables below show hypothetical runtime 
operational profiles of the two programs: Messaging and 
Real-time Video used by the battlefield commander for 
command and control. This operation profile includes 
quality of service that the program can deliver and the 
resource requirement. The resource requirement is in terms 

of percentage of bandwidth and CPU. The quality level 
information in the first column is provided by the 
application specification. The second and third columns 
give resource usage (percentage-of-resource-
required/second) to achieve the specified quality level. The 
resource data depends on the runtime characteristics of the 
application and the data processed, which can be obtained 
using profiler tools. The value information in the fourth 
column is represents the value assessments of the 
battlefield commander, which can be obtained through 
elicitation interviews.  
 

Messaging                     Real-time Video 

Q
uality 

L
evel 

C
PU

, %
 

B
W

, %
 

V
alue 

Q
uality 

L
evel 

C
PU

, %
 

B
W

, %
 

V
alue 

None 0 0 -∞  None 0 0 -∞ 
Very Low 57 17 1  Bad 12 43 3 

Low 61 23 12  Acceptable 19 52 30 
Medium 72 27 55  Good 23 69 45 

High 79 29 68  Very Good 27 78 57 
Very High 98 32 75  Excellent 34 93 89 

The unmodified operational profiles of two applications, 
showing the bandwidth and CPU required for each 

quality level and the value to the battlefield commander 
 
One (incorrect) approach to solving this problem is to take 
as given the external prices of CPU and Bandwidth, and 
convert these to a common currency. Assume the cost of 
one percent of available CPU is 2 units, and that of one 
percent of the available Bandwidth is 3 units. A total of 2 * 
100 + 3 * 100 = 500 units of total resource are available. 
Table 4 presents the resource requirements in terms of the 
single currency. Column 2 shows the cost in common 
currency of providing that level of quality, and column 3 
shows the percentage of that cost.  
 

Messaging                     Real-time Video 

Q
uality 

L
evel 

C
ost 

C
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Q
uality 

L
evel 

C
ost 

C
ost, %

 

None 0 0  None 0 0 
Very Low 165 0.33  Bad 153 0.31 

Low 191 0.38  Acceptable 194 0.39 
Medium 225 0.45  Good 253 0.51 

High 245 0.49  Very Good 288 0.58 
Very High 292 0.58  Excellent 347 0.69 
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Resource requirements of the battlefield applications in 
terms of the converted cost measure 

 
Notice that according to table that depicts the resource 
requirements in terms of the converted cost measure, the 
best combination that can be achieved is High quality of 
Messaging and Good quality of Real-time Video, which 
costs 498 units, or just under 100%, and is valued at 113 
(=68+43). However, after consulting the unmodified 
operational profiles, which show the resource requirement 
in bandwidth and CPU, we notice that CPU would be 
utilized at 101 percent, making that combination 
unattainable. The problem is that we have allowed 
conversion of unused Bandwidth into CPU, despite the 
inappropriateness of this conversion. Indeed, each quality 
point for either application can be obtained using only a 
unique CPU and bandwidth vector. The root of the problem 
is that CPU and bandwidth are not fungible, and our 
assumption of fungibility leads to an incorrect solution. 
Another approach to this problem is to use derivatives, 
e.g. a calculus method called Lagrange Multipliers. 
However, since the space of quality points is sparse, any 
kind of continuous approximation is likely to yield a 
solution that is also not in the space of available quality 
points.  
QRAM offers a solution to this problem by iterating over 
the same solution we outlined several times, and refining 
the weights until a feasible, (near)-optimal solution is 
obtained. 

3.4 Predicting attributes from design and method 
As noted earlier, software valuation largely depends on the 
implementation, but during early design evaluation, we do 
not yet have an implementation to evaluate. Hence, we 
have introduced a predictor method P that predicts what 
implementation will result from a given design. 
However, as touring a handful of software development 
firms will quickly reveal, the design alone does not predict 
the resulting implementation: the development method can 
have a powerful influence on a wide range of product 
attributes. For example, it can affect technical attributes, 
such as reliability and usability; it can also affect 
production attributes that affect the utility of the product, 
such as its time to market. It certainly affects consumption 
of inputs, such as staff effort and calendar time. 
Hence, in this section, we extend the domain of our method 
predictor P to include another dimension, the development 
method m. The development method is an element of an 
arbitrary notational space M selected to represent the range 
of development methods that might be employed in the 
implementation of a given design. 

U(d) = B(x) - C(x)     where x = P(d,m)  

d in D (expressions in a design notation) 
v in Vn (arbitrary values) 
m in M (characteristics of design method) 
x in An (arbitrary values) 
U: D → Vn 
B: An → Vn  
C: An → Vn 
P: D x M → An 

Example 3.4.1 Predicting execution profile from 
algorithmic complexity 
[[Editorial note: Algorithmic complexity provides for an 
algorithm description of the way execution time or space 
scales as a function of problem size, under the assumption 
that the code competently implements the algorithm (this 
is, of course, not guaranteed by the algorithm). There is an 
established collection of analyzed algorithms, and their 
asymptotic growth is known. Obtaining a prediction 
requires simply consulting a standard reference. The 
example here will present an algorithm that has both space 
and size terms. d is the pseudo-code of the algorithm, x is 
the O(n) description of how time/space varies with problem 
size , P is the technique of algorithm analysis.]] 

Example 3.4.2 Predicting development effort and time 
As described earlier in Example 3.2.1, the Function Point 
sizing model within COCOMO II allows us to predict the 
code size from a design. In this section, we will consider 
how the COCOMO II Early Design Model offers two 
additional predictions, giving estimates of the development 
effort and time [9]. In casting COCOMO II as a method 
predictor, we take the design document to represent the 
design space D, and we include development effort and 
time in addition to code size in the product attributes An.  
COCOMO II uses the variable PM (“person-months”) to 
represent development effort and predicts it as follows: 

PM = Size E * S 
Here, Size is the code size in lines of code (which we 
estimated earlier in Example 3.2.1), and E and S are 
numbers that depend on additional firm, project, and 
product characteristics. We will return to these important 
issues in Example 3.4.3, but for now, we will hold these 
constant at E = 1.10 and S = 2.94 (which correspond to 
“nominal” levels of difficulty owing to firm, project, and 
product characteristics). 
COCOMO II uses the variable TDEV (“time of 
development”) to represent development time in months 
and predicts it as follows: 

TDEV = PM F * C * Scaling 
Again, Size is the code size in lines of code, Scaling is an 
arbitrary factor indicating schedule compression by 
management, and the other variables are constants which 
can be adjusted but will remain constant at C=3.67 and 
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F=0.32 for now. (Scaling will generally be ignored in this 
section, but we will need to return to it in Example 3.4.3) 
With this guidance from COCOMO II, we are now ready to 
return to our “import to spreadsheet” problem from 
Example 3.2.1. We had been evaluating three designs, each 
with a projected size. We can now use the PM and TDEV 
estimators shown above to fill in the development effort 
and time dimensions of our product space An: 
Design Size 

(KSLOC) 
Effort PM 

(PM) 
Time TDEV

(Months) 
All features 
< 1 1 1 1 > 2.54 8.21 7.17 

Database 
< 1 0 0 0 > 0.53 1.46 4.14 

Copy/paste 
< 0 1 0 0 > 0.48 1.30 3.99 

 
By extending Example 3.2.1, this example predicts a 
multidimensional product attribute vector x from a 
multidimensional design attribute vector d. The design 
attributes were first used to predict one product attribute, 
code size, which was then used to generate two additional 
product attributes, development effort and time. 
The presentation above may leave the impression that the 
development effort and time product attributes are fixed as 
soon as the code size attribute has been identified and that 
therefore this product attribute space has a “degenerate” 
dimensionality of 1 rather than a dimensionality of 3.  
However, as we shall demonstrate in Example 3.4.3, 
COCOMO II bundles a great deal of complexity into the 
“constants” E, F, and S, meaning that development effort 
and time participate in a much richer interplay among 
product attributes. Later, in Example 4.3.1, we will see that 
separating each product attribute into a separate dimension 
yields a great deal of leverage for evaluating tradeoffs 
among these and other product attributes. 

Example 3.4.3  Finding effect of product attributes on 
development time and effort  
COCOMO II Early Design model predicts project effort in 
person-months (PM) and development time in months 
(TDEV) based on the size of the software as inferred from 
the design. It also depends on a characterization of the 
development method in terms of cost drivers called effort 
multipliers (EM) and scale factors (SF) plus four 
organization-specific fitting parameters A, B, C, and D [9]. 
It is these EM and SF quantities that drive the E, F, and S 
“constants” mentioned earlier in Example 3.4.2. 
Upon examination, we find that eight of the cost drivers 
(plus A, B, C, and D) describe aspects of the development 
method, but four cost drivers actually describe product 
attributes. We separate these as follows: 

• Properties demanded of the product: SCHED 
(adherence to a compressed development schedule), 
RCPX (required reliability and complexity), RUSE 
(investment in reuse), and PDIF (platform difficulty); 
call this set EMP. Our main goal below is to recast 
COCOMO II in a way that highlights the relationship 
among person-months PM, development time TDEV, 
and these other four product properties. To achieve this, 
we will augment our product attribute space An to 
include each element of EMP as an extra dimension, in 
addition to PM and TDEV. 

• Properties of the development method: PERS 
(personnel capability), PREX (personnel experience), 
and FCIL (facilities); call this set EMD. In addition, the 
scale factors PREC (precedentedness), FLEX 
(development flexibility), RESL (architecture 
resolution), TEAM (team cohesion), and PMAT 
(process maturity) also characterize the development 
method; call this set SF. We will represent our method 
description space M as vectors, where each element 
corresponds to one element of EMD or SF. We will also 
include the fitting parameters A, B, C, and D as 
elements of this vector. 

Each of the twelve COCOMO II cost drivers may take on a 
variety of values, ranging from “extra low” to “extra 
high”4.  
Continuing with our “import to spreadsheet” example 
problem, we augment our product attribute space An with 
our six additional product properties to yield the new 
representation: 

< Time to import 100 rows from Access,  
   Time to begin an import then cancel, 
   SCHED, RCPX, RUSE, PDIF, Size, PM, TDEV > 

Representing the method description as outlined above 
yields:  

<A, B, C, D, PREC, FLEX, RESL, TEAM, PMAT,  
PERS, PREX, FCIL> 

COCOMO II then relates PM and TDEV to the other 
attributes as follows: 

S  = A * Π EMi 
SNS = A * Π EMi excluding EMSCHED ∈ EMP 
 
E = B + 0.01 * Σ SFi 
F = D + 0.002 * Σ SFi 
 
PM = Size E * S 
PMNS = Size E * SNS 

                                                           
4 Specifically, seven possible ratings exist (“extra low,” “very 

low,” “low,” “nominal,” “high,” “very high,” and “extra high”); 
however, technically, “extra low” and “extra high” are excluded 
options for some attributes, meaning that an alternative such as 
“very low” or “very high” must be used instead. 
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TDEV  = PMNS 
F * C * Scaling 

 
where EMi ranges over EMD and EMP, and SFi ranges over 
all SF.  
For the following discussion, we will choose sample values 
for implementation properties in An; in Example 4.3.1 we 
show how to evaluate the interaction among these 
properties. For simplicity we will henceforth use the 
nominal values A=2.94, B=0.91, C=3.67, and D=0.28. 
Each EMi and SFi is converted from text (such as “very 
high”) to a numerical value by looking up the cost driver 
elements of An and M in tables provided as part of the 
definition of COCOMO5. For example, if x ∈ An shows 
minimal schedule pressure, reliability, reusability, and 
platform difficulty, in an ideal software organization with 
process perfectly suited to this project, then S, E, and F will 
take on minimal values (S=0.23, E=0.91, F=0.28). In 
contrast, for software with maximal schedule pressure, 
reliability, reusability, and platform difficulty, in an 
organization with the worst possible process, S and E take 
on maximal values (S=178.4, E=1.23, F=0.34). Taking the 
median (“nominal”) values yields moderate values (S=2.94, 
E=1.10, F=0.32). 
Note that SNS is essentially the same as S, except that the 
cost driver corresponding to SCHED (schedule 
compression) is omitted. Thus, PMNS is essentially the 
same as PM, except that it does not take into account any 
effects on development effort due to schedule compression. 
That is because TDEV incorporates this a different way, by 
multiplying by a Scaling constant corresponding to the 
different levels of EMSCHED, as follows: 

Scaling EMSCHED 
1.60 1.00 
1.30 1.00 
1.00 1.00 
0.85 1.14 
0.75 1.43 

For example, if the schedule is compressed by 15% 
(Scaling=0.85) compared to a nominal schedule, then 
EMSCHED=1.14 rather than 1.0. However, this EMSCHED is 
only used in calculating S and PM, not in calculating SNS 
and PMNS. COCOMO II only handles the EMSCHED cost 
driver in this odd way, through an indirect Scaling variable; 
all the others are simply combined directly to yield the S, 
E, and F variables. 
For each proposed spreadsheet import design, we can 
consider the best, nominal, and worst case conditions. The 
“easiest conditions” correspond to a project with minimal 
                                                           
5 Although organizations can recalibrate these tables, as well as A 

and B, using organization-specific data, the generic tables 
provided with the COCOMO II definition suffice for present 
purposes. 

schedule compression (Scaling=1.6), complexity, 
reusability constraints, and so forth; conversely, the 
“hardest conditions” demand maximal schedule 
compression (Scaling=0.75), complexity, reusability 
constraints, and so forth. These yield the minimal and 
maximal values of S, E, and F, respectively, which we 
insert into the formulas for PM and TDEV: 
 
Design PM for 

easiest 
conditions 

PM for 
nominal 

conditions 

PM for 
hardest 

conditions 
All features 
< 1 1 1 1 > 0.54 8.21 560.57 

Database 
< 1 0 0 0 > 0.13 1.46 81.90 

Copy/paste 
< 0 1 0 0 > 0.12 1.30 71.98 

 
Design TDEV for 

easiest 
conditions 

TDEV for 
nominal 

conditions 

TDEV for 
hardest 

conditions 
All features 
< 1 1 1 1 > 4.93 7.17 21.37 

Database 
< 1 0 0 0 > 3.31 4.14 11.04 

Copy/paste 
< 0 1 0 0 > 3.22 3.99 10.56 

 
(Note that, despite the tighter scheduling compression in 
the “hardest conditions,” TDEV is still pushed up rather 
high, owing to the surfeit of pressures from other cost 
drivers.) 
The predicted value of PM and TDEV for any given design 
thus varies greatly, depending on what other product 
attributes (SCHED, RCPX, RUSE, PDIF) are desired, and 
based on what development method m ∈ M is in effect.  
Clearly, this level of analysis alone does not suffice for 
selecting a design. First, because of the huge range between 
minimal and maximal values of S and E (and the resulting 
wide range between minimal and maximal PM), the firm 
must carefully evaluate how well their development 
method m ∈ M suits the project at hand. 
Second, recognizing that the dimensions of An represent 
linked variables, the organization must consider how much 
to invest in the schedule pressure, reliability, reusability, 
and platform difficulty attributes. Each of the choices of 
free variable represents a tradeoff decision. For example, 
adding schedule pressure gets the product to market faster 
but also raises PM. Likewise, supporting additional 
platforms may allow more customers to benefit from the 
product but at a higher PM. Alternatively, the organization 
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may choose to hold PM constant and instead trade off 
schedule pressure against platform support. 
Thus, in order to act optimally, the organization must 
explicitly consider the benefit and cost functions, as 
described in Section 3.5, in addition to the tradeoffs as 
examined in Example 4.3.1. 

3.5 Cost and benefit functions 
In Section 3.1 we considered simple cost and benefit 
functions where the costs and benefits were expressed in 
dollars and the mapping from product attributes to dollars 
was simple. In Section 3.3 we saw that both product 
attributes and values may be multidimensional and 
nonscalar – indeed, they may not be expressed on a ratio 
scale. Here we add the complexity that cost depends not 
only on the attributes of the product but also on the cost of 
producing that product. The cost of production depends, of 
course, on the development method and, in some cases, the 
design. We consider similar complexities in the benefit 
function in Section 3.6 
 

U(d) = B(x) - C(d,x,m)     where x = P(d,m)  
d in D (expressions in a design notation) 
v in Vn (arbitrary values) 
m in M (characteristics of design method) 
x in An (arbitrary values) 
U: D → Vn 
B: An → Vn  
C: D x An x M → Vn 
P: D x M → An 

[[Editorial note: the whole discussion below this point, 
including the example, is really about benefit and utility. It 
will be moved to Section 3.6 in the next revision. We will 
install here an example that involves a rich function from 
product attributes and development method to user value. 
Perhaps trading precision for time/cost; dependability vs 
costs (e.g., redundancy, N-version programming; security 
vs encryption time)]] 
Because not all customers will realize equal benefits and 
costs from product attributes, we have chosen to separate 
the modeling of benefits and costs into separate functions B 
and C. 
Models of the benefit function B remain relatively 
undeveloped. Nonetheless, while the benefit of software 
features depends on the needs of specific users (as modeled 
in the preferences function θ, introduced in Setion 3.6), 
researchers have made strides in assessing broad aspects of 
feature valuation by customers. Previously, inExample 
3.1.2, we described the overall market value of spreadsheet 
features.  

We anticipate that continued studies along this line will 
reveal the broad outlines of the benefit function B for a 
given class of software. Resulting models of B will offer 
the highest predictive power if they take note of how B 
depends on the preferences function θ, representing the 
varying needs of diverse end-users. The ultimate goal is to 
select a design which maximizes the net utility U = B-C to 
a client. Researchers have already begun exploring how to 
solve such problems, for example in the context of mobile 
systems [42] as described in Example 3.6.2.  
In terms of costs, it is easy to convert the person-months 
estimated by an effort predictor such as COCOMO II into 
dollars by assuming a fixed conversion factor. While this 
may provide an adequate cost estimate for some 
organizations, others may require a more sophisticated 
approach. For example, firms developing shrink-wrapped 
software products will probably need to amortize the costs 
over some large number of customers. Others might not 
pass on any of these costs to the end user (as in the case of 
Internet Explorer), preferring instead to use the product to 
reinforce network effects for another product. Each 
strategy requires a unique cost function describing how 
product attributes generate costs to customers. 

Example 3.5.1 Costs and benefits of an implementation 
The Cost Benefit Analysis Method (CBAM) provides a 
way to evaluate the costs and benefits of a proposed 
implementation[34].6 This section will focus on describing 
how to use CBAM to support evaluating the Benefit 
Function B: An x Θ → Vn of our model. 
CBAM begins by having all stakeholders meet together, 
including customers and engineers. They identify a set of 
scenarios describing key criteria for evaluating the value of 
implementations. For each scenario, the customers specify 
what characteristics they would expect to see in a “best 
case” implementation, what they consider “desirable,” and 
what they would barely tolerate in a “worst case” 
implementation. 
Next, they specify how many points an implementation 
would win for achieving the worst, desirable, and best case 
versions of the scenarios. Finally, they assign weights for 
each scenario, indicating how much they value support for 
that scenario. The engineers then calculate a weighted sum 
of points for each implementation.  
To demonstrate how CBAM supports evaluating our 
Benefit Function, let us return to the “import to 
spreadsheet” example introduced in Example 3.2.1and 
consider a simplified product attribute space An represented 
as 

                                                           
6 CBAM generally follows ATAM, a method discussed later in 

this document in the context of the Feasibility Function.  
However, CBAM also can be used on its own, as shown above. 
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< Time to import 100 rows from Access,  
   Time to begin an import then cancel halfway thru, 
   Support for Windows and Linux > 

Here, the first and second elements are real numbers in 
units of seconds, and the third can take one of three values: 

L    = Latest version of Windows only 
M   = Most versions of Windows back to version 3.11 
H    = Has support for all versions plus Linux 

(As a mnemonic, this labeling also conveniently 
corresponds to the Low, Medium, and High platform 
difficulty PDIF values mentioned in the earlier discussion 
of COCOMO II.) 
 
The stakeholders might identify the following scoring 
rules: 
 Import Import + 

Cancel 
Platform 
Use 

Best < 2 sec 
100 pts 

< 2 sec 
100 pts 

H 
100 pts 

Desired 2-60 sec 
70 pts 

2-60 sec 
90 pts 

M 
95 pts 

Worst >= 60 sec 
5 pts 

>= 60 sec 
10 pts 

L 
40 pts 

Weight 35% 15% 50% 
 
Suppose that six sample implementations shown below are 
under consideration. Each of these offers a different 
combination x of product attributes An. We can calculate 
the scenario score for each implementation as follows: 
 
 Import Import + 

Cancel 
Platform 
Use 

<4 2 L> 70 pts 100 pts 40 pts 
<4 104 L> 70 pts 90 pts 40 pts 
<4 104 M> 70 pts 90 pts 95 pts 
<300 200 L> 5 pts 10 pts 40 pts 
<300 200 M> 5 pts 10 pts 95 pts 
<300 200 H> 5 pts 10 pts 100 pts 
 
CBAM has thus produced a three-dimensional 
representation of the value space Vn, where each dimension 
corresponds to the number of points that an 
implementations scores on one scenario. For example, the 
benefit of the first implementation would be <70 pts, 100 
pts, 40 pts> ∈ Vn.  
CBAM generally would then use the scenario weights 
identified earlier (35%, 15%, and 50% in our example) to 
collapse these benefit vectors down to a scalar. The 

purpose of doing this is to provide a single “benefit” 
number which can be divided by a single “cost” scalar that 
CBAM generates costs using a tabular process fairly 
similar to the benefit approach outlined above. CBAM calls 
the ratio of scalar benefit to scalar cost the “return on 
investment” (a slightly different use of the term than in 
traditional finance), and suggests that the engineers should 
select the implementation which yields the highest ROI. 
While collapsing costs and benefits into scalars might be a 
reasonable way to ultimately select an implementation, it is 
not reasonable if the weights depend on the context in 
which the application will ultimately be used. For example, 
in some contexts, the import features may find heavy use, 
whereas in others, the import features might be completely 
useless. Thus, for the purposes of our model, we prefer to 
stop here at a vector representation v ∈ Vn without 
multiplying against the scenario weights, which are better 
represented as the user utility θ ∈ Θ discussed by the 
following section. 

3.6 User utility 
In this report we are chiefly concerned with predicting 
value to the user. This is a departure from most work in 
software engineering, which assumes that a specification or 
requirement document establishes the criteria for 
evaluating a software product. In actuality, though, 
different users have different expectations of software 
products – notwithstanding the commitments and 
limitations of the requirements, specification, or other 
product description.  
To reflect this, we introduce an explicit term to represent 
the user preference: θ, the expression of user utility. We 
augment the model by adding θ as a parameter of both the 
benefit function (since benefit is in the eye of the beholder) 
and the utility function (since we’re evaluating utility of a 
design to a specific user. 

U(d;θ) = B(x,θ) - C(d,x,m)     where x = P(d,m)  
d in D (expressions in a design notation) 
θ in Θ (expressions of utility) 
v in Vn (arbitrary values) 
m in M (characteristics of design method) 
x in An (arbitrary values) 
U: D x Θ → Vn 
B: An x Θ → Vn  
C: D x An x M → Vn 
P: D x M → An 

In the simplest case, θ would be static. It could instead be a 
function of context or time, including user task shift and 
changing resources, and in addition, differ across users. 
First, we can try to capture some current approaches by 
selecting the elements of x correctly.  
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Second, we can capture simple preferences with a 
preference function that's simply a weighted composition 
of the values ("we give 60% weight to correctness, 40% to 
reliability"). We can also handle complex preferences 
(nonmonotic utility, conditional preferences or joint 
utilities) through preference functions that do the 
appropriate stuff (whatever that is). Note that by separating 
the cost function we make it hard to say "we give 35% 
weight to on-time delivery, 35% to cost, 30% to 
correctness" -- we are in effect taking a hard line that the 
attributes are attributes of the product, not of the processes 
that produce it. 
Third, we can capture the behavior of cost over time by 
incorporating present-value terms in both P and C;  
  

Example 3.6.1 Value of installing an application 
In order to make this model concrete we work through a 
simple example. A company that conducts e-commerce 
periodically suffers from denial-of-service attacks. The 
security manager is considering whether to invest in a 
specific type of load balancing software, which costs 
$20,000. This type of software should help mitigate the 
damage from these attacks, estimated at $50,400/year based 
on a recent risk analysis. The software will increase the 
system’s ability to accept and handle incoming 
connections. Under a prolonged denial of service attack 
system performance will degrade and, at some point, the 
load balancing software is saturated and the system 
becomes unavailable.  
In this case products are COTS, so m is simply purchase 
and install. We carry values v as scalar dollars. d is the 
software architecture with the addition of the load 
balancing component and C(d, x, m) is the cost of the 
component, which includes purchase, implementation, and 
maintenance costs. Finally, the benefit of adding the load 
balancing component is the difference in lost profit 
between the architecture with the component and without 
the component  

Blb(x, θ) = Cost of DoS – Cost of DoSlb 

In this example the security manager is interested in two 
properties that will affect customer revenues: availability 
and performance. As system performance degrades, a 
percentage of legitimate users will not be able to use the 
system, so there will be a percentage of lost sales 
commensurate with the degree of performance. For the 
period that the system is unavailable the company loses all 
sales. Therefore, the vector of x is <performance, 
availability >. The security manager can determine the 
expected lost revenue due to unavailability and degraded 
performance. In addition to revenues lost directly, there 
may be some additional losses as some customers switch 
over to rivals. The fraction of lost future contribution is 
assumed to be proportional to lost current sales and is 

represented by θ. Suppose that the security manager has 
derived the following step function for θ:  

If the system is unavailable for < 2 hours then θ = 1  
If the system is unavailable for 2- 4 hours then θ = 2; 
If the system is unavailable for > 4 hours then θ = 3 

Then, if  
R = Average Contribution/hour of operation = $500 
D = Average duration of DoS Attacks = 4 hours 
L = Expected rate of attacks per year = 12 
L * D* R = $24,000 
P(dlb, m) = x = <(availability, 50%)(performance, 
60%)  
θ = 2 (assumed average availability with the load 
balancing software is 2 hours) the cost of a DoS under 
load balancing, DoSlb, is defined as: 
DoSlb =  
L * R * D * [(1- availability) θ + (availability * 
performance)]  

The benefit of load balancing is: 
$50,400 – $31,200 = $19,200 

So the value of the architecture with load balancing is: 
$19,200 - $20,000 = -$800 

Clearly, the security manager should consider a different 
product or a different risk-mitigation technique since the 
load-balancing product does not produce a positive net 
value.  

Example 3.6.2 Predicting benefit of a configuration to a 
user 
In this section, we continue describing the scenario about 
the movie critic working in the airport. Specifically, we 
describe the benefit function of the user with respect to 
the observable attributes of the design. 
Recall that the observable attributes of the design include 
the application chosen for each service in the task and the 
quality of service dimensions of these applications. Given 
these observable attributes, we would like to be able to 
evaluate the points in the design space. We choose to 
represent the value space of the user as the one-
dimensional space of positive real numbers. Further, we 
capture user’s utility as a set of mathematical functions, 
each mapping an attribute to the value space and combine 
these functions using weighted addition. Thus, the utility 
of the design is a linear combination over the attributes. 
Notice that the utility functions are unique to each user, 
and can potentially be different depending on the task and 
context. 
Let’s see examples of utility functions in more detail. 
Suppose a user’s utility for a specific video player is as 
follows: U(Windows Media Player)=1.0, 
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U(RealPlayer)=.8, and the weight for that choice is .5. 
Utility with respect to the quality dimensions of “play 
video” service is described in the table. 

 Frame Rate Frame Size Audio 
Weight 1.0 .5 1.0 
Utility 

function 
U(10 fps)=.1 
U(18 fps)=.5 

U(24 fps)=1.0 

U(150x100) = .9 
U(300x200) = 1.0 
U(600x400) = 1.0 

U(low)= .3
U(med = .5
U(high)=1.0

 
Using these utility functions, we can evaluate the design 
point: <Windows Media Player, (24 fps, 300x200, high 
quality audio), (25 %, 256 Kpbs, 30 MB)>. The value of 
that point is .5 * U(Media Player) + 1.0 * U(24 fps) + .5 
* U(300x200) + 1.0 * U(high) = .5 + 1.0 + .5 + 1.0 = 3.0. 
Notice that the task contains other services, so to obtain 
the complete value of a configuration, we need the utility 
functions for “edit text” and “browse web” services, and 
need to do more similar arithmetic. For the sake of 
brevity, we omit showing the entire example, but we trust 
the reader has an idea of how user’s utility helps compute 
the valuation of a specific point in the design space. 
The utility functions allow us to evaluate different points 
in the design space, ultimately helping to find one 
configuration (one point in the design space) that is 
optimal or near-optimal from the user’s point of view. In 
that respect, the utility functions are predictions of user’s 
actual preferences.  
In Example 4.2.1 we will show how the structure of the 
utility functions can be used to efficiently search the 
design space for alternatives that maximize value to the 
user. 

Example 3.6.3 SAEM 
The Security Attribute Evaluation Method  (SAEM) is a 
cost-benefit analysis method that helps security engineers 
select security components for information systems. SAEM 
takes a security engineer through a three step process that: 
1) prioritizes information system security threats 2) 
assesses the benefit of security components with respect to 
those threats, and 3) evaluates the security architecture for 
defense-in-depth gaps[16][17]. The result is that the 
security engineer can close gaps in the security architecture 
by selecting security components that provide the greatest 
value. SAEM uses an additive model from multi-attribute 
analysis techniques [35] to compute the relative risk of a 
threat and determine the value of a security component.  
[[Editorial note: This example is in preparation. Here is the 
mapping from SAEM into the PAD Model]]  

d is the base security architecture design, which 
consists of a set of security technologies 
dst is the security architecture design with the addition 
of security technology st 

θ is the risk tolerance of the organization 
v is the Threat Index (TI) that SAEM computes using 
the additive value function 
m is the selection of an established product  
 x is the set of assets that are at risk from a set of 
threats. The user is generally concerned about 
personal assets such as credit card numbers, medical 
information, etc.  
P(dst, m) predicts the values of x using SAEM for 
design dst 
Cst(d, x, m) is the cost of the security architecture with 
st. Although not include in SAEM, cost would 
include purchase, maintenance, training, etc. 
F(dst, x, m) eliminates infeasible combinations of the 
technology in the architecture, such as multiple 
authentication mechanisms.  
Bst(x, θ) of a security technology is defined as: 

Σj=threats(TIt – TIt,st) 
where TIt is the Threat Index of a threat before the 
technology is added to the security architecture and 
TIt,st is the Threat Index of a threat after the 
technology has been added to the security 
architecture. 
Therefore, 

Ust = Bst(x,θ) – Cst(d,x,m)  
Intuitively, the benefit of a security technology is the 
difference in risk between a security architecture with 
and without the technology. Although the value of the 
technology depends on its contribution to risk 
reduction and the cost of technology, SAEM 
computes the benefit using non-dimensional TI units. 
Before the security manager could compute the value 
of a security technology, the benefit or cost function 
would need to be converted to similar units.  

One limitation of the SAEM benefit function is that θ is not 
used to determine the value of a security technology. 
Ideally, the benefit of a security technology should be a 
function of its effectiveness in reducing risk and the user’s 
tolerance for risk. For example, an organization that is risk 
tolerant may not see the need to add a security technology 
if they find that the current security architecture achieves 
an acceptable level of risk. In contrast, an organization that 
is risk adverse might find increased benefit in a technology 
that helps achieve an overall acceptable level of risk. 

3.7 Feasibility 
There is an old adage among engineers: “Good, fast, 
cheap—pick two.” Sometimes it is impossible to produce a 
product with an intended level of quality within a certain 
schedule and budget, given the technology and 
development method currently available. Put in terms of 
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our model, it is sometimes infeasible to produce a certain 
set of product attributes x ∈ An from a given design d ∈ D 
using a development method m ∈ M. 
In this section, we introduce the feasibility predicate F, 
which indicates whether a given implementation can be 
achieved from a design using a certain development 
method. We focus on one specific qualitative method for 
evaluating feasibility, but other more quantitative 
approaches, such as deadlock detection with model 
checkers and rate monotonic analysis, would be 
appropriate in some circumstances. 

U(d;θ) = B(x,θ) - C(d,x,m) for {x: F(d,x,m) }, 
     where x = P(d,m)  
d in D (expressions in a design notation) 
θ in Θ (expressions of utility) 
v in Vn (arbitrary values) 
m in M (characteristics of design method) 
x in An (arbitrary values) 
U: D x Θ → Vn 
B: An x Θ → Vn  
C: D x An x M → Vn 
P: D x M → An 
F: D x An x M → {true,false} 

Example 3.7.1 Determining feasibility with ATAM 
The Architectural Tradeoff Analysis Method (ATAM) 
provides a qualitative way of evaluating whether a 
proposed design and development method can produce an 
intended set of implementation attributes [32]. The ATAM 
approach involves a series of meetings between 
stakeholders, including software engineers and customers, 
to discuss requirements as well as proposed architectures. 
These meetings aim toward three goals. 
First, the conversation initially centers on clarifying what 
quality attributes would likely benefit the customer most. It 
may turn out, for example, that speed and flexibility are the 
most important attributes. However, such attributes are 
usually abstract and vague, so the stakeholders also attempt 
to operationalize what these concepts mean in the context 
of this particular system. Brief concrete scenarios are 
recorded in order to document this operationalization in a 
format that customers can understand and verify. This 
aspect of ATAM can be viewed as identifying which 
dimensions of the implementation space An merit focused 
consideration in the discussion that follows. 
The second goal of the ATAM meetings is to understand 
the system’s current architecture. Although ATAM was 
initially inspired by military software development 
projects, for which there usually exists an enormous base 
of legacy code, other situations abound where preexisting 
code strongly influences design decisions in the present. 

This aspect of ATAM can be viewed as identifying which 
dimensions of the design space D are “free variables.” 
The final goal of ATAM is to identify sensitivity points, 
tradeoff points, and risks. A sensitivity point is like the 
fulcrum of a lever: it corresponds to a case in which the 
feasibility of an implementation attribute strongly depends 
on an architectural attribute. A tradeoff point occurs when 
two desirable implementation attributes each depend on the 
same design attribute, but in conflicting directions. Risks 
are situations in which there might exist no feasible way to 
design a system to meet important implementation 
requirements. In the case of tradeoff points and risks, 
ATAM suggests that the engineers should further 
investigate the potential problem, perhaps by applying 
more quantitative means such as queuing theory [21]. 
An example should help to demonstrate how ATAM 
supports evaluating the feasibility predicate F of our 
model. Consider again the spreadsheet being produced by a 
product development firm in our hypothetical “import to 
spreadsheet” problem (as introduced in Example 3.2.1).  
The important stakeholders might include liaisons to a user 
focus group, the marketing department (who have collected 
statistics on past customer purchases and complaints), and 
software engineers responsible for understanding the 
implications of architectural decisions. 
After lengthy discussion, the participants may settle on 
speed and flexibility as being the most important 
considerations. This allows subsequent discussion to ignore 
other, less crucial dimensions of An, such as delivery date 
and reusability. Of course, depending on how the cost 
function is modeled, it may be desirable to retain these 
other dimensions in An; they would simply not be the focus 
when using ATAM to evaluate the feasibility predicate F 
in this example. 
In order to operationalize “speed” and “flexibility” into 
something that supports evaluation, the participants further 
discuss what these two quality attributes mean in this 
context. They may decide to focus on two aspects of 
“speed” and one aspect of “flexibility;” each of these is 
described with a scenario and represented in a tree, as 
shown below.7  

                                                           
7 Since utility trees are usually much larger than the example 

shown here, ATAM suggests associating labels with each 
scenario leaf to indicate whether the scenario offers 
High/Medium/Low value, and whether the scenario seems 
likely to be of High/Medium/Low difficulty to support.  If the 
scenario leaves are labeled with value and estimated difficulty, 
then the engineers know to focus most on the leaves with high 
value and/or high difficulty. 
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After all the stakeholders have created the utility tree, the 
engineers take time to understand the existing system 
architecture. In the case of our spreadsheet system, they 
might meet with programmers of any previous product 
versions, or they might examine documentation. In this 
case, the engineers might find that the company already 
possesses plenty of platform-independent libraries to 
support cancel operations, and that this will not be a free 
variable. At the same time, recognizing that existing 
libraries already cover this issue allows the engineers to 
focus on other aspects of the problem, such as multi-
platform import. 
Finally, as the engineers evaluate what changes would be 
required in order to achieve the specified implementation, 
they identify sensitivity points, tradeoffs, and risks.  
In our example, the engineers would likely note the 
sensitivity point that supporting import from Microsoft 
databases like Access will require interfacing with OLE, 
ODBC, or another Microsoft database access technology. 
Unfortunately, supporting Linux may hinge in an opposite 
direction on the same architectural issue, due to limited 
support for Microsoft database technologies on non-
Microsoft platforms, resulting in another sensitivity point 
as well as a tradeoff. The engineers might even suspect the 
impossibility of simultaneously achieving both 
implementation goals, thereby identifying a risk.  
Upon identification of tradeoffs and risks, the engineers 
can do further research to understand which combinations 
of product attributes are truly infeasible. In the case of the 
risk mentioned above, further investigation would 
hopefully reveal an abundance of 3rd party components 
supporting Microsoft interfaces on the Linux platform, thus 
alleviating concern about this risk. 
Note that in performing this qualitative evaluation of our 
feasibility predicate F: D x An x M → {true,false}, the 
implementation method m ∈ M also appears as a 
parameter. If the firm’s method is fixed, then this implies 
an additional constraint on what product attributes can be 
achieved. For example, if the firm lacks anyone familiar 
with Linux, then the engineers may immediately flag 
support for Linux as infeasible. 
On the other hand, the implementation method might be a 
free variable for some firms, depending on their business 
model. For example, if the firm is amenable to working 
with open source communities, then the company could 
deliver a Linux version of the spreadsheet that completely 

lacks support for importing from Microsoft databases, but 
instead provide an open API whereby other developers can 
insert database interface plug-ins. The firm might then 
actively foster a community of developers who could create 
plug-ins not only for Microsoft databases, but also for a 
variety of other databases that would be prohibitively 
expensive for the firm to directly support. 
To summarize, ATAM achieves several goals in a 
qualitative fashion through a series of meetings between 
stakeholders representing customer and engineering 
concerns. First, ATAM yields a utility tree outlining the 
most crucial implementation attributes. Second, it gives the 
engineers a chance to understand the existing architecture’s 
strengths and weaknesses. Finally, the engineers combine 
these disparate issues to identify sensitivity points, 
tradeoffs, and risks. The result is a qualitative feasibility 
predicate F, which provides guidance not only for further 
investigation, but also guidance for discussions aimed at 
resolving infeasible requirements.  

3.8 Uncertainty in time 
Cost-benefit decisions must often consider incurring costs 
now in anticipation of benefits later. These decisions often 
penalize the future benefits, for example by considering 
interest rates for money or other forms of the time value of 
resources. 
Adding these considerations to the PAD model does not 
require a change to the signature, but it does increase the 
sophistication of the benefit B and cost C functions. 

U(d;θ) = B(x,θ) - C(d,x,m) for {x: F(d,x,m) }, 
     where x = P(d,m)  
d in D (expressions in a design notation) 
θ in Θ (expressions of utility) 
v in Vn (arbitrary values) 
m in M (characteristics of design method) 
x in An (arbitrary values) 
U: D x Θ → Vn 
B: An x Θ → Vn  
C: D x An x M → Vn 
P: D x M → An 

F: D x An x M → {true,false} 

Because we can choose B and C freely, the PAD model 
allows for the level of analysis appropriate to each 
problem. 
For example, we can capture the behavior of cost over time 
by incorporating present-value terms and expected 
schedules in both P and C.  
[[[Editorial note:Here there will be an example of a buy vs 
license decision based on NPV of the purchase and license 
costs and of the expected benefits, together with 

Utility 

Speed 

Flexibility Support Windows + Linux

Time to import & cancel 

Time to import from dbs 



In Search of a Unified Theory for Early Predictive Design Evaluation for Software Draft of 10/27/2005, 2:12 AM, 24 of 32 

Erdogmus’ model of economic value on software 
development [24]]] 

3.9 Uncertainty in incidence (risk) 
 Although the change of value in resources over time is the 
most common kind of uncertainty to consider in estimating 
the value of a product, real projects must take other risks or 
uncertainties into account. Baldwin, for example, argues 
that software development inevitably creates options (in the 
financial sense) [6], and Sullivan [[need citation]] has 
explored the use of real options to guide software 
development decisions such as reuse..  

U(d;θ) = B(x,θ) - C(d,x,m) for {x: F(d,x,m) }, 
     where x = P(d,m)  
d in D (expressions in a design notation) 
θ in Θ (expressions of utility) 
v in Vn (arbitrary values) 
m in M (characteristics of design method) 
x in An (arbitrary values) 
U: D x Θ → Vn 
B: An x Θ → Vn  
C: D x An x M → Vn 
P: D x M → An 
F: D x An x M → {true,false} 

We recognize that P yields a prediction, not a guarantee. At 
this point, we’re lucky to get a prediction of x. Indeed, an 
important aspect of any predictive model is the confidence 
one has in its predictions, or put differently, how much the 
actual outcomes differ from the predicted ones. If we could 
be more precise about the uncertainties, P could yield a 
probability distribution over a multidimensional space. In 
principle, this can be accommodated simply by redefining x 
to be an element of the space of probability distributions 
defined over the space of properties relevant to the user. 
Alternatively, if the values that properties take can be 
represented by real numbers, we can let φ(z; x) be the 
probability distribution over realized attributes, z, that P 
yields, where x now represents the parameters of this 
distribution. For instance, if z is a scalar and φ() is 
Gaussian, then x = {µ, σ}, where µ is the mean and σ is the 
standard deviation.  
Everything else remains unchanged except that B(x,θ) is 
now to be interpreted as the expectation of the true benefit 
function, U(z,θ), where the expectation is taken over z with 
respect to φ(). That is, ∫= zxzzUx d);φ(),(  ) ,B( θθ . 

Obviously, the cost function is to be similarly reinterpreted 
as the expectation of the underlying “true” cost function. 
Although it is easy to imagine quite complex, even 
intractable, functions, the current state of software quality 
estimation is so primitive that even scalar predictions are 

hard to obtain; ranges, confidence intervals, and 
probabilities are a luxury. 

4. Usage Scenarios 
Section 3 developed and explained the PAD model for 
predicting value from design. We turn now from the task of 
predicting value for a specific design to some scenarios that 
build on that base by showing how such predictions can be 
used in practice. We begin with some scenarios about using 
value predictions to make design decisions. We follow with 
some examples of how PAD accommodates and 
encourages the composition of predictors in various ways. 
We close with scenarios about PAD-based analysis 
affecting the software development process itself. 

4.1 Comparing products 
A common case of evaluation in the absence of code is 
selection among different products. In this case the design 
is fairly simple: Each design is a product identifier, perhaps 
with selection of options. The attributes of the product may 
be known from the product specification or perhaps 
through benchmarking or other empirical observation. 
Many people informally – often subjectively – perform an 
analysis that weighs advantages against disadvantages. 
We can make that process more precise. (Of course, if we 
can’t get good data, it may not be more accurate.) 

Example 4.1.1 Choosing a design with multidimensional 
costs and values 
To make this concrete, we work through another example: 
Assume our client needs to buy a widget driver. Widget 
drivers in general provide features J, K, L, M, and N. The 
client can buy one based on product description, or she can 
commission one to be built semi-custom from available 
parts. Thus the set of design is simply the identification of 
the alternatives: 

D in { design(W1), design(W2), design(W3)} 
The client really needs a highly usable version of feature J; 
she must have some degree of K, she needs L occasionally, 
and M would be nice but not necessary; N is of no interest.  
The alternative designs variously provide the features 
mentioned above, or perhaps subsets. So we can describe 
their capabilities with a functionality vector <J, K, L, M, N 
>, where each value is the quality of the feature on a 10-
point scale.  
For each alternative the client also has good values for 
purchase cost, delivery time, and risk:  

x, the predicted properties of the design, is of type 
    <functionality, purch cost, time to delivery, sched 
risk> 

The value space combines cost and time to delivery in a 
single acquisition cost charge: 
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v, the predicted values are of type 
  <functionality, acq cost, schedule risk> 

The client provides a personal utility function consisting of 
an indication of which features are critical (J, K, and L) 
together with the relative weights for the significance of the 
features’ ratings: 

θ = <<true,true,true,false,false>, <4,3,2,1,0>> 
The cost function reports the cost and schedule risk, 
costing each week over 1 at $100; it is silent on 
functionality: 

C(widget driver design, properties, method) =  
  C(d ,x, m) =   
  <nil, x2+max(0,100*(x3-1)), x4> 
or, more informally, 
  C = <nil, cost+max(0, $100*(wks-1), sched risk> 

The benefit function sets a minimum standard of quality, 
say 4, for the required features and applies the weights for 
the linear combination of quality points to get a figure of 
merit for functionality; the benefit function is silent on the 
benefits of the other properties. Expanded, 

B(widget driver design, properties, user preference) =  
  B(d ,x, θ) = 
  < ((if θ 1i and (q(x1i) < 4)) then 0  
     else ∑i θ 2i *q(x1i) , 
     where i in [1..5], q(z) in [1..10]), 
  nil, nil> 
or, more informally, 
  B = <weighted quality if all required functions 
      are present (otherwise 0), nil, nil> 

The client has three alternatives. In the cases of packaged 
software, the vendors’ claims provide the predictions of the 
properties x; in the case of semi-custom development, the 
acceptance test in the contract that provides the properties 
x, but with medium-high risk. 

Product W1, packaged software 
  func1 = <7, 8, 6, 10, 2> 
  x1 = <func1, $1000, 1 week, low> 
  M1 = buy 
Product W2, packaged software 
  func2 = <10, 10, 0, 10, 9> 
  x2 = <func2, $500, 2 days (or .3 weeks), low> 
  M2 = buy 
Product W3, semi-custom 
  func3 = <9, 10, 9, 8, 9> 
   ---- tailored to my needs, but N came free 
  x3 = <func3, $2000, 8 weeks, medium-high> 
  M3 = contract fixed fee for schedule & 
performance 

Now we can evaluate the value function. We don’t need to 
worry about the feasibility of the x’s, assuming we have 
confidence in the W3 producer. 

V(design(W1))  
  = <28+24+12+10, nil, nil> - <nil, $1000, low> 
  = <74, -$1000, - low> 
V(design(W2))  
  = <0, nil, nil> - <nil, $500, low> 
  = <0, -$500, - low> 
   ---- missing feature implies zero value, 
    ---- per the benefit function 
V(design(W3)) 
   = <36+30+18+8, nil, nil> - 
   <nil, $2000+$700, medium-high> 
  = <92, - $2700, - medium-high> 

Comparing the designs, W2 is a non-starter because it's 
missing a required feature; its benefit is therefore zero and 
its value is negative. To decide between W1 and W3 the 
client must reduce multidimensional value to a form that 
allows comparison [41].  

4.2 Comparing designs  
PAD offers support for the engineering activity of 
sketching designs, predicting the values of their 
implementations, and deciding which are worth pursuing.  
Example 3.1.1, Example 3.6.1, and Example 4.1.1 selected 
examples by examining a few alternatives manually. This 
section presents a technique for optimizing over a family of 
designs, and Example 4.3.1 shows a way to describe a 
tradeoff space for design choices. 
Let’s consider how to use the model to choose a design 
The optimal d is  

argmax V(d; θ) = B(x,θ) - C(d,x,m) for {x: F(d,x,m) 
}  
where x = P(d,m).  

Note that the optimal design is a function of θ, the utility 
characteristics of the user. For a mass market product, θ 
would vary across different buyers (or types of buyers). If a 
single design is to be chosen, then either one has to fix θ 
(e.g., at its “typical” value, such as the modal value, if one 
exists) or, if θ is a real valued vector, by taking 
expectations over the θs for the different buyers targeted. 
In the latter case, the optimal design is 

argmax Eθ V(d; θ) = argmax {EθB(x,θ) - C(d,x,m)}  
for {x: F(d,x,m) }, where x = P(d,m) 

Note that unless there are further restrictions imposed 
upon the benefit and cost functions, there may be many 
“optimal” designs. Indeed, unless both B() and C() have 
been reduced to scalars, in general there will be more 
than one such design d.  

Example 4.2.1 Optimizing over a set of configuration 
alternatives 
In this section we sketch the solution to the runtime 
configuration problem introduced in Example 3.2.3. 
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Recall that the problem at hand is to select a suite of 
applications and simultaneously set their operating 
parameters in a way that best satisfies the preferences of a 
user in the face of resource scarcity. 
User’s utility captures affinity for specific applications, 
independent of the runtime operating parameters, and 
preferences for the runtime operating parameters. 
We use this specialized structure of user’s utility to design 
a efficient heuristic search algorithm. The algorithm works 
in two phases: (1) generate feasible suites of applications 
that jointly satisfy user’s request and for each suite 
compute the component of the utility that comes from 
application affinity, (2) for each application suite, explore 
the design space (the space of operating parameters) to find 
the one with the maximum predicted utility to the user. 
The first phase of the algorithm is an ad-hoc combinatorial 
exercise of generating all possible suites of applications. 
Computing the partial utility of a suite of application based 
on user’s affinity for applications and sorting the suites of 
applications in the order of decreasing utility can be done 
trivially. 
Searching the design space of each suite of applications is 
potentially an expensive operation. To avoid searching all 
combinations, we design a simple stop condition: stop 
exploring the design space of additional application suites, 
once we know that the maximum attainable utility from the 
remaining (unsearched) suites can not exceed the predicted 
utility of one of the suites already explored. 
The complete details of the solution are described in [43]. 

4.3 Exploring tradeoff spaces 
It is common in design to encounter situations in which you 
can increase one quality attribute only by decreasing 
another (or by increasing cost). PAD should support 
analytic descriptions of those tradeoffs. We find a quality 
tradeoff in an unexpected place, within the COCOMO II 
model. 

Example 4.3.1 Evaluating tradeoffs among product 
attributes 
In this example, we return to the discussion of COCOMO 
II [9] from Example 3.4.3in order to highlight the tradeoffs 
among product attributes. First, we reorganize the terms in 
the formula for person-months (PM). Having already split 
the set EM into subsets EMP and EMD corresponding to 
properties of the product and the development process, 
respectively, we rewrite the COCOMO II equations as 

PM  = (Size E * SD) * SP  
SP   = Π EMp where EMp ranges over EMP 
SD   = A * Π EMd where EMd ranges over EMD 
E   = B + 0.01 * Σ SFi where SFi ranges over SF 

This reorganizes the model into the form 
PM = f(m) * Π EMp 

thereby giving a relation among the five COCOMO-related 
elements of An. For example, if we assume a 100KSLOC 
system size and nominal values for the elements of m ∈ M 
(A, B, and the elements of EMD and SF), this becomes 

PM = 2.94 * 1001.0997 * Π EMp  
  = 465.3153 Π EMp 

This is too complex for simple visualization. However, if 
we fix RUSE and PDIF at their nominal values, we can 
display the tradeoff space between SCHED, RCPX, and 
PM as in Figure 1. This figure depicts the fact that 
increasing the implementation’s quality attributes also 
raises the product’s person-months required. Selecting an 
optimal level of each quality attribute requires an 
examination of the cost and benefit functions, as discussed 
earlier in Section 3.5. 
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Figure 1. Tradeoffs among SCHED, RCPX, and PM 
 

4.4 Composing evaluation functions 
The examples of Section 3 show a great deal of variety 
among the representations of designs used by predictor 
functions. The attributes predicted by those functions are 
similarly varied. Section 6 tabulates these for easy 
comparison. 
We are deliberately liberal about the inputs and outputs of 
PAD model elements because we believe that PAD should 
accommodate a wide variety of predictors, and we have no 
control over what they choose as parameters (nor should 
we). 
There will be cases in which the result type of one 
predictor will match the input type of another predictor. 
PAD is deliberately intended to expose opportunities to 
compose predictors and to model that composition. 
Section 3 provided an example of precisely this type of 
composition. Example 3.2.1 estimated code size based on 
function points, and Example 3.4.2 used that code size as 
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its input. This composition is part of the COCOMO II 
Early Design Model [9]. 

4.5 Jointly using separate predictors 
As an alternative composition strategy, rather than 
composing predictors to yield more product dimensions as 
in previous examples, we can compose to yield richer 
product dimensions. This alternative strategy becomes 
attractive any time that the available predictors map into a 
product attribute space with impoverished dimensions. In 
such cases, composing multiple predictors facilitates 
mapping into a space that is less quantized and therefore 
more effective at highlighting utility differences among 
designs.  
For instance, in Example 4.3.1, we introduce a line of 
architecture research that, at best, could have mapped 
designs into a product attribute space represented by a 
vector of Booleans. By composing this predictor with 
another technique, we are able to map into a fuller space 
represented by a real number in each dimension. 
One strength of our model is that it allows for multiple 
composition strategies, and indeed that it allows for 
composition at all. This opportunity to compose strands of 
research allows the creation of spaces and predictors that 
capture more of a design problem’s texture, thereby 
facilitating better decisions and happier customers. 

Example 4.5.1 Predicting usability 
As researchers have begun exploring relations between 
design features and software quality attributes, the impact 
of design decisions on an implementation’s usability has 
become particularly well understood. Below, we weave 
together two strands of usability research to provide a 
richer method predictor P than either strand could provide 
alone. The first strand concerns user interface design, while 
the second involves architectural design. 
First, Bass et al have identified 26 ways in which 
architectural design affects software usability [7]. For 
example, the ability to “cancel” computations is crucial to 
usability in some contexts, but it requires a pre-emptive 
multi-threaded architecture (with one thread responding to 
user inputs while another performs long-running but 
cancelable computations), plus logging in order to roll back 
canceled computations. 
Second, the GOMS family of user interface evaluation 
techniques [30] expresses usability in terms of how quickly 
a user can complete tasks. Specifically, applying GOMS to 
predict usability requires specifying a set of user goals 
(with sub-goals) or use cases, estimating the time to 
execute relevant operations supported by the software 
design, and specifying “selection rules” that indicate which 
operations the user will choose in order to achieve each 
sub-goal. The total time required to achieve a goal thus 

approximately equals the total time required to perform the 
list of operations for the relevant sub-goals. 
To demonstrate how these two strands together yield a 
richer method predictor P than either strand could alone, let 
us return once more to the “import to spreadsheet” problem 
originally introduced in Example 3.2.1. Our challenge is to 
design a spreadsheet supporting two use cases related to 
importing data from Microsoft Access. These use cases 
together define a simplified product attribute space An 
represented with tuples of the form 

< Time to import 100 rows from Access,  
   Time to begin an import then cancel > 

We have been evaluating three designs, 
  A design with all four features,   < 1 1 1 1 > 
  A design with only database connectors,  < 1 0 0 0 > 
  A design with only copy/paste,   < 0 1 0 0 > 
which exist in a design space D represented as 

< Does the design include connectors to databases? , 
   Does it call for integrating with OS clipboard? , 
   Does it include tracking and undoing changes? , 
   Does it specify running tasks in their own threads? 
> 

To predict what implementation attributes x ∈ An would 
likely result from each design <d1, d2, d3, d4> ∈ D, we 
incorporate architectural considerations and a simple 
GOMS model of how users utilize features to attain goals. 
Consider the first use case, importing from the database. 
Our GOMS model might specify that importing data takes 
4 seconds for one hundred rows if the design includes 
database connectors, since the process would be largely 
automated. If the application lacked this feature but did 
support copy/paste, our GOMS model might specify that 
the user will copy/paste rows one at a time from Access, at 
a cost of 3 seconds per row. 
Estimating the time to achieve the second use case, import-
and-cancel, involves an architectural wrinkle. As noted 
earlier, canceling requires a multi-threaded architecture and 
a log. If the design lacks both features, the computation 
must proceed to its end, and then the user must reverse the 
computation by manually deleting each row; if the design 
includes logging and undo but not multi-threading, the 
computation must proceed to its end, and then the user can 
undo in one step. Our GOMS model might estimate that 
manually deleting each row costs 1 second, and that 
canceling occurs halfway through import (so multi-
threading saves half of the automated import time, or about 
2 seconds). 
Under this composite model, leaving aside the feasibility 
predicate F and implementation method m, the first design 
can be expected to cost 4 seconds to support simple import 
and 2 seconds to support import-and-cancel. This yields the 
tuple x = <4s, 2s> ∈ An. In contrast, the second design 
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yields x = <4s, 104s> (since canceling requires 4 seconds 
to import all the rows, plus 100 seconds to manually undo 
each edit). Finally, the third design yields x = <300s, 200s> 
(since canceling requires 150 seconds to copy and paste 
half of the rows, plus another 50 seconds to manually 
delete them). 
Now, neither the GOMS strand of research alone nor the 
usability-architecture strand of research alone would have 
been able to make all of these predictions.  
Consider using GOMS alone. Predicting the first product 
attribute would have been straightforward, since our simple 
GOMS model essentially predicts a cost of 4 seconds for 
any implementation with an automatic database import, and 
300 seconds for any implementation that only supports 
copy/paste.  
However, the GOMS model would stumble upon trying to 
predict the product attribute corresponding to the time to 
import and cancel halfway through. In order to make this 
prediction, we had to rely on the usability-architecture 
strand of research, which highlighted the necessity of a 
multi-threaded architecture to support immediate 
cancellation of a task. Without this insight, using GOMS 
alone, we would be left to simply assume whether imports 
could be immediately cancelled, regardless of the threading 
architecture; in fact, we might have been led to omit the 
threading model entirely from our design space model D. 
This could have led to selecting a design with a poor 
threading model, resulting in disappointed customers. 
Conversely, the usability-architecture strand of research 
alone could not have yielded such a rich method predictor 
P, either. This research remains in its qualitative stage, 
which means that the best we could have done without 
GOMS is to model our product attribute space as a vector 
of Booleans:  

< Can automatically import from Access,  
   Can import and preemptively cancel halfway > 

Our three designs would have yielded the implementations 
<true true>, <true false>, and <false false>, respectively.  
Obviously, this loss of richness reduces our ability to 
reason about tradeoffs among implementations. For 
example, the CBAM benefit evaluation discussed in 
Example 3.5.1 would be much less precise, since 
implementations could only be scored on the basis of 
whether they support the use case, rather than how well 
they support it. The loss of information could potentially 
result in indistinguishable benefit between two 
implementations, thereby making it difficult to decide 
among the options.  
To conclude, combining these two strands of usability 
research yielded a method predictor that maps into a 
product attribute space with richer dimensions than either 
strand alone could have achieved. 

4.6 Finding predictors of attributes of interest 
[[Editorial note: When the comparative table of Section 6 
is finished, it will support a kind of usage in which the 
designer identifies an attribute of interest and seeks a way 
to predict it from available information. The comparative 
table should support dependency analysis to show 
compositions of functions that can predict the attribute of 
interest. The designer could then choose a path that uses 
available information or, if information is not currently 
available, decide whether the value of the prediction 
justifies the cost of acquiring new data.]] 

4.7 Deciding what design information to capture 
[[Editorial note: When the comparative table of Section 6 is 
finished, it should support analysis of design information. 
The inputs of the predictors are designs in various 
notations. Examining the table will show what design 
information is required to enable prediction of various 
attributes. This should provide guidance about the types of 
design information it is worth capturing.]] 

5. Open Questions 
This is a preliminary report on an initial PAD framework. 
Development of this framework continues. We wrap up the 
discussion in this preliminary report with some discussion 
of problems we have not yet addressed and of the ways we 
are gathering evidence to support the validity and 
usefulness of the PAD model. 

5.1 Is it sound? 
No, it’s light 
[[[Q: what if one of the predictors in the inventory is 
wrong? A: You get the wrong answer. Our obligation is to 
provide a framework that lets you take the best advantage 
of the analysis tools at your disposal. Different people are 
more or less willing to use approximate or unsound 
analyses. Indeed, we can accept expert subjective judgment 
as a predictor for some element if nothing else is available. 
Open question: How to attach metainformation such as 
credibility or source of the information to an analysis]]] 

5.2 Is the model correct? 
Maybe not, it’s a first cut 
[[[We think this is close, but we know of some rough spots. 
For example, why doesn’t C take theta as a parameter? 
Should development costs be treated as properties of the 
implementation? Is it problematic that the same types can 
appear as design elements and as attributes?]]] 

5.3 Is it complete? 
No, it’s opportunistic 
[[[Q: What I want to predict isn’t covered. A: <get this 
from Ockerbloom’s response about TOM, basically we 
don’t make the problem worse and might make it better by 
finding a chain. 
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Besides, we need to learn to work with partial information 
and know what limitations come with that partial 
information. Bring in some of the arguments from the 
Credentials paper; think about the use of 
metainformation.]]] 

5.4 Is it universal? 
No, it takes a user view of value 
[[[Q: I have this model. It doesn’t fit. A: OK]]] 
Aren’t there other stakeholders? Yes 
[[[Q: The user isn’t the only stakeholder. A: Right. And we 
hope that Sullivan and co are working on a compatible 
complementary model for another stakeholder]]] 
[[[Q: What about other stakeholders? They need value 
functions, too. A: Value is in the mind of a beholder. We 
have focused on value to the client. We hope that others 
will develop value functions that reflect the objectives of 
other stakeholders, especially producers.]]] 

5.5 Does it work? 
Maybe 
[[[Q: what makes you think this works? A: This is a 
preliminary report. We have not done field studies on the 
framework. However, many of the examples are validated, 
and we can reason about how we preserve their value and 
about how we can provide better access to their value]]] 
[[[Q: Isn’t there a lot of mechanism? A: Not really We 
defined a framework that allows us to explain the 
contributions of a wide variety of models and techniques 
for predicting value. The framework shows how they can 
interact. The mechanism you see is really the mechanism of 
the diverse models, and if you want those results, you have 
to do the work.]]] 

5.6   So, is it useful? 
We think it can be 
[[[There’s lots to validate, but even in this early state we 
see early promise: By restating the models in this 
framework we show better what they actually do, make it 
easier to compare them. By collecting a set, we provide an 
organized collection of tools.]]] 
Theories come in many forms; generally more compact 
theories are valued more highly. Historically, though, 
theories in software engineering have often started as 
qualitative descriptions and gained power as they matured. 
 [[[For a formalism to be truly useful, of course, it should 
support an associated calculus that allows us to draw 
formal conclusions within the formalism.]]] 
We propose this unification as a step in that maturity. Our 
proposed unification will be valuable to the extent that it 
helps to improve the design decisions that software 
engineers make. 

We have showed it range of expressiveness by exploring 
the fit of existing models to the model – both models 
intended for this purpose and some models principally 
intended for other purposes. In the process, we have noted 
some of the strengths and limitations of these models for 
early predictive design analysis. 
In recasting these models, we have made it easier to 
compare them: their applicability, their precision, their 
assumptions. We believe (and will test this belief in the fall 
semester) that this uniform presentation will help students 
and designers to understand the models and select 
appropriate ones for their tasks. 
More broadly, we hope that this explicit formulation of the 
value proposition will 
• draw more attention to cost and other value attributes 

during early design 
• encourage systematic extension of current models to 

handle a larger part of the value space 
• stimulate work that will improve the operability of 

existing models, 
and ultimately lead to a systematic unified theory to 
support early predictive design for software. 

5.7 What does it not do? 
Things that need code 
[[[There are several types of analysis for which PAD is not 
intended and may provide little help. These are chiefly 
analyses that require access to actual code..  
Ex 1: traditional verification of consistency between code 
and specifications – requires code 
Ex 2: static analysis – similarly requires code.  
Ex 3: algorithmic complexity – fits, with cost in big-O 
notation; also allows us to point out that implementations 
sometimes get it wrong]]] 

6. Catalog of Published Predictors 
[[In preparation. The first version will be a side-by-side 
comparison of the predictors used in the examples and 
discussion of this report, specifically identifying their 
inputs, outputs, and their fit within the PAD model.]] 
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