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Abstract— In this paper, we describe an indoor robot capable
of autonomous localization and navigation that serves as a
companion to a human visitor. We contribute a fully-functional
robot that can localize itself using static wireless nodes, manage
its own uncertainty, and ask humans for help when needed.
We define the indoor map as a graph embedded in the
Cartesian plane with an associated matrix of learned wireless
signal strengths. The localization algorithm uses the sensed
wireless signals and the map constraints to generate a belief
about possible locations of the robot. In addition to its own
state, the robot must maintain uncertain hypotheses about the
visitor’s state and the task state. It must reason about these
uncertain beliefs in order to successfully execute its task, which
sometimes requires querying the visitor for assistance. The
robot can also interact with other humans, such as a meeting
host or administrative assistant, to better manage the visit. We
present illustrations of our visitor companion robot effectively
interacting with the visitor while performing a variety of
behaviors in support of the task of visitor companionship.

I. INTRODUCTION

Although significant advances have been made in au-
tonomous robot navigation and localization, the reality is
that we do not yet have robots autonomously moving around
in our environments. Our goal is to contribute to making
interactive mobile robots a reality in our environments — in
particular, for an indoor environment.

Our immediate goal is the research and development of
one fully-functioning task-driven robot: CoBot, the visitor
companion robot. CoBot can accompany a human visitor
while following a meeting schedule for a day. CoBot is
responsible for escorting the visitor to each meeting while
also providing information about the meeting host and ac-
commodating other possible requests. In the broad field of
indoor robots, the visitor companion task is just one of
many possible roles that a mobile robot could assume in
our environment (e.g., Minerva the tour-guide [1], Nursebot
[2], and Robox [3]).

CoBot’s primary task is to escort the visitor between
locations as per the meeting schedule. Hence, the robot
should be capable of autonomous navigation between spec-
ified locations. We provide the robot with a graph-based
representation of the indoor map and associated wireless
signal strengths taken at test locations across the map. We
first contribute a localization algorithm that utilizes the a
priori map knowledge and map constraints, along with its
online measurements of wireless signal strengths from the

static wireless nodes within range and its own motion, to
generate a belief of the robot’s location. The robot navigation
algorithm uses this belief to generate a path to traverse
between the desired locations. The robot’s laser and visual
sensors provide data to avoid obstacles as it follows the path
to its target.

Our work notably stands on our realization that a mobile
robot equipped with any number of sensors - cameras,
laser range finders - even if many, expensive, and powerful
sensors, inevitably is limited in its capability to completely
process a general environment. Although we may like to
believe that a robot could be “completely” autonomous,
we realize that environments are just too complex to be
completely modeled by robot perception, cognition, and
action fully autonomously. The theory underlying this paper
is that robot autonomy does not mean that the robot does
everything by itself: it can ask a human for assistance.

Interestingly, the robot companion problem offers the flex-
ibility of having the robot proactively request assistance from
the visitor or other humans in order to reduce the uncertainty
about state variables that the robot cannot disambiguate with
its sensors alone. Additionally, CoBot can request assistance
when it has been asked by the visitor to perform a task
that it cannot complete itself (e.g., bringing coffee if it does
not have the ability to lift objects). The visitor is a human
with the “perfect environment processing” capabilities both
in terms of sensing and acting; i.e., to identify a door,
read a door label, identify and press an elevator button,
walk without hitting obstacles of any kind, be they static
or dynamic. We consider that the visitor is however limited
in three main senses, without the knowledge of:

• all the people in the schedule and in the environment
in general;

• particular locations in the building, e.g., a particular
office, a lecture hall, a restroom, where to get coffee;
and

• good navigational paths between two locations.

Such limitations of visitors are well-recognized, as it is
courteous and common practice to have someone accompany
visitors, at least from meeting to meeting, to ensure that they
have a pleasant and informative experience in the environ-
ment. To this extent, the visitor and CoBot complement each
other - each has expertise in the area the other lacks and can



provide assistance to the other when necessary.
We contribute a decision algorithm which uses uncertainty

to determine when it is appropriate to request help from the
visitor. When uncertainty about a particular state variable
crosses a threshold, instead of continuing to act with what
may be dangerous uncertainty or simply declaring failure,
our robot consults the human for aid in disambiguating the
uncertain state. Concretely, CoBot uses a human for aid in
localization when the particle filter loses track of the robot’s
position. The localization help can come from the visitor,
via a graphical interface or speech recognition; or can come
from the meeting host or a remote human helper via email
or a web interface. The robot can also request information
about any part of the human’s state or the task’s state (e.g.,
if the human needs to use the bathroom or if a meeting is
running late), which are difficult or impossible for the robot
to sense.

This paper is organized as follows. In Section II, we for-
malize the visitor companion task and CoBot’s representation
of it. We describe CoBot’s hardware and software architec-
ture in Section II-C. Section III defines the localization and
navigation primitives that CoBot uses to escort the visitor to
each meeting. In Section IV, we contribute an algorithm to
determine how to act under uncertainty. We present CoBot’s
set of interactions with the visitor and other humans. Finally,
we present an illustrative trace of CoBot’s actions while
escorting a visitor to meetings.

II. PROBLEM FORMULATION: ENTITIES,
SENSING, ACTIONS, AND ROBOT

We formally define a visitor as a tuple V = (Name, Info,
Sched), consisting of the visitor’s name Name, information
about the visitor Info, and the schedule Sched. The schedule
Sched = (mi, STi, ETi, Li), consists of a set of meeting
hosts mi, start and end times STi and ETi, and locations Li

consisting of building-room number pairs. The visitor-related
information Info may include the research area, affiliation,
and contact information. The robot’s task is to accommodate
the visitor as much as possible while assisting in finding the
scheduled meetings. The robot should provide information
about each meeting host, offer drinks to the visitor, print
relevant papers during meetings, schedule a taxi to the
airport, and make dinner reservations.

In addition to the knowledge of the visitor, the robot is
equipped with a priori knowledge of its environment, E,
which is standard across all visitors. We introduce E as
comprised of:
• A graph of vertices v ∈ GV , corresponding to waypoint

locations (x, y) ∈ <2, and edges e ∈ GE between
adjacent waypoints;

• A set of expected signal strengths ∀v ∈ V from static
wireless sensor nodes;

• A set of points (xR
i , y

R
i ) ∈ <2 denoting the entrances

to rooms, along with the room labels of Li; and
• A set of points (xI , y) ∈ <2 with human-understandable

labels of some important points of interest.
These inputs are described in detail in Section III.

A. State

CoBot maintains its state S as a tuple of world W ,
robot R, task T , dialog D and visitor V state information,
S = (W,R, T,D, V ). The world state W includes the
robot’s current sensory data used to avoid any obstacles
that are directly sensed. The robot state R includes a set of
particles (as described in Section III-A) representing its belief
over potential poses (x, y, θ) with respect to the global map.
Additionally, by projecting these particles onto the graph of
mapped locations and considering a set of adjacent locations,
interestingly, we can generate a higher-level state that is more
suitable for interaction with a human: e.g, “traveling down
the corridor”, “turning a corner”, etc.

The robot maintains a task state T about which subtask it
is performing. Subtasks include (but are not limited to):
• taking the visitor to his or her next appointment;
• retrieving items for the visitor autonomously; and
• waiting for the visitor to finish a meeting.
The robot maintains a dialog state D containing a log of

the human-robot interactions throughout the day. Using the
log, the robot avoids repeating itself and reasons about the
current conversation. Finally, the visitor state V is a record
of where the visitor has been and the current meeting.

B. Action

The robot uses its a priori knowledge E and state in-
formation S as inputs to the decision making module, the
internals of which are described in Section IV. This module
outputs actions a ∈ A at different levels of abstraction, to
interact with the human, the environment, and other system
components in the manner appropriate for each. At the
highest level, the robot chooses one of the following actions:
• take the visitor to the next meeting;
• accommodate the visitor (e.g., retrieve a beverage);
• wait for the visitor to finish a meeting; and
• request assistance from the visitor.

If necessary, the robot decomposes these actions into sub-
actions, as described in Section III.

C. CoBot Hardware and Architecture

CoBot is a custom built robot1 (Fig. 1), with a four-wheel
omni-directional drive which allows decoupled rotational
and translational motion. Its behavioral architecture can be
broadly depicted by the block diagram in Fig. 2. A LADAR
sensor and a stereo camera pair provide sensory feedback
about the robot’s surroundings. Additionally, a wireless sen-
sor node on the robot is used to query static wireless sensor
nodes in the environment for the purpose of localizing itself
in the buildings, described further in Section III. An on-board
computer provides the necessary computing platform for the
entire robot, while also serving as a user interface for the
visitor.

The executive layer serves multiple purposes:
• acting as the coordination block between the dialog

manager, path planner and motion control blocks;

1Thanks to Mike Licitra, who designed and built the robot.



Fig. 1. The CoBot Robot Fig. 2. CoBot Architecture

• managing robot uncertainty, as is described in detail in
Section IV; and

• translating between human-understandable commands
and robot-understandable actions.

The dialog manager handles interaction and conversation
with people. The robot interacts with a number of humans
using the visual interface on the computer, text-to-speech
through the computer’s built-in speakers, and email via WiFi.
The visitor, the administrators assigned to help the robot,
and the meeting hosts can interact with the robot through
the interface on the robot’s computer and using speech
recognition with a wireless headset. Section V describes in
detail the types of interactions that CoBot handles.

III. LOCALIZATION AND NAVIGATION
The visitor companion robot operates in an indoor environ-

ment where although it has prior knowledge of the map, there
are plenty of dynamic obstacles (e.g. people) and temporary
changes in the environment (e.g., a misplaced potted plant,
recycling bin ). To execute its tasks as a companion robot,
the robot should be able to:
• maintain a good estimate of its location and orientation

in the building;
• navigate between specified locations on the map au-

tonomously and smoothly without hindrance from the
obstacles, static or dynamic; and

• counter errors in the localization as well orientation of
the robot.

A number of existing robots, including Robox [3], Rhino [4],
Minerva [1] and Xavier [5] have varied methods to perform
localization, obstacle avoidance and navigation. CoBot uses
an indoor map-constrained localization algorithm using inci-
dental radio observations [6]. Given the location estimate, the
path planning block generates a series of motion primitives
to navigate to a global target, which the robot then executes
while avoiding obstacles locally.

A. Localization

CoBot is equipped with a mobile radio frequency (RF)
sensor node to query existing static RF sensor nodes in the
environment. In addition, the robot can also measure the

signal strengths of the WiFi access points in range. These
signal strengths, along with prior knowledge of the map, are
used by the robot to perform map-constrained localization
using incidental radio observations [6], as we now briefly
present. We first define the map as a graph with a set of
vertices V and edges E. During an initial Learning Phase,
the robot measures the RF signal strengths at each vertex
vi ∈ V . During the operation of the robot, or the Run-Time
Phase, the localization algorithm uses a particle filter with
a four-step iterative procedure: Predict, Update, Constrain,
Resample. The particle filter provides a weighted set of
hypotheses or particles pi ∈ P of the location of the robot
based on past RF signal measurements, the robot’s own
motion, and the constraints of the map. Each particle pi has
the following properties:
• xi, yi: Cartesian location of the particle on the map with

respect to a global reference frame;
• θi: orientation of the particle with respect to the global

reference frame;
• wi: normalized weight assigned to the particle; and
• wci: map-constrained weight assigned to the particle.

When the uncertainty (computed as the standard deviation of
the weighted particles) is below a given threshold, the current
location of the robot is taken to be the weighted average of
the particles.

B. Path Planning

We assume that obstacles, whether static or dynamic, do
not completely block a valid path on the map, and that the
robot is capable of navigating around any obstacles in its
charted path. Otherwise, the robot stops to wait for the path
to clear. In such a scheme, given the approximate current lo-
cation, the target location and the graph representation of the
map, the path to be followed by the robot is determined by
using A* on the graph. The planned path is then decomposed
into basic motion primitives.

C. Obstacle Avoidance

CoBot is equipped with a LADAR sensor, as well as
a stereo camera pair for obstacle detection. Currently data
from the LADAR alone is used to populate a list of detected



Algorithm 1 GETBESTHEADING()
dmax ← 0, φbest ← undefined
for φi = π/4 to 3π/4 do
d← GetObstructionDistance(φi)
if d > dmax then
dmax ← d
φbest ← θi

end if
end for
return φbest, dmax

Algorithm 2 GETOBSTRUCTIONDISTANCE(φ)
d←∞
for each obstacle oi in obstacles list O do

if oi obstructs clear line path with orientation φ then
if d > distance of oi from robot then
d← distance of oi from robot

end if
end if

end for
return d

obstacles. Each obstacle is characterized in 2D by a series
of vertices and line segments that define a hull around the
obstacle. In addition, linear regression is performed on the
vertices that define each obstacle to estimate the “linear”
nature of the obstacle. This estimate along with the size of
the obstacle and the current estimate of the robot’s orientation
with respect to the walls of the corridor, is used as an
heuristic to estimate whether the obstacle is part of the wall.
Once the walls of the corridor have been detected, the robot’s
orientation with respect to the corridor, as well as its distance
from the walls are calculated. The gathered sensory data is
then used to generate the motion primitives while avoiding
obstacles.

D. Motion Control

The planned path is decomposed into three basic motion
primitives:
• MOVEDOWNCORRIDOR(distance)
• TAKENEXTTURN(direction)
• INPLACETURN(φ)

The motion primitives determine the desired linear and ro-
tational velocities of the robot, and a lower-level motor con-
troller asynchronously performs velocity profiling to achieve
these desired velocities while keeping the acceleration and
centrifugal forces of the robot within safe bounds.

1) MOVEDOWNCORRIDOR(distance) drives the robot
down the hallway while greedily selecting straight line
paths that are not obstructed by obstacles as shown
in Algorithms 1 and 2. GETBESTHEADING() uses
GETOBSTRUCTIONDISTANCE(φ) to calculate the maximum
unobstructed distance the robot could travel in direction
π/4 ≤ φ ≤ 3π/4, and returns the best heading for the
robot to follow (φ) and the distance it can traverse along

that heading (dmax). If dmax is less than a threshold, then
the motion of the robot is completely obstructed. Given the
assumptions laid down earlier, this means that a dynamic
obstacle is in the robot’s path, so the robot stops and waits
for the dynamic obstacle to pass.

This obstacle avoidance method does not result in an
optimal path, but it clearly barely requires any computation,
and can be re-evaluated in a matter of milliseconds. To
compensate for the lack of motion prediction of the dynamic
obstacles around, the path is continuously re-evaluated at
60Hz with updated sensory data. Since the time difference
for the robot following alternative paths down a corridor
around obstacles differ by only a few seconds, the com-
putational savings are well worth it. This approach is then
viewed as best fitting the indoor navigation domain. In
addition to planning the path around the obstacles, this
MOVEDOWNCORRIDORmotion primitive also continuously
re-orients the robot with the walls of the corridor, and
maintains a minimum clearance between itself and obstacles.

2) TAKENEXTTURN(direction) drives the robot down the
corridor while looking out for an opening in the specified
direction (left or right), and continuously orients the robot
to face the next opening. The robot can execute transla-
tional and rotational movements independently because of
its omnidirectional drive system. As in the algorithm for
MOVEDOWNCORRIDOR(distance), straight line paths are
greedily chosen using Algorithm 1 to avoid obstacles.

This motion primitive takes a turn as permissible given
the sensory data of the obstacles and walls around the
robot, which makes it resilient to localization errors and
uncertainties. For example, though the localization estimate
of the robot might indicate that the next turn is only one
meter away, it could actually be two meters away and
partially obstructed, so effectively 2.5 meters away. Given
the perceived obstacles and walls in its path, the robot only
engages in the turn after traversing 2.5 meters and detecting
a possible clear path opening.

3) INPLACETURN(φ) simply turns the robot in place
by the desired angle, and it does not require any sensory
feedback apart from the motor encoder readings.

IV. ACTING UNDER UNCERTAINTY

As the robot’s sensors are fundamentally imperfect, and
as the aggregate state includes the visitor’s state which is
impossible to measure by sensors, the robot is faced with the
challenging task of planning and acting under uncertainty. In
this section, we describe how the robot manages uncertainty
and how it can use the visitor to mitigate that uncertainty.

At the lowest level of the state hierarchy, the particle
filter maintains a belief, or probability distribution over
possible robot poses (x, y, θ). However, the complexity of
path planning with potential beliefs in this three-dimensional,
continuous space is prohibitive. Hence, we define a mapping
from a particle onto graph vertices. At this level of the
state hierarchy, a belief is a probability distribution over
the finite number of vertices in the graph; along with the
implicit sensor model of the particle filter, we have a POMDP



(Partially Observable Markov Decision Process). Note that
the desired destination would be necessary to define a reward
function. We choose not to use standard POMDP methods
for this task, however, due to 1) the difficulty of modeling,
either via hand-coding or learning probabilistic motion and
observation models; and 2) the computational cost of solving
a POMDP for each potential destination. Instead, we abstract
our uncertainty by considering two cases: when the robot is
well-localized, and when it is not. A similar method of “dual-
mode control” has been used with other mobile robots [7].

The algorithm for acting under uncertainty is summarized
in Algorithm IV. It includes the particle set R and the
planned path π = (v1, v2, . . . vn) as inputs.

When well-localized, it is appropriate for the robot to
execute the open-loop motion primitives as described previ-
ously in Section III-D. Path planning in this scenario is also
simple; we simply perform an A* graph search to find the
best path on the graph to reach the destination. The planned
path π is a sequence of vertices on the graph, (v1, v2, . . . vn).
When executing the path, we consider the robot’s position
to be the mean of the particles projected onto the graph (the
nearest vertex v to the mean particle). Considering the next
vertex in the path v′, the robot abstracts one more level to
determine if the edge v → v′ is straight or a turn (based
on a threshold of the angle between the two vertices in the
(x, y) coordinate system). If the edge is straight, the robot
issues the command MOVEDOWNCORRIDOR(d), where d is
the distance between the mean particle’s location (x̄, ȳ) and
the target vertex v′. Otherwise, the robot issues the com-
mand TAKENEXTTURN(direction) with the direction (left
or right) corresponding to the edge e. In this manner, under
the assumption that the robot stays well-localized, the robot
has a complete and near-optimal (except for discretization
error) global path planner.

When poorly localized, there are several potential options.
The robot could act as if it were well-localized, but taking the
mean of the particles to be the true robot location, as before,
would now be a dangerous bet in a potentially multi-modal
distribution. The robot could take the controls generated by

Algorithm 3 ACTUNDERUNCERTAINTY(R, π)

σ̄ =
∑

i wi

(
(xi − x̄)2 + (yi − ȳ)2

)
if σ̄ < τ then
{Small uncertainty; use mean particle as state}
v = ProjV (x̄, ȳ, θ̄)
Set target v′ to the successor of v in the path π
if Edge e going from v to v′ is straight then
d = dist((x̄, ȳ), (v.x, v.y))
MOVEDOWNCORRIDOR(d)

else
TAKENEXTTURN(direction corresponding to e)

end if
else

Ask human for info
end if

each particle and somehow choose between them (e.g., via
voting) or blend them into a single “mean” action. Again, it
is not clear how these options would perform empirically,
nor what guarantees, if any, could be given. Our choice
is to ensure that the robot always meets the well-localized
assumption, by utilizing the visitor as an information source
(as inspired by the concept of Oracular POMDPs [8]).

In the specific scenario of the “one-day visitor,” we treat
the visitor as an additional information source to augment
the robot’s sensors. In fact, the visitor can provide very
valuable information, due to his or her natural situational
awareness. However, the visitor cannot be polled constantly
like other robot sensors; indeed, the human-robot connection
is relatively low bandwidth and high latency. Furthermore, it
would become extremely annoying if the robot asks for help
from the visitor too frequently, resulting in poor performance
in the overall task of providing a pleasing and useful guide.

In order to utilize the human as an information source, we
set a threshold τ on the uncertainty. Note that his threshold
corresponds to a hand-picked consultation policy, rather than
an autonomously planned policy [8]. If the uncertainty is
higher than this threshold, we consult the human (as can
be clearly seen in Line 2). With the particle filter, we
define the “uncertainty” as the standard deviation of the
Euclidean distance of the particle set; our threshold is σ < 1
meters, corresponding to the restriction that 95 percent of
the particles be within 2 meters (if the particles are normally
distributed).

V. HUMAN-ROBOT INTERACTION

The visitor companion task requires the robot to help the
visitor navigate the buildings and also serve as a resource
for the visitor, the meeting hosts, and other administrators to
use to coordinate plans throughout the day. CoBot’s dialog
manager acts as the interface between the robot’s executive
layer and the humans and serves four purposes:
• to request help when uncertain or when the task requires

capabilities the robot lacks;
• to provide the visitor with information pertaining to his

or her schedule and meetings;
• to notify administrators of changes to the schedule; and
• to respond to the possible needs of the visitor through-

out the day.
These tasks require the robot to both initiate conversation
and respond to questions. It initiates conversation to ask
for help and to provide context-sensitive information that
might be of interest to the visitor as they move around the
buildings and responds to questions about their schedule and
other accommodations. Based on the urgency of the situation,
the robot reasons about which interaction method makes
the most sense, and communicates accordingly. We now
enumerate the interactions between CoBot and its human
collaborators.

A. Requesting Assistance

When the robot determines that it is uncertain of its current
state or cannot perform a task, it may request assistance



(e.g., [9]). After receiving the request for assistance, the
dialog manager determines the urgency of the request and
identifies best person available to ask. It asks the most
specific question possible in order to get a concrete response
with low uncertainty. If the robot asks an administrator for
help over email, it also includes extra contextual information
and its own predictions of the response in order to increase
the likelihood that the human understands the question [10].
For example, Cobot’s executive layer may request assistance
in localization. The dialog manager determines that the local-
ization information is urgent and decides to ask the visitor.
Because the visitor can see the room numbers on the walls,
no contextual information is necessary. Additionally, because
the human does not know the robot’s (x, y) coordinates, it
must ask for a location that the human can understand but
that still reduces its uncertainty. Asking the question, “Where
am I?” may yield an answer that is too broad, so instead it
asks, “Which room is to our left?” When the user responds,
the room number is sent back to the executive layer, which
updates the robot’s localization estimate accordingly.

B. Providing Information

The robot can serve as a resource for the visitor to ask
questions about the school and other topics (e.g., [11]).
CoBot can provide information about the visitor’s scheduled
meetings as the visitor requests it as well as proactively
sharing information about different points of interest around
the buildings. The point-of-interest information is provided
as input to the robot before the day begins and largely
depends on the visitor’s research areas. For example, a visitor
in robotics may be interested in seeing different robot labs
on their way between meetings. Each time the robot passes
the same room, it provides more specific information about
the research pertaining to that room.

Before their meeting begins, the visitor may ask for
additional information about their host. The dialog manager
examines the schedule for the host’s name and then searches
online to find the host’s website. The dialog manager notifies
the executive layer to stop the robot’s motion to give the
visitor a chance to read the website before continuing to
the meeting. The robot displays the website instead of
summarizing the information to allow the visitor to search
for the most relevant information. If the robot does not have
another task to perform during the visitor’s meeting, it could
also record notes or print relevant papers that are discussed
in the meeting.

C. Responding to Needs

The visitor may request a bottle of water or coffee or
even to have a relevant paper or email printed in the course
of a day. The dialog manager notifies the executive layer of
these additional tasks as it receives them. Depending on the
location of the drinks or printers, the robot can modify its
plan to drive by these locations or can retrieve them while
waiting for the visitor to finish his meeting. We know that
these tasks may become more complicated as our robot does
not have the capabilities to retrieve a drink or a paper entirely

on its own. The dialog manager must ask for assistance from
other humans in the environment in these situations.

D. Communicating Changes

We acknowledge that the visitor and robot are not acting
alone throughout the day. As a courtesy to the meeting hosts,
the dialog manager sends notification emails when the visitor
is running late. The dialog manager does not call or send
other synchronous communication because we assume that
the message is not urgent and that it does not affect the
outcome of the robot’s companion task.

We now present an example schedule with the robot’s
interactions to illustrate the robot’s task performance.

VI. FEASIBILITY EVIDENCE: PUTTING IT ALL
TOGETHER

We present an illustrative trace of the many capabilities of
CoBot, which we hope demonstrates that CoBot has the core
envisioned, algorithmic, and engineered functionality that we
present in this paper. While CoBot is in action, the exact
sequence and set of events that occur vary depending on the
environment and the visitor’s needs. This trace is just one of
many such possible sequences of events that may occur.

A. Initial Conditions

CoBot and the visitor (see Fig. 3) start in the initial
location Room 3716, and both know of the schedule below.
Visitor: Alice

Interests: Robotics

Schedule:

10:30-10:55 AM - John Smith, Room 3123

11:00-11:25 AM - Mary Jones, Room 3714

11:30-11:55 AM - Mike Adams, Room 3456

B. Trace of Morning Schedule

Next we present a chronological trace of the robot’s
interactions over the course of the morning meetings. When
Alice arrives, they spend 5 minutes training the speech

Fig. 3. CoBot helps Alice find her next meeting.



recognizer for her voice. CoBot explains that it has received
her schedule and will help her get to each meeting.

10:20 AM - CoBot asks if Alice would like

a drink, then they start navigating to the

first meeting. Alice requests coffee, so CoBot’s
dialog manager tells the executive layer to perform the
subtask of getting coffee when it is next convenient. When
the visitor is ready, the dialog manager tells the executive
layer to start navigating to Room 3123.

10:25 AM - CoBot asks the Visitor for

localization help. As CoBot navigates to Room
3123, it becomes uncertain of its location. It stops and
asks Alice “What is the closest room to my left?”. When
Alice responds with the room number, the robot updates its
localization and continues navigating.

10:30 AM - CoBot and Alice arrive at Room

3123. CoBot leaves to retrieve coffee while

Alice is engaged in the meeting. CoBot
navigates to an administrator’s office to ask for help
in getting coffee because it cannot pour the coffee itself.

10:40 AM - CoBot returns with the coffee.

CoBot returns with the coffee for Alice shortly after the
meeting began .Because it recognizes that its battery power
is low, CoBot also asks “Can you please plug me in until
we’re ready to go?”. Shortly before the next meeting begins,
CoBot notifies Alice that her next meeting will start soon.
When Alice and the host finish talking, CoBot begins
navigating to Room 3714.

10:55 AM - Alice asks for more information

about Mary Jones. Alice requests more information
about Mary, her next meeting host. CoBot stops navigating
and displays the host’s website for them to read. When
Alice is done, CoBot starts moving again.

10:58 AM - CoBot discusses a lab of interest.

As CoBot passes a research lab that the visitor may be
interested in, it points it out and gives a short description of
the current projects there. CoBot and Alice arrive in time
for the meeting with Mary in Room 3456.

11:30 AM - CoBot emails Mike that Alice is

running late. At 11:30, Alice is still talking to Mary.
CoBot emails Mike to let him know that Alice is running late.

11:35 AM - Alice requests a taxi to the

airport at the end of the day. While Alice
is walking to the last meeting, he requests a taxi to the
airport. CoBot emails an administrator to ask for help with
that task. When it gets a confirmation, it adds the taxi
location to the schedule and escorts Alice to that location
when the meeting with Mike is over.

VII. CONCLUSION

We present CoBot as a real indoor robot that acts as
a companion to visitors, accommodating their needs while
escorting them to their meetings. Our approach is char-
acterized by the composition of autonomous actions with
proactive requests for human assistance. Given the visitor’s
schedule and a priori knowledge about the environment,
CoBot can autonomously localize itself in the buildings
using static wireless nodes and accompany the visitor to
each location. The robot can reason about the uncertainty in
its environment and request assistance from humans when
necessary. Additionally, the robot acts as the information
hub for the visitor, displaying useful information about the
meeting hosts and discussing places of interest with the
visitor as they move past.

Our presentation, including the illustrative trace is targeted
at enabling other researchers to build upon, replicate, and
expand on our effort. The algorithms and approach we con-
tribute, namely the signal-based mapping of the environment,
the signal-based incidental localization and navigation, the
utility-based uncertainty management, and the context-based
interaction with the human are completely independent of
the robot hardware platform and can therefore be applied to
other robot hardware and other applications.
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