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Overview

Neural radiance fields (NeRFs) [1] render 3D objects and scenes us-
ing neural network-based function approximation trained from a set of
calibrated images and classic volume rendering.
Taking advantage of recent work enabling real-time NeRF rendering

using octrees [4], we created an end-to-end pipeline that allows a user
to capture images of an object of interest, train a NeRF, extract a com-
pressed octree from the NeRF, and view the rendered object in real
time in Augmented Reality.

NeRF: each pixel corresponds to a ray, which samples color and
density in order to obtain the output color.

Training and Rendering Pipeline

Our system takes user images of an object or scene, and uses these to
train a NeRF which can be rendered in real-time in augmented reality:

(1) Take 360◦ images of the target object

(2) Estimate image poses and remove background

(3) Train NeRF

(4) Extract Plenoctree, optimize, and compress

(5) Display in Augmented Reality Renderer

Input Data In order to train a NeRF rendering an object, the user
should take around 100 images of a target object from all angles.

Data before and after background removal.

Preprocessing Poses are estimated for each image using COLMAP,
a structure-from-motion pipeline [2]. The background is then removed
and replaced by white (#fff), which is interpreted as transparency by
our training pipeline.

Original Image (left) and NeRF output (right) from the same pose
after 100k training iterations

Training The NeRF is trained with a modified NeRF architecture
(NeRF-SH) used by [4] where instead of predicting the RGB color
directly, the model predicts spherical harmonic coefficients to enable
view-dependent appearance.
Training for 100k iterations takes 12-24 hours on a 2x v100 machine,

for an average of 120 images, each of 300KB size.

Octree Extraction After NeRF training, an Octree is extracted, op-
timized, and compressed:

(1) Extraction: sampling spherical harmonic coefficients through-
out an evenly spaced grid

(2) Optimization: fine-tuning voxel values based on input images
(3) Compression: quantization of spherical harmonic coefficients

Zoomed-in view showing PlenOctree voxels.

Augmented Reality Renderer Our Augmented Reality Renderer is
browser-based, using Javascript and WebAssembly.

(1) Modified PlenOctree web renderer computes transparency by
returning the cumulative density during ray tracing

(2) Webcam feed in the browser displayed behind the web renderer
(3) AprilTag [3] reader translates and scales the NeRF to render at

the AprilTag.

The renderer runs entirely locally, and achieves a consistent 60fps on
an 11th generation intel i7 laptop.

NeRF render overlaid on camera image in the viewer; the NeRF is
localized and sized based on the location and distance to the

AprilTag, which is printed on a standard 8.5x11” sheet of paper.
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