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1WhatisR?

R is a satistical analysis system created by Ross |haka & Robert Gentleman (1996, J.
Comput. Graph. Stat., 5. 299-314). R is both a language and a software; its most remarkable
features are:

* an effective data handling and storage facility,

* asuite of operators for calculations on arrays, matrices, and other complex operations,
* alarge, coherent, integrated collection of tools for statistical analysis,

» numerous graphical facilities which are particularly flexible, and

» asimple and effective programming language which includes many facilities.

R is a language considered as a dialect of the language S created by the AT&T Bell
Laboratories. S is available as the software S-PLUS commercialized by MathSoft (see
http://www.splus.mathsoft.com/ for more information). There are importants differences in
the conceptions of R and S, but they are not of interest to us here: those who want to know
more on this point can read the paper by Gentleman & lhaka (1996) or the R-FAQ
(http://cran.r-project.org/doc/FAQ/R-FAQ.html), a copy of which is alse distributed with the
software.

R is freely distributed on the terms of the GNU Public Licence of the Free Software
Foundation (for more information: http://www.gnu.org/); its development and distribution are
carried on by several statisticians known as the R Development Core Team. A key-element in
this development is the Comprehensive R Archive Network (CRAN).

R is available in severa forms: the sources written in C (and some routines in Fortran77)
ready to be compiled, essentially for Unix and Linux machines, or some binaries ready for use
(after avery easy installation) according to the following table.

Architecture Oper ating system(s)

Intel Windows 95/98/NT4.0/2000
Linux (Debian 2.2, Mandrake 7.1, RedHat
6.x, SuSe 5.3/6.4/7.0)

PPC MacOS
LinuxPPC 5.0
Alpha Systems Digital Unix 4.0
Linux (RedHat 6.x)
Sparc Linux (RedHat 6.x)

The files to install these binaries are at http://cran.r-project.org/bin/ (except for the Macintosh
version ') where you can find the installation instructions for each operating system as well.

R is a language with many functions for statistical analyses and graphics; the latter are
visualized immediately in their own window and can be saved in various formats (for
example, jpg, png, bmp, eps, or wmf under Windows, ps, bmp, pictex under Unix). The
results from a statistical analysis can be displayed on the screen, some intermediate results (P
-values, regression coefficients) can be written in afile or used in subsequent analyses. The R
language allows the user, for instance, to program loops of commands to successively analyse

1 The Macintosh port of R has just been finished by Stefano Tacus <jago@mclink.it>, and should be available
soon on CRAN.
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several data sets. It is also possible to combine in a single program different statistical
functions to perform more complex analyses. The R users may benefit of a large number of
routines written for S and available on internet (for example: http://stat.cmu.edw/S/), most of
these routines can be used directly with R.

At first, R could seem too complex for a non-specialist (for instance, a biologist). This may
not be true actually. In fact, a prominent feature of R is its flexibility. Whereas a classical
software (SAS, SPSS, Statistica, ...) displays (almost) all the results of an analysis, R stores
these results in an object, so that an analysis can be done with no result displayed. The user
may be surprised by thus, but such a feature is very useful. Indeed, the user can extract only
the part of the results which is of interest. For example, if one runs a series of 20 regressions
and wants to compare the different regression coefficients, R can display only the estimated
coefficients: thus the results will take 20 lines, whereas a classical software could well open
20 results windows. One could cite many other examples illustrating the superiority of a
system such as R compared to classical softwares; I hope the reader will be convinced of this
after reading this document.



2 Thefew thingsto know before starting

Once Risinstalled on your computer, the software is accessed by launching the corresponding
executable (RGui.exe ou Rterm.exe under Windows, R under Unix). The prompt ‘>’ indicates
that Riswaiting for your commands.

Under Windows, some commands related to the system (accessing the on-line help, opening
files, ...) can be executed via the pull-down menus, but most of them must heve to be typed on
the keyboard. We shall see in afirst step three aspects of R creating and modifying elements,
listing and deleting objects in memory, and accessing the on-line help.

2.1 The operator <-

R is an object-oriented language: the variables, data, matrices, functions, results, etc. are
stored in the active memory of the computer in the form of objects which have a name: one
has just to type the name of the object to display its content. For example, if an object n has
for value 10 :

> n
[1] 10

The digit 1 within brackets indicates that the display starts at the first element of n (see §
3.4.1). The symbol assign is used to give a value to an object. This symbol is written with a
bracket (< or >) together with a sign minus so that they make a small arrow which can be
directed from left to right, or the reverse:

> n <- 15
> n

[1] 15
>5->n
> n
[1] 5

The value which is so given can be the result of an arithmetic expression:

> n <- 1042
> n
[1] 12

Note that you can simply type an expression without assigning its value to an object, the result
is thus displayed on the screen but not stored in memory:

> (10+2)*5
[1] 60

2.2 Listing and deleting the objects in memory

The function | s() lists simply the objects in memory: only the names of the objects are
displayed.

> pame <- "lLaure"; nl <- 10; n2 <- 100; m<- 0.5
> 1s()
[ 1] n ml n ﬂl" n n2|| n namell

Note the use of the semi-colon"; " to separate distinct commands on the same line. If there are



6

alot of objectsin memory, it may be useful to list those which contain given character in their
name: this can be done with the option pat ter n (which can be abbreviated with pat ) :

> | s(pat="m")
[ 1] "' " panme"
If we want to restrict the list of objects whose names strat with this character:

> | s(pat=""mi")
[1] “nt

To display the details on the objects in memory, we can use the function | s. str():

> |s.str()

m  naum 0.5

nl: num 10

n2: num 100
name: chr "name"

The option patter n can also be used as described above. Another useful option of | s. str ()

is max. | evel which specifies the level of details to be displayed for composite objects. By
default, | s. str () displays the details of al objects in memory, including the columns of data
frames, matrices and lists, which can result in a very long display. One can avoid to display all
these details with the option max. | evel =- 1:

> M <- data.frane(nl, n2, m

> | s.str(pat="M")

M ‘data.frame’ : 1 obs. of 3 vari abl es:
$ nl: num 10

$ n2: num 100

$ mm num 0.5

> | s.str(pat="M, nax.level =-1)

M ‘data.franme’ : 1 obs. of 3 vari abl es:

To delete objects in memory, we use the function r () : rn(x) deletesthe object x, r n(x, y)
both objects x et 'y, rn(1ist=Is()) deletes objects in memory; the same options mentioned
for the function 1s() can then be used to delete selectively some objects:
ra(list=ls(pat="nd")).

2.3 Theon-line help

The on-line help of R gives some very useful informations on how to use the functions. The
help in html format is called by typing:

> hel p. start()

A search with key-words is possible with this html help. A search of functions can be done
with apr opos( " what") which lists the functions with "what" in their name:

> apropos("anova")

[1] "anowva" "anova. gl nf "anova.glmnaull" "anowva.glmlist"
[5] "anova.lnt "anova.lmnul|" "anova. nm nf "anoval i st. | nf
[9] "print.anova" "print.anova.glm "print.anova.ln' "stat.anowva"

The help is availablein text format for a given function, for instance:



> ?lm

displays the help file for the function | m() . The function hel p(1 m or hel p("1 ni") has the
same effect. This last function must be used to access the help with non-conventional
characters:

> %

Error: syntax error

> hel p(u*u)

Ari thmeti c package: base R Docunentati on

Ari threti c Operators



3 Datawith R
3.1 The ‘objects

R works with objects which all have two intrinsic attributes: node and | ength. The mode is
the kind of elements of an object; there are four modes: nuneri c, char acter, conpl ex, and
| ogi cal . There are modes but these do not characterize data, for instance: f uncti on,
expressi on, Of formul a. The | ength is the total number of elements of the object. The
following table summarizes the differents objects manipulated by R.

obj ect possible modes several modes possiblein
the same object ?
vector numeric, character, complex, or logical No
factor numeric, or character No
array numeric, character, complex, or logical No
matrix numeric, character, complex, or logical No
data.frane numeric, character, complex, or logical Yes
ts numeric, character, complex, or logical Yes
l'i st numeric, character, comple;cx, lolical, function, expression, or Yes
ormula

A vector is a variable in the commonly admitted meaning. A factor is a categorical variable.
An array is atable with k dimensions, a matrix being a particular case of ar r ay with k = 2.
Note that the lements of an ar r ay or of amatrix are all of the same node. A data. frane isa
table composed with several vectors all of the same length but possibly of different modes. A
ts time-series data set and so contains supplementary attributes such as the frequency and the
dates.

Among the non-intrinsic attributes of an object, one is to be kept in mind: it is di m which
corresponds to the dimensions of a multivariate object. For example, a matrix with 2 lines and
2 columns has for di mthe pair of values[2,2], but its| ength is4.

It is useful to know that R discriminates, for the names of the objects, the upper-case
characters from the lower-case ones (i.e,, it is case-sensitive), so that x and X can be used to
name distinct objects (even under Windows):

> x <- 1; X< 10

> 1's()
[1] "X* "x"
> X

3.2 Liredes données a partir d un fichier

R can read data stored in text (ASCII) files; three functions can be used: read. tabl e()
(which has two variants. read. csv() and read. csv2()), scan() and read. fw (). For
example, if we have afile data.dat, one can just type:

> nydata <- read. tabl e("data. dat")
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mydata will then be adata. frane, and each variable will be named, by default, V1, V2, ...
and could be accessed individually by nydata$Vvi, mydata$vz, ..., or by mydata["V1"],
mydata[ "V2"], ..., or, still another solution, by mydata[, 1], mydata[, 2], etc’. There are
severa options available for the function r ead. tabl e() which values by default (i.e. those
used by Rif omitted by the user) and other details are given in the following table:

> read. tabl e(fil e, header=FALSE, sep="", quote="\"'", dec=".", row names=,
col . nafmes=, as.is=FALSE, na.strings="NA", skip=0, check. names=TRUE,
stri p. whi te=FALSE)

file the name of the file (within ""), possibly with its path (the symbol \ is not allowed and must
be replaced by /, even under Windows)

header a logical (FALSE or TRUE) indicating if the file contains the names of the variables on its
first line

sep the field separator used in the file, for instance sep="\1t" if it is a tabulation

quot e the characters used to cite the variables of mode character

dec the character used for the decimal point

row. names a vector with the names of the lines which can be a vector of mode character, or the number

(or the name) of a variable of the file (by default: 1, 2, 3, ...)
col . nanes a vector with the names of the variables (by default: V1, V2, V3, ..)

as.is controls the conversion of character variables as factors (if FALSE) or keep them as
characters (TRUE)

na.strings the value given to missing data (converted as NA)

skip the number of lines to be skipped before reading the data

check. names  if TRUE, checks that the variable names are valid for R

strip.white (conditional to sep) if TRUE, scan deletes extra spaces before and after the character
variables

Two variants of r ead. tabl e() are useful because they have different by default options:

read. csv(file, header = TRUE, sep = ",", quote="\"", dec=".", ...)
read. csv2(file, header = TRUE, sep = ";", quote="\"", dec=",", ...)

The function scan() is more flexible than r ead. tabl e() and has more options. The main
differenceisthat it is possible to specify the mode of the variables, for example :

> mydata <- scan("data.dat", what=list("",0,0))

reads in the file data.dat three variables, the first is of mode character and the next two are of
mode numeric. The options are as follows.

> scan(file="", what=doubl e(0), nmax=-1, n=-1, sep="", quote=if (sep=="\n")
"" else "'\"", dec=".", skip=0, nlines=0, na.strings="NA", flush=FALSE,

stri p. whi te=FALSE, qui et=FALSE)

file the name of the file (within ""), possibly with its path (the symbol \ is not allowed and must be
replaced by /, even under Windows); if fi | e="", the data are input with the keyboard (the
entry is terminated with a blank line)

what specifies the mode(s) of the data

2 Nevertheless, there is a difference: nydat a$V1 and nydat a[ , 1] are vectors whereasnydat a[ " V1"] isa
data.frame.
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nmax the number of datato read, or, if what isalist, the number of lines to read (by default, scan
reads the data up to the end of file)

n the number of data to read (by default, no limit)

sep the field separator used in the file

quote the characters used to cite the variables of mode character

dec the character used for the decimal point

skip the number of lines to be skipped before reading the data

nlines the number of lines to read

na.string  thevalue given to missing data (converted as NA)

flush alogical, if TRUE, scan goes to the next line once the number of columns has been reached
(allows the user to add comments in the data file)

strip.white (conditional to sep) if TRUE, scan deletes extra spaces before and after the character
variables

qui et alogical, if FALSE, scan displays a line showing which fields have been read

The function r ead. f wf () can be used to read in afile some datain fixed width format:

> read. fwf(file, widths, sep="\t", as.is=FALSE, skip=0, row nanes,
col . nanes)

The options are the same than for r ead. tabl e() except wi dths which specifies the width of
thefields. For example, if the file data.txt has the following data:

Al. 501.
Al. 551.
Bl. 601.
Bl. 651.
Cl. 701.
Cl. 751.

~NOOR_WN

one can read them with:

> mydata <- read.fw ("data.txt", wi dths=c(1,4,3))

V1 V2 V3

EPREEREEE
~No oA wWwN

3.3 Saving data

The function write(x, file="data.txt") writes an object x (a vector, a matrix, or an
array) in the file data.txt. There are two options: nc (or ncol ) which defines the number of
columns in the file (by default nc=1 if x is of mode character, nc=5 for the other modes), and
append (alogical) to add the data without erasing those possibly already present in the file
(TRUE), or erasing these (FALSE, the default value).

Thefunctionwr i te. tabl e() writesin afileadata. f r ane. The options are:

> write.table(x, file, append=FALSE, quote=TRUE, sep=" ", eol="\n"
na="NA", dec=".", row names=TRUE, col . nanes=TRUE)
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sep the field separator used in the file
col.names al ogical indicating whether the names of the columns are written in the file
row. names d. for the names of the lines

quote alogical or a numeric vector; if TRUE, the variables of mode character are quoted with " " ; if a
numeric vector, its elements gives the indices of the columns to be quoted with " " . In both cases,
the names of the lines and of the columns are also quoted with " " if they are written.

dec the character to be used for the decimal point
na the character to be used for missing data
eol the character to be used at the end of each line ("\ n" is a carriage-return)

To record a group of objects in a binary form, we can use the function save(x, y, z,
file="Mstuff.RData"). To ease the transfert of data between different machines, the
option asci i =TRUE can be used. The data (which are now called i mage) can be loaded later in
memory with | oad("Mystuff.RData"). The function save.inmmage() is a short-cut for
save(list=ls(all =TRUE), file=".RData").

3.4 Generating data

3.4.1 Regular sequences
A regular sequence of integers, for example from 1 to 30, can be generated with:

> x <- 1:30

The resulting vector x has 30 éléments. The operator ‘:’ has priority on the arithmetic
operators within an expression:

> 1:10-
[1] ©O
1:(10-1

11 1234567829

1
123456789

>
[
The function seq() can generate sequences oe real numbers as follows:

> seq(1, 5, 0.5)
[1] 1.0 1.5 2.0 2.5 3.0 3.54.04.55.0

where the first number indicates the start of the sequence, the second one the end, and the
third one the increment to be used to generate the sequence. One can use al so:

> seq(l ength=9, fronrl, to=5)
[1] 1.0 1.5 2.0 2.5 3.0 3.5 4.0 4.55.0

It is aso possible to type directly the values using the function c() :

>c(1, 1.5, 2, 2.5 3, 3.5 4, 4.5, 5)
[1] 1.0 1.5 2.0 2.5 3.0 3.5 4.0 4.5 5.0

which gives exactly the same result, but is obviously longer. We shall see late that the
function c() is more useful in other situations. The function rep() creates a vector with
elements all identical:

> rep(1, 30)
[f 2111211111111111111111111111111
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The function sequence() creates a series of sequences of integers each ending by the
numbers given as arguments:

> sequence(4:5)
[1] 123412345
> sequence(c(10,5))
[1] 1 2 3 4 5 6 7 8 910 1 2 3 4 5

The function gl () is very useful because it generates regular series of factor variables. The
usage of this fonction isgl (k, n) wherek isthe number of levels (or classes), and n is the
number of replications in each level. Two options may be used: | engt h to specify the number
of data produced, and | abel s to specify the names of the factors. Examples:

> gl (3,5)
2222233333

12222233333111112222233333
3

> gl (2,8, |abel =c("Control™","Treat"))
[1] Control Control Control Control Control Control Control Control Treat
[10] Treat Tr eat Tr eat Treat Treat Treat Treat
Level s: Control Treat
>gl(2, 1, 20)
[1] 1 2121212121212121212
Levels: 1 2
> gl(2, 2, 20)
[1] 11 221122112211221122
Levels: 1 2

Finally, expand. gri d() creates a data. frame with al combinations of vectors or factors
given as arguments:

> expand. gri d(h=seq( 60, 80, 10), w=seq(100, 300, 100), sex=c("Nhal e", " Fenml "))
h w sex
60 100 Nhle
70 100 Nmle
80 100 Mal e
60 200 Nhle
200 Mal e
80 200 Mhle
60 300 Nhle
70 300 Mal e
80 300 Mhle
10 60 100 Fenml e
11 70 100 Fenml e
12 80 100 Fenml e
13 60 200 Fenml e
14 70 200 Fenml e
15 80 200 Fenml e
16 60 300 Fenml e
17 70 300 Fenml e
18 80 300 Fenml e

OCO~NOOUIRAWNE
\l
o

3.3.2 Random sequences
It is classical in statistics to generate random data, and R can do it for a large number of

probability density functions. These functions are built on the following form:

> rfunc(n, p[1l], p[2], ...)
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whre f unc indicates the law of probability, n the number of datato generate and p[ 1], p[ 2],
... are the values for the parameters of the law. The following table gives the details for each
law, and the possible default values (if none default value is indicated, this means that the
parameter must be specified by the user).

loi commande
Gaussian (normal) rnorm(n, nean=0, sd=1)
exponential rexp(n, rate=1)
gamma rgammae(n, shape, scal e=1)
Poisson rpoi s(n, |anbda)
Weibull rwei bul I (n, shape, scal e=1)
Cauchy rcauchy(n, |ocation=0, scal e=1)
beta rbeta(n, shapel, shape2)
‘Student’ (t) rt(n, df)
Fisher (F) rf(n, dfl, df2)
Pearson (x?) rchisq(n, df)
binomial rbi nom(n, size, prob)
geometric rgeon(n, prob)
hypergeometric rhyper(nn, m n, k)
logistic riogis(n, location=0, scale=1)
lognormal rlinorm(n, meanl og=0, sdl og=1)
negative binomial rnbinon(n, size, prob)
uniform runi f(n, mn=0, max=1)
Wilcoxon's statistics rwil cox(nn, m n),rsignrank(nn, n)

Note all these functions can be used by replacing the letter r with d, p or g to get, respectively,
the probability density (df unc(x) ), the cumulative probability density (pf unc(x)), and the
value of quantile (qf unc(p), withO<p <1).

3.4 Manipulating objects

3.4.1 Accessing a particular value of an object

To access, for example, the third value of a vector x, we just type x[ 3] . If X is a matrix or a
data. f r ane, the value of the ith line and jth column is accessed with x[ i , j ] . To change all
values of the third column, we can type:

> x[,3] < 10.2

This indexing system is easily generalised to arrays, with as many indices as the number of
dimensions of the array (for example, a three dimensiona array: x[i,j, k], x[,,3], ...). Itis
useful to keep in mind that indexing is made with straight brackets [ ], whereas parentheses
are used for the arguments of a function:

> x(1)
Error: couldn’t find function "x"

Indexing can be used to suppress one or several lines or columns. For examples, x[ - 1,] will
suppress thefirst line, or x[ - c( 1, 15),] will do the same for the 1st and 15th lines.
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For vectors, matrices and arrays, it is possible to access the values of an element with a
comparaison expression as index:

> x <- 1:10
> x[x >= 5] <- 20
> X

[
>
>

[

1] 1 2 3 4 20 20 20 20 20 20
x[x == 1] <- 25
X
1

] 25 2 3 4 20 20 20 20 20 20

The six comparaison operators used by R are: < (lesser than), > (greater than), <= (lesser than
or equal to), >= (greater than or equal to), == (equal to), et ! = (different from). Note that these
operators return a variable of mode logical (TRUE or FALSE).

3.4.2 Arithmetics and simples functions
There are numerous functions in R to manipulate data. We have aready seen the simplest one,

c() which concatenates the objects listed in parentheses. For example:

> c(1:5, seq(l1l0, 11, 0.2))
[1] 1.0 2.0 3.0 4.0 5.0 10.0 10.2 10.4 10.6 10.8 11.0

Vectors can be manipulated with classical arithmetic expressions:

X < ¢(1,2 3,4)

y <- ¢(1,1,1,1)

Z <- X +y

z

[1] 2.0 3.0 4.0 5.0

V V VYV

Vectors of different lengths can be added; in this case, the shortest vector is recycled.
Examples:

x <- ¢(1,2,3,4)
y <- ¢(1,2

Z <- X+y

z

11 2446

—VVVyVv

> % <- ¢(1,2,3)

>y <- ¢(1,2)

> 7 <- %ty

War ni ng nessage:

| onger object | ength

is not a mul ti pl e of shorter object length in: x + y
> z

[1] 2 4 4

Note that R has given a warning message and not an error message, thus the operation has
been done. If we want to add (or multiply) the same value to all the elements of a vector:

<- ¢(1,2,3,4)
<- 10
<- a*x

1] 10 20 30 40

—VVVvVyV
=N NODX

The arithmetic operatorsare +, - , *, /, and ~ for powers.
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Two other useful operators are x %% y for “x modulo y”’, and x % % y for integer divisions
(returns the integer part of the division of x by y).

The functions available in R are too many to be listed here. One can find al basic
mathematical functions (I og, exp, | 0g10, | 0g2, si n, cos, tan, asi n, acos, atan, abs, sqrt,
...), Special functions (ganmme, di ganme, beta, bessel 1, ...), aswell as diverse functions useful
in statistics. Some of these functions are detailed in the following table.

sun( x)

pr od( x)
max( Xx)

m n(x)

whi ch. max( x)
whi ch. mi n(x)
range(x)

I engt h(x)
mean( x)

medi an( x)

var (x) oucov(x)

cor (x)

var(x,y) ou
cov(x,Yy)

cor(x,y)

These functions

sum of the elements of x

product of the elements of x

maximum of the elements of x

minimum of the elements of x

returns the index of the greatest element of x
returns the index of the smallest element of x
has the same result than c(m n(x) , max(x))
number of elementsin x

mean of the elements of x

median of the elements of x

variance of the elements of x (calculated on n — 1); if x is a matrix or adat a. f r are,
the variance-covariance matrix is calculated

correlation matrix of x if it is a matrix or adat a. f r ame (1 if x is a vector)

covariance between x and y, or between the columns of x and the columns of y if they
are matrices or data.frames

linear correlation between x and y, or correlation matrix if they are matrices or
data.frames

return a single value (thus a vector of length one), except range() which

returns a vector of length two, and var (), cov() and cor () which may return a matrix. The
following functions return more complex resuits.

round( x, n)
rev(x)

sort (x)
rank(x)

| og(x, base)
pmin(x,y,...)
pmax(Xx,y,...)
cunsun( x)
cunpr od( x)
cunmi n( x)
cunmax( x)

mat ch(x, y)
whi ch(x==a)
whi ch(x! =a)

rounds the elements of x to n decimals

reverses the elements of x

sorts the elements of x in increasing order; to sort in decreasing order: rev(sort (x))
ranks of the elements of x

computes the logarithm of x with base base

avector which ith element isthe minimumof x[i],y[i], ...

id. for the maximum

a vector which ith element is the sum from x[ 1] tox[i ]

id. for the product

id. for the minimum

id. for the maximum

returns a vector of same length than x with the elements of x which arein y (else NA)

returns a vector of the indices of X if the comparison operation is true (TRUE), i.e. the
values of i for which x[ i ] ==a (or x! =a; the argument of this function must be a variable of
mode | ogi cal )
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choose(n, k) computes the combinations of k events among n repetitions = n!/[(n —Kk)!k!]

na. omit (x) suppresses the observations with missing data (NA) (suppresses the corresponding line if x
isamatrix or adat a. f r ane)

na. fail (x) returns an error message if x contains NA(s)

tabl e(x) returns a table with the numbers of the differents values of x (typically for integers or
factors)

subset (x,...) returns aselection of x with respect to criteria (. . . ) depending on the mode of x (typically
comparisons: x$V1 < 10);if x isadat a. f r ane, the option sel ect allows the user to
identify variables to be kept (or dropped using a minus sign - )

3.4.3 Matrix computation
R has facilities for matric computation and manipulation. A matrix can be created with the

function matri x():

> matri x(data=5, nr=2, nc=2)
(.1 [.2]
[1,] 5 5
[2,] 5 5
> matrix(1:6, ar=2, nc=3)
(.1 [.2] [.3]
, 1 3 5

[1
[2)] 2 4 6

The functions r bi nd() and cbi nd() bind matrices with respect to the lines or the columns,
respectively:

> ml <- matrix(data=1, nr=2, nc=2)
> mR <- nmtrix(data=2, nr=2, nc=2)
> rbi nd(mt, nR)

(.1 [.2]
[1,] 1 1
[2,] 1 1
[3,] 2 2
[4,] 2 2
> cbi nd(nil, nR)
(.11 [.2] [.3] [.4]
[1,] 1 1 2 2
[2,] 1 1 2 2

The operator for the product of two matrices is ‘% %. For example, considering the two
matrices m1 and m2 above:

> rbi nd(nt, nR) 9% % cbi nd( L, nR)
(.1 [.2] [.3] [.4]
2 2 4 4

[1,]

[2,] 2 2 4 4

[3,] 4 4 8 8

[4,] 4 4 8 8

> chi nd(ni, n2) 9% % r bi nd( i, nR)

[.1] [,2]
[1,] 10 10
[2,] 10 10

The transposition of a matrix is done with the function t(); this function also with a
data. frane.

The function di ag() can be used to extract or modify the diagona of a matrix, or to build
diagonal matrix.



a
1
ag(rbi nd(ni, n2) % % cbi nd(nd, nR) )
1] 2

[,1] [,2]
[1, 10 1
[2,] 1 10

> di ag(3)

[.1] [.2] [.3]
[1, 1 0 0
[2,] 0 1 0
[3,] 0 0 1

> v <- ¢(10, 20, 30)
> di ag(v)

[.1] [,2] [,3]
v 10 0
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4 Graphicswith R

R offers aremarkable variety of graphics. To get an idea, one can type deno( gr aphi cs). It is
not possible to detail here the possibilities of R in terms of graphics, particularly each graphic
function has a large number of options making the production of graphics very flexible. | will
first give a few details on how to manage graphic windows.

4.1 Managing graphic windows

4.1.1 Opening several graphic windows

When a graphic function is typed, a graphic window is open with the graph required. It is
possible to open another window by typing:

> x11()

The window so open becomes the active window, and the subsequent graphs will be displayed
on it. To know the graphic windows which are currently open:

> dev. list()
wi ndows w ndows
2 3

The figures displayed under wi ndows are the numbers of the windows which can be used to
change the active window:

> dev. set(2)
wi ndows
2

4.1.2 Partitioning a graphic window

The function split.screen() partitions the active graphic window. For instance,
split.screen(c(1,2)) divide the window in two parts which can be selected with
screen(1) orscreen(2);erase.screen() erasesthelast drawn graph.

The function | ayout() alows more complex partitions: it partitions the active graphic
window in several parts where the graphs will be displayed successively. For example, to
divide the window in four equal parts:

> | ayout(matrix(c(1,2,3,4), 2, 2))

where the vector gives the numbers of the sub-windows, and the two figures 2 indicates that
the window will be divided in two rows and two columns. The command:

> | ayout(matrix(c(1,2,3,4,5,6), 3, 2))
will create six sub-windows, three in row, and two in column, wheresas;
> | ayout(matrix(c(1,2,3,4,5,6), 2, 3))

will also create six sub-windows, but two in row, and three in column. The sub-windows may
be of different sizes:

> | ayout(matrix(c(1,2,3,3), 2, 2))
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will open two sub-windows in row in the left half of the window, and a third sub-window in
the right half. Finally, to create an inlet in a graphic:

> |ayout(matrix(c(1,1,2,1), 2, 2), c(3,1), c(1,3))
the vectors ¢(3,1) and ¢(1,3) giving the relative dimensions of the sub-windows.

To visualize the partition created by | ayout () before drawing the graphs, we can use the
function | ayout. show( 2) , if, for example, two sub-windows have been defined.

4.2 Graphic functions

Hereisabrief overview of the graphics functionsin R.

p! ot (x) plot of the values of x (on the y-axis) ordered on the x-axis
pl ot (X, y) bivariate plot of x (on the x-axis) and y (on the y-axis)

sunfl owerplot(x,y) id.thanpl ot () but the points with similar coordinates are drawn as flowers which
petal number represents the number of points

pi echart (x) circular pie-chart

boxpl ot (x) “box-and-whiskers’ plot

strippl ot (x) plot the values of x on a line (an alternative to boxpl ot () f or small sample sizes)

copl ot (x~y| z) bivariate plot of x and y for each value of z (if z is a factor)

i nteraction. plot if f1 and f2 are factors, plots the means of y (on the y-axis) with respect to the values

(f1,12,x) of f1 (on the x-axis) and of 2 (different curves) ; the option f un= allows to choose
the summary statistic of y (by default f un=mean)

mat pl ot (X, y) bivariate plot of the first column of x vs. the first one of y, the second one of x vs. the
second one of v, etc.

dot pl ot (x) if xisadat a. f r ame, plots a Cleveland dot plot (stacked plots line-by-line and
column-by-column)

pai rs(x) if x is a matrix or adat a. f r ane, draws all possible bivariate plots between the
columns of x

plot.ts(x) if x isan object of classt s, plot of x with respect to time, x may be multivariate but
the series must have the same frequency and dates

ts.plot(x) id. but if x is multivariate the series may have different dates and must have the same
frequency®

hi st (x) histogram of the frequencies of x

bar pl ot (x) histogram of the values of x

agnor n( x) quantiles of x with respect to the values expected under a normal law

aqpl ot (x,y) quantiles of y with respect to the quantiles of x

contour(x,y, z) creates a contour plot (data are interpolated to draw the curves), x and y must be
vectors and z must be a matrix so that di n{z) =c(1 engt h(x), | engt h(y))

i mge(x,y, z) id. but with colours (actual data are plotted)

persp(x,y, z) id. but in 3-D (actual data are plotted)

For each function, the options may be found with the on-line help in R. Some of these options
are identical for several graphic functions; here are the main ones (with their possible default
values):

3 Thefunctionts. pl ot () isinthe packaget s and not in base as for the other graphic functions listed in the
table (see 8 5 for details on packages in R).
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add=FALSE if TRUE superposes the plot on the previous one (if it exists)
axes=TRUE if FALSE does not draw the axes
type="p" specifies the type of plot, "p": points, "1 ": lines, "b": points connected by

lines, " o": id. but the lines are over the points, " h" : vertical lines, "s": steps,
the data are represented by the top of the vertical lines, " s": id. but the data
are represented by the bottom of the vertical lines.

x| ab=, yl ab= annotates the axes, must be variables of mode char acter (either a character
variable, or astring within"")

mai n=
sub=

main title, must be avariable of mode char acter
sub-title (written in a smaller font)

4.3 Low-level plotting commands

R has a set of graphic functions which affect an already existing graph: they are called low-
level plotting commands. Here are the main ones:

poi nts(Xx,y)

lines(x,y)

text(x,y,labels,...)

segnent s(x0, y0, x1, y1)

arrows(x0,y0, x1,y1,
angl e=30, code=2)

abline(a, b)
abl i ne( h=y)
abl i ne(v=x)
abl i ne(1 mobj)

rect (x1,yl, x2,y2)

pol ygon(x, y)
| egend(x,y, | egend)
title()

axi s(side, vect)

rug(x)

| ocator(n, type="n",

adds points (the option t ype= can be used)
id. but with lines

adds text given by |abels at coordinates (X, y); a typical usage is
plot(x,y,type="n"); text(x,y, nanes)

draws a line from point (Xo,Yo) to point (xa,y1)

id. with an arrow at point (Xo,Yo) if code=2, at point (x,,y.) if code=1, or at both
points if code=3; angl e controls the angle from the shaft of the arrow to the
edge of the arrow head

draws a line of slope b and intercept a

draws a horizontal line at ordinate y

draws a vertical line at abcissa x

draws the regression line given by | m obj (see §5)

draws a rectangle which left, right, bottom, and top limits are x1, x2, y1, and y2,
respectively

draws a polygon linking the points with coordinates given x and y
adds the legend at the point (x,y) with symbols given by | egend
adds a title and optionally a sub-title

adds an axis at the bottom (si de=1), on the left (2), at the top (3), or on the right
(4); vect (optional) gives the abcissa (or ordinates) where tick-marks are drawn

draws the data x on the x-axis as small vertical lines

returns the coordinates (x,y) after the user has clicked n times on the plot with the
mouse; also draws symbols (t ype="p") or lines (t ype="1") with respect to
optional graphic parameters (. . . ); by default nothing is drawn (t ype="n")

Note the possibility to add mathematical expressions on a plot with text(x, v,

expression(...)), where the function expression() transforms its argument in a
mathematical equation according to a coding used in the type-setting TeX. For example,
text(x, y, expression(Uk[37]==over (1, 1+e”{-epsilon*(T-theta)}))) will display,
on the plot, the following equation at point of coordinates (x,y):

1

o 176 7



21

To include in an expression a variable we can use the function substi tute() together with
the function as. expr essi on() ; for example to include a value of R* (previously computed
and stored in an object named Rsquar ed):

> text(x, y, as.expression(substitute(R*2==r, |ist(r=Rsquared))))
will display on the plot at the point of coordinates (x,y):
R? = 0.9856298

To display only three decimals, we can modify the code as follows:

> text(x, Yy, as.expression(substitute(R*2==r, list(r=round(Rsquared, 3)))))
which will result in:
R? = 0.986

Finally, to write the R in italics (as are the mathematical conventions):

>text(x, y, as.expression(substitute(italic(R) "2==r,
l'ist(r=round(Rsquared, 3)))))

R?=0.986
4.4 Graphic paramecter s

In addition to low-level plotting commands, the presentation of graphics can be improved
with graphic parameters. They can be used either as options of graphic functions (but it does
not work for all), oe with the function par () to change permanently the graphic parameters,
i.e. the subsequent plots with respect to the parameters specified by the user. For instance,
|’ instruction suivante:

> par (bg="vyel | ow")

will draw all subsequent plots with a yellow background. There are 68 graphic parameters,
some of them have very close functions. The exhaustive list of graphic parameters can be read
with ?par ; I will limit the following table to the most usual ones.

adj controls text justification (0 |eft-justified, 0.5 centered, 1 right-justified)

bg specifies the colour of the background (e.g.: bg="red", bg="bl ue", ... thelist of the 657 available
colours is displayed with col ors())

bty controls the type of box drawn around the plot, allowed values are: " 0", "1 ","7","c","u" or"]"
(the box looks like the corresponding character); if bt y="n" the box is not drawn

cex a value controling the size of texts and symbols with respect to the default; the following parameters
have the same control for numbers on the axes, cex. axi s, annotations on the axes, cex. | ab, the
title, cex. ti t | e, and the sub-title, cex. sub

col controls the colour of symbols; as for cex there are: col . axi s, col .l ab,col . title,col.sub

font an integer which controls the style of text (0: normal, 1: italics, 2: bold, 3: bold italics); as for cex
thereare: font. axis,font.lab,font.title,font.sub
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an integer which controls the orientation of annotations on the axes (0: parallel to the axes, 1:
horizontal, 2: perpendicular to the axes, 3: vertical)

controls the type of lines, can be an integer (1: solid, 2: dashed, 3: dotted, 4: dotdash, 5: longdash, 6:
twodash), or a string of up to eight characters (between " 0" and " 9" ) which specifies alternatively the
length, in points or pixels, of the drawn elements and the blanks, for example| t y="44" will have the
same effet than | t y=2

a numeric which controls the width of lines

a vector of 4 numeric values which control the space between the axes and the border of the figure of
theformc(bottom left, top, right),thedefault valuesarec(5.1, 4.1, 4.1, 2.1)

a vector of the form c(nr, nc) which partitions the graphic window as a matrix of nr lines and nc
columns, the plots are then drawn in columns (cf. § 4.1.2)

id. but the plots are drawn in rows (cf. § 4.1.2)

controls the type of symbol, either an integer between 1 and 25, or any single character within" "
an integer which controls the size in points of texts and symbols

a character which specifies the type of the plotting region, " s" : square, " ni' : maximal

a value which specifies the length of tick-marks on the axes as a fraction of the smallest of the width
or height of the plot; if t ck=1 a grid is drawn

a value which specifies the length of tick-marks on the axes as a fraction of the height of a line of text
(by default t cl =- 0. 5)

if xaxt =" n" the x-axisis set but not drawn (useful in conjonction with axi s(si de=1, ...))
if yaxt =" n" they-axisis set but not drawn (useful in conjonction with axi s(si de=2, ...))
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5 Statistical analyseswith R

Even more than for graphics, it is impossible here to go in the details of the possibilities
offered by R with respect to statistical analyses. A wide range of functions is available in the
base package and in others distributed with base.

Several contributed packages increase the potentialities of R. They are distributed separately
and must be loaded in memory to be used by R An exhaustive list of the contributed
packages, together with their descriptions, is a the following URL: http://cran.r-
project.org/src/contrib/PACKAGES.html. Among the most remarkabl e ones, there are:

gee generalised estimating equations,

mul tiv multivariate analyses, includes correspondance analysis
(by contrats to mva which is distributed with base) ;

nl me linear and nonlinear models with mixed-effects,

survival 5 survival analyses,

tree trees and classification;

tseries time-series analyses

(has more methods than ts which is distributed with base).

Jim K. Lindsey distributes on his site (http://alpha.luc.ac.be/~jlindsey/rcode.ntml) severa
Interesting packages:

dna manipulation of molecular sequences (includes the ports of ClustalW and of flip)
gnl m nonlinear generalized models;

stabl e  probability functions and generalized regressions for stable distributions;

growth  modelsfor normal repeated measures,

repeated modelsfor non-normal repeated measures;

event model s and procedures for historical processes (branching, Poisson, ...)

rmuti | tools for nonlinear regressions and repeated measures.

“An Introduction to R” (pp 51-63) gives an excellent introduction to statistical models with R.
Only some points are given here in order that a new user can make his first steps. There are
five main statistical functionsin the base package:

| m linear models;

gl m generalised linear models,

aov analysis of variance

anova comparison of models;

loglin log-linear models;

nl m nonlinear minimisation of functions.

For example, if we have two vectors x and y each with five observations, and we wish to
perform alinear regression of y on x:

>x <- 1:5
>y <- rnorm5)
> I n(y~x)

Cal | :
Im(formula =y ~ x)

Coef fici ents:
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(Intercept) X
0. 2252 0. 1809

Asfor any function in R, the result of | n( y~x) can be copied in an object:
> mynodel <- | m(y~x)

if we type nynodel , the display will be the same than previously. Several functions allow the
user to display details relative to a statistical model, among the useful ones sunmar y()

displays details on the results of a model fitting procedure (statistical tests, ...), r esi dual s()

displays the regression residuals, pr edi ct() displays the values predicted by the model, and
coef () displays avector with the parameter estimates.

> sunmmar y( mynodel )

Call:
Imformula =y ~ x)

Resi dual s:
1 2 3 4 5
1.0070 -1.0711 -0.2299 -0.3550 0.6490

Coef fi ci ents:
Estinmte Std. Error t wvalue Pr(>|t|)

(I ntercept) 0. 2252 1.0062 0.224 0. 837

X 0. 1809 0.3034 0.596 0. 593

Resi dual standard error: 0.9594 on 3 degrees of freedom

Mul ti pl e R-Squared: 0.1059, Adj usted R-squared: -0.1921
F-statistic: 0.3555 on 1 and 3 degrees of freedom p-val ue: 0.593

> resi dual s(nynmodel )
1 3 4 5
1.0070047 -1.0710587 -0.2299374 -0.3549681 0.6489594

> predi ct(mynodel )
1 2 3 4 5
0. 4061329 0.5870257 0.7679186 0.9488115 1.1297044

> coef (mynodel )
(I ntercept) X
0.2252400 0.1808929

It may be useful to use these values in subsequent computations, for instance, to compute
predicted values with by amodel for new data:

> a <- coef (mynodel )[ 1]

> b <- coef (nynmodel ) [ 2]

> newdata <- c(11, 13, 18)

> a + b*newdata

[1] 2.215062 2.576847 3.481312

To list the elements in the results of an analysis, we can use the function nanmes() ; in fact, this
function may be used with any object in R.

> panmes(mynodel )
[1] "coefficients" "residuals" "ef fects” "rank"
[5] "fitted.val ues" "assign" qr" "df . residual "
[9] "x|evels" "call" "terns" "nmodel "



25
> nanes(sunmar y( mynodel ))

[1] "call"” "terns" "residual s" "coefficients”
[5] "signmm" tdf" "r.squared" "adj . r.squared"
[9] "fstatistic" "cov. unscal ed"

The elements may be extracted in the following way:

> sunmmr y( myfodel ) [ "r. squar ed"]
$r. squar ed
[ 1] 0.09504547

Formulae are a key-ingrediant in statistical analyses with R: the notation used is actually the
same for (almost) al functions. A formulais typically of the formy ~ nodel wherey isthe
analysed response and nodel isa set of terms for which some parameters are to be estimated.
These terms are separated with arithmetic symbols but they have here a particular meaning.

a+b additive effects of a and of b

a:b interactive effect between a and b

a*b identical to a+b+a: b

pol y(a, n) polynomials of a up to degreen

n includes all interactions up to level n, i.e. (a+b+c)”n is identical to

at+b+c+a: b+a: c+b: c
b% nYa  The effetcs of b are nested in a (identical to a+a: b)

a-b removes the effect of b, for examples. (a+b+c)”n-a:b is identical to
a+b+c+a: c+b: ¢, y~x- 1 forces the regression through the origin (id. for y~x+0, or
0+y~x)

We see that arithmetic operators of R have in a formula a different meaning than the one they
have in a classical expression. For example, the formulay~x1+x2 definesthe model y = B1x; +

B2x + a, and not (if the operator + would have is usual meaning) y = B(X + %) + a. To
include arithmetic operations in a formula, we can use the function | (): the formula

y~I (x1+x2) definesthemodel y = 3(x; + o) + Q.

The following table lists standard packages which are distributed with base.

Package Description
ctest classical tests (Fisher, “Student”, Wilcoxon, Pearson, Bartlett, Kolmogorov-Smirnov, ...)
eda methods described in “ Exploratory data analysis’ by Tukey
I gs résistant regression and estimation of covariance
nodr eg modern regression: smoothing and local regression
nva multivariate analyses
nl's nonlinear regression
splines splines
stepfun empirical distribution functions
ts time-series analyses

A package must be loaded in memory to be used:

> |ibrary(eda)
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6 The programming language R

6.1 Loops and conditional executions

An advantage of R compared to softwares with pull-down menus is the possibility to program
simply a series of analyses which will be executed successively. Let us consider a few
examplesto get an idea.

Suppose we have a vector x, and for each element of x with the value b, we want to give the
value 0 to another variable y, else 1. Wefirst create a vector y of the same length than x:

> y <- nuneric(length(x))
> for (i in l:length(x)) if (x[i] ==b) y[i] < 0 else y[i] < 1

Several instructions can be executed if they are placed within braces:

> for (i in 1:1ength(x))
> {

> y[i] <= 0

>}

>if (x[i] == b)

> {

> yli] <= 0

>}

Another possible situation is to execute an instruction as long as a condition is true:

> while (myfun > mi ni mum
> {

>}
Typically, an R program is written in a file saved in ASCII format and named with the
extension .R. In the following example, we want to do the same plot for three different

species, the data being in three distinct files, the file names and species names are so used as
variables. The first command partitions the graphic window in three arranged as rows.

| ayout(matrix(c(1,2,3), 3, 1,)) # partition the w ndow
for(i in 1:3) {

if (i==1) { file <- "Swal.dat"; species <- "swallow' }

if (i==2) { file <- "Wen.dat"; species <- "wen" }

if (i==3) { file <- "Dunn.dat"; species <- "dunnock" }

data <- read.table(file) # read the data
pl ot (data$Vl, data$V2, type="1")
ti tl e(speci es) # adds the title

The character # isused to add comments in a program, R then goes to the next line. Note that
there are no brackets " around fi | e in the function r ead. tabl e() since it is a variable of
mode char acter . The command ti t| e adds atitle on a plot already displayed. A variant of
this program is given by:
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| ayout(matrix(c(1,2,3), 3, 1,)) # partition the w ndow
species <- c("swallow', "wren", "dunnock")

file <- c("Swal.dat" , "Wen.dat", "Dunn.dat")

for(i in 1:3) {

data <- read.table(file[i]) # read the data

pl ot(data$Vvl, data$Vvz, type="1")

title(species[i]) # add the title

}

These programs will work correctly if the data files *.dat are located in the working directory
of R; if they are not, the user must either change the working directory, or specifiy the path in
the program (for example: file <- "C:/data/ Swal . dat"). If the program is written in the
file Mybirds.R, it will be called by typing:

> source("C /datal/ Mybirds. R")

or selecting it with the appropriate pull-down menu under Windows. Note you must use the
symbol “slash” (/) and not “backslash” (\), even under Windows.

6.2 Writing your own functions

We have seen that most of the work of R is done with functions with arguments given within
parentheses. The user can actually write his’lher own functions, and they will have the same
properties than any functions in R. Writing your own functions allows you a more efficient,
flexible, and rational use of R. Let us come back to the above example of reading datain a
file, then plotting them. If we want to do a similar analysis with any species, it may be a good
a function to do this job:

myfun <- function(S, F) {
data <- read. tabl e(F)
pl ot(data$Vvl, data$Vv2)
title(S)

}

Then, we can, with a single command, read the data and plot them, for example
myf un("swal | ow', "Swal .dat").To do asinthetwo previous programs, we can type:

| ayout(mmtrix(c(1,2,3), 3, 1,))
myf un("swal | ow', "Swal . dat")
myfun("wen", "Wenn.dat")

myf un( " dunnock", "Dunn.dat")

V V VYV

As a second example, here is a function to get a bootstrap sample with a pseudo-random re-
sampling of a variable x. The technique used here is to select randomly an observation with
the pseudo-random number generator according to the uniform law ; the operation is repeated
as many times as the number of observations. The first step is to extract the sample size of x
with the function | ength and store it in n ; then x is copied in a vector named sanpl e (this
operation insures that sanpl e will have the same characteristics (node, ...) than x). A random
number uniformly distributed between 0 and n is drawn and rounded to the next integer value
using the function cei | i ng() which isavariant of r ound() (See ?r ound for more details and
other variants) : this results in drawing randomly an integer between 1 and n. The
corresponding value of X is extracted and stored in sanpl e which is finally returned using the
functionr eturn() .
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bootsanp <- function(x) {
n <- | ength(x)
sanpl e <- x
for (i in 1:n) {
u <- ceiling(runif(1, 0, n))
sanple[i] <- x[u]

retur n( sanpl e)

Thus, one can, with afew, relatively ssmple lines of code, program a method of bootstrap with
R. This function can then be called by a second function to compute the standard-error of an
estimated parameter, for instance the mean:

meanboot <- function(x, rep=500) ({
M <- nuneric(rep)
for (i in 1:rep) Mi] <- mean(bootsanp(x))
print(var(N))

Note the value by default of the argument r ep, so that it can be omitted if we are satisfied with
500 réplications. The two following commands will thus have the same effect:

> freanboot (%)
> neanboot(x, rep=500)

If we want to increase the number of replications, we can do, for example:

> neanboot(x, rep=5000)

The use of default values in the definition of a function is, of course, very useful and adds to
the flexibility of the system.

The last example of function is not purely statistical, but it illustrates well the flexibility of R.
Consider we wish to study the behaviour of anonlinear model: Ricker’s model defined by:

Nt
N,; Nexp|r{1l a

This model is widely used in population dynamics, particularly of fish. We want, using a
function, simulate this model with respect to the growth rate r and the initial number in the
population N, (the carrying capacity K is often taken equal to 1 and this value will be taken as
default); the results will be displayed as a plot of numbers with respect to time. We will add
an option to alow the user to display only the numbers in the last time steps (by default all
results will be plotted). The function below can do this numerical analysis of Ricker’s model.

ricker <- function(nzero, r, K=1, tine=100, from=0, to=tine) {
N <- nuneric(tine+l)
N[ 1] <- nzero
for (i in 1:tine) Ni+1l] <- NiJ*exp(r*(1 - Ni]/K))
Time <- O:tine
plot(Tine, N, type="I1", xlinmrc(from to))



Try it yourself with:

| ayout(mmtrix(1:3, 3, 1))
ricker(0.1, 1); title("r
ricker(0.1, 2); title("r
ricker(0.1, 3); title("r

V V VYV
o
WN R
—_———
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7 How to go farther with R?

The basic reference on Ris a collective document by its developers (the “R Development Core
Team”):

R Development Core Team. 2000. An Introduction to R.
http://cran.r-project.org/doc/manuals/ R-intro.pdf.

If you install the last version of R (1.1.1), you will find in the directory RHOM E/doc/manual/
(RHOME is the path where R is installed), three files in PDF format, including the “An
Introduction to R”, and the reference manua “The R Reference Index” (refman.pdf) detailing
all functions of R.

The R-FAQ gives avery general introduction to R:
http://cran.r-project.org/doc/FAQ/R-FAQ.html

For those interested in the history and development of R:
Ilhaka R. 1998. R: Past and Future History.
http://cran.r-project.org/doc/html/interf ace98-paper/paper.html.

There are three discussion lists on R; to subscribe see:
http://cran.r-project.org/doc/html/mail .html

Severa statisticians have written documents on R, for examples:

Altham P.M.E. 1998. Introduction to generalized linear modelling in R. University of
Cambridge, Statistical Laboratory. http://www.statslab.cam.ac.uk/~pat.

Maindonald J.H. 2000. Data Analysis and Graphics Using R—An Introduction. Statistical
Consulting Unit of the Graduate School, Australian National University.
http://room.anu.edu.au/~johnm/

Finaly, if you mention Rin apublication, cite original article:
lhaka R. & Gentleman R. 1996. R: a language for data analysis and graphics. Journal of
Computational and Graphical Statistics 5: 299-314.



8 Index

This index is on the functions and operators introduced in this document.

#

%
9% %
% %
% n%

*

+

/
!

{}

abl i ne
abs
anova
aov
apr opos
array
arr ows
asin
acos
at an
axi s

bar pl ot
bet a

bessel |
boxpl ot

c
chi nd

character
choose

coef
conpl ex
cont our
copl ot
cor

cos

cov

26
15
16
15
25
15,25
15,25
15,25
15
14
11,25
6

14
14

5

14
14
14

7

13
15,25
26
25

20
15
23
23

6

8
20
15
15
15
20

19
15
15
19

11
16

8
16

24

8
19
19
15
15
15

cunmax
cumin
cunpr od
cumsum

data. franme
dev. i st
dev. set

di ag

di gamma
dim
dot pl ot

el se

erase. screen

exp
expand.grid
expressi on

for
function

gamua
g
glm

hel p
hel p. start
hi st

|
if
i mge

| ayout

| ayout . show
| egend
| ength
library
l'ines
list

I m

| oad

| ocat or
| og

| 0og10

| 0g2

| ogi cal
loglin
I's
I's.str

16
16
16
16

8
18
18
17
15

8
19

26
18
15
12
20

26
27

15
12
23

7
6
19

25
26
19

18
18
20

8,15

25
20
8
23
11
20
15
15
15
8
23
5
6

mat ch
mat ri x
mat pl ot
max
nmean
nmedi an
mn
node

na. f ai
na.om t
nanes
nl m
nuneric

pairs
par
persp
pi echart
pl ot
plot.ts
pmax
pmn
poi nts
poly
pol ygon
predi ct
prod

qgqgnorm
qqpl ot

range

r ank
rbet a

r bi nd

r bi nom

r cauchy
rchi sq
read. cvs
read. cvs2
read. fwf
read. tabl e
rect

rep
residual s
rev

rexp

rf

r gamra
rgeom

r hyper

16
8,16
19
15
15
15
15
8

16
16
24
23

8

19
21
19
19
19
19
16
15
20
25
20
24
15

19
19

15
15
13
16
13
13
13

9

9
10

8
20
11
24
15
13
13
13
13
13

rl norm
rlogis
rm

rnbi nom
rnorm
round
rpois
rsi gnrank
rt

rug
runif
rwei bul |
rwil cox

save
save. i mage
scan
screen
segnent s
seq
sequence
sin

sort
source

split.screen

sqrt

stri ppl ot
subset
substitute
sum
sumary

sunf | ower pl ot

t

tabl e
tan

t ext
title
ts
ts.plot

var

whi ch

whi ch. max
whi ch. mn
whil e

wite
wite.table

x11

13
13

13
13
15
13
13
13
20
13
13
13

11
11

18
20
11
11
15
15
27
18
15
19
16
21
15
24
19

16
16
15
20
20

19
15

16
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15
26
10
10

18



