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AbstractA widespread objection to research on scienti�c discovery is that there has been a noticeable dearthof signi�cant novel �ndings in domain sciences contributed by machine discovery programs. Theimplication is that the essential parts of the discovery process are not captured by these programs.The aim of this note is to document for the AI audience a novel �nding in particle physics that wasenabled by the machine discovery program PAULI reported previously. This �nding consists of atheorem that expresses the minimum number of conservation laws that are needed, mathematicallyspeaking, to account for any consistent experimental data on particle reactions. This note alsoreports how a puzzle raised by the theorem - its conict with physics practice - is resolved.



1. INTRODUCTION 11. IntroductionA widespread objection to research on computational scienti�c discovery is that there has been anoticeable dearth of signi�cant novel �ndings in domain sciences contributed by discovery programs.The implication is that the essential parts of the discovery process are not captured by theseprograms. If this implication is true, then the whole automated scienti�c discovery enterprise isso far of doubtful soundness. Of even wider consequence is that the theory of heuristic search isseriously incomplete, since it fails to account for a salient aspect of human reasoning: discovery inscience. Therefore, it becomes critical to record instances of novel machine discovery in order tofalsify the premise that underlies this serious implication, i.e., the premise that discovery programshave enabled no signi�cant new discoveries.The aim of this note is to document for the AI audience a novel �nding in particle physics that wasenabled by the machine discovery program PAULI reported previously [6]. This �nding consists of atheorem that expresses the minimum number of conservation laws that are needed, mathematicallyspeaking, to account for any consistent experimental data on particle reactions.I proceed by describing briey the discovery task and summarizing prior work on it. Then I presentthe novel �nding and the circumstances that led to it, and explore some of the implications of this�nding within the particle physics domain. Since our research on scienti�c discovery emphasizesgenerality within science, I examine briey the generic character of this task in science generally.This note closes by summarizing the lessons for machine discovery.2. The Particle Physics TaskThe task of postulating conservation laws from observational data on particle reactions was ap-parently �rst mentioned in the scienti�c discovery literature by Langley, Simon, Bradshaw, andZytkow [2]. I illustrate the task by a simple example.1Let us suppose that experiments have shown that the following reaction among particles is observedto occur:� + p! �0 + nFurthermore, this second reactionp9 � + �0has never been observed (this is implied by the symbol 9), despite much experimental e�ort, and1This example, and some other parts of this paper, are taken from previous publications in order to make theexposition self-contained.



3. PRIOR WORK 2despite the fact that the reaction is not ruled out by existing theory. These circumstances raise aquandary which calls out for resolution.An adequate resolution lies in postulating a new conserved property that has the value of unityfor the particles p and n and zero for the other particles. This property is conserved by theobserved reaction and violated by the unobserved one, which explains why the unobserved reactionnever occurs. Historically, particle physicists have faced similar puzzles involving more numerousreactions and have resolved them in such a partially data-driven manner by postulating conservedparticle properties [3].We can generalize the previous simple example into some general concepts of particle physics. First,a conservation law states that some aggregate quantity is conserved by a stated physical process. Aphenomenological conservation law is one that is not discovered or justi�ed on theoretical grounds,but instead serves as a rather ad-hoc explanation of observations; phenomenological reasoning inphysics corresponds roughly to the data-driven reasoning of AI terminology. Conservation laws inparticle physics are examples of selection rules: they select which hypothetical reactions cannotoccur because they violate conservation; not all selection rules need be conservation laws. Finally,the quantities that these conservation laws conserve are quantum numbers: simple, small numbersthat characterize particles and which are not necessarily integers.3. Prior WorkLangley, Simon, Bradshaw, and Zytkow [2] were apparently the �rst in the AI literature to mentionthe discovery task of postulating phenomenological conservation laws. These authors pointed outthe task's resemblance to the task carried out by their DALTON program in chemistry, implyingthat the former task was possibly amenable to the heuristic search methods that DALTON used,although no speci�c approach was given.Kocabas [1] was the �rst to describe a program BR-3 capable of performing the task; his BR-3used some algebraic manipulation to reduce the initial search space, followed by generating speci�cquantum numbers for particles, testing for contradictions, and backtracking. Given historical dataon particle reactions, BR-3 was able to re-discover laws such as the conservation of baryon quantumnumber, lepton quantum number, and electron and muon numbers. However, Kocabas reportedthat BR-3 did not �nd the accepted strangeness quantum numbers when given the reactions thatled historically to the discovery of strangeness.Valdes-Perez [6] then described the PAULI program which uses a combination of linear program-ming and backtrack search. PAULI's approach is based on re-representing the particle reactions astwo sets of linear algebraic expressions,2 making use of a well-known technique in chemistry thatI employed in another discovery program MECHEM [7] for reasoning about multi-step reaction2A reaction A + B ! C + D that conserves some quantity Q implies the equation aQ + bQ = cQ + dQ whoseterms are variables rather than particles. Similarly, if the reaction fails to conserve Q, this implies the inequationaQ + bQ 6= cQ + dQ.



3. PRIOR WORK 3Table 1: Reactions Giving Rise to the Baryon and Lepton Conservation Laws.Observed reactions Unobserved reactionsp+ p ! p+ p+ �0 p ! e+ p+ p ! p+ � + n p ! � + �0p+ � ! � + p p ! � + � + p ! � + p p ! � + � + � + �0 + �0� + p ! �0 + n p+ p ! �+ �� + p ! p+ � + � + � + e !  + ee+ p ! e+ p�0 !  + � ! �+ ��� ! �+ ��� ! e+ �� + �en ! p+ e+ �e� + p ! �+K0pathways. PAULI was able to re-discover the strangeness quantum numbers using the historicalassumptions and data available to Murray Gell-Mann, the co-discoverer of strangeness [3].3.1. Discrepancies between BR-3 and PAULIKocabas's paper showed how, given the reactions in our Table 1 (Kocabas's Table 3), BR-3 pos-tulates the two accepted conservation laws of baryon and lepton number shown in Table 2. Everyobserved reaction in Table 1 conserves the sum of baryon numbers; that is, the summed baryonnumbers of the reactants equals the corresponding products sum. The same conservation conditionholds in the case of lepton numbers. On the other hand, each unobserved reaction in Table 1violates at least one of the two laws. For example, the reaction p! �+  violates baryon-numberconservation, but not lepton conservation.On the same reactions data from Table 1, PAULI �nds that one conservation law is enough toaccount for the observations; its quantum numbers also appear in Table 2. Only the three particlesp, n, and K0 receive unit quantum numbers, whereas the other particles are assigned zero. As isrequired of any solution, the observed reactions conserve PAULI's quantum number, whereas theunobserved ones violate it. Note that the program's quantum number is not a simple sum of thebaryon and lepton numbers found by BR-3.To explain its input data, PAULI prefers fewer conservation laws, ideally a single law (unless thereare no unobserved reactions, in which case no \selection rules" are needed, since there is nothingto select against). This is the primary criterion of simplicity in the program. Given competingexplanations of the same data, e.g., two alternative conservation laws, PAULI prefers the law that



4. SOME PUZZLES, AND AN EXPLANATION 4Table 2: Quantum Numbers for the Particles.Particle Baryon Lepton PAULI's Particle Baryon Lepton PAULI'snumber number number number number numberp 1 0 1 � 0 �1 0n 1 0 1 � 0 1 0e 0 1 0 � 0 �1 0e 0 �1 0  0 0 0� 1 0 0 � 0 0 0� �1 0 0 � 0 0 0K0 0 0 1 �0 0 0 0� 0 1 0involves the smaller sum of the absolute values of quantum numbers; this preference expresses theprogram's secondary simplicity criterion.4. Some Puzzles, and an ExplanationOn the same input data, PAULI consistently found simpler (one-conservation-law) solutions thandid BR-3, which was puzzling, since BR-3's achievements were rediscoveries of accepted results inparticle physics. Our previous explanation for this puzzle [6] consisted of three alternatives:1. Physicists erred by proposing unnecessarily complex assignments of quantum numbers.2. Physicists used further constraints to postulate the new quantum numbers.3. PAULI's simplicity criteria (inductive bias) are di�erent from (and inferior to) the criteriaused by physicists.The second of these alternatives was correct in the case of PAULI's surprising conclusions aboutstrangeness. That is, on the same strangeness input data as were used historically, consisting of(1) observed particle reactions, and (2) unobserved particle reactions, PAULI's solution was at �rstsimpler than the solution accepted in physics. However, Ne'eman and Kirsh [3] mention a furtherconstraint (the nucleon and pion families possess zero strangeness) that was not mentioned in thetextbook (Omnes, 1971) cited by Kocabas, but was assumed by Murray Gell-Mann for his discoveryof the strangeness conservation law in 1953. When this constraint was incorporated into PAULIfor the strangeness case, the program did �nd the accepted values of strangeness for the particlesinvolved in the input reactions. This solution to the puzzle in the case of strangeness involvedthe second alternative above (i.e., physicists had used additional constraints), and suggested thatperhaps the entire puzzle of why PAULI persisted in �nding simpler solutions could be solvedby recourse to the same explanation, of an omission of analogous constraints. Surprisingly, thissuggestion turned out to be wrong in the general case.



4. SOME PUZZLES, AND AN EXPLANATION 5To gain further insight into this mystery, Kocabas and this author each ran his program on otherinputs besides those in Kocabas's original paper; PAULI invariably found that the simplest so-lution involved only one conservation law, despite the fact that BR-3 would �nd multiple ones,and despite the fact that particle physicists had also postulated several conservation laws. Fromthese observations of PAULI's invariant behavior, I conjectured that, on any consistent3 reactiondata whatsoever, one conservation law was provably su�cient to rule out the unobserved particlereactions and rule in the observed reactions. I turned to a colleague (Michael Erdmann) for helpin proving this theorem, which he carried out by building on the matrix-algebraic representationsused to design PAULI.Theorem: For any set O of observed reactions and set U of unobserved reactions, atmost one quantum-number conservation law su�ces to rule out U and rule in O. Thatis, there exists a numerical assignment to each particle appearing in the reactions suchthat every reaction in O conserves this number via summation, and every reaction inU fails to conserve it.We then reported these results to a physics audience [9] as three contributions: (1) an automationof the discovery task based on simple principles; (2) a systematic derivation of the strangenessquantum numbers using historically accurate data and assumptions; and (3) the cited theorem onthe parsimony of phenomenological conservation laws (i.e., one law is enough for all conceivable,consistent experimental data).Section 5 resumes the discussion from the viewpoint of research on scienti�c discovery. I nowproceed to explore some of the implications of this theorem, which is not without interest for thoseconcerned with the philosophy and practice of induction in scienti�c inference.4.1. One law versus multiple lawsFor any given input data, the single all-encompassing conservation law found by PAULI is notin general logically equivalent to the alternative multiple conservation laws. That is, althoughboth theories explain the reactions data, they make discrepant predictions about unseen data. Ingeneral, each theory prohibits some reactions that the other theory allows, although one expectsthat the multiple conservation laws will be more restrictive, since each law serves as an independentconstraint on the possible reactions.For example, Table 2 above showed two theories for the reactions of Table 1: the baryon/leptonnumbers accepted by physicists and PAULI's numbers. As an experiment, I formed all 1575 pos-sible reactions of the form A ! B + C that involve the given particles. Of these reactions, thebaryon/lepton theory prohibits 1325 reactions and accepts 250, while PAULI's theory prohibits3Consistency means that the observed and unobserved reaction sets can in principle be distinguished using selectionrules of conservation. If some unobserved reaction U is linearly dependent on the observed reactions O, then thedataset is inconsistent, because if every reaction in O conserves a quantum number, then U must also.



4. SOME PUZZLES, AND AN EXPLANATION 6675 and allows 900 (as expected, the dual-conservation-law theory is more stringent). There are168 reactions that are allowed by both theories, 593 reactions that are prohibited by both, and814 reactions (more than half) on which the two theories disagree. Two examples of these 814discordant reactions are: p! e+n is prohibited by the baryon/lepton theory, but not by PAULI'stheory, and K0 !  + � is prohibited by PAULI, but not by baryon/lepton.In brief, one-law and multiple-law theories can make conicting predictions on unseen data; theyare not generally equivalent.4.2. A second puzzle and its resolutionThe beginning of section 4 mentioned one puzzle: PAULI consistently yielded single-conservation-law solutions where BR-3 and particle physics practice yielded solutions based on multiple conser-vation laws. This puzzle was resolved by discovering that single-law solutions were to be expectedmathematically, so that PAULI, which is based on a systematic, mathematical formulation of thesearch space, should not �nd anything other than single laws.However, this mathematical resolution of the puzzle immediately raised a second puzzle which theclosing statement in our physics article [9] expressed thus: \It might be worthwhile to reconcilethis theorem with the multiplicity of phenomenological quantum properties." In other words,what criteria could lead, under a purely data-driven regimen, to a justi�cation of the multipleconservation laws found in particle physics phenomenology?This latter question motivated a follow-up article [5] that examined and rejected two such criteria:optimism (all unseen reactions can occur) and pessimism (all unseen reactions are impossible)because they are easily shown to fail to provide the needed justi�cation. A third, minimax criterion,according to which one seeks tominimize themaximum quantum number, does lead to a theoreticaljusti�cation, since a single conservation law might involve, for example, a maximum quantumnumber of 3, whereas multiple laws might lead to a maximum quantum number of 2. However,even though minimax is a powerful concept in optimization, a justi�cation of physics laws basedon it seems somewhat esoteric and ad hoc.The fourth and �nal justi�cation examined in the cited follow-up article leads to the seeminglymost satisfactory resolution, and is based on the following preliminary observation: If the number ofobserved, linearly independent reactions equals or exceeds the number of particles, then elementarymatrix algebra indicates that no conservation law can exist, that is, no law can rule in the observedreactions and rule out the unobserved ones.4 In such a case, one must either seek alternativeselection rules not based on conservation of a quantum number, or perform divide and conquer.The divide-and-conquer approach implies dividing all the observed reactions into two or more4Because a matrix R of observed reactions will be nonsingular and invertible, so that the only solution to theequation RP = 0, where P is the matrix of particle quantum numbers, will be P = 0, which means that no unobservedreaction can fail to conserve the quantum number.



5. GENERIC VIEWS OF THE DISCOVERY TASK 7groups which need not be disjoint, such that within each group, the number of observed reactionsis less than the number of particles. One then �nds a conservation law for each group separately.Since no single law will cover all the reactions, the result is that every group's conservation law will�nd exceptions among some reactions outside that group. This is precisely the situation in particlephysics practice, in which some reactions fail to conserve one quantum number while conservingall the others.The resolution of this second puzzle, then, is that one can show, via our machine-discovery-aidedtheorem and some further analysis, that the multiple conservation laws of particle physics phe-nomenology are mathematically necessary whenever the observed reactions become numerous rel-ative to the number of particles. Curiously, this constitutes a top-down justi�cation of the statereached in a partly bottom-up manner by physics phenomenology.5. Generic Views of the Discovery TaskMost research on scienti�c discovery has been concerned with the relation of discovery processes togeneral problem solving [2]. Our recent research, in contrast, has been overtly preoccupied with therelation of a given discovery task to problem solving in science. That is, we seek generalization notwithin general problem solving, but within science [4]. We proceed thus not from lack of ambition,but in the belief that a body of computationally-oriented theory about science will yield di�erent,and perhaps crisper, results than will an analogous theory about much broader phenomena. Theseresearch goals are explicated elsewhere under the organizing concept of generic task of scienti�cdiscovery [8]. Previously, Valdes-Perez, Zytkow, and Simon [10] showed that the current discoverytask lies within a formally de�ned generic category that they called scienti�c model building assearch in matrix spaces. Here I will analyze briey some broader, but less formal, generic aspectsof the discovery task.PAULI addresses the task of providing a theoretical basis to distinguish the possible reactionsthat particles undergo from the impossible reactions. In an abstract sense, this task is commonthroughout science: to �nd or postulate a feature that distinguishes two classes of objects. Forexample, a developmental biologist searches for developmental characteristics that distinguish amutant organism from the wild-type (normal) organism. A psychiatrist looks for eye-movementpatterns that discriminate between psychotics and normal subjects. A physiologist seeks featuresto classify diseased and healthy cells. All of these tasks are somewhat analogous to the conceptlearning task in machine learning. However, all these scienti�c tasks emphasize �nding or postulatingdiscriminatory features rather than selecting from a known list.As in concept learning, a correct but uninteresting theoretical explanation of the observed andunobserved reactions consists of a trivial disjunction of the observed reactions, meaning that allother reactions are prohibited. A more interesting and useful partial explanation was attemptedby the physicist Abraham Pais, who pointed out that, for the reactions that led to the discoveryof strangeness, particles are generally produced in pairs and never as single particles [3]. This ob-servational pattern of associated production could serve as a partial discriminating feature between



6. LESSONS 8possible and impossible reactions. However, particle physicists eventually followed a more theoret-ical and complete approach by postulating unseen, conserved properties (quantum numbers) suchthat any hypothetical reaction that violated conservation was deemed impossible. This approachis, of course, the one followed by BR-3 and PAULI.So, although the task of inventing features to discriminate between two classes is broadly genericthroughout science, the detailed solution strategies may be highly particular, as in the approachfollowed by particle physics in this case.6. LessonsThe lesson of this paper for arti�cial intelligence is that machine discovery based on heuristic searchdoes lead to new �ndings in science, even in sciences of such celebrity and theory density as particlephysics. In this instance, the new �nding is a theorem which was enabled by machine discovery inthe sense that observations of the invariant behavior of a machine-discovery program directly ledto the theorem's conjecture; its proof used representational techniques borrowed from the designof the program itself. Follow-up work then addressed - and resolved - the question of why physicspractice seemingly conicts with the theorem.It is important to document such results for AI audiences, in order to falsify the premise of an oth-erwise powerful argument: a dearth of machine discoveries implies that machine-discovery researchis not addressing the essential parts of the discovery process in science.Acknowledgements. The author thanks Sakir Kocabas for discussions about BR-3 and about thecomparative outputs of BR-3 and PAULI. Yuval Ne'eman guided us through the \particle zoo" ando�ered encouragement. Michael Erdmann carried out the formal proof of the parsimony theorem.Clark Glymour, Peter Jansen, Aurora P�erez, and Herbert Simon commented valuably on drafts ofthis note, as did the anonymous reviewers.This work was supported by a grant #IRI-9421656 from the (USA) National Science Foundation,by the Center for Light Microscope Imaging and Biotechnology, and by the W.M. Keck Center forAdvanced Training in Computational Biology.
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