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Reducing latency—the time from when a job arrives to the system until it completes service—is

a primary concern in computer systems. In order to achieve good performance for their customers,
service providers must answer a myriad of questions: How many servers are needed? How should
jobs be dispatched to servers? In what order should jobs be scheduled? Performance depends
critically on finding the right answers to these questions, but often it is difficult to know which
system designs are likely to succeed.

The goal of performance modeling is to provide mathematical solutions that both predict system
performance and inform system design. Classical queueing theory offers extensive analytical results,
but often requires simplifying modeling assumptions that lead to results that do not match perfor-
mance in real systems. My research focuses on (1) developing theoretical models that accurately
capture the characteristics of real systems, (2) designing scheduling and dispatching policies that
perform well within these realistic models, and (3) providing mathematical analysis of these policies.
The problems I study are rooted in the challenges faced by today’s systems practitioners. Ultimately,
my goal is to develop analytical tools and results that aid the design of more efficient systems. Below
I describe my current research objectives and approaches, as well as my vision for future directions.

Current Work: Modeling and Analyzing Redundancy Systems
As cloud computing and resource sharing become increasingly prevalent, server variability has

emerged as a growing problem. Recent work has measured empirically that a job can take as much
as 27 times longer to run on one virtual machine (VM) than that same job would take to run on
a different VM, due to factors such as network contention, background load, and other transient
events [7]. This significant and unpredictable server variability makes it difficult to determine how
best to allocate resources to jobs.

In order to reduce latency in the face of server variability, recent work in computer systems has
proposed a new technique called redundancy. The idea is to create multiple copies of the same job
and dispatch these copies to different servers. Only one copy needs to run to completion. Empirical
studies have demonstrated that redundancy can reduce mean latency by up to 50% [1, 2, 6]. But
redundancy is a risky strategy: creating too many redundant copies of each job can drive latency
unacceptably high and can even lead to overload [6]. Redundancy is only a good idea if we know
how many copies of each job to create and how to dispatch these copies to servers. Unfortunately,
empirical work does not provide a structured, formal approach to answering such questions, and the
existing theoretical work on redundancy is limited.

My dissertation research focuses on developing mathematical models and analysis that inform
the design of effective redundancy-based policies. Even in the simplest theoretical models, analyzing
latency in redundancy systems is challenging because of the detailed state space required to track
the complex system dynamics. My work applies mathematical techniques such as Markov chains,
differential equations, and generating functions to derive the first exact, closed-form expressions for
the full distribution of latency in systems with redundancy [4, 5].

Simplified models that allow for beautiful mathematical analysis often cannot fully capture key
aspects of real systems. In particular, the exact results in my early work [4, 5] relied on traditional
simplifying assumptions such as exponential service time distributions and independence between a
job’s copies. Motivated by the need for theoretical results that match the qualitative trends seen in
practice, my recent work has focused on developing a better model of redundancy. My new model
represents a significant departure from traditional queueing theory, and for the first time enables us
to obtain results that agree with empirically observed trends in redundancy systems [3].

A second line of my work is the development of dispatching and scheduling algorithms that
leverage the benefits offered by redundancy (e.g., low latency) while avoiding the potential downsides
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(e.g., overload). I propose the Redundant-to-Idle-Queue (RIQ) dispatching policy, under which
each arriving job creates extra copies only when it finds idle servers [3]. The insight behind RIQ is
that we should only allow redundancy if there is unused server capacity with which to run extra
copies; checking a server’s status (busy or idle) is an easy way of evaluating whether the server has
spare capacity. My analysis of RIQ demonstrates that RIQ provides low latency and prevents the
system from becoming overloaded. RIQ’s simplicity makes it easy to implement, hence it is a highly
practical policy for real systems.

Future Directions: Modernizing Performance Modeling to Fit Today’s Systems
My doctoral work on analyzing performance in systems with redundancy has made clear to me

the importance of making modeling decisions that align with real systems. Without studying the
right theoretical models, we cannot hope to develop mathematically-based performance predictions
or recommendations for efficient system design. My future research will focus on this theme, both
by revisiting classical results in queueing theory and by addressing new questions that arise in
modern systems. Below I expand on two characteristics of today’s computer systems that I believe
are crucial to incorporate into theoretical models.

Jobs consisting of many tasks. Consider what happens when you search for a book on Amazon.
An algorithm runs to determine the most relevant books to display. At the same time, another
algorithm chooses which ads to show you. Based on your query and your purchasing history, a third
algorithm provides a list of recommended items. You entered a single search query, but Amazon’s
servers need to complete many smaller subtasks before you see the web page with your search results.
Amazon’s goal is to complete all subtasks as quickly as possible, thereby providing low latency for
the request as a whole.

Reducing latency requires smart decisions about how to dispatch jobs to servers and in what
order to schedule jobs on each server. Scheduling and dispatching are well-studied problems. But
most traditional queueing models assume that a “job” is a single, non-parallelizable entity that runs
on a single server. This is in stark contrast to today’s computer systems, in which a “job” actually
consists of many distinct subtasks, all of which must run to completion before the job is considered
complete, and where there may be a dependency structure indicating which subtasks must complete
before others can begin running.

Unfortunately, well-known results in the single-task model do not always extend to the multiple-
task model. For example, the Shortest Remaining Processing Time scheduling policy is known to
minimize mean response time in the single-task model, but can perform arbitrarily poorly in the more
realistic multiple-task model. Such mismatches between results suggested by existing theoretical
models and results seen in practice are problematic when practitioners turn to performance modeling
to gain insights on effective system design.

I will revisit classical queueing problems in the context of an updated model of how jobs are
structured. Instead of asking to which server to dispatch each non-parallelizable job, we need to
ask how best to distribute each job’s many subtasks among servers. Instead of asking in what
order to schedule jobs, we need to ask both in what order to schedule jobs and in what order to
schedule the subtasks within each job. Do the answers differ if a job’s subtasks are all the same size
versus if the subtasks have different sizes? And what if, as is common in parallel computing, we
do not know a priori the number of subtasks in each job or the dependency structure among subtasks?

Jobs with heterogeneous resource requirements. Most of us use Google’s services constantly:
for email, for searches, for watching Youtube videos, for downloading apps—for almost any techno-
logical need. As consumers, we expect a certain quality of service, for example, for a search query to
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be satisfied in under 500ms. To meet such quality of service goals, Google has to answer a capacity
provisioning question: how many servers are needed?

Capacity provisioning is a classical problem in performance modeling. The goal is to save money
by using as few servers as possible while still meeting quality of service goals. Many theoretical
results provide heuristics for how to choose the right number of servers. For example, the square-root
staffing rule uses the system load to approximate the requisite number of servers to achieve a low
probability of queueing. But rules like square-root staffing assume that all jobs have the same
resource requirements and that only one job can be scheduled at a time on each server. In contrast,
today’s jobs have diverse resource requirements—a three-hour video call requires high network
bandwidth for a sustained duration, while a search query uses CPU power for a short burst of
time—and today’s systems often use Processor Sharing (PS) scheduling, under which many jobs
can run concurrently on the same server.

I will reframe capacity provisioning questions in terms of the heterogeneous resource requirements
exhibited by today’s jobs; this setting offers new opportunities to design policies that jointly consider
capacity provisioning and scheduling. The ability to schedule multiple jobs concurrently on the same
server introduces a tradeoff: packing many jobs per server allows us to use fewer servers, but can
lead to higher latency if the jobs contend for resources. We can do better by scheduling jobs with
different resource requirements on the same server. I will study both design questions—what policies
most effectively pack jobs on servers, and how many servers do these policies require?—and analysis
questions—what is the latency distribution given a particular number of servers and scheduling
policy?

I will develop a research program that uses a combination of mathematical analysis, simulation,
and empirical measurement to address the challenges posed in designing modern computer systems.
My years of experience in performance modeling have introduced me to a breadth of tools and
techniques that I believe make me well-suited to developing new approaches to these problems.
My research spans problems and approaches that are accessible to undergraduates across a range
of backgrounds, skill sets, and experience levels, and I look forward to involving undergraduate
researchers in all stages of my work.
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