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Abstract

Perception and state estimation are critical robot competencies that remain
difficult to harden and generalize. This is due in part to the incredible com-
plexity of modern perception systems which are commonly comprised of dozens
of components with hundreds of parameters overall. Selecting a configuration
of parameters relies on a human’s understanding of the parameters’ interaction
with the environment and the robot behavior, which we refer to as the ”con-
text.” Furthermore, evaluating the performance of the system entails multiple
empirical trials, which often poorly predict the generality of the system.

We depart from the conventional wisdom that perception systems must gen-
eralize to be successful and instead suggest that a perception system need only
do well in situations it encounters over the course of its deployment. This thesis
proposes that greater overall perceptual generality can be achieved by designing
perception systems that adapt to their local contexts by re-selecting perception
system parameters. Towards this end, we have completed work on improving
stochastic model fidelity and discuss our proposed work on applying reinforce-
ment learning techniques to learn parameter selection policies from perceptual
experience.
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Chapter 1

Introduction

Perception is a critical capability for robotic systems, and one that is notoriously
difficult to do well. In order to achieve high performance in realistic application
domains, perceptual systems must be able to generalize across a variety of envi-
ronments and tasks. Steady advances in perceptual hardware and software have
reached a critical level of performance and generality, enabling applications such
as autonomous vehicles[67, 57], rapid manufacturing [8], and home robotics [62].
This capability, however, comes at a high engineering cost, requiring the atten-
tion of many engineers to implement, test, and tune a perception system. A
typical perception engineering process is:

1. Implement: Design and tune system on existing data

2. Test: Deploy system until failure is observed

3. Investigate: Collect data about failure and return to Step 1

This is a highly labor intensive process. Implementation requires the spec-
ification of system components and their accompanying parameters. Testing
entails careful performance assessment and monitoring in the field. Investi-
gation requires building a generative understanding of observed failures and
additional data collection. Of these three, implementation is perhaps the most
tedious owing to the fact that most systems have dozens, if not hundreds of
parameters that must be selected. These parameters interact with each other
and the environment in subtle ways, forcing engineers to rely on heuristics and
intuition to intelligently search the parameter space. As an illustration, the
visual odometry parameters for a mobile ground robot are given in Table 1 and
is described in greater detail in Sec. 5.3.2.

This traditional approach also scales poorly to a large number of deploy-
ments in highly varying environments, a capability that will be necessary as
robotic systems enter common use. Such systems will experience perceptual
failures that are largely specific to their environment and behaviors, especially
those poorly represented by the original design dataset. For instance, a ground
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Table 1.1: The IMR visual odometry system parameters and their valid values.
Parameter Values

Cameras
Resolution, framerate (640 x 480, 60 frames per second),

(320 x 240, 120 frames per second)
Shi-Tomasi Corner Detector
Max corners to find int ∈ [1,∞)
Min quality float ∈ (0, 1)
Min separation float ∈ (0,∞)
Covariation block size int ∈ [2,∞)

Lucas-Kanade with Pyramids
Search window int ∈ [2,∞)
Max pyramid level int ∈ [0,∞)
Max solver iterations int ∈ [1,∞)
Min solver improvement float ∈ (0,∞)

robot perception system that is tested at low speeds in an office environment
may perform poorly at high speeds in an industrial environment. Without
understanding the subtle interactions between the environment and behavior,
which we refer to jointly as the perception context, and the perception system
itself, guaranteeing good performance is difficult.

Adaptation and learning offer an attractive solution to the perception gen-
eralization problem. A perception system that can infer its performance in the
field and adjust itself accordingly does not have to perform well in all contexts
at once, only in the currently relevant contexts. This allows us to design sim-
pler systems that only have to perform well locally, reducing overall engineering
effort and cost. Much of the existing work on perception adaptation focuses
on influencing the context, e.g. a mapping robot can adjust its trajectory to
accomodate its sensors, dynamics, and environment. However, these holistic
approaches are difficult to implement in practice as they require coordination
across multiple levels of robot abstraction. We instead consider the setting
where perception adaptation must occur within a prescribed context, and pro-
pose that the sensitivity of perception performance to its many parameters can
be inverted and used as a means of adaptation:

This thesis proposes that perceptual systems can achieve greater over-
all generality by estimating their performance from experience and
adjusting their parameters to perform well in their local contexts.

To gain depth in this problem, we focus on state estimation for indoor and
outdoor ground vehicles, as it is an important and widely applicable percep-
tion task. Further, as the notion of what properties are parameters varies from
system to system, we focus on two classes of parameters that are important
for state estimation. The first class of parameters are model parameters used
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by state estimators, for example, transition and observation covariance matri-
ces. The second class of parameters are information gathering and processing
parameters used by hardware and software components, such as camera reso-
lutions and inlier tolerances. We do not assume any special instrumentation of
hardware or software beyond what is generally practical.

1.1 Challenges

There are a number of challenges associated with applying standard adaptation
and learning techniques in a perception setting. Of these, this thesis focuses
primarily on the following:

Perception performance is difficult to determine

The typical approach to quantifying performance is to execute the system with
highly accurate and precise instrumentation and compute a distance over the
estimated and true states. This can be expensive or infeasible depending on
the nature of the system and deployment, and may not reflect performance in
untested contexts. For instance, a perception system for autonomous vehicles
that performs well in urban environments may not work in rural areas. Alter-
native heuristic measures of performance require extensive domain knowledge
to engineer properly and can be difficult to combine into a single metric of
performance, especially when system architectures vary.

Perception interactions are complex, varied, and dynamic

Perception behavior is highly dependent on a wide variety of complex, unknown
perception-context interactions that can evolve quickly in time. Some of these
interactions, such as lens flare, produce outliers. Others may affect multiple
observations, e.g., camera shaking degrading visual odometry quality. Modeling
all of these interactions by hand quickly becomes intractable, as even a simple
perception system operating in a fixed context may observe a wide variety of
important phenomena.

Perception system parameter spaces are very large

Modern perception systems are highly modular and typically contain dozens
of perception parameters, each of which can take on a variety of values. The
resulting combinatorial number of parameter configurations is staggeringly large
for even modestly-sized systems. In addition, due to the criticality of low latency
in most state estimation applications, decisions about parameters must be made
in a timely fashion. This rules out approaches that reason about all possible
configurations due to the computational complexity involved. On the other
hand, reducing the number of configurations by reasoning about parameters
independently ignores potentially important parameter interdependencies and
does not allow for rich adaptation behavior.
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1.2 Research Themes

This thesis focuses on three promising areas of research. The contributions of
this thesis combine ideas from each of these directions to address the aforemen-
tioned challenges:

Probabilistic metrics of state estimation performance

Probability theory and stochastic modeling have seen widespread adoption in
perception and state estimation, as they offer a principled way to reason about
and fuse multiple uncertain sensor measurements. Accordingly, we can use ex-
isting probabilistic models, i.e., the state estimate distribution tracked by a
filter, to infer estimation performance in the field. This removes the need for
expensive instrumentation and extensive testing for generality. As an example,
consider the common root mean square (RMS) error metric, calculated for an
estimate error as the square root of the mean of the square of each error di-
mension. We show in Sec. 3.1.3 that the expected RMS is directly related to
the trace of the covariance matrix, which is readily available for most choices of
filter algorithm.

Like all models, stochastic models are an approximation of reality that must
be fitted to explain physical phenomena. It is well known that using a low
fidelity model for decision making can be disastrous. Achieving the level of
fidelity necessary to reason about estimation performance requires advances in
stochastic system identification. For the ubiquitous Kalman filter family of
state estimators, this is equivalent to identifying appropriate transition and
observation functions and their corresponding noise covariances. In the spirit
of stochastic modeling, we assume that our mean functions already predict as
well as can be reasonably expected, and instead focus on identifying appropriate
noise covariance models.

Efficient utilization of perception experience

Perception occurs continuously on robots, making it markedly different from
other task-focused skills like manipulation or mobility. During the course of
normal operation, a perception system can receive an extremely large amount
of data. Additionally, since all of this data is collected in the field, it is all
pertinent to the contexts the system must adapt to. Being able to utilize these
plentiful and relevant experiences can compensate for the challenging complexity
and variety of perception-context interactions an adaptive system must reason
about.

The volume of data received by perception systems, though useful, also
presents challenges for learning-based approaches. While some methods may
have the luxury of near-unlimited computational power, mobile robots can usu-
ally only depend on the limited computation they bring into the field themselves.
One class of approaches that perform well in our setting is that of online learn-
ing, where learners operate on data as it is received. Another approach is to
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select a small set of representative data to learn with, which can also help reduce
the bias in data that is collected sequentially in time.

Integration of domain knowledge

Perception adaptation can draw upon a vast body of prior knowledge in the form
of human domain expertise. Human engineers are quite good at determining
a reasonable system configuration and can usually identify the primary factors
for performance. This domain knowledge can be integrated into an adaptive
approach by initializing the system at a good starting point and informing
learners of useful features.

Perhaps the most valuable application of domain knowledge is in design-
ing the adaptation task to not over-adapt, a technique known as regularization.
This can take the form of restricting the class of adaptation behaviors, or in
modifying the adaptation objective function. In the context of parameter se-
lection, it may be useful to restrict the ranges or values of parameters that are
considered. Another domain-dependent regularizer may be to reduce or ignore
certain parameter independencies, and thus avoid overfitting to spurious data
trends.

1.3 Contributions

We have made the following progress towards achieving adaptive perception
parameter selection:

In-Field Identification of Parametric Predictive Covariance
Models

Models that predict noise covariances can improve estimate consistency by bet-
ter reflecting the uncertainty in observations and state transitions as a function
of various factors. We have presented work on a parametric covariance predic-
tion function that is efficient to evaluate and compute a gradient for. Compared
to existing noise adaptation methods that rely on temporal smoothness, a pre-
dictive model can use data from all time, and thus produce better, lag-free noise
covariances.

Adapting noise covariance models in the field allows a perception system to
continually improve its estimate consistency as it operates. This corresponds
to improving the quality of the estimate uncertainty as a surrogate perception
objective. We have shown that for a Kalman-like filter, maximizing the theoreti-
cal innovation likelihood by adapting the transition and observation covariances
improves estimation performance and captures context dependency [24].
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Curation of Biased Datasets for Model Identification

The distribution of data collected sequentially from physical processes can be
biased by inherent correlations in time. Learning algorithms that use small
subsets of this kind of data, such as online algorithms, to solve highly non-
convex optimizations can peform poorly if the data bias is not considered.

One way to reduce the time-varying bias of sequentially-collected data is
to weight or resample the data to achieve a desired target distribution. In a
machine learning context, these methods address the issue of covariate shift,
a situation where the test and train data distributions do not match. In the
context of robotics, we argue that models should perform equally well over their
input space, which corresponds a well-spread test distribution. In our past
work we demonstrated that resampling to select a subset of camera calibration
images from human-generated data can improve calibration accuracy and reduce
variance [25].

We envision the following future contributions as a part of this thesis upon
completion:

Learning Reconfiguration Policies from Experience

The complexity of perception-context interactions makes it difficult to form a
model that can explain past observations, much less predict future behavior. As
such, we believe that a modeling-based approach to reconfiguration will scale
poorly to context complexity and may not generalize across systems easily. How-
ever, we can formulate the reconfiguration task as an optimal control problem
for which we learn a policy from experience in the field. This formulation allows
us to take advantage of the wealth of model-free policy search literature.

Constructing a policy class that can produce outputs on the combinatorially-
large space of configurations while remaining efficient is challenging. We observe
that each observation source in a perception system typically only involves a
subset of the components, and accordingly, a subset of the system parameters.
The system architecture thus informs a natural grouping of the parameters,
which can be further enhanced by domain knowledge. We can use this grouping
to reduce the large combinatorial space to a set of interdependent subsets that
is feasible to learn on a mobile robot.

Validation on Multiple Ground Robot Platforms

This thesis aims to develop widely-applicable techniques to help perception sys-
tems generalize. To validate our claims of adaptation performance as well as ap-
plicability, we will implement and deploy our developed system on three ground
robot platforms. Each of these platforms has different state estimation require-
ments determined by their target applications. Our validation experiments will
quantify the gain in state estimation performance with ground truth instru-
mentation, and provide insight into how to transfer domain knowledge into the

11



design of a reconfiguring perception system.

1.4 Scope

The variety of estimators and perception systems deployed on real robots is
far beyond what we can expect to study in a reasonable amount of time. As
such, we focus on improving state estimation systems for ground robots. We
assume that the system sensors are well-calibrated such that there are not large
deterministic errors in their observations, and further assume that the system
utilizes a Kalman filter or one of its variants for state estimation. There exists
already a large body of work on online sensor calibration and non-Gaussian
state estimation. These assumptions apply to many systems that are nearing
commercial maturity, such as autonomous vehicles [72] and unmanned aerial
vehicles [20] that would benefit greatly from perceptual adaptation.
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Chapter 2

Background

Our approach can be viewed as a combination of conventional probabilistic
state estimation with modern machine learning techniques. We are inspired
philosohpically by the field of active perception, but our technical approach
borrows the most from the machine learning and optimal control literatures.
Below we review the fields of study and robot capabilities that set a precedence
for this thesis work.

2.1 Active Perception

The philosophy of active perception is best summarized by one of its founders:
“We do not just see, we look.” [4]. First introduced by Bajcsy in the late 1980’s,
active perception proposes that robots should direct their sensing strategies to
best accomplish their tasks. Since then, this idea has been applied to localiza-
tion, classification, and mapping, as well as many other robotic tasks. Our work
builds upon these original ideas and their modern manifestations. The reader
should note that active perception is sometimes referred to as “sensor planning,”
“sensor scheduling,” “sensor management,” or “active sensing.” Some authors
attach subtle connotations to these terms, but we will use the term “active per-
ception” to refer to these works in their entirety. Below we briefly review three
robotic fields of study that can be viewed as instantiations of active perception.

2.1.1 Active Vision

Following the introduction of active perception, vision researchers realized that
control of camera viewpoint, gaze, and focus could greatly simplify a number of
vision tasks [4, 2, 5]. The majority of work in this field uses a geometric under-
standing of the object of interest and surrounding environment to greedily select
camera parameters [29, 39, 9, 75]. Other work adopts information-theoretic ob-
jectives to select informative views [15, 13, 73]. Our work generalizes these
ideas to different types of sensors in a state estimation context and emphasizes
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adaptation to model error.

2.1.2 Adaptive Exploration

Adaptive exploration considers the effect of robot navigation and sensing on
the quality of localization and mapping. Modern approaches formalize ex-
ploration as an information-seeking objective, contrasted by localization as an
uncertainty-reduction objective and direct vehicle motion to tradeoff between
them [7, 63]. The primary computational burden in these techniques is calcu-
lating the information gain metric for each proposed action. Recent work has
shown that maps can be compressed to speed up this calculation while mini-
mizing the effect on planning [46].

2.1.3 Active Localization

Active localization is similar to adaptive exploration in that it focuses on select-
ing robot actions to reduce uncertainty, but only in the robot state estimate.
Fox et al. used entropy reduction with a particle filter to select robot navigation
and to select between ultrasound and laser rangefinder sensors [19]. Cassandra
et al. demonstrate MDP and POMDP formulations for navigating a robot in a
known environment with uncertainty and discrete action and state spaces [10].
Jensfelt and Kristensen employ heuristics to navigate a mobile robot in a way
as to discriminate between multiple tracking hypotheses [27]. Wenshan et al.
use reliability heuristics to choose between different sensing modalities [71]. A
more empirically motivated work is that of Pomerleau et al., which presents an
empirical analysis of the effects of various scan-matching pipeline parameters
and factors, such as subsampling and robot velocity [51].

Though traditionally associated with mobile robot localization, active local-
ization has also been used in a manipulation context. Tosi et al. select sensing
actions to localize an object using touch sensors on a manipulator, trading off
information gain with execution time [66]. Javdani et al. exploit submodular-
ity to near-optimally select sensing actions to localize an object with guarded
moves [26]. Erickson et al. plan robot motions to reduce uncertainty in a mobile
robot’s state estimate using only a touch sensor [18].

2.2 Heteroscedastic Noise Modeling

Most noise models assume that the generating distribution is homoscedastic,
meaning the spread is fixed for all inputs. For the ubiquitous additive Gaussian
noise model, this translates to having a fixed covariance. In reality, noise is not
purely random but generated by deterministic behavior that is unmodeled. As
such, the noise distribution spread tends to change across the domain, a property
known as heteroscedasticity. In practice, treating noise as homoscedastic is a
good approximation. When the noise magnitude varies greatly, ignoring hetero-
cedasticity can result in poor inference and estimation performance [24, 69, 31].
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We focus primarily on additive Gaussian noise models in our review of het-
eroscedastic noise modeling. This prior work can be classified broadly into two
families: adaptive techniques that react to changing noise characteristics, and
predictive techniques that learn generative models of covariances.

2.2.1 Adaptive Noise Models

Adaptive noise models assume that noise properties change slowly over time and
produce covariance estimates from a moving window over data. When used in
conjunction with a Kalman filter, this provides a straightforward way to adapt
the observation and transition noise covariances. These methods differ primarily
in what objective they use to drive the adaptation. The earliest method was
proposed by Mehra and uses the whiteness property of the ideal innovation
sequence to adapt the covariances [41]. Other methods set the covariances to
maximize the innovation likelihoods [44, 23].

2.2.2 Application-Specific Models

Covariance predictors have been developed for specific domains, such as laser-
scan matching. Censi presented a predictor derived from an analysis of the
iterative closest point (ICP) cost function [11]. Olson presented a covariance es-
timate based on efficient empirical evaluation [47]. Bingham presents an analyt-
ical covariance estimate for underwater beacon-based localization [6]. Matthies
and Schafer derive an analytical covariances that vary for different stereo fea-
tures, which are then used to predict an overall visual odometry covariances [40].
This technique was later used for Mars rover visual odometry [38].

2.2.3 Non-Parametric Models

Goldberg et al. introduced heteroscedastic Gaussian Processes (GP), an algo-
rithm that predict the mean and variance across a dataset with two standard
GPs learned using the Expectation Maximiation (EM) algorithm [22]. Variants
of this approach have been successfully applied to modeling radiation data [35]
and laser-based localization [31].

In some instances modeling variation not just in variances, but also covari-
ances is needed. Vega-Brown presented a non-parametric approach that com-
bines previously seen sensor errors that are similar to a query in feature space
to predict dense covariances [69, 70, 68]. Our approach to dense covariance
prediction uses the modified Cholesky decomposition to combine unconstrained
vectors into a positive definite matrix, allowing us to use standard parametric
functions [24].

2.3 Learning Robotic Skills

The field of robotics benefits greatly from its location at the intersection of
multiple engineering, computer science, and other scientific fields. Of these

15



many fields, reinforcement learning contributes techniques that allows robots to
leverage data to become more adaptive, intelligent, and adept. We review two
broad classes of approaches: learning from demonstration, and learning from
experience.

2.3.1 Learning from Demonstrations

For tasks that are highly complex and difficult to formulate, but which ex-
perts can demonstrate desired behavior, learning from these demonstrations
can quickly endow a system with useful levels of competency [56]. This ap-
proach to learning has seen great success in robotics. Abbeel et al. demon-
strated highly dynamic helicopter maneuvers using a controller learned from a
human expert [1]. Ratliff et al. and Silver et al. introduced maximum margin
planning (MMP) and learning to search (LEARCH), allowing a planning cost
function to be learned from to capture hard-to-define behaviors [52, 53, 58, 59].
Mülling et al. use demonstrations of a human moving a robot arm to learn table
tennis competency [43]. Ross et al. presented Data Aggregation (DAGGER)
in [55] and applied it to learning a vision-based reactive controller for high speed
flight [54].

2.3.2 Learning from Experience

Using robot experiences to self-guide behavior is an attractive idea, as it offers
to completely removes humans from the learning process. This can result in
the discovery of unexpected high-performing behaviors, or so-called “superhu-
man” performance. For instance, Tedrake presented work on learning feedback
controllers for a simple bipedal walker [65]. Endo et al. similarly showed that
a feedback controller for a humanoid walker can be learned with simulation
first and transferred to hardware [17]. Sofman et al. showed that long-range
classifiers can be learned online by correlating long-range features with high
certainty short-range classifications gathered during operation [61]. Mitsunaga
et al. use features of human discomfort (gaze time and movement) as a per-
formance metric to select optimal interaction parameters for a humanoid robot
executing social actions [42].
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Chapter 3

Approach

We consider a robot whose perception system is configured with M parameters.
Each parameter variable si can take on values from a known categorical set
Si containing the valid settings for si. A configuration of the system is an
M -tuple of parameters from the perception system’s configuration space C =
S1×S2× . . .×SM . Let ct ∈ C denote the configuration of the perception system
at time t, and let ct = (c1, . . . , ct) ∈ Ct denote the sequence of configurations
selected up until time t.

Let xt ∈ X denote the unknown state of the robot at time step t. The context
that the perception system operates in at time t is represented by feature vector
φt ∈ Φ and evolves depending on the robot state φt+1 ∼ p(φt+1|φt, xt). We
assume that the context features are available when the system is executed,
and let φt = (φ1, . . . , φt) ∈ Φt denote the sequence of contexts the robot has
traversed up until time t.

At each time step, the perception system receives an observation zt ∼
p(zt|xt, ct, φt). We refer to the observation sequence as zt = (z1, . . . , zt) ∈ Zt,
and join them with the contexts φt and configurations ct to form an estimate
trajectory ξt = (zt, φt, ct) ∈ Zt × Φt × Ct. Intuitively an estimate trajec-
tory contains all information that is available to the state estimator at time
t. For notational ease, we refer to the set of all possible estimate trajectories as
Ξ =

⋃
t Zt × Φt × Ct.

The estimate trajectory at time t is used by a deterministic state estimator
g : Ξ 7→ X to produce a state estimate x̂t ∈ X. We assume that both the
context and the state estimate can influence the evolution of the state as xt+1 ∼
p(xt+1|xt, φt, x̂t), such as when the estimate is used in a feedback controller.

The performance of the state estimator is quantified by a reward function
Γg : Ξ 7→ R that is discussed in detail in Sec. 3.1. Our objective is to select a
perception policy π that influences the evolution of the estimate trajectory to
maximize the expected finite-horizon sum of rewards:
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J =

H∑
t=1

Γg(ξt) (3.1)

max
π

Eξ|π [J ] (3.2)

where the notation Ex|y [X] denotes the expected value of X under the condi-
tional probability distribution p(x|y). This is a standard finite-horizon stochas-
tic optimal control problem. Active localization and mapping can be viewed as
policies that direct the robot state and context evolution to improve the accu-
mulated reward. In this thesis, we consider instead policies that influence the
estimate trajectory evolution by changing the perception system configuration
at each time.

3.1 Performance Reward Function

We desire a reward function that is available in the field and reflects the uncer-
tain nature of perception. Our approach is motivated by the intuition that the
quality of a state estimate should involve not only the true state, but all possible
true states that could have generated the same estimate trajectory. This gives
a natural way to measure certainty and avoids rewarding a perception system
that “gets lucky” and produces a good estimate despite inherent uncertainty.

3.1.1 True Performance

We begin by defining an ideal notion of performance. Let ρ : X× X 7→ R≥0 be
an application-specific performance metric that operates on estimate-state pairs.
We define the true trial performance Γg(ξ) for an estimator g on a H-length
estimate trajectory ξH as:

Γg(ξH) = ExH |ξH
[
ρ(g(ξH), xH)

]
(3.3)

where as before g(ξH) = x̂H is a deterministic state estimate and the expectation
is evaluated with the unknown true distribution p(xH |ξH). We define the true
trial performance for finite-length trajectories, as not every state estimate may
reach steady state so we must consider the performance as a function of the
estimation horizon. For clarity, we write x̂H as shorthand for g(ξH) for following
expressions.

It is useful to also consider the expected performance over all possible es-
timate trajectories and states, which is equivalent to the expected true trial
performance over all possible estimate trajectories. We refer to this as the true
performance:
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Γg = ExH ,ξH [ρ(x̂H , xH)] (3.4)

= EξH
[
ExH |ξH [ρ(x̂H , xH)]

]
(3.5)

= EξH
[
Γg(ξH)

]
(3.6)

This definition of the true performance be translated as: A perception system
that can achieve high true performance is one that tends to collect observations
that confine the state uncertainty in a favorable way for contexts encountered
during typical operation. The key to adaptation is then to select parameters
that collect favorable sequences of observations.

3.1.2 Empirical Performance Bias

Using this definition of performance, we can understand the standard practice
of instrumenting and executing the system to gather (x̂iH , x

i
H), i = 1, . . . N as

a Monte Carlo approximation of the true performance. This is often referred to
as the empirical performance:

EξH
[
Γg(ξH)

]
≈ ρ(x̂iH , x

i
H) , Γ̄g(x̂iH , x

i
H) (3.7)

Γg ≈ 1

N

N∑
i=1

Γ̄g(x̂iH , x
H
i ) (3.8)

At this point we point out that the context does not explicitly appear in any
of the above definitions because it is marginalized out; we care only about the
context to the extent that it affects observations and state. While this is fine for
the exact true performance definitions, it reveals an important issue with the
empirical performance: In order to unbiasedly estimate the true performance,
an empirical performance must gather samples not only in robot state evolu-
tions and observation sequences, but also in context sequences. When sampling
is performed on a biased distribution, as occurs when testing in a laboratory
environment, the empirical performance is a poor estimate of the true perfor-
mance. Thus, when little is known about the distribution of contexts a robot
can expect to encounter, an empirical performance estimate can be arbitrarily
poor. This corresponds to a lack of generality or brittleness in the perception
system that is often encountered in practice.

3.1.3 Posterior Trial Performance Reward

To improve upon the empirical performance, we observe that we can approxi-
mate the distribution p(xH |ξH) that the true trial performance uses with the
posterior distribution p̂(xH |ξH) produced by a filter. We refer to such an esti-
mate as the posterior trial performance, denoted as Γ̂(ξH). This allows us to
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rewrite Eq. 3.8 with the posterior trial performance, which does not depend on
the true states:

Γg ≈ 1

N

N∑
i=1

Γ̂g(ξT,i) (3.9)

Ideally we would use independent executions of the system to compute the
posterior trial performance. However, this is impractical for rapid adaptation in
the field. We instead approximate the independent samples with those collected
sequentially during operation over H steps:

Γg ≈ 1

H

H∑
t=1

Γ̂g(ξt) (3.10)

If we ignore the constant normalization factor, this approximation gives us
the finite-horizon objective in Eq. 3.1. Accordingly, the sequential posterior trial
performance Γ̂g(ξt) can serve as an approximate reward function.

3.1.4 Exact Kalman-Gaussian-RMS Trial Performance

For certain filters, posterior distribution classes, and performance metrics, we
can compute the posterior trial performance in closed form. We consider here
the common choice of a Kalman filter with a Gaussian posterior distribution
and root mean square (RMS) error for a k-dimensional vector state.

p̂(xH |ξH) = N
(
x̂H , P

(+)
H

)
(3.11)

RMS(x̂H , xH) =

(
1

k

k∑
i=1

(x̂H − xH)2i

) 1
2

(3.12)

=

(
1

k
Tr
[
(x̂H − xH)(x̂H − xH)T

]) 1
2

(3.13)

where Tr is the matrix trace operator defined as the sum of the diagonal. We
substitute Eq. 3.13 for metric ρ into the definition of true trial performance in
Eq. 3.3:

Γ̂g(ξH) = Ex|ξ [RMS(g(ξ), xH)] (3.14)

= Ex|ξ

[(
1

k
Tr
[
(x̂H − xH)(x̂H − xH)T

]) 1
2

]
(3.15)

=

(
1

k
Tr
[
Ex|ξ

[
(x̂H − xH)(x̂H − xH)T

]]) 1
2

(3.16)

=

(
1

k
Tr
[
P

(+)
H

]) 1
2

(3.17)
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The final step is obtained by recognizing the definition of covariance for
the posterior distribution. Thus, we see that the RMS over a Gaussian poste-
rior produced by a Kalman filter can be calculated exactly as the square root
weighted trace of the posterior covariance. Weighted summations of RMS error
on partial dimensions of the state, e.g. a weighted sum of position RMS and
orientation RMS, can also be calculated in closed form by simply extracting the
appropriate submatrices of the covariance matrix and computing their square
root traces. This is exact because the covariance of a marginalized Gaussian is
simply the respective submatrix.

Convenient closed-form expressions may not be available for other chocies of
filter, distribution, and performance metric. In these cases we can always resort
to a sampling-based strategy. We can still expect to do better than the empirical
performance estimate because we can use multiple samples when generating the
posterior trial performance. In contrast, the empirical trial performance in
Eq. 3.7 is calculated with the execution sample.

3.2 Reconfiguration Policy

Our decision to approach the optimal control problem with a policy is motivated
by properties of perception and state estimation. A decision process operating
inside a perception system must run with low latency so as to avoid disturb-
ing the state estimate. Restricting ourselves to a class of policies allows us to
guarantee that we will always meet runtime requirements. This is in contrast
to optimization-based approaches, which may require variable amounts of time
to return a solution.

3.2.1 Input Space

The reward received at each time t is computed from the estimate sequence ξt,
which is in turn generated by the unknown robot state xt, known context φt,
and configuration ct. Since the observation at time t is not available until after
the configuration ct is selected, the policy must make a decision using only the
current context and the observation sequence up until the previous time so that
π : Ξ× Φ 7→ C as:

ct = π(ξt−1, φt) (3.18)

Since the robot state affects the rewards and is unknown, our optimal control
task can be cast as a partially observable Markov decision process (POMDP).
Finding solutions for these tasks is difficult in general. However, as the esti-
mate trajectory is equivalent to the posterior state distribution when filtered,
our policy formulation can be viewed as operating on a belief state over the
unknown state. This is precisely a belief-state Markov decision process (MDP)
formulation of a POMDP.
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3.2.2 Output Space

We opt for a stochastic policy formulation to aid in the exploration and learning
process, which is discussed in detail in Sec. 5.2.1. Stochastic policies represent
tendencies towards actions as a conditional probability distribution and select
actions by sampling from this distribution. Since the configuration space is
discrete, the conditional probability distribution can be represented as a non-
negative vector, which can then be normalized to a probability mass function.
The policy is then composed primarily of a vector function ν : Ξ × Φ 7→ R|C|,
where |C| denotes the cardinality of the configuration space. We impose an
arbitrary ordering on the elements of C and let C(c) ∈ [1, . . . , |C|] denote the
index of configuration c:

ct ∼ p(ct|ξt−1, φt) =
[ν(ξt−1, φt)]C(ct)

‖ν(ξt−1, φt)‖1
(3.19)

where the notation [v]i denotes the i-th element of vector v and ‖v‖1 is the
L1-norm. In general we write π(ξ, φ) to represent the output configuration as a
random variable and c to refer to the selected of the output configuration.

3.2.3 Parameters

Due to the combinatorially-large size of our policy output space, we require a
generous application of domain knowledge to restrict the policy class to meet our
runtime requirements. This accordingly suggests a parametric policy class for
which we can fix the complexity by controlling the number of parameters. We
propose to use an artificial neural network (ANN) for the policy vector function
ν, as they are efficient to run, differentiable, and have seen success as general
function approximators in robotic applications [50, 32, 36]. Let θ ∈ Rl be the
l-dimensional parameter vector for the policy. We use the notation π(ξ, φ; θ) to
explicitly indicate the parameter dependence of π on θ. The optimal control
problem described in Eq. 3.2 is then an optimization over the policy parameters.
Our proposed approach for performing this optimization is discused in Sec. 5.2.1.
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Chapter 4

Completed Work

Our progress to-date towards achieving perception reconfiguration consists pri-
marily of stochastic system identification and is presented below in a condensed
form. The work on predictive covariance models is a refinement of our prior
work presented in [24], and the work on data curation is our work from [25].

4.1 In-Field Identification of Parametric Predic-
tive Covariance Models

As mentioned in Sec. 2.2, models may exhibit complex heteroscedasticity as a
function of the context they operate in. We consider in this work the task of
developing generative noise models that can predict noise properties for use in
robot state estimation.

4.1.1 Dependent Additive Gaussian Noise

Our prior work focuses primarily on the Kalman filter family of estimators, as
they are widely applicable and supported by a large body of theory. For these
filters, heteroscedasticity can be modeled as varying transition and observation
noise covariances. We represent the state as an n-dimensional vector and the
observations as a m-dimensional vector such that X = Rn and Z = Rm. Denote
by Rn×n++ the space of n by n positive-definite matrices and Rm×m+ the space of
m by m positive-semidefinite matrices, and define δt be the time step between
time steps t − 1 and t. The system dynamics with context and configuration
dependency are:

xt+1 = f(xt, φt) + εt, εt ∼ N (0, Q(φt)δt) (4.1)

zt = h(xt, φt, st) + ηt, ηt ∼ N (0, R(φt, st)) (4.2)

For the system dynamics, we refer to f : X×Φ 7→ X as the transition function,
εt ∈ Rn as the transition noise, and Q : Φ 7→ R++ as the transition covariance
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rate. Our formulation uses a rate for the transition covariance since in practice
observations are not received at evenly-spaced times. For the observations,
h : X×Φ×C 7→ Z is the observation function, ηt ∈ Rm is the observation noise,
and R : Φ× C 7→ Rm×m+ is the observation covariance.

We assume that the transition function f and observation function h are
known, but the covariance functions Q and R are unknown. This is similar to
the setting considered by Vega-Brown [70]. The objective of predictive noise
modeling is to approximate the unknown covariance functions with covariance
predictors Q̂ : Φ 7→ R++ and R̂ : Φ × C 7→ Rm×m+ so that the transition and
observation covariances can be used for filtering.

4.1.2 Kalman Innovation Likelihood Maximization

Kalman filters fuse observations into a state estimate by using the predicted
observation error, also known as the innovation. The filtering expressions are re-

peated here with our notation and modifications. For clarity, let Ft = F (x̂
(+)
t−1, φt)

denote the Jacobian of f evaluated at x̂
(+)
t−1 and φt and Ht = H(x̂

(−)
t , φt, st) de-

note the Jacobian of h evaluated at x̂
(−)
t , φt, and st. Further let Q̂t = Q̂(φ)δt

denote the predicted transition covariance at time t and R̂t = R̂(φt, st) denote
the predicted observation covariance.

Kalman Filter

The Kalman filter operates recursively with two steps, tracking the state dis-
tribution with a mean x̂ and covariance P . The “predict” step tracks the prior

distribution p(xt|ξt−1) by computing a priori mean x̂
(−)
t and priori covariance

P
(−)
t :

x̂
(−)
t+1 = f(x̂

(+)
t , φt) (4.3)

P
(−)
t = FtP

(+)
t−1F

T
t + Q̂t (4.4)

The “update” step tracks the posterior distribution p(xt|ξt) by fusing the

observation zt to compute a posterior mean x̂
(+)
t and posterior covariance P

(+)
t :

vt = zt − h(x̂
(−)
t , φt, st) (4.5)

Vt = HtP
(−)
t HT

t + R̂t (4.6)

Kt = P
(−)
t HT

t V
−1
t (4.7)

x̂
(+)
t = x̂

(−)
t +Ktvt (4.8)

P
(+)
t = (In −KtHt)P

(−)
t (4.9)

where In denotes the n by n identity matrix.
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Innovation Optimality Criteria

The term vt in Eq. 4.5 is known as the “innovation.” An optimal Kalman fil-
ter produces an innovation sequence that is zero-mean and uncorrelated [41].
Intuitively, this means that the filter has used as much information in the obser-
vation as possible, such that future errors cannot be predicted. Kalman filtering
theory also states that the innovation sequence is distributed with covariance
Vt, giving us a measure of model likelihood:

L(Q̂, R̂; ξt) =

t∏
τ=1

(2π)
k
2 (|Vτ |)−

1
2 exp

(
1

2
vTτ V

−1
τ vτ

)
(4.10)

ln
(
L(Q̂, R̂; ξt)

)
=

t∑
τ=1

k

2
ln(2π)− 1

2
ln |Vτ |+

1

2
vTτ V

−1
τ vτ (4.11)

We can then formulate a maximum-likelihood optimization to determine
Q̂ and R̂. In practice, we can optimize the log-likelihood with additive and
multiplicative constants removed:

max
Q̂,R̂

ln
(
L(Q̂, R̂; ξH)

)
(4.12)

In some instances, such as with the time-windowing model used in [44], the
optimal covariance functions can be computed in closed form. When this is not
possible, we can optimize numerically by gradient descent. In order to take the
derivative of Eq. 4.11, we require the following two identities:

∂

∂V
log |V | = V −1 (4.13)

∂V −1

∂V
= V −1V −1 (4.14)

The gradient of the innovation log-likelihood depends on the innovation co-
variance Vt and the innovation vt:

∂

∂Vt
ln
(
L(Q̂, R̂; ξH)

)
= − ∂

∂Vt

1

2
log |Vt|+

1

2
vtV

−1
t vt (4.15)

= −1

2
V −1t +

1

2
vTt V

−1
t V −1t vt (4.16)

∂

∂vt
ln
(
L(Q̂, R̂; ξH)

)
= V −1t vt (4.17)

Recursive Gradient Calculation

We expand upon these two gradients to give the reader some intuition. First,
to see the connection between Q̂, R̂, and Vt, we combine Eqs. 4.4 and 4.6,
substituting Q̂ for Q and R̂ for R:
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Vt = HtP
(−)
t HT

t + R̂t (4.18)

= HtFtP
(+)
t−1F

T
t H

T
t +HtQ̂tδtH

T
t +R(φt, st) (4.19)

Combined with Eq. 4.9, this gives us a recursion that relates Vt to every
transition covariance Q̂τ , τ ≤ t up to time t, and similarly every observation
covariance R̂τ , τ ≤ t. A graphical model showing all of the variable dependencies
is shown in Fig. 4.1.2. Computing this gradient term is then easily implemented
with a dynamic programming technique, such as backpropagation.

Note that the derivative of the log-likelihood with respect to the innovation
in Eq. 4.17 contains the innovation and the inverse innovation covariance. This
term is typically ignored in covariance adaptation approaches, but we hypoth-
esize that it provides valuable information to the optimization. By judiciously
applying the chain rule, we can form a derivative of the innovation with respect
to any preceding transition covariance Q̂τ , τ < t and observation covariance
R̂τ , τ ≤ t. This computation can again be performed by dynamic program-
ming.

Each of the gradient terms has an intuitive function in the overall optimiza-
tion. The innovation covariance derivative in Eq. 4.15 attempts to explain the
observed innovation by adjusting the innovation covariance appropriately. The
innovation derivative in Eq. 4.17 attempts to reduce the innovation in proportion
to how well it is explained by the current innovation covariance.

4.1.3 Parametric Covariance Models

In order for an innovation-based adaptation scheme to be well-conditioned, we
must optimize over a population of related innovations. Correspondingly, the
more complex the covariance model, the more innovation samples we require.
Most existing adaptation approaches use covariance models that cannot take
advantage of the large quantity of data that an estimation system can typically
collect. For instance, the common time-window based adaptation scheme in [41]
relies on temporal proximity of innovations. This approach is inherently limited
in how quickly it can adapt, as too small of a time window results in an ill-
conditioned problem. In contrast, system identification approaches that seek to
identify unknown constant covariances can utilize the entire set of observed in-
novations. This allows the estimate quality to improve as more data is collected
in operation.

In our prior work, we proposed to bridge this gap between covariance adap-
tation and aggregate learning methods by using a parametric covariance model
that predicts covariances from relevant features. This approach allows learning
using all collected data, but provides covariance estimates that can vary in time.
The challenge here is primarily in the design of a mapping from vector inputs to
the space of positive-definite covariance matrices. We desire that this mapping
be:
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Figure 4.1: A flowchart visualization of the innovation likelihood and its re-
lation to the transition and observation covariances. This relation allows for
straightforward computation of the likelihood gradient with backpropagation.
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Jump Heteroscedasticity

Evolving Heteroscedasticity

Homoscedastic

Figure 4.2: The graphical models used by different covariance adaptation
schemes. Top: Homoscedastic systems correspond to constant covariances.
Middle: Noise properties that evolve in time correspond to window-based co-
variance adaptation. Bottom: Our model treats noise as determined only by
current context and parameters.
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Figure 4.3: A graphical representation of the Modified Cholesky decomposition.
Positive-definite matrix S can always be represented as the product with lower
unit triangular matrix L and positive diagonal matrix D.

1. Stable: The mapping must produce well-conditioned positive-definite
outputs

2. Complete: The mapping must be able to represent any positive-definite
matrix

3. Differentiable: The mapping must be differentiable in its parameters

4. Efficient: The mapping must be efficient to evaluate and compute deriva-
tives for

In our prior work we showed that the modified Cholesky decomposition can
be utilized as a way to transform a positive-definite matrix into a set of indepen-
dent scalars [24]. For a positive definite matrix S ∈ Rn×n, the decomposition is
defined as S = LDLT where L is a lower-triangular matrix with ones along the
diagonal (a unit lower-triangular matrix), and D is a positive diagonal matrix.
This decomposition, shown graphically in Fig. 4.1.3, always exists and is unique
for positive-definite matrices.

We can use the aforementioned properties of the modified Cholesky decom-
position to cast the holistic positive-definiteness constraint into a set of inde-
pendent scalar constraints. Since L is unconstrained, we need only reshape the

output of a n(n+1)
2 -dimensional vector function into the unit lower-triangular

form. The elements of D must be positive, and as they represent the variances,
must be able to vary across a wide range. In our implementation, we exponenti-
ate the output of a n-dimensional vector function and reshape it into a diagonal
matrix to obtain a large dynamic range. This gives us the modified Cholesky

positive-definite matrix mapping S : R
n(n−1)

2 × Rn 7→ Rn×n++ :
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S(l, d) = L(l)D(d)LT (l) (4.20)

Lij =


lk, k = i− 1 +

∑j−1
r=1 n− r, i > j

1, i = j

0o/w

(4.21)

Dii =

{
exp(di) i = j

0, o/w
(4.22)

This mapping is complete due to the existence and uniqueness of the modi-
fied Cholesky composition, it is easy to differentiate with respect to the vector
inputs, and it is computationally efficient, requiring only vector reshaping, ex-
ponentiation, and matrix multiplication. Unfortunately the exponentials can
cause it to become numerically positive-semidefinite for very large negative ex-
ponents. To achieve the desired stability, we sacrifice completeness by adding a
very small positive-definite offset to form the damped modified Cholesky positive-
definite matrix mapping :

S̃(l, d) = S(l, d) + εIn (4.23)

This mapping retains the differentiability and efficiency of the undamped
version and is guaranteed to produce positive-definite outputs, but cannot rep-
resent positive-definite matrices with very small diagonals. In practice, such
small diagonals are often undesirable as they can cause numerical instability in
a Kalman filter.

4.1.4 Online Identification of Transition and Observation
Models

The innovation likelihood criteria from Sec. 4.1.2 allows us to identify transition
and observation models from the execution trace of a Kalman filter. This allows
us to optimize our models during normal filter operation, which can be inter-
preted as an online learning task: Our learner produces models Q̂ and R̂ at each
iteration and is then given a loss function upon which the models are evaluated.
The learner then uses all received loss functions to update the models, and aims
to minimize its infinite-horizon loss. In our setting, the loss corresponds to
negative observation likelihoods.

Algorithm Description

We currently use an online stochastic gradient descent approach that com-
putes gradients over a set of mini-episodes, described in Algorithm 1. Each
mini-episode is formed by consecutive filter traces, where a filter trace is the
(F,H, v, z, φ, s) used by the filter in a predict/update cycle. As described in
Sec. 4.1.2, the traces can be joined together with the Kalman filter equations
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such that the innovation likelihood of a later trace influences the covariance pre-
dictions in previous traces. The longer the mini-episode is, the more computa-
tionally expensive the gradient calculation becomes, and the more linearization
error tends to accumulate. As such, we truncate the mini-episodes at a certain
length.

Input: A running Kalman filter
1 initialize models;
2 initialize mini-episode buffer;
3 while not converged do
4 if latest mini-episode size ≥ max episode size then
5 add new mini-episode to mini-episode buffer;
6 end
7 add latest filter trace to latest mini-episode;
8 compute gradients on mini-episodes;
9 update model parameters;

10 if mini-episode buffer size > max num episodes then
11 remove oldest mini-episodes;
12 end

13 end

Algorithm 1: Online identification of parametric covariance models

Further, after a parameter update, all trace data becomes invalid, as they
were generated by different models. To avoid biasing the gradient, we would
idealy only compute gradients on traces generated by the current parameters.
It may also be possible to apply importance sampling to allow greater data
reuse [48, 28].

Regularization Techniques

Another advantage of the parametric prediction form described in Sec. 4.1.3
is that it admits a natural approach to regularization: Penalizing the vector
functions used in a modified Cholesky mapping for producing very large or
small outputs corresponds to producing covariance matrices with very large or
small variances. We implement this with a L2 penalty on the vector parameters.

We can further regularize the models by carefully choosing the vector func-
tion classes using prior knowledge of the effects we desire to capture. In practice,
we have observed that learning large correlations tends to destabilize the filter,
and that predictive variances offer the most benefit.

4.1.5 Application to Landmark Range-Bearing Localiza-
tion

In our prior work we characterize and demonstrate the performance of our ap-
proach using experimental data from an outdoor ground vehicle by modeling
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the observation covariances for range-bearing observations. The observations
are then used to localize the ground vehicle with a standard range-bearing Ex-
tended Kalman Filter (EKF). For more details on range-bearing EKFs, the
reader is referred to [3].

Methods Tested

Overall we test four covariance modeling approaches. The first is our proposed
dense covariance matrix predictor (dense). In addition, we compare a modified
parametric predictor (diagonal) that predicts diagonal covariance matrices. An
L2 penalty of λ = 10−3 was used for all trials.

Our two baselines are a windowed innovation covariance estimator (adap-
tive) based on the adaptive Kalman Filter described in [44], and the constant
sample covariance of the true noise values (constant). The adaptive window
size is selected by sweeping a range of window sizes and selecting the one that
maximizes the residual log likelihoods on the training set.

Evaluation Criteria

We evaluate the approaches on three metrics. The noise log likelihood (NLL)
is the log likelihood of the true noise samples under the covariance predicted
from the true state. A higher NLL means the approach better “explains” the
observed data, and is a direct measure of the noise model performance. The
filter log likelihood (FLL) is the log likelihood of the true vehicle state under
the filter estimate distribution. A higher FLL corresponds to a filter that more
consistent, neither over or under-confident in the estimate. The filter mean error
(FME) is the average filter estimate mean error over all data. A lower FME
translates to better filtering performance for methods that only utilize the filter
mean, such as most motion planners.

Experimental Setup

Our physical experiment dataset was gathered from a ground vehicle driving in
a 350 by 350 meter loop while measuring the range and bearing to reflective
landmarks at known positions using a laser scanner. Landmarks are spaced
sufficiently such that data association can be performed with a simple nearest-
neighbor approach. The vehicle pose is estimated with an EKF that updates
using observations of landmarks individually whenever they are detected. The
observation covariances for each landmark are tracked separately by independent
windowed estimators for adaptive, whereas one model is used for all landmarks
in dense, diagonal, and constant approaches.

Ground truth from a high-quality Applanix IMU and two Trimble BD950
GPS units, and wheel odometry were collected at 100 Hz. Landmark obser-
vations were collected by identifying retroreflective landmarks from laser scans
generated by a Velodyne HDL-64E LiDAR at 10 Hz. The data consists of
206,624 ground truth positions and 56,167 landmark observations for 50 unique
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Table 4.1: Range-bearing experiment average test performance
Method Noise LL Filter LL Filter Mean Err

Dense 3.720 -3.279 0.992
Diagonal 3.666 -3.312 0.929
Constant 3.34 -3.354 0.916
Adaptive 0.672 -4.117 1.866

landmarks gathered over 2,066 seconds. The predicted range, range squared,
range cubed, and square root of the range to the observed landmark are used
as features along with a constant to form a 5-dimensional feature vector.

Results

With the exception of adaptive, we observe that increased NLL and FLL cor-
responds to increased FME. Here dense outperforms the other methods on the
NLL and FLL metrics but has the third largest FME. This may be due to
the larger variances predicted by dense for bearing noise shown in Fig. 4.4 be-
ing excessively conservative, resulting in downweighting of otherwise low-noise
observations. For a summary of the physical results, please refer to Table 4.1.

While the aggregate noise shown in Fig. 4.4 appear heteroscedastic when
viewed over all landmarks, the noise distributions for individual landmarks are
considerably different. The range noise for a single landmark shown in Fig. 4.5
demonstrate increased spread and a low bias for 0 < t < 180, but a very small
spread and large bias for 180 < t < 250. In contrast, the bearing noise appears
almost homoscedastic, but demonstrates large biases. These biases correspond
to large variance estimates by dense and diagonal.

Constant, while falling short of the predictive methods, still performs well
on the physical dataset. Its predicted variances are much larger for r < 40 so
as to capture the bearing noise outliers. In comparison, adaptive performs very
poorly on the physical dataset. This is especially evident in the range variance
estimates in the trace shown for a single landmark in Fig. 4.5. The window-
based adaptation makes the estimate vulnerable to occasional outliers, such as
at t = 50, 575, resulting in an excessively large variance estimate.

Discussion

The negative correlation between NLL and FME on the physical data can be
explained by the physical noise population containing myriad outliers. The
NLL, being an average, is relatively unaffected by the outliers. The filter mean,
however, is greatly affected by the outliers, resulting in a large FME despite
a corresponding increase in the estimate covariance, as evidenced by the FLL.
This suggests that while FME is the most direct performance metric for filtering,
FLL may be a better metric for describing the actual correctness of a filter.
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Figure 4.4: 5% of the physical dataset range and bearing noise (black) and
their corresponding +3σ variance estimates versus true range to landmark. The
adaptive variances obtained during filter execution are shown as points.
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Figure 4.5: Range and bearing noise (black) with +3σ variance estimates for
physical dataset for a single landmark. The noise distributions demonstrate
both heteroscedasticity and non-zero biases. Discontinuities in the noise denote
different sightings of the landmark.
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Dense’s increased performance over diagonal suggests that predicting corre-
lations can improve noise model fidelity, and correspondingly, filter consistency.
However, this does not always translate to decreased mean error.

Constant baseline’s good performance on the physical data is likely the re-
sult of a difference in the magnitude of noise dynamics. Intuitively, we expect
constant to perform the worst when there are large fluctuations in the noise
spread, but we observe relatively mild heteroscedasticity in the data, resulting
in constant performing fairly well against the predictive methods.

4.2 Curation of Biased Datasets for Model Iden-
tification

Data collected by a robot in the field are often highly correlated in time since
they are generated by physical processes. This results in a time-varying bias in
the data distribution of the robot’s experiences that can bias learned models.
One way to alleviate this issue is to resample or reweight the data to match the
expected test distribution. This has been studied in the context of terrain clas-
sification with changing environments by Sofman et al. [61]. In that work, the
authors sample a labeled training dataset to best match the current terrain class
distribution. We have studied a related problem in camera intrinsics calibration,
where we formulate calibration as a latent model fitting problem [25].

We theorize that a good model performs well uniformly over the input space,
but observe that data gathered by a robot tends to be highly non-uniformly
distributed. We refer to this data as the natural dataset. Accordingly, we
expect that a model trained on this data will perform very well on commonly-
seen inputs, but possibly at the cost of performance in less frequent inputs. To
address this issue, we propose to select a subset of the full dataset that is more
uniformly distributed, and thus reduce the covariate shift in our model fitting
task. We refer to this as the curated dataset, as our procedure is similar to how
a museum curator finds a variety of exemplary items for display.

4.2.1 Quantifying Non-Uniformity

We desire a measure of non-uniformity that is theoretically well-motivated, re-
quires minimal assumptions on the structure of the data distribution, and scales
well with large quantities of data. To address the first point, we choose to quan-
tify non-uniformity as the divergence of the full data distribution from a uniform
distribution over the input space. Using a non-parametric distribution model-
ing method, such as kernel density estimation [16], addresses the second point.
Finally, we show that the divergence of a kernel density estimate (KDE) from a
uniform distribution can be computed in closed form to address the last point.
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Kernel Density Estimation

We consider observations z ∈ Z produced by a generating distribution p(z|x;α)
that takes inputs x ∈ X and parameters θ ∈ Θ. Let T = {(x1, z1), . . . , (x|TN |, z|T |)}
denote a dataset. The KDE for the dataset is given by:

p̂T (x) =
1

h|T |

|T |∑
i=1

kh (xi, x) (4.24)

where kh (x, x′) is a positive-definite kernel function. In this work we use the
Gaussian or radial basis function (RBF) kernel:

kh (x, x′) = φσ2

(
(x− x′)T W (x	 x′)

h

)
where W is a positive-definite matrix and φσ2 denotes the probability density
function for a normal distribution with zero mean and variance σ2. We com-
pensate for varying data density by assuming that the kernel values kh (x, x′)
are approximately normally distributed and selecting the kernel bandwidth h
according to Silverman’s Rule of Thumb [60].

Cauchy-Schwarz Divergence as a Measure of Non-Uniformity

The Kullback-Leibler divergence (DKL) is favored in many statistical learn-
ing applications for comparing distributions, but cannot be evaluated in closed
form for general distributions. The Cauchy-Schwarz divergence (DCS) has been
shown to be easily computable for a mixture of Gaussians by Kampa et. al
in [30], making it applicable also to our kernel density estimate. For distri-
butions p(x) and q(x), the Cauchy-Schwarz divergence has the property that
0 ≤ DCS (p, q) <∞ and DCS (p, q) = 0 only when p = q. It is defined as:

DCS (p, q) =− log

∫
p(x)q(x)dx√∫

p(x)p(x)dx
∫
q(x)q(x)dx

Let q(x) be the probability density function for a uniform distribution over
space V, written as U (V). The divergence DCS (p̂T , q) can be calculated in
closed form using the inputs xi in T :

DCS (p̂T , q) =
1

2
log

 1

|T |2

|T |∑
i,j=1

kh (xi, xj)

+
1

2
log (ν) (4.25)

for an unknown constant ν that represents the volume of V. Since ν is unaffected
by the choice of T , minimizing Equation 4.25 is equivalent to minimizing just
the first term. We refer to this as the unnormalized Cauchy-Schwarz divergence,
or CSD for short:

CSD = log

 1

|T |2

|T |∑
i,j=1

kh (xi, xj)

 (4.26)
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This is simply the average kernel value for all pairs of inputs and can be
thought of as small when the data is spaced far apart. Computation requires
only O(|T |2) kernel evaluations, making it too expensive to compute for individ-
ual data points, but well-suited if we consider instead episodic chunks of data.
It should be noted that the CSD is not monotone with the dataset size, as
adding more instances in the same area reduces the uniformity of the estimated
distribution.

4.2.2 Selection of Uniform Training Data

Our algorithmic approach to curation is exceedingly simple: Given an initial
curated dataset, greedily add data from the full dataset that decrease the non-
uniformity of the curated dataset until the non-uniformity can no longer be
decreased. We take a random datapoint from the full dataset as the initial
curated dataset. An algorithmic description is given in Algorithm 2.

Input: Training images TN
Output: Calibration

1 calibrate with random B0 images from TN ;
2 estimate pose for all targets in TN with calibration ;
3 initialize TC with random images from TN ;
4 while |TC | < B — do
5 find image I that decreases DCS(TC) the most ;
6 add I to TC ;

7 end
8 calibrate on TC ;
9 return calibration

Algorithm 2: Approximate Greedy Data Curation

Latent modeling problems also desire to identify a relation between inputs
and outputs, but may not have access to the inputs for training. In these cases,
we can approximately curate the dataset by calibrating with a random subset
of the natural dataset, inferring the latent inputs, and then performing curation
with the estimated inputs.

4.2.3 Application to Camera Intrinsics Calibration

Camera intrinsics calibrations are commonly performed on data collected by a
human user with a calibration target. The kinematics and biases of the hu-
man can correspondingly bias the distribution of poses over which the target
is moved, resulting in calibrations that perform poorly for certain areas of the
pose space. By treating the poses as latent inputs and the observed target con-
trol points as observations, we can apply our data curation technique to select
training images.
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We present physical experimental results on calibration for nine Sony Playsta-
tion Eye USB cameras. Our calibration target is a 7 by 6 checkerboard pattern
with 35 mm squares rasterized and painted onto a sheet of white acrylic plas-
tic with a laser cutter. The experiment software was implemented in C++ and
uses the OpenCV camera calibration tools. All experiments use a pinhole model
with a non-fixed aspect ratio, and two radial and two tangential distortion co-
efficients. Source code is available at https://github.com/Humhu/calotypes.

Dataset Collection

Our ideal metric of performance is the expected reprojection error over the test
distribution. Since we cannot evaluate this in closed form, we instead approx-
imate it with the mean squared reprojection error (MSE). Manually obtaining
samples from uniform camera relative poses is infeasible, so we use an industrial
robot arm to move the camera over a uniform grid in x, y, z, roll, pitch, and
yaw in the workspace frame, as shown in Fig. 4.6.

We employ separate training, validation, and test datasets. Development
and tuning was performed on the validation datasets, and reported results were
generated on the test datasets. For each camera we collected a training, valida-
tion, and test dataset with the arm system, and 10 training datasets manually,
giving us a total of 117 datasets and 188,775 detections. The dataset grid pa-
rameters are given below. The manually-collected datasets were collected with
the camera capturing at 60 frames per second. Care was taken to move the cal-
ibration target over various positions and orientations at a low constant speed
to reduce motion blurring.

• Test and Validation: x ∈ [0.3, 1.1], y, z ∈ [−0.2, 0.2] meters at a 0.2
meter resolution. ψ, θ ∈ [−0.4, 0.4], φ ∈ [−0.7, 0.7] radians at a 0.1 radian
resolution. 5,113 detections each.

• Arm Training: Grid same as in test/validation, but angular resolution
is 0.2 radians. 749 detections each.

• Manual Training: Covered approximately same volume as test/validation.
1000 detections.

Compared Methods

We compare two commonly-used baseline data selection strategies with our
proposed method. To compare against these, we restrict the curated dataset to
not exceed a data size budget B.

• Uniform random sampling (UR) returns B detections chosen from
the dataset without replacement and represents a lower bound on perfor-
mance.
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Figure 4.6: The ABB IRB 2400 industrial robot arm platform used in this work.
The arm is controlled over ethernet by an onboard computer which also captures
images from the camera. The kinematics of the arm restrict us to operate within
a roughly 1 meter cube above the calibration target. The coordinate axes for
this workspace are centered approximately on the calibration target and are
shown above.

• Subsampling (SS) returns B evenly-spaced instances from a dataset.
Our implementation returns a sequence of instances starting from one of

the first |TN |B+1 instances, selected randomly.

• Greedy curation (GC) is our proposed method.

Experimental Results

We compare the methods by running ten trials over all cameras and constraining
the curated datasets size budget to B = 4, 6, . . . , 20, giving 24,300 trials on
manually-collected datasets and 2,430 trials on arm-collected datasets. In each
trial, we generate a calibration from the training dataset and evaluate it on the
test dataset.

The variances for determined parameters across different manual training
sets is shown in Fig. 4.7, and measures the sensitivity to the data collection
process. We note that outliers produced by UR for small budgets were manually
removed. We also report the difference between a calibration’s MSE and the
lowest MSE across all methods and trials to normalize for camera quality in
Fig. 4.8. The cross-dataset variances are shown as error bars. Similar metrics
are reported for CSD in Fig. 4.9.
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Figure 4.7: Cross-dataset standard deviations of the intrinsic parameters esti-
mated from the manually-collected data. The focal lengths fx and fy, and the
principal point px, py are reported in units of pixels, while the radial distortion
coefficients k1 and k2 and the tangential distortion coefficients p1 and p2 are
unitless.
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Figure 4.8: Average error performance difference versus training budget. Re-
sults for the manually-collected datasets are shown above with one standard
deviation error bars, and results for the arm-collected datasets are shown be-
low. Note that the error bars for UR and SS at small values of B extend beyond
the range of the figure. GC converges the most quickly to minimum MSE.
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Figure 4.9: Average training subset CSD performance difference versus training
budget. GC produces considerably more uniform subsets on the manual data
for all budgets, and on the arm data for larger budgets. The methods per-
form comparably on the arm data for small budgets owing to the inherent data
uniformity.
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Figure 4.10: Median selected training subset size versus training budget. The
first and third quartiles for GC on the manually-collected data are shown as
dotted lines. GC converges to a median training size of 10 instances on these
datasets, corresponding to an even covering of the input space for our choice of
kernel variance.
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Discussion

We observe overall that when calibrating with manually-collected data, select-
ing uniformly-distributed training subsets results in performance comparable to
much larger naively-selected subsets. This is particularly evident in Fig. 4.7 for
the pinhole model parameters, focal length and principal point position. For
small training budgets, the parameters determined by GC have considerably
smaller variances than those found by the baselines. As the training budget
is increased, the methods converge to similar variances. However, in Fig. 4.9,
we see that GC selects subsets that are significantly more uniformly-distributed
than the baselines for all budgets. This suggests that the benefit of curation
is diminished with increased training budget. We observe a similar trend for
the manually-collected data MSE in Fig. 4.8. One possible explanation is that
curation serves to magnify the effective training dataset size. As the amount of
training data is increased, the parameters converge to their optimal values and
the gap in performance shrinks. Accordingly, curation is most important when
the amount of training data is most important: for small training budgets.

In contrast to the pinhole model parameters, the distortion parameters do
not benefit noticeably from curation. This may be because the calibration target
occupies a large portion of most images, allowing the distortion parameters to
be determined relatively well for any subset. Instead, the primary effect for the
distortion parameters appears to solely the amount of data, which will average
out random errors from image blur or sensor noise.

Our formulation of budgeted data selection allows GC to stop selecting data
once it can no longer reduce the CSD. This occurs once the space covered
by the full training dataset is well-represented by the selected instances, and
selecting any more data would result in overlapping. Fig. 4.10 shows that GC
converges to 10-instance subsets on the manually-collected dataset, in contrast
to consistently reaching the budget on the arm-collected dataset. Though some
variation in subset size can be attributed to our suboptimal selection approach,
the effective maximum subset size suggests that the manually-collected data
covers observably less space as the arm-collected dataset. Accordingly, it is
possible that GC could continue to reduce the MSE with increased budget size,
as is the case for the arm-collected data, if the manually-collected data covered
a sufficiently large space.

The remaining difference in minimum observed MSE for the manually-collected
and arm-collected data is perhaps best explained by differences in the dataset
image quality. Since the robot arm comes to a complete stop before capturing
each data, all of the images have minimal motion blur. The manually-collected
images, on the other hand, all possess some degree of motion blur. Curation
alone is not sufficient to compensate for these errors.

45



Chapter 5

Proposed Work

A number of challenges remain to be addressed before perception parameter
adaptation can be realized. Below we detail our intentions for future work
towards this goal.

5.1 Further Work on Stochastic Model Identifi-
cation

We have shown promising results from our current work on model identification
presented in Sec. 4.1. However, a number of avenues for improvement and
further study exist.

5.1.1 Adaptive Kalman Filters for Supervised Initializa-
tion

The predictive covariance adaptation approach reviewed in Sec. 4.1.4 relies on a
good initialization for the optimization to converge quickly to a good solution.
However, finding a good initialization can be difficult, especially for models that
use complex parametric functions with high dimensional inputs and outputs.
Adaptive Kalman filters [44] can provide reasonable transition and observation
covariance estimates with little to no tuning, but have limited reactivity. Train-
ing covariance predictors to reproduce the adaptive covariance estimates in a
supervised manner may provide a good initialization for further optimization.

5.1.2 Selecting Balanced Data

Non-uniformity in training data can result in models that do not generalize
across their full input space. This is especially problematic when trying to
identify complex predictive stochastic models. Currently we compensate for this
with an aggressive episode chunking and shuffling approach that is heuristically
tuned to contiually provide an even sampling of data with different contexts.
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In the future, we would like to generalize this approach by adapting a more
principled data selection approach that can select well-balanced training data
from a large database of past experiences. Our prior work on instance selection
for camera intrinsics calibration [25] or the work by Sofman et al. [61] may be
applicable to this goal.

5.1.3 Model Complexity and Regularization

Currently the model identification process relies on heuristically-determined lim-
its on model complexity, e.g. setting a covariance to be constant instead of pre-
dictive, as well as a simple L2 penalty on the model parameters. This penalty
can be viewed as penalizing model reactiveness, but it operates naively on the
model parameters and is thus not invariant to parameterizations. We desire a
more theoretically-motivated regularization technique and process for specify-
ing model complexity. One possibility is to try and limit the Kullback-Leibler
(KL) divergence between two covariance predictions for unit-separated inputs,
since the KL divergence between two Gaussian distributions has a closed-form
expression in terms of the covariance.

5.2 Learning to Reconfigure with Model-Free Pol-
icy Search

Once good stochastic models of the system are obtained with the techniques
described in Sec. 2.2, we can proceed to solve the optimal control problem
formulated in Ch. 3. We propose to use model-free reinforcement learning tech-
niques to determine an appropriate reconfiguration policy from past perception
experiences, and justify these decisions below.

5.2.1 Model-Free Policy Search

Policy search refers to a class of reinforcement learning methods that focus on
finding good parameter values for a parametric policy. These methods scale
well to high dimensions, ensure smooth behavior changes, and admit integra-
tion of prior knowledge through the design of the policy class. These proper-
ties are desirable for our reconfiguration application: First, we desire that our
perception behavior change smoothly so that the estimator performance, and
correspondingly the robot behavior, vary smoothly in time. Second, since our
policy operates on the filter posterior and outputs a full configuration, we will
need to operate in very high dimensions. Finally, integrating domain knowl-
edge about the structure of the output is critical to constrain the combinatorial
configuration complexity and regularize our learning problem.

Within the class of policy search approaches we can further consider whether
to use a model-based or model-free approach. Model-based techniques are ap-
plicable when a good model of the relevant system dynamics can be learned
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from data. In these instances, model-based techniques can produce good poli-
cies with few executions of the system itself, allowing fast learning with excel-
lent data efficiency [14, 34, 37, 45, 36]. However, for our application, modeling
perception-context interactions is unlikely to generalize well. Further, we are not
as concerned with data efficiency, as the perception system runs continuously
regardless.

Given these considerations, we propose to use a model-free learning ap-
proach. These approaches work well when the system cannot be well described
or modeled, but a meaningful policy class can be identified [33, 65, 42, 17]
Perhaps most applicable to our formulation are the family of policy gradient
techniques [74, 64, 49] of which there are variants that can take advantage of
a value estimate if it is available. This will give us a variety of algorithms to
choose from as we explore the feasibility of estimating the reconfiguration policy
value function.

A criticism of policy gradient, and online learning approaches in general,
is that the learning process can lead to system instability or unsafe actions.
This can be disastrous when the policy is controlling a physical robot. In our
setting of perception, the actions themselves are not dangerous, but can result in
dangerous behavior if a poor state estimate is used by another robot subsystem.
As such, a robot that is learning a perception policy needs to be able to identify
when the state estimate is poor and respond appropriately.

5.2.2 Bayesian Policy Networks

Since we treat each perception parameter as a separate categorical action, the
stochastic policy will output a probability mass function. This corresponds to a
vector output with dimensionality equal to the number of perception parameter
combinations, which is exponential in the number of parameters. Such a policy
would be extremely difficult to learn, as we would require experiences from an
exponential number of actions.

The policy class can be simplified by noticing that observation sources in a
perception system generally involve a limited number of components, and cor-
respondingly, perception parameters. By restricting certain parameter cliques
to be conditionally independent, we can decompose the full joint policy over
perception parameters to a tree of subpolicies over parameter cliques. This is
exactly analogous to a Bayes Net, so it would be natural to refer to such a
policy as a Bayesian Policy Network, or a policy net for short. Sampling from
a policy net would the same as sampling from a Bayes Net: The root subpolicy
is first sampled, and the results used to sample dependent subpolicies until all
subpolicies have been sampled.

This policy architecture is similar to hierarchical policies [21, 12] and con-
textual policies [34], but may be viewed as a generalization. It is not yet clear if
this policy class will impose difficulties on learning, and whether learning should
be performed for each subpolicy independently or jointly.

Using the Bayes Net decomposition to represent the perception parameter
probabilities reduces the size of the distributions from exponential in the number
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Figure 5.1: An example of a simple policy network with three parameters and
two subpolicies. The third parameter θ3 is conditionally independent from θ2

given θ1.

of all components to exponential in the size of the parameter cliques. In the
limiting case where all parameters are independent, the overall policy complexity
is linear with the number of parameters. In the other limiting case where the
parameters are all in a single clique, we return to the original situation where
the policy complexity is exponential in the number of policies.

Design Considerations

The design of an appropriate policy network is left to the judgment of the
perception engineer, but we discuss some considerations here.

First, the consequence of enforcing conditional independence between two
parameters is that the sampling result of one parameter cannot influence the
other. This does not mean they are independent, as they are still correlated
through the sampling of their common parent parameters, but a tight coupling
during sampling can no longer be represented. As an example, consider treating
camera framerate and resolution as separate parameters. Certain combinations
of framerate and resolution are not supported by the hardware, and should be
disallowed by the policy representation. However, if we treat framerate and
resolution as conditionally independent, we can no longer represent this mutual
exclusion.

The ordering of dependencies in a Bayes Net does not affect the conditional
independence relations it encodes. Accordingly, the hierarchy of subpolicies in a
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policy net is irrelevant; only the connections between subpolicies and parameter
clique groupings affect the overall policy constraints.

Using a policy net also allows us to easily sample the subpolicies at different
rates. For instance, we may only desire to set the output mode of a camera
at 1 Hz to minimize image discontinuities, while we may want to select new
algorithm parameters for each captured image. In contrast, a full joint policy
requires that all actions be sampled at the same time. As such, the “control
bandwidth” of parameters in a clique should be similar.

5.2.3 Proposed Experiments

There are a number of theoretical and practical questions about the proposed
approach that need to be investigated. First, we must validate our claim that
the reward function presented in Sec. 3.1 can result in meaningful and effective
adaptation. We will perform further experiments on physical platforms with
ground truth instrumentation, similar to the preliminary work on the IMR.
Along these lines, we will also study the relation between model fidelity and
policy effectiveness. Finally, we will identify when reconfiguration yields the
most benefit and provide design guidelines on adopting this approach.

There is also a question about whether it is theoretically sound to simul-
taneously learn the stochastic models and reconfiguration policy, or whether
the stochastic model must be learned first and the reconfiguration policy after.
Consideration of the online learning setting where the reward function changes
at each time step may lend some insight to this end. On a related note, it is
desirable for model identification and policy learning to occur online. Whether
this is theoretically admissible, or even practically feasible, is not yet known.

5.3 Empirical Validation on Multiple Ground
Robot Platforms

Our ultimate goal is the development of state estimation systems that can adapt
to previously unseen environments. This capability will add a new level of
generalization by way of parameter selection, reducing the need for extremely
complex perception pipelines. To test this hypothesis, we propose to implement,
deploy, and validate our approach on the following three ground robot platforms.
These platforms are similar enough to avoid unwarranted engineering burden,
but also varied enough to serve as meaningful case studies.

5.3.1 Portable Flexible Factory Floor (PF3-30)

The Portable Flexible Factory Floor (PF3-30) robot is an indoor omnidirectional
robot designed for coordinated assembly of large structures [8]. By replacing
static manufacturing fixtures with mobile robots, we can create a highly flexible
assembly process that can be iterated upon and reconfigured rapidly. To recover
the precision and throughput of fixed manufacturing, accurate and repeatable
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Figure 5.2: The Portable Flexible Factory Floor (PF3-30) robot is designed
for coordinated assembly of large structures. It is shown here outfitted for
collaborative maneuvering of a large sheet.

relative pose estimates between the mobile robots and fixed landmarks is needed.
One of the existing five robots is shown in Fig. 5.3.1 equipped for a collaborative
carrying task.

The current iteration of the localization system consists of multiple cameras
and planar laser rangefinders that identify a uniquely structured laser fiducial
and AprilTag vision fiducials on each robot to produce relative pose and velocity
estimates. Future iterations of this system will phase out the laser rangefinders
and add a larger number of cameras. Challenges associated with operating and
maintaing this sytem are detailed below.

Sensor Fusion for Relative Pose Estimation

The localizing power of a single sensor is limited by its field of view, modality,
and viewpoint. By fusing together observations from sensors on multiple robots,
we can greatly increase the quality of pose estimates for a group of robots.
Calibrating the covariance matrices needed to fuse all of these observations is a
complex task with a number of considerations. For instance, in a perfect world,
the noise in each observation would be uncorrelated with the previous, and so
we can naively fuse data. However, real noise often exhibits a time-correlated
component, such that simply increasing the rate of a sensor can result in reduced
estimate performance. Additionally, balancing covariances across modalities
and observed state dimensions is time-consuming and difficult to do manually.
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Changing Sensor and Fiducial Quality

Robots operating in manufacturing environments must contend with a variety
of information degradation modes. Some of these modes, such as sensors be-
ing bumped or fiducials being moved, are well modeled as an online calibration
task. Other modes, such as lenses becoming dirty or fiducials becoming worn,
are better modeled as changing noise properties. We also expect to see a large
variety in sensor performance across a fleet of robots; some cameras will be bet-
ter calibrated and some fiducials will be flatter. Accounting for these effects over
the population can improve average performance, but achieving the precision
necessary for assembly requires capturing all of these individual variations.

Proposed Experiments

The PF330 systems currently do not have a ground truth solution available,
making validation of results difficult. We intend to install one during an up-
coming hardware revision, alongside new sensor packages that will add more
side-facing cameras and an IMU to the robot.

We will then first test our stochastic model identification approach by trying
to learn a good model of fiducial pose estimation error as a function of camera
resolution, distance, and angle of incidence. During the course of our experi-
ments we may discover other useful context as well. We do not expect that the
robot transition noise exhibits any meaninful heteroscedasticity.

Once a satisfactory model has been identified, we will attempt to develop
a reconfiguration policy that can manage an array of side-facing cameras for
fiducial detection. Parameters of interest for this system are camera activa-
tions, output resolutions, and output framerates. The policy design may be
challenging due to the relatively flat hierarchy of components in the system.

5.3.2 Intelligent Mobile Robot (IMR)

The Intelligent Mobile Robot (IMR) operates in indoor environments and pro-
vides a stable omnidirectional platform for factory automation. In this setting,
the robot must navigate from point to point, performing actions at various pre-
defined fixed stations, and possibly avoiding dynamic obstacles along the way.
The current navigation approach relies on fiducials mounted at the stations for
precise relative localization and odometry to estimate motion between stations.
Further, we require the ability to detect dynamic obstacles, such as people, and
also to build and maintain occupancy maps of the environment.

Our current iteration of the robot, shown in Fig. 5.3.2, features a downward-
facing visual odometry subsystem with two cameras, an array of twelve side-
facing cameras to detect station fiducials, and a modular architecture for future
expansions. We discuss challenges in parameter selection for each of these sys-
tems below.
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Figure 5.3: The Intelligent Mobile Robot (IMR) is intended to be a flexible
ground platform for factory automation. The iteration shown here has a lift
table outfitted with test instruments and a mechanism for manipulating plastic
trays.
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Visual Odometry

The downward-facing configuration offers near complete independence from the
surrounding environment, and allows us to control the scene lighting. The
visual odometry (VO) system is sensitive to the robot velocity as well as the
ground texture, and generally performs best at low speeds on highly textured,
diffuse floor surfaces. Selecting output modes for both cameras and parameters
for all processing components that function for all environments and speeds is
challenging. Future iterations of this subsystem will use a single camera with a
wide range of output resolutions and formats. Additionally, we intend to extend
the current floor lighting components to be controllable such that we can change
the lighting strategy to suit the texture type. For instance, full omnidirectional
light works well on carpet, while limited directional light can generate texture
from negative features on concrete.

Fiducial Localization

Having multiple side-facing cameras affords excellent sensor coverage around
the robots. However, all the cameras share a common communication bus that
is bandwidth-limited and can only support two cameras at once. The image
processing performed for fiducial detection is minimal. Instead, the selection of
which two cameras to activate at any given time is key, as a static arrangement
will result in very poor sensor coverage for the close quarters the robot operates
in. Additionally, changing the capture resolution allows detection of fiducials at
longer range and with greater precision, but at a lower rate. As such, the ideal
camera configuration changes depending on the robot’s pose in the world and
velocity. Higher resolution images

Modular Expansions

A modular “slice” hardware architecture allows straightforward expansion of
the robot capabilities. This enables a variety of interesting perception archi-
tectures for a fleet of robots. For instance, standard robots may have both the
visual odometry system and side-facing cameras, while a small number of en-
hanced robots may additionally have a high-performance mapping slice. This
provides further motivation for parameter self-selection, as different hardware
configurations may require different parameter settings to perform their tasks.

Proposed Experiments

The existing experiments focusing on the IMR VO subsystem have produced
promising preliminary results, but are not complete in their study and analysis
of the models. Our first order of business will be to finish these experiments
and thoroughly validate the optimization approach, analyze the effect of various
formulation and design decisions, and compare against a variety of baseline
approaches.
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Figure 5.4: The Yamaha Viking ATV retrofitted for autonomous navigation,
shown here at a rough terrain test course.

Following the VO model identification, we will attempt to develop a reconfig-
uration policy for the VO hardware and software parameters. The contrasting
parameter-setting bandwidths of the hardware and the software poses an inter-
esting challenge for a reconfiguration policy.

Since the IMR also has an array of side-facing cameras, much like the PF330,
we will also try and transfer any knowledge we gained across these systems. In
the process we expect to learn a great deal about the generality of the proposed
approach.

The IMR has a dedicated ground truth system that will be available con-
tinuously. There are plans for a hardware revision to the platform which may
replace the two downward-facing cameras with a single industrial camera.

5.3.3 Autonomous ATV (Viking)

The Viking ATV is a ground vehicle retrofitted to autonomously navigate and
maneuver on rough outdoor terrain. As shown in Fig. 5.3.3, this is a consider-
ably different environment from the aforementioned indoor ground robots, and
provides a different set of state estimation requirements and challenges.

Visual-Laser-Inertial Odometry

A spinning multi-line laser rangefinder, commercial-grade INS, and medium-
range stereo camera are integrated into a single tightly-coupled motion estimate
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for the vehicle. These sensors support a number of different output modes, e.g.
varying spin rates for the laser and different resolutions for the camera, that
can affect the odometry estimate quality. These parameters, as well as their
accompanying processing component parameters, are currently set manually
to produce satisfactory performance in most environments. A finer-grained
understanding of the perception-context interactions is required to further boost
the estimate performance.

Pose and Velocity Estimation

Operating in close proximity to dangerous terrain features, such as cliffs and
ditches, or in highly dynamic regimes, such as high speeds or aggressive turns,
requires an extremely accurate and responsive pose and velocity estimate. The
wide variety of system behaviors that dominate in these regimes, such as wheel
slippage, sliding, and other ground interactions, are difficult to predict determin-
istically. Standard homoscedastic models fail to capture the range of prediction
errors, and thus result in poor estimate quality. Better models of the vehicle
transitions are required to not only improve estimate quality, but also to inform
designers of areas to focus modeling attention.

Proposed Experiments

The highly-dynamic nature of the Viking makes it an ideal target to learn a
predictive transition noise model for. This will allow us to validate and ideally
demonstrate an improvement in model fidelity by considering rough terrain as
a context.

The onboard odometry system is still in active development. Currently it
has been tested successfully in relatively few outdoor environments. Testing the
system in more diverse contexts will allow us to test our theory about context
dependence. If the effect is significant, we will then attempt to improve the
stochastic models and deploy a reconfiguration policy.

The Viking has a dedicated INS/GPS ground truth system. There are no im-
mediate plans for hardware revisions, althrough platform availability is limited
due to the test facility requirements. However a very large amount of perception
data is being continuously collected and archived.
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Chapter 6

Conclusion

We have proposed to develop and study a system that will allow robots to self-
select their perception parameters as a means to adapt to encountered contexts.
If successful, the contributions of this thesis may help to reduce the manual
labor associated with implementing and tesing perception systems, and may
further increase the performance and robustness of existing systems.

The proposed work contains a large body of validation on hardware. As
such, a clear understanding of the intended works and experiments is critical.
Below is the envisioned timeline for completing the proposed work:

Task Done By

Supervised AKF initialization Aug 2016

Curation for stochastic model identification Sep 2016

IMR visual odometry noise modeling Oct 2016

Bayes Net policies for combinatorial action spaces Dec 2016

Learning to reconfigure with policy search Jan 2016

IMR visual odometry reconfiguration Jan 2016

Camera-fiducial noise modeling Feb 2016

IMR localization camera reconfiguration March 2016

Viking noise modeling June 2017

PF330 hardware iteration July 2017

Viking odometry reconfiguration September 2017

PF330 localization reconfiguration September 2017

Thesis defense and dissertation November 2017
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