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1 Graph Stream Introduction

1.1 Motivation

Modern dynamic graph data can be massive to store on a single device, which motivates us to
design more memory-efficient methods to deal with dynamic graphs. One promising direction is
utilizing the data stream models where we can regard the dynamic graph as a stream of inputs.

Given the knowledge we learned in lectures about streams, we can now try to tackle massive
dynamic graphs under different tasks: connectivity, tree, spanner, sparsification, sub-graph counting,
matching and random-walk.

The first part of the scribe will briefly go over the problem definition and simple algorithms to
solve them while the second part will review some of the problems through the perspective of graph
sketches and sliding window.

1.2 Notation

Through out the summary, we will use n to denote number of nodes and m to denote number of
edges in the graph. We further use [k] to denote set {1, 2, 3, · · · , k} for any natural number k. We
write b− c ≤ a ≤ b + c as a = b± c. We use Õ(·) to suppress the logarithmic factors. We write with
high probability the event will happen if the event happens with probability at least 1− 1/poly(n).

2 Insertion-only Streams

We consider only the edge insertion during the stream where we don’t have edge removed. The
stream is defined by

S = ⟨e1, e2, · · · , em⟩

to discribe the graph G = (V, E) where V = [n], E = {e1, e2, · · · , em}. Each edge e in the stream is
represented by an unordered tuple e = {u, v} where u, v ∈ [n]. We use Fig. 1 as an example.
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Figure 1: Graph stream on 4 nodes with S = ⟨{1, 2}, {2, 3}, {1, 3}, {3, 4}⟩.

We can also consider the weighted graph where now each element in the stream is appended with a
weight as (e, w(e)).

2.1 Connectivity, Trees, and Spanners

The simplest semi-streaming algorithm to check the connectivity of a graph G using Θ̃(n) space:

Algorithm 1: Connectivity
1 H ← ∅ ;
2 for each {u, v} ∈ S do
3 if u, v is not connected then
4 H ← H ∪ {{u, v}}

This simple procedure will give us an at-most Θ̃(n) space algorithm to determine the connectivity
of a graph stream on a graph with n nodes.

An natural extension is to the spanner to approximate the distance between any two nodes.

Definition. 1 (α-SPANNER). Given a graph G, we say that a subgraph H is an α-spanner for G if
for all u, v ∈ V ,

dG(u, v) ≤ dH(u, v) ≤ αdG(u, v)

where dG(·, ·), dH(·, ·) are lengths of the shortest paths in G, H respectively.

Intuitively, we want to sacrifice some precision for less space here.

Algorithm 2: α-Spanner
1 H ← ∅ ;
2 for each {u, v} ∈ S do
3 if dH(u, v) > α then
4 H ← H ∪ {{u, v}}
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The correctness can be easily verified, as for each edge e = {u, v} ∈ G\H, dH(u, v) is at most α,
otherwise e would have been added to H. Thus for any path in G of length d, the distance within
H is at most αd.

The α-Spanner algorithm needs to store at most O(n1+1/t) where α = 2t− 1, this can be proven by
contradiction that if you have more then O(n1+1/t) edges then there exists a shorter path in H for
some node pairs. The α-Spanner notion can be further extended to (α, β)-Spanner where the H
needs to satisfy:

dG(u, v) ≤ dH(u, v) ≤ αdG(u, v) + β

Another extension would be instead of preserve distance up to α for all paths, we only focus on the
minimum spanning tree or forest, which naturally leads to the following algorithm:

Algorithm 3: Minimum Spanning Tree
1 H ← ∅ ;
2 for each {u, v} ∈ S do
3 H ← H ∪ {{u, v}};
4 if H has a cycle then
5 remove the largest weight edge in the cycle from H

Using appropriate data structures, each update only require O(log n) time to search for the largest
weight edge and remove it.

2.2 Graph Sparsification

Instead of focusing only on whether a graph is connected, we can make a step forward and preserve
more information to estimate a rich set of connectivity properties, e.g. size of every cut in the graph.

In order to do so, we need to construct different types of sparsifications of the original graph for
different problems. The most straightforward one is the cut sparsifier:

Definition. 2 (CUT SPARSIFICATION). We say that a weighted subgraph H is a (1 + ϵ) cut
sparsification of a graph G if

λA(H) = (1± ϵ)λA(G),∀A ⊂ V

where λA(H), λA(G) are the weights of the cut by (A, V \A) in graph H, G respectively.

This can be further generalized to approximate the Laplacian of a graph.

Definition. 3 (LAPLACIAN). The Laplacian of an undirected weighted graph H = (V, E, w), is a
matrix LH ∈ Rn×n where

LH(i, j) =
{ ∑

{i,k}∈E w(i, k) if |z| < 3
−w(i, j) otherwise

where w(i, j) is the weight between nodes i, j, if there is no edge between i, j, w(i, j) = 0.
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Definition. 4 (SPECTRAL SPARSIFICATION). We say that a weighted subgraph H is a (1 + ϵ)
spectral sparsification of a graph G if,

x⊤LHx = (1± ϵ)(x⊤LGx),∀x ∈ Rn

, where LH , LG is the Laplacian of graph H and G. Notice that the Cut Sparsification is a special
case when x is constrained in {0, 1}n for Spectral Sparsification.

We can use the spectral sparsification to solve many problems related to the spectral information of
graph G:

• The eigenvalues (via the Courant-Fischer Theorem)

• The effective resistances in the analogous electrical network

• Various properties of random walks

The existence of such a ϵ-approximation can be easily proved by setting H = G. The key significance
of such approximation is that there exists a spectral sparsification with at most O(ϵ−2n) edges that
can achieve a (1± ϵ) estimation[2].

To give an algorithm in the graph stream model with Õ(ϵ−2n) memory, we first need to use the
following properties that are easy to verify:

• Mergeable: Suppose H1 and H2 are α spectral sparsifiers of two graphs G1 and G2 on the
same set of nodes. Then H1 ∪H2 is an α spectral sparsifier of G1 ∪G2.

• Composable: If H3 is an α spectral sparsifier for H2 and H2 is a β spectral sparsifier for H1
then H3 is an αβ spectral sparsifier for H1.

Now suppose we are given an spectral sparsification algorithm A(·) that achieves a (1± γ) approxi-
mation using only size(γ) = O(γ−2n) space, then we can naturally come up with an algorithm by
partitioning the stream of size m into t = m/size(γ) chunks stream blocks of size size(γ) to form
sub-graphs as (G1, G2, G3, · · · , Gt) then we can do merge and compose using A as the following
figure:
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H11 = A(G1) H12 = A(G2) H13 = A(G3) H14 = A(G4) H1
t−1 = A(Gt−1) H1

t = A(Gt)

H21 = A(H11 ∪ H12) H22 = A(H13 ∪ H14) H2
t/2 = A(H1

t−1 ∪ H1
t )

H31 = A(H21 ∪ H22)

Hlog t
1 = A(Hlog t−1

1 ∪ Hlog t−1
2 )

H3
t/22 = A(H1

t/2−1 ∪ H1
t/2)

Figure 2: Spectral sparsification on a graph stream with only Õ(ϵ−2n) memory.

It follows from the mergeable and composeable properties that H
log2 t
1 is an (1 = γ)log2 t sparsifier of

G. Thus, if we set γ = ϵ
2 log2 t then this is a (1 + ϵ) sparsifier for G. In addition, as we are merging

from the bottom we can always throw away the merged graphs that are one level below, the space
requirement for running the algorithm is at most:

3size(γ) log2 t = O(ϵ2n log3 n)

.

2.3 Counting Subgraphs

Next, we will be focusing on estimating the number of triangles T3 in a graph. However, [3] has
proved that determining whether a graph is triangle free requires Ω(n2) space, and more generally
one needs Ω(m/T3) to get a constant approximation. Thus people are trying to find algorithms
that depend on a lower bound t ≤ T3.

Vector-based approach In order to utilize the norm estimation techniques learned from lectures
to tackle the triangle counting problem, we need to define a useful vector x. x is indexed by tuple
T ∈ [n]3 of size 3. And the value of xT is defined as:

xT = |{e ∈ S : e ⊂ T}|

Thus, use Fig. 1 as an illustration, we have:

x{1,2,3} = 3, x{1,2,4} = 1, x{1,3,4} = 2, x{2,3,4} = 2

Note that if we have the entire x on all possible T s, then T3 is simply the number of elements in x
that equal to 3. More importantly, we can connect the norm/moment estimation with T3 through
the following lemma:
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Lemma 1. T3 = F0 − 1.5F1 + 0.5F2 where Fk = ∑
T xk

T

Then using the norm estimation in a stream, we can obtain a (1 + γ) estimation of F0, F1, F2
respectively using O(γ−2) space and further obtain the following estimation bound on our estimated
T̃3:

|T̃3 − T3| < γ(F0 − 1.5F1 + 0.5F2) ≤ 8γmn

where the last inequality follows from max(F0, F2/9) ≤ F1 = m(n−2). Thus by setting γ = ϵ/(8mn)
we can obtain a (1 + ϵ) estimation using Õ(ϵ−2(mn/t)2) space.

Another method [1] uses the l0 sampling as a tool to random sample non-zero elements in x using
only O(poly log n) space. Suppose we use the l0 sampling method and sample a non-zero element xi

within vector x. By defining Y = 1 if xi = 3 and Y = 0 otherwise, we have E(Y ) = T3/F0. Now we
can use the Chernoff bound and sample for Õ(ϵ−2(mn/t)2) times, the mean of the samples will be
close to the expectation (within (1± ϵ)T3/F0) with high probability. We can then get the estimation
of T3 by multiplying it with an estimation of F1. Note that this method can also be used in a stream
with both insertion and deletion. There exist other extensions include reduce the dependency on
n to the maximum degree in the graph [6], random coloring and count monochromatic triangles
exactly[5], multi-pass[3].

2.4 Matching

A matching in a graph G = (V, E) is a subset of edges M ⊆ E such that no two edges in M share
an endpoint. Well-studied problems including computing the matching of maximum cardinality or
maximum total weight.

Greedy Single-Pass Algorithms. A simple algorithm that returns a 2-approximation for the
unweighted problem is the following greedy algorithm.

Algorithm 4: Greedy Matching
1 M ← ∅ ;
2 for each e ∈ S do
3 if M ∪ e is a matching then
4 M ←M ∪ {e}

This is guaranteed to be a 2-approximation of the best matching, as every edge in the optimal
matching M∗ must have one endpoints in M otherwise we would have added this edge in our M as
stream goes. Thus number of edges in M is at least half of that in M∗. This simple algorithm is
the best known approximation for an arbitrary-order stream (worst case scenario)!

This can then be easily extended to the weighted version where we can also add conflicted edges
but needs to bring us at least some factor larger than the weight of the conflicting edges (at most 2)
within M :
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Algorithm 5: Greedy Weighted Matching
1 M ← ∅ ;
2 for each e ∈ S do
3 Let C = {e′ ∈M : e′ ∩ e ̸= ∅};
4 if w(e)

w(C) ≥ 1 + γ then
5 M ←M ∪ {e}\C

6 return M

We need γ > 0 here to form a monotonically increasing geometric sequence to mitigate the issue
that removed edges may contain high "trail" weights. The contradictory case is assuming a stream:

S = {{1, 2}, {2, 3}, {3, 4}, · · · , {n− 1, n}}

Using γ = 0 would result in M = {{n− 1, n}}. Now define the weight for edge w({i, i + 1}) = 1 + iϵ.
This would give us a weight matching with weight 1 + (n − 1)ϵ while the optimal matching is
M∗ = {{1, 2}, {3, 4}, {5, 6}, · · · } we can easily prove the weight sum of the optimal matching is
> n−1

2 so we cannot really bound the error.

On the other hand, let Te = C1 ∪ C2 ∪ · · ·where C1 is the set of edges removed when e was added
to M and Ci+1 is the set of edges removed when an edge in Ci was added to M . Then, it is easy to
show that for any edge e, the total weight of edges in Te satisfies,

w(Te) ≤ w(e)/γ

due to the fact that γ > 0 ensures a geometrically increasing weights. Then the optimal weight can
be bounded as follow using "trail" and the final added edges [4]:

w(M∗) ≤ (1 + γ)
∑
e∈M

(w(Te) + 2w(e)) ≤ (1 + γ)
∑
e∈M

(w(e)
γ

+ 2w(e))

By optimizing over γ this could give us a 5.828-approximation.

For multiple passes we have the following results:

• We can achieve a (2 + ϵ)-approximation by simply set γ = O(ϵ) and take O(ϵ−3) passes where
we start each pass by initialize the matching from the end of the last round.

• Find the exact optimal matching given p passes requires n1+Ω(1/p)/pO(1)

• There is an algorithm using O(n1+1/p) space and O(p/ϵ) passes to achieve a 1+ϵ-approximation.

• There is an algorithm using p passes to achieve a 1/(1− 1/
√

2πp + o(1/p))-approximation by
a fractional load balancing approach.

2.5 Random Walks

Random walk describes a procedure that you start from node v0 = u and for each time step t you
randomly move to the neighbour of vt−1, then we could use µt(u) to denote the distribution of vt at
time step t starting from v0 = u.
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The goal is to return a sample from this distribution µt(u), this can be trivially achieved using O(t)
passes by iteratively figure out the neighbours of vi−1 in step i− 1 and randomly select one of them
as a starting point in step i.

However, there does exist an algorithm that only requires O(
√

t) passes. Let’s define T (v) to be a
node sampled from µ√

t(v) then the algorithm proceed as the following figure:

Stage 1

u

T(u)

T(T(u))

Tk−1(u)
Such that 




are distinct nodes and 
U = {u, T(u), T(T(u)), ⋯, Tk−1(u)}

k ≤ t
Requires  passes

and  space to store

O( t)
Õ(n)

Simultaneously sample  neighbors for 

nodes in Stage 1 requires  passes

t
O( t)

u, u1, u2, ⋯, u t

T(u), T(u)1, T(u)2, ⋯, T(u) t

T(T(u)), T(T(u))1, ⋯, T(T(u)) t

Tk(u), Tk(u)1, Tk(u)2, ⋯, Tk(u) t

Stage 2

Requires  passes

and  space to store

t
Õ(t)

Stage 3

let . 

Start from ,


While 

l = (k − 1) t
v = Tk−1(u)

l ≤ t

if v ∉ U






v ← T(v)
l = l + t
U ← U ∪ {v}

if v ∈ U

Starting from  follow the 
sampled neighbors 
generated in stage 2 in its 
sampled order until either: 

1. the  neighbors have 

all been visited

2. the visited node is not 

in 

3. Finished the length  

random walk

v

t

U
t

Perform the remaining steps of 
the walk using the trivial algorithm.

O( t)

Sample 

Simultaneously
T(v) = μ t(v), ∀u ∈ V

T( ⋅ )

T( ⋅ )

T( ⋅ )

Figure 3: O(
√

t) passes algorithm to sample from µt(u).

The right-hand side of stage 3 can be described as: sample
√

t edges with replacement incident on
each node in U . Find the maximal path from v such that on the i-th visit to node x, we take the
i-th edge that was sampled for node x. The path terminates either when a node in U is visited more
than

√
t times or we reach a node that is not in U . Reset v to be the final node of this path and

increase l by the length of the path. If we complete the length t random walk during this process
we may terminate at this point and return the current node.

Analysis: We can see the total process requires O(
√

t) passes and Õ(n+t) space to store intermediate
information. The reason we need the elements in U to be distinct is that we don’t want the stitches
formed by applying T (·) recursively to form a cycle, which contradicts the independent property.
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