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1 Distributed Low Rank Approximation

In this week’s lecture we resume studying the distributed low rank approximation problem. For the
sake of continuity, we will first give a brief overview of the problem formulation, as well as some key
observations covered in the previous lecture.

1.1 Problem Formulation

We consider the low rank approximation problem, but in a distributed environment: The data is
divided among multiple servers. The distributed setting imposes additional challenges as we have to
take into account resources beyond the running time complexity; namely, communication between
the machines, as well as the round complexity of the protocol.

To be more precise, consider some matrix A ∈ Rn×d. It is assumed that each server t ∈ [s] holds
some part of the matrix, and in particular, we will focus on the following models:

• The row partition model: every server t holds a (disjoint) subset of the rows;

• The arbitrary partition model: every server t ∈ [s] holds a matrix At such that A =
A1 + A2 + · · ·+ As.

Naturally, the latter model subsumes the former, but nonetheless the row partition model will
serve as a warm-up in order to grasp some of the key algorithmic ideas. To soundly account for
communication complexity considerations, it is typical to assume that the entries of the underlying
matrix have a bounded precision of O(log(nd)) bits. In the sequel, this assumption may be blurred for
simplicity, or entirely abandoned in the context of the first analyzed protocol. Moreover, we assume
that communication between the different servers occurs through a special entity referred to as the
coordinator. Observe that this model still enables simulating all-to-all communication—modulo a
factor of 2 and a factor of O(log s) in order to specify the destination of the message—by simply
relaying a given message through the coordinator. Finally, the goal of each server is to output the
same k-dimensional space W such that

‖A−C‖F ≤ (1 + ε)‖A−Ak‖F ,

where C = A1PW + · · ·+ AsPW = APW, and Ak is the optimal rank-k approximation.

1.2 The FSS Protocol

In last week’s lecture we started analyzing the distributed protocol of Feldman, Schmidt, and Sohler
[2] (henceforth FSS). One of their key insights is the use of coresets. More precisely, let us first
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express A in its SVD form, such that A = UΣV>. For a parameter m ..= k + k/ε, where k and
ε > 0 are parameters to be determined, let Σm be the diagonal matrix whose m top entries “agree”
with Σ, and all others are 0. Then, the coreset of A is simply the matrix ΣmV>. An important
observation we covered in the previous lecture is that the coreset can be used to estimate with high
accuracy the value of ‖AY‖2F , as formalized in the following claim:

Claim 1. For all projection matrices Y = I−X onto (d− k)-dimensional spaces,

‖AY‖2F ≤ ‖ΣmV>Y‖2F + c ≤ (1 + ε)‖AY‖2F , (1)

where c = ‖A−Am‖2F does not depend on Y.

In particular, this implies that storing ΣmV> and the scalar c suffices to guarantee (1 + ε)-
approximately accurate “queries”. Indeed, if we let Ỹ be the minimizer of ‖ΣmV>‖2F and Y∗ be
the minimizer of ‖AY‖2F , it follows that

‖AỸ‖2F ≤ ‖ΣmV>Ỹ‖2F + c ≤ ‖ΣmV>Y∗‖2F + c ≤ (1 + ε)‖A−Ak‖2F , (2)

where we used Claim 1 in the first inequality, the fact that Ỹ is the minimizer of ‖ΣmV>‖2F in the
second inequality, and Claim 1 in the last inequality—along with the definition of Y∗. It is also
worth noting that if S = U>m, one can view SA = U>mUΣV> = ΣmV> as a sketch.

Union of Coresets. Another crucial observation is that the union of coresets gives a coreset.
Indeed, assume that each server t computes a coreset Σt

mV>,t, along with the scalar value ct
predicted by Claim 1. Then, it follows that

‖AY‖2F =

∥∥∥∥∥∥∥
A1

...
As

Y

∥∥∥∥∥∥∥
2

F

=
s∑
i=1
‖AiY‖2F = (1± ε)

(
s∑
t=1
‖Σi

mV>,t‖2F + ct

)
,

where we used the fact that we are operating in the row partition model. Now let B be the matrix
obtained by concatenating the rows of Σ1

mV>,1, . . . ,Σs
mV>,s. Then, for B = UΣV>, we can

compute the coreset ΣmV> and the scalar value c corresponding to matrix B. Then, it is easy to
see that

‖ΣmV>‖2F + c+
s∑
t=1

ct = (1± ε)‖BY‖2F +
s∑
t=1

ct = (1±O(ε))‖AY‖2F ,

where we used the guarantee of Claim 1 for matrix B. As a result, we have shown that the matrix
ΣmV> and the scalar value ∑i ci + c constitute a coreset for A. Armed with these ingredients, we
are ready to describe the FSS protocol:

1. Each server t sends the topm ..= k/ε+k principal components of At, scaled by the corresponding
top m singular values, together with the scalar value ct (predicted by Claim 1);

2. Then, the coordinator transmits to each server the value c+∑
i ci and the top k/ε principal

components of the matrix [Σ1V>,1; Σ2V>,2; . . . ; ΣsV>,s].

Unfortunately, there are several drawbacks associated with this protocol:
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1. It requires Ω
(
skd
ε

)
real numbers of communication;

2. The bit complexity can be large1;

3. It requires computing the SVD of certain matrices, which substantially increases the overall
running time complexity;

4. It only works in the restricted row partition model.

1.3 The KVW Protocol

Motivated by the shortcomings of the FSS protocol, we next describe a protocol due to Kannan,
Vempala and Woodruff [3] (KVW), which will address all but the first of these issues; the optimal
communication complexity will be finally resolved in the third and last protocol covered in this
lecture. A good starting point for the KVW protocol is the observation that many of the sketching-
based randomized techniques we previously covered in class appear to offer promising avenues for
addressing these issues, not least the SVD-related procedures. Indeed, our following analysis will
formalize this observation.

First, let S be a k
ε ×n random matrix drawn from one the families considered in previous lecture. The

first thing to note is that, for a suitably selected family of matrices S, every server can learn the same
matrix S ∼ S using only a very limited amount of communication. This can be achieved by sharing
a small random seed, and then pseudo-randomly generating the matrix S. This step will be crucial
for our protocol. Next, every server t can (locally) compute SAt, and then broadcast this matrix to
the coordinator. By the linearity of the sketches, the coordinator can then compute—without any
further communication—the matrix ∑i SAi = SA, which can be in turn sent to all the servers.

As we have already seen in a prior lecture, a crucial insight is that there is a near-optimal k-rank
approximation in the row span of SA. Thus, if we knew this subspace, every server t could just
output the projection of At onto it. However, we cannot simply output the projection of At onto
SA since the rank could potentially exceed the desired value of k. Transmitting this projection to
the coordinator is also not a viable option since that would require a prohibitive amount of Ω(n)
communication.

To address these concerns, an important observation is that instead of projecting A to SA, we can
solve the following optimization problem:

min
rank(X)=k

‖A(SA)>X(SA)−A‖2F . (3)

Indeed, first recall that the row span of SA contains a (1 + ε)-approximate solution. Thus, for
Rk×d 3W = ZSA, with W having orthonormal columns, it suffices to plug-in the matrix X = Z>Z
into the optimization problem (3) to verify this assertion. In this context, the main insight is that
the quantity ‖A(SA)>X(SA)‖2F can be preserved using the theory of affine embeddings. More
precisely, for suitable matrices T1 and T2, we claim that it suffices to solve the following optimization
problem:

min
rank(X)=k

‖T1A(SA)>X(SA)T2 −T1AT2‖2F . (4)

1Note that rounding can create non-trivial problems when transferring the top principal components.
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Importantly, the size of this new “sketched” optimization problem is tolerable, and it can be actually
solved optimally via a closed-form solution. The pressing question that remains is how each served
will be in a position to solve the optimization problem (4). To this end, first recall that the
matrix SA can be efficiently disseminated to all of the servers by virtue of our previous argument.
Similarly, every server t can send the matrix T1AtT2 to the coordinator, who in turn can collect
all of this information in order to determine the matrix T1AT2 (by linearity), and subsequently
transmit it to all of the servers. Finally, it suffices to apply a similar procedure for the matrix
T1At(SA)>. Observe that we cannot just send the matrix T1At since that would exceed the
desired communication. As a result, after these steps every server can (locally) solve optimally the
optimization problem (4) without any further communication. A subtle point to stress here is that
each server has to figure out the optimal value for X with respect to (4) locally since this solution
could potentially have unbounded bit complexity, and adressing this appears to be non-trivial.

Overall Complexity. The KVW protocol consists of two rounds of communication. The first
round requires transmitting overall O

(
skd
ε

)
numbers with bounded bit complexity, corresponding

to components of the matrix SA. The second round of communication consists of transferring the
matrices T1AtT2 and T1At(SA)>, for each t ∈ [s], which requires O(s poly(k/ε)) communication.
Communication pertinent to the pseudo-random generation of the sketching matrices is tacitly
ignored. Notably, for most applications of interest the number of features d is substantially larger
than the number of servers s; as such, the communication required in the first round can be thought
of as the dominant cost.

1.4 The BWZ Protocol

The main caveat of the KVW protocol is the factor of O
(
skd
ε

)
in the communication. In this

subsection we will resolve this issue, matching the obvious lower bound of Ω(skd). In particular,
this improvement is based on a refined protocol due to Boutsidis, Woodruff and Zhong [1]. The
main new ingredient is the concept of a projection-cost preserving sketch:

Definition. A matrix S is said to be a projection-cost preserving sketch if there exists a scalar
c ≥ 0 such that for all k-dimensional projection matrices P,

‖A(I−P)‖2F ≤ ‖SA(I−P)‖2F + c ≤ (1 + ε)‖A(I−P)‖2F . (5)

This guarantee should look reminiscent to that of the coreset (Claim 1). An immediate consequence
of this definition is the following claim:

Lemma 1. If I− P̃ is the minimum of ‖SA(I−P)‖2F and I−P∗ is the minimizer of ‖A(I−P)‖2F ,
then

‖A(I− P̃)‖2F ≤ (1 + ε)‖A−Ak‖2F ,

where S is a projection-cost preserving sketch.

Proof. Since S is a projection-cost preserving sketch, it follows that there exists c ≥ 0 such that

‖A(I− P̃)‖2F ≤ ‖SA(I− P̃)‖2F + c ≤ ‖SA(I−P∗)‖2F + c ≤ (1 + ε)‖A(I−P∗‖2F .

�
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Armed with this tool, the BWZ protocol proceeds as follows. First, every server generates (common)
matrices S : k

ε2 × n and T : d× k
ε2 . Then, each server sends to the coordinator the matrix SAtT;

by linearity, the coordinator will be able to determine the matrix SAT. Next, the coordinator
transmits this matrix back to all of the servers. Observe that this step requires only O(s poly(k/ε))
communication.

In the second part of the protocol, each server computes the k
ε2 × k matrix U consisting of the k-top

left singular vectors of the matrix SAT. Then, each server simply sends the matrix U>SAt to the
coordinator. Importantly, observe that in the previous (KVW) protocol each server would instead
communicate the matrix SAt; this is crucial for eliminating the 1/ε factor from the dominant term
in the communication complexity. As a result, the coordinator can eventually deduce the matrix
U>SA, which is exactly the space returned as the output.

The Analysis. Let W be the row span of U>SA, and P the projection onto W. It suffices to
show that

‖A−AP‖2F ≤ (1 +O(ε))‖A−Ak‖2F . (6)

In particular, the main observation is that

‖SA− SAP‖2F ≤ ‖SA−UU>SA‖2F ≤ (1 + ε)‖SA− [SA]k‖2F , (7)

where the first inequality follows since P is the projection onto W, and the second inequality
from Lemma 1 (P = UU> is the minimizer for the “skethced” problem). Moreover, the bound of
Equation (7) can be equivalently seen as

‖SA− SAP‖2F + c ≤ (1 + ε)‖SA− [SA]k‖2F + c, (8)

where c ≥ 0 is the scalar associated with the projection-cost preserving property of matrix S (recall
Section 1.4). Now the left-hand side of this inequality can be in turn lower-bounded by ‖A−AP‖2F ;
this follows directly from the fact that S is a projection-cost preserving sketch. Similarly, the
right-hand side of (8) can be upper-bounded as

(1 + ε)‖SA− [SA]k‖2F + c ≤ (1 + ε)
(
‖SA− [SA]k‖2F + c

)
≤ (1 + ε)(1 + ε)‖A−Ak‖2F .

Finally, combining these bounds gives (6), as desired.
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