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1 µ-distributional Communication Complexity

We define the µ-distributional communication of a function f as the minimum communication
required by a deterministic protocol which outputs f(X, Y ) with probability at least 2/3, given
that (X, Y ) is sampled from the distribution µ. Denote this quantity by Dµ(f). An important tool
in studying communication complexity lower bounds for randomized protocols is Yao’s minimax
theorem. The statement is given below.

Theorem 1 (Yao’s minimax theorem). If R(f) denotes the randomized communication complexity
of some function f , then

R(f) = max
µ

Dµ(f).

Importantly, this states that if one can prove a lower bound on the deterministic distributional cost
Dµ(f) for any distribution µ (i.e., by assuming that (X, Y ) is drawn from distribution µ), it implies
a lower bound on the cost R(f) of the best randomized protocol.

Application: VC-dimension lower bound

With this, one is also able to show a lower bound on the randomized complexity of any function
f : X × Y → {0, 1} in terms of its VC-dimension. The VC-dimension of f is the largest d such
that the communication matrix Af of f contains a 2d × d-submatrix whose rows are the vertices of
a unit cube in Rd (that is to say, these rows cover all possible entries in {0, 1}d). Recall that the
communication matrix Af is defined as the matrix which has f(x, y) in entry (x, y). Formally, we
are able to prove that

maxproduct distributions µDµ(f) = Θ(VC dimension of f)

Note that this is a bit stronger than showing a lower bound, since it claims equality. However, we
will only prove the lower bound (the upper bound can be proven using ideas from learning theory,
but essentially shows that the reduction from indexing which follows is optimal).

To show the lower bound, we need to isolate a product distribution µ for which the distribu-
tional complexity of Dµ(f) will be hard. Let A′ be the submatrix of Af corresponding to its
VC-dimension d, so it has 2d rows and d columns. If one samples X uniformly from these 2d rows,
and Y uniformly from these d columns, the resulting communication complexity is at least Ω(d)
(furthermore the distrubtion of (X, Y ) will be a product distribution). It is at least Ω(d) because of
a reduction from indexing; namely, if Alice has a bit string x ∈ {0, 1}d and Bob has a bit y ∈ [d],
and want to compute the y’th index in x via one-way communication, Alice could replace her input
x with x′ ∈ X, where x′ is the row of Af corresponding to the row of the submatrix A′ containing x
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(since A′ achieves the VC-dimension, this is possible), and Bob could do something similar for y,
replacing it with y′ ∈ Y , the column index of Af corresponding to the y’th column of the submatrix
A′. Then computing f(x′, y′) is precisely the same as computing the y’th bit in x, so communication
for this problem is at least as much as the index problem (or Ω(d) = Ω(VC dimension), as desired).

Indexing with Low Error

Previously when we considered streaming lower bounds, we showed that for a fixed constant error
probability δ, a certain problem required space Ω(n), Ω(log n), or some lower bound in terms of
n independent of δ. But it may be desirable to get an expression that depends on log(1/δ) or a
similar quantity, as we were able to do for other randomized algorithms. One such communication
problem that can help us achieve different streaming lower bounds is the so-called "Indexing on
Large Alphabets" problem, wherein Alice has a string x ∈ {0, 1}n/δ with a weight of n (that is to
say, it has n bits set to one), and Bob has an index i ∈ [n/δ]. Suppose Bob wants to decide if xi = 1
with error probability δ using one-way communication.

Trivially, if n = 1, Alice can send Bob the index of the 1-bit, which takes log(1/δ) bits. More
generally, Alice can describe the subset of bits of x which are 1 using

log
(

n/δ

n

)
= O(n log(1/δ))

bits. It turns out that this is optimal for 1-way communication (so the lower bound is also
Ω(n log(1/δ))).

Using this, it’s possible to show a simple Ω(log(1/δ))-space lower bound for norm estimation
in a stream. Suppose n = 1, so Alice has a string of 1/δ bits, where exactly 1 bit is set to 1 (say the
i’th bit), and Bob has an index j. Suppose moreover they had a streaming algorithm for p-norm
estimation; let Alice run this streaming algorithm on some unit basis vector ei; then, she will send
the state of the memory to Bob, who will run it on −ej . The result is that Bob can determine
whether i = j via 1-way communication by simply checking if his estimate of ||ei − ej ||p is 0, which
the algorithm will report to him. Thus any streaming algorithm for p-norm estimation requires
space at least Ω(log(1/δ)). We saw earlier in this course lower bounds of Ω(log n) and Ω(ε−2) for
this problem, so combining the results we get an Ω(log n + ε−2 + log(1/δ)) lower bound for norm
estimation in a stream (recall here we want (1 + ε) relative error on our estimate, and a failure
probability of δ).

However, this is a very naive combination of three lower bounds to produce a new one. It should be
noted that it is possible to show the much stronger lower bound of Ω(ε−2 log(1/δ) log n), which was
mentioned but not done in class.

Lower bounds without product distribution

Sometimes, the result shown for VC-dimension is insufficient to imply sharp lower bounds, because
it could be the case that the value of R(f) implied by Yao’s minimax theorem is attained for a
non-product distribution. This is the case for a number of problems; notably, one such problem
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is the GAP-infinity problem. In this problem, Alice is given some x ∈ {0, 1, . . . , B}n and Bob is
given some y ∈ {0, 1, . . . , B}n. They are guaranteed that either ||x − y||∞ ≤ 1 or ||x − y||∞ ≥ B,
and their goal is to ascertain which is the case, via 2-way communication. It turns out that the
distribution which shows a good lower-bound for this problem is non-product, and the associated
lower bound is Ω(n/B2). Notably, this problem implies that the O(n1−2/p log n)-space streaming
algorithm we saw for p-norm estimation (for p > 2) earlier in the course is optimal up to the log
factor, via a simple reduction. Specifically, let B = (2n)1/p; then

1. Suppose ||x − y||∞ ≤ 1; then it is the case that ||x − y||pp ≤ n

2. Suppose ||x − y||∞ ≥ B = (2n)1/p, then ||x − y||pp ≥ 2n

Thus if one could distinguish whether ||x−y||pp ≤ n or ||x−y||pp ≥ 2n (which a (1+ε)-approximation
could do) via a streaming algorithm, one could use the memory contents of this algorithm as
communication to solve GAP-infinity with B = O(n1/p) (in the same manner we showed other
streaming lower bounds in this course). Thus we get a lower bound of Ω(n/B2) = Ω(n1−2/p) for
p-norm estimation, which implies the algorithm we saw for p > 2 was essentially optimal.

2 Projection onto Complicated Objects

Earlier in this course, we studied least squares regression, where we look for the closest point in
a subspace K to a point b ∈ Rd. An interesting question is to consider general K that are not
necessarily subspace. That is, we want to compute

OPT := min
y∈K

||y − b||2

and the associated y which achieves this minimum. We can try our usual sketching approaches; so
we can consider a k × d matrix S, and instead try to optimize

min
y∈K

||Sy − Sb||2

where y ∈ Rk. The goal would then be to obtain matrices S that give similar guarantees to the
ones we saw for subspaces earlier in the course, so that the minimizer y′ of the sketched objective
should satisfy ||y′ − b||2 ≤ (1 + ε) OPT.

What should the sketching dimension k of S look like given the set K? If K is a set of n points in Rd,
then recall we could need k = Ω(ε−2 log n) points to get this property, by the Johnson-Lindenstrauss
theorem. On the other hand, if K consists of n arbitrary points on a line, then we could do with
k = O(ε−2) (as they span a 1-dimensional subspace). So it seems that the sketching dimension k
should depend on the volume of K in some sense; we clarify this in what follows.

Spherical and Gaussian Width

For K a bounded subset in Rn, we define the spherical mean width to be Eu

[
supp,q∈K⟨u, p − q⟩

]
,

where u is a unit vector sampled uniformly at random. Intuitively, the supremum inside the

3



expectation measures the width of K in the direction of u, and we are taking the expectation of
this over all choices for u. This gives some sort of notion of the "volume" of an object, which as
we will see later correlates to the difficulty in obtaining good sketching algorithms for K. There is
another way to measure this, which is the Gaussian mean width, which is given by

g(K) := Eg

[
sup

p,q∈K
⟨g, p − q⟩

]

where now the expectation is taken over iid Gaussian vectors, where each entry is N(0, 1). Im-
portantly, by rotational invariance of g, we know that g = ru for RVs r > 0 and u ∈ Sn−1, such
that u is uniformly sampled. Moreover, we know that r concentrates as the ℓ2-norm of g, which is
the square root of a sum of squares n independent normal variables. By known results on the χ2

distribution, this concentrates around Θ(
√

n) with very high probability. So in effect this shows
that g(K) is Θ(

√
n) times the spherical mean width. Thus it is a matter of preference as to which

one uses; here we will use the Gaussian.

We can look at some basic examples, to get a feel for this.

1. If K = Sn−1, then the Gaussian mean width is seen to be Θ(n1/2), as the spherical mean
width in every direction is 2 (a constant), and hence the Gaussian mean width is Θ(n1/2).

2. For K a set of t unit vectors in a d-dimensional subspace of Rn, then the Gaussian mean width
is O(

√
d) by rotational invariance. In particular, we can express K as a set of vectors in the

form Ux such that each x has norm 1 and where the columns of U form an orthonormal basis
(there will be d of them) for the space spanned by these d vectors. Then if g is a standard
Gaussian, ⟨g, Ux − Uy⟩ = ⟨h, x − y⟩, where as we saw earlier in the course, h is still a standard
Gaussian vector. Thus this reduces to studying the Gaussian mean width of unit vectors in
Rd, which is at most O(d1/2) as we saw in the previous point.

While we have already seen a bound on g(K) for t unit vectors in Rn in terms of the dimension
of the subspace they span, we can consider an alternative bound that does not depend on the
dimension d.

Theorem 2. The Gaussian mean width of t arbitrary unit vectors in Rn bounded by O(log1/2 t)

Proof. Let g ∈ Rn be a Gaussian with iid N(0, 1) entries, and u1, u2, . . . , ut. Define Zj = ⟨uj , g⟩,
which are still N(0, 1) variables, since g is Gaussian and each uj has unit norm. Recall that we
know that for W ∼ N(0, 1), and for any λ > 0,

E
[
eλW

]
= eλ2/2

Thus bounding an exponential of a max by the sum of the constituent exponentials, for any λ > 0
we see that

E
[
exp(λ max

j
Zj)

]
≤
∑

j

E [exp(λZj)] ≤ t exp(λ2/2)

By Jensen’s inequality,
Eg

[
max

j
Zj

]
≤ 1

λ
log E [exp(λ max Zj)]
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and so altogether,

Eg

[
max

j
Zj

]
≤ 1

λ

(
log t + λ2

2

)
= log t

λ
+ λ

2

Choosing λ = O(log1/2 t) achieves the desired bound.

Sketching Bounds

Finally, we note Gordon’s theorem, which states that for K a subset of Sn−1, it takes a sketching
dimension of k = g(K)2/ε2 rows to obtain the desired (1 + ε)-relative error approximations we
discussed at the beginning of the section. Specifically, a k × n matrix S with iid N(0, 1) entries
satisfies

||S(y − y′)||22 = (1 ± ε) ||y − y′||22
for all y, y′ ∈ K. This theorem is useful because it generalizes the work we have done for subspaces
to general sets K. There is also a result for sparse sketching, which states that if we assume a
certain condition related to higher moments of supp,q⟨g, p − q⟩, we can use g(K)2polylog(n)/ε2 rows,
with only polylog(n)/ε2 nonzero entries per column. ■
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