
CS 15-859: Algorithms for Big Data Fall 2021

Lecture 9.1 — 11/11/2021
Prof. David Woodruff Scribe: Prashanti Anderson

1 Communication complexity lower bounds

Definition (1 way communication complexity). The one way communication complexity of a
problem is the communication required to solve the problem when Alice is allowed to send a single
message M to Bob. The communication is |M | or the length of the message M .

A common problem that is useful for many hardness reductions is the INDEX problem. In this
problem Alice has a vector x ∈ {0, 1}n and Bob has an index j ∈ [n]. The goal is for Bob to output
the value xj with probability at least 2/3. Considering this problem in the one way communication
complexity scheme it intuitively should be hard since Alice has no information about the value
j. The problem admits a Ω(n) lower bound for this case and there is also a tight upper bound
including the constant factors.

Let X be distributed uniformly over all possible values of x. We can view this process as a Markov
chain where Bob is an estimator that is trying to guess Xj based on the value of M and the
estimator has success probability at least 2/3. By Fano’s inequality we know that H(Xj |M) ≤
H

(
2
3

)
+ 1

3 (log2 2 − 1) since the support of Xj is 2 and the accuracy of our estimator given a message

M is 2
3 . The second term is just 0 so H(Xj |M) is bounded above by H

(
2
3

)
which is a constant.

Consider I(X; M), or the amount of information that M reveals about X. By the chain rule and
the definition of mutual information we know that

I(X; M) =
∑
i∈[n]

I(Xi; M |X<i)

=
∑
i∈[n]

(H(Xi|X<i − H(Xi|X<i, M))

where X<i are all the values Xk for k < i. The first term inside the sum is 1 since Xi is independent
from all other indices of X. In addition, conditioning on additional values cannot increase entropy
so we have that H(Xi|X<i, M) ≤ H(Xi|M). This can then be bounded using Fano’s inequality as
shown above to get that H(Xi|X<i, M) ≤ H

(
2
3

)
. Combining these facts we get

I(X; M) =
∑
i∈[n]

(H(Xi|X<i − H(Xi|X<i, M))

≥
∑
i∈[n]

(
1 − H

(2
3

))

≥ n − H

(2
3

)
n
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From here we conclude that

|M | ≥ H(M) ≥ I(X; M) ≥ n − H

(2
3

)
n

We know that H(M) ≥ I(X; M) since mutual information is symmetric so I(X; M) = I(M ; X).
Then by the definition of mutual information we have that I(M ; X) = H(M) − H(M |X). Since
H(M |X) ≥ 0 we conclude that H(M) ≥ I(M ; X) = I(X; M). In addition, we know that entropy
on a random variable Y is at most log y where y is the support size of Y . If M has length |M | then
the support size is 2|M | and therefore |M | ≥ H(M).

Therefore we conclude that there is an input on which M must have length at least n − H
(

2
3

)
n or

Ω(n). There is also a matching upper bounds and a protocol which uses exactly n − H
(

2
3

)
n bits of

communication.

2 Lower bounds for norm estimation

2.1 Streaming Reduction Frameworks

We first present a common technique for proving lower bounds in the streaming setting. Consider a
communication complexity setup where Alice and Bob have x, y ∈ {0, 1}n and are trying to calculate
some function f(x, y). Given access to a streaming algorithm alg we can consider the following
general protocol

1. Alice and Bob independently compute S(a) and S(b) which are input streams to the streaming
problem.

2. Alice begins executing the streaming algorithm on her stream S(a).

3. Once Alice finishes she sends the state of the algorithm to Bob.

4. Starting from the state he receives Bob runs the algorithm on S(b).

5. Bob uses the streaming algorithm output to reconstruct f(x, y).

Note that if the communication problem requires k bits of communication then the state of the
streaming algorithm sent between Alice and Bob must have space at least k. Therefore this implies
a bound of k space for the streaming problem.

2.1.1 Example: computing the number of distinct elements in the stream

Given a stream of elements a1, a2, . . . where ai ∈ [n] we want to output the exact number of distinct
elements in the stream with constant probability. We show an Ω(n) space lower bound for this
problem via a reduction to the INDEX problem. Let the algorithm for distinct element count be alg

The protocol for INDEX is as follows. Let Alice have some vector x ∈ {0, 1}n and Bob have some
index j ∈ [n]. Alice creates a steam of number S(a) such that i appears in the stream iif xi = 1.
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She then runs alg(S(a)) and sends the state of the algorithm to Bob. Bob computes alg(S(a), S(b)),
where S(b) is the stream with a single element j, and compares it to alg(S(a)).

If xj = 1 then S(a), S(b) and S(a) have the same number of distinct elements and if both alg(S(a))
and alg(S(a), S(b)) return the correct answer then we have that they are equal. By a union bound
this occurs with constant probability.

If xj = 0 then S(a), S(b) has one more distinct element than S(a). Once again if both streams
return the correct answer (which happens with constant probability by a union bound) we have that
alg(S(a), S(b)) = alg(S(a))+1. Therefore we can determine if xi = 1 by checking if alg(S(a), S(b)) =
alg(S(a)). Since our streaming algorithm returns an exact count with some constant probability of
error this procedure solves INDEX with some constant error.

Note that solving INDEX requires Ω(n) space. Therefore we have a corresponding Ω(n) space lower
bound on counting the number of distinct elements in a stream.

2.2 log n lower bounds for norm estimation

In order to show a log n lower bound for norm estimation we first consider a strengthened hardness
assumption for a variation of INDEX.

In the augmented index problem Alice has a vector x ∈ {0, 1}n and Bob has an index j and
xi for i < j. The goal is for Bob to output xj . This problem also has a Ω(n) lower bound for
communication.

Note that if Bob was given all xi for i ≠ j we have a protocol for determining xj with Θ(1)
communication. Alice can just send the XOR of all the coordinates of x and then Bob calculates
xj by applying XOR to the message from Alice and the coordinates xi for i ̸= j that he knows.
However, if Bob only has a suffix or a prefix of x then this problem is still hard.

We can show a Ω(n) lower bound by modifying our initial lower bound proof for the original INDEX
problem. From the same setup as before we have that

I(M ; X) = n −
∑
i∈[n]

H(Xi|M, X<i)

In the original proof we had dropped the conditioning on X<i to bound the mutual information.
However, in the augmented index problem H(Xi|M, X<i) corresponds to the bound we get from
Fano’s inequality since the estimator knows M and X<i. We know from Fano’s that

H(Xi|M, X<i) ≤ H(2
3) + 1

3 (log2 2 − 1) = H(2
3)

Plugging in this bound we get I(M ; X) ≥ n − H(2
3)n and conclude that |M | is Ω(n).

We can use augmented index to get a log n lower bound for norm estimation. The key idea is that
even storing a counter requires Ω(log n) space, which is a special case of norm estimation where the
dimension is 1.

We reduce the augmented index problem to norm estimation. Note that letting x′ be the reverse of
x we know it is equally hard in the case where Bob knows the suffix of x so consider this version
of the augmented index problem. Let Alice have a vector x ∈ {0, 1}log n and Bob have an index
j ∈ [log n] as well as xi for i > j. The protocol is as follows
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1. Alice runs norm estimation on the 1-dimensional vector v with v1 =
∑

i 10ixi.

2. Alice sends the state of the algorithm to Bob.

3. Bob runs the algorithm on the stream containing −
∑

i>j 10ixi.

4. Bob returns 1 if the estimated norm is greater than 10j/2.

Note that the counter, or the norm of the vector at the end of both Alice and Bob’s stream, is just∑
i≤j 10ixi. If xj = 1 then this is at least 10j . Otherwise, the counter is at most 1 + 10 + . . . + 10j−1

which is upper bounded by 10j/9. Therefore there is a constant factor gap between these two cases
and a norm estimator which estimates the norm to a factor of 2 can distinguish between the two
cases.

If xj = 1 then the norm returned by our algorithm is at least 10j/2 and we return 1 as expected.
Otherwise, the actual norm is at most 10j/9 and the estimate is at most 2(10j)/9 < 10j/2 and we
reject. Since the communication required between Alice and Bob is at least Ω(log n) our streaming
algorithm must also require at least Ω(log n) space.

2.3 1/ε2 lower bounds for norm estimation

We also want lower bounds in terms of ε to match the O( log n log 1/δ
ε2 ) upper bound we showed earlier

in the semester. To show this we introduce the Gap-Hamming problem.

Given two vectors x, y the Gap Hamming distance ∆(x, y) is the number of indices i where xi ̸= xj .
This is also equivalent to ∥x − y∥0. In the Gap-Hamming problem Alice and Bob both have vectors
x, y ∈ {0, 1}n such that either ∆(x, y) > n/2 + 2εn or ∆(x, y) < n/2 + εn. They want to determine
which of the two situations they are in. This problem is known to have a Ω(1/ε2) lower bound for
communication in the 1-way communication model. It was also recently shown to have the same
lower bound in the 2-way communication setting.

An Ω(1/ε2) lower bound for the Gap-Hamming problem implies a matching lower bound for norm
estimation. Since x, y ∈ {0, 1}2 we have that x − y has coordinates in 0, ±1. Therefore ∥x − y∥p

p is
the number of non-zero elements in x − y or the Gap Hamming distance of x, y. We can then solve
Gap-Hamming by viewing x and −y as updates to the stream and having Alice pass the state of
the norm estimation model after the updates corresponding to x. At the end since there is an εn
gap between the two cases we are trying to distinguish between a 1 + O(ε) factor approximation for
the p-norm (and therefore the G-H distance) is sufficient to determine whether the G-H distance is
greater than n/2 + 2εn or less than n/2 + εn.

We can show the Ω(1/ε2) lower bound via reducing INDEX to Gap-Hamming. We assume that
INDEX still has a lower bound of Ω(n) when both parties have access to a shared public coin.

Let Alice have x ∈ {0, 1}t and Bob have j ∈ [t]. In addition, we assume that both parties have
access to r1, r2, . . . , rt where ri is uniformly randomly distributed on {0, 1}t. We can view ri as the
ith row of some random 0/1 matrix. Let t = Θ(1/ε2).

Alice and Bob produce inputs to the Gap-Hamming problem as follows. Bob creates a vector b of
length t such that bi = ri

j . This is the jth column of our public coin matrix. Alice creates a vector
a such that ak = Maji|xi=1rk

i .
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Note that if xj = 0 then Alice’s vector a is independent of the jth column of the public coin matrix
and therefore a, b are independent random 0/1 vectors. The expected Gap Hamming distance of these
two vectors is t/2. In addition, by Chebyshev’s inequality this distance is relatively concentrated
and with probability 9/10 we have that ∆(a, b) = t/2 ± O(

√
t). Since t = Θ(1/ε2) this is equivalent

to saying the distance is within t/2 ± Θ(ε/t).

On the other hand, if xj = 1 then Alice’s majority calculation includes the jth column. This makes
it more likely that a, b will have a low Gap-Hamming distance.

Consider the majority over a single row. In the special case where we are taking the majority over
three columns we can view this as asking whether X1 +X2 +X3 ≥ 2 where Xi ∈ {0, 1}. The possible
values of the sum are {0, 1, 2, 3} where 0, 3 and 1, 2 are equally likely by symmetry. Therefore we
have that this probability is just 1/2.

Now consider what happens when we condition on X1 = 1. The possible values of the sum are
now {1, 2, 3} where the probability that the sum equals 1 is 1/4 since both X2, X3 have to be 0.
Therefore the majority is 1 with probability 3

4 . Even though the majority is equally likely to agree
or disagree with a fixed value, if we know that one of the elements of the majority is equal to this
value the probability that they are equal increases. We can generalize this to the majority of (at
most) t elements.

For simplicity of calculations take t to be odd. If we do not know any element of the majority then
the probability that it is 1 is just 1

2t

∑
k>t/2

(t
j

)
= 1/2. On the other hand, if we know that one bit

is fixed to be 1 the probability that the majority is 1 becomes 1
2t−1

∑
k>t/2−1

(t−1
k

)
. By Sterling’s

approximation this is 1
2 + Θ(1/

√
t). Therefore the probability that a, b agree on any given coordinate

is 1
2 + Θ(1/

√
t) and therefore they disagree with probability 1

2 − Θ(1/
√

t).

Therefore when xj = 1 the expected Gap-Hamming distance is t/2 − tΘ(1/
√

t). By Chebyshev’s
inequality we also know that with probability 9/10 the distance is less than n/2 since the variance
is Θ(

√
t). Therefore we have that the Gap-Hamming distance in the case where xj = 1 versus the

case where xj = 0 is separated by a gap of Θ(
√

t) = Θ(εt). Therefore if we can solve Gap-Hamming
we can determine whether xj = 1 or xi = 0 with constant probability.

The Ω(n) lower bound for INDEX then implies an Ω(1/ε2) bound for Gap-Hamming since our
vector for the instance of INDEX was of length t = Θ(1/ε2).
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