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1 ℓ1-guarantee for heavy hitters

Recall in the last lecture, we used CountSketch for the ℓ2-guarantee for the heavy hitters problem.
Furthermore, we showed that ℓ2-guarantee is stronger than ℓ1-guarantee, i.e., if an item is an ℓ1
heavy hitter then it must also be an ℓ2 heavy hitter.

ℓ1-guarantee : |xj | ≥ ϕ|x|1
ℓ2-guarantee : x2

j ≥ ϕ ∥x∥2

Then, why should we care about ℓ1-guarantee? One nice thing about ℓ1-guarantee is that it can be
solved deterministically! In the following, we present a deterministic algorithm for the ℓ1-guarantee.

1.1 Deterministic ℓ1-guarantee using ϵ -incoherent matrix

To solve for ℓ1 heavy hitters deterministically, we use an ϵ -incoherent matrix to compress the vector
and produce estimates. Let S be an s × n matrix. Definition: S is ϵ -incoherent if,

1. For all columns Si, ∥Si∥2 = 1.

2. For all pairs of columns Si, Sj where i ̸= j, |⟨Si, Sj⟩| ≤ ϵ.

It is not apparent that such matrix even exists. We will present a construction of such matrices in
the next section. For now, let’s suppose they exist. Furthermore, entries in S can be specified with
O(log n) bits of space. We compute Sx in a stream, which then uses O(s log n) bits of space.

How do we estimate the final value of a coordinate xi given Sx?

x̂i = ST
i Sx

=
n∑

j=1
⟨Si, Sj⟩xj

= ∥Si∥2
2 xi +

∑
i ̸=j

⟨Si, Sj⟩xj

= xi ± ϵ|x|1

That is, we can estimate each coordinate up to ϵ|x|1 error using Sx. Note that the estimate is exact
when ϵ = 0 and ⟨Si, Sj⟩ = 0 for i ̸= j. Then, we can find ℓ1 heavy hitters where |xi| ≥ ϕ|x|1.
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1.2 Construction of ϵ -incoherent matrix

Let’s circle back to the nagging question: do these matrices exist and how to find them? One may
consider constructing such a matrix from independently selecting n random unit vectors in Rs as
the columns of S. For any pair of such random unit vectors u, v, we have ⟨u, v⟩ ≈ 1/

√
s. To achieve

ϵ -incoherent we can set s = 1/ϵ2. Note that random sign vectors also work. However, random
vectors need to be stored in their entirety. What if we do not want to store n vectors? We now
present a construction that is more space efficient.

Consider a prime q = Θ(log n/ϵ). Let d = ϵq = Θ(log n). Now, consider n distinct, non-zero
polynomials p1, ..., pn of degree less than d. We associate each polynomial pi with a corresponding
column Si. The polynomials are taken mod q, i.e., pi = ∑d−1

i=0 αix
i mod q.

Note that since each pi is non-zero and at most degree d, we have qd − 1 different polynomials to
choose from. qd − 1 > n ensures that all polynomials can be distinct.

We set s = q2 be the dimension of S. Partition the rows into q groups of q consecutive rows. Then,
we populate S as follows,

• In j-th group of i-th column, there is a single non-zero entry at the pi(j)-th entry in the group.

• The single non-zero entry in the group equals to 1/
√

q.

Note that pi(j) is the polynomial pi evaluated at j and mod q such that pi(j) ∈ [0, q).

Prove. Each column Si has ∥Si∥2 = 1. There are q groups in each column, each group having a
single non-zero entry equal to 1/

√
q. Thus, for each column Si we have ∥Si∥2 = q(1/

√
q)2 = 1.

Prove. For every pair of columns Si, Sj where i ̸= j, ⟨Si, Sj⟩ ≤ ϵ. Note that a coordinate in k-th
group of both Si, Sj has a non-zero entry on both columns if and only if pi(k) = pj(k), i.e., the two
distinct polynomials agree on the value at k. Since pi, pj are two distinct polynomials of degree
less than d, there must be fewer than d ≤ ϵq such groups where the non-zero entry indices agree.
Therefore, ⟨Si, Sj⟩ ≤ d(1/

√
q)2 = ϵ.

The dimension of S in our construction above is q2 = O(log2 n/ϵ2). Each dimension takes log n
bit complexity. The space complexity of the above algorithm is optimal up to log n factor for the
turnstile streaming model of heavy hitters.

2 Finding heavy hitters quickly

The above algorithm produces estimates for all coordinates xi using the optimal space efficiency.
However, it takes O(n) time to decode Sx to find the heavy hitter coordinates, since we will need
to loop through the entire resulting vector and test whether each coordinate is above the threshold.
Is there any way to achieve faster decoding step with slight memory overhead? We now present a
sketching scheme to achieve exactly that for ℓ1 heavy hitters using a binary-tree-like structure.

At the first level, we partition the coordinates into C/ϵ blocks where C is some constant. Compute
the sum of coordinates in each block as the new vector to sketch (We will assume the vector x is
non-negative). Note that the process is a linear sketch on top of S. If there is a heavy hitter in a

2



block, then the block itself must be a heavy hitter for the new vector. Thus, taking all heavy hitter
blocks at this level gives us a superset of the actual heavy hitter coordinates.

At the next level, we split each block from the previous level into two blocks. Thus, we will have
2C/ϵ blocks at the second level. Now, once we decode the first level and find the heavy hitter blocks
at the first level, we do not need to decode all blocks from the second level. Specifically, at most 1/ϵ
blocks are heavy in the first level, and we only decode the second level blocks that come from these
heavy first level blocks. The process is similar to searching through a binary tree.

It is the case that there will be at most 1/ϵ heavy blocks at each level, requiring O(1/ϵ) time to
decode, for each of the log n levels. The faster algorithm requires an additional log n factor in space.

3 Estimating number of non-zero entries

We want to estimate the number of non-zero entries in the final vector. This is sometimes referred to
as ℓ0. The problem is to output a count of non-zero entries Z such that (1 − ϵ)Z ≤ ∥x∥0 ≤ (1 + ϵ)Z
with constant probability. Let’s first explore some restricted cases and build some intuition.

If ∥x∥0 = O(1/ϵ2) is very small, i.e., the vector is sparse, we can use Vandermonde matrix to recover
the vector entirely and just compute the exact count. CountSketch also works due to the tail
guarantee. On the other hand, if ∥x∥0 is very large, then uniform sampling seems like a good idea.
We will keep the exact counts for the sample, then multiply the result by the proportion.

Now, we present an algorithm for when ∥x∥0 ≫ 1/ϵ2.

3.1 Estimating from a given rough estimate

Suppose we are given Z such that Z ≤ ∥x∥0 ≤ 2Z. Independently sample each coordinate with
probability p = 100/(Zϵ)2. Let Yi be the indicator random variable for whether coordinate i is
sampled. Let vector y be a copy of x but restricted to coordinates where Yi = 1, i.e., coordinates
that are sampled. y has zero on other coordinates not sampled. We want to understand if ∥y∥0 is a
good estimator to ∥x∥0.

E(∥y∥0) =
∑

i s.t. xi ̸=0
E(Yi)

= p ∥x∥0 ≥ 100/ϵ2

Var(∥y∥0) =
∑

i s.t. xi ̸=0
Var(Yi)

≤
∑

i s.t. xi ̸=0
E(Yi)2

= p ∥x∥0 ≤ 200/ϵ2

By Chebyshev’s inequality,

Pr[|∥y∥2 − E [∥y∥0]| > 100/ϵ] ≤ Var(∥y∥0)ϵ2

1002 ≤ 1/50

Now that we have a sparse vector y, we can use sparse recovery or CountSketch to compute ∥y∥0
exactly and output ∥y∥0 /p. The algorithm requires O(1/ϵ2log n) bits of space complexity.
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3.2 Finding a rough estimate Z

Finding a good constant estimate Z is important. If it is too small, then we sample too many
coordinates and y would not be sparse. If it is too large, then we throw away too many coordinates.
We guess Z in powers of 2. Since 0 ≤ ∥x∥0 ≤ n, there are O(log n) guesses. The i-th guess Z = 2i

corresponds to sampling the coordinates with probability p = min(1, 100/2iϵ2). We sample the
coordinates for each subsequent guess as nested subsets. Run our algorithm from the previous part
for each guess. We use the largest guess Z such that 400/ϵ2 ≤ ∥y∥2 ≤ 3200/ϵ2. Note that,

• If 800/ϵ2 ≤ E(∥y∥0) ≤ 1600/ϵ2, then 400/ϵ2 ≤ ∥y∥2 ≤ 3200/ϵ2 with probability 1 − O(ϵ2).

• If 100/ϵ2 ≤ E(∥y∥0) ≤ 200/ϵ2, then ∥y∥0 < 400/ϵ2 with probability 1 − O(ϵ2).

Thus, with probability 1 − O(ϵ2) we choose a guess such that 200/ϵ2 ≤ E(∥y∥0) ≤ 1600/ϵ2. Since we
choose guesses of Z in powers of 2, we have at most 4 guesses, all satisfying ∥y∥0 = (1 ± ϵ)E(∥y∥0)
with probability 1 − 4/50 by union bound. It does not matter which one of these we choose. Our
overall success probability is thus 1 − O(ϵ2) − 4/50 > 4/5.

3.3 Space complexity

The k-sparse recovery algorithm takes O(log n/ϵ2) bits of space. We run the recovery algorithm
on all log n guesses of Z. Thus, it takes O(log2 n/ϵ2) bits of space ignoring random bits. Pairwise
independence is enough for Chebyshev’s inequality in our analysis. Nested subsets for sampling
coordinates can be implemented by choosing a hash function h : [n] → [n] and checking if first i bits
of the hash are zeroes for each level. Thus, we require O(log n) bits of space for the randomness.

We can in fact improve the overall space complexity to O

( log n(log (1/ϵ) + log log n)
ϵ2

)
. Observe

that the k-sparse algorithm uses too much bit complexity by storing the entire vector with exact
values for each coordinates. We only care about whether a coordinate is non-zero rather than the
exact value. How do we compress the coordinates without losing the exact count of non-zero entries?
Let’s mod the entries by a random prime!

We assume that the entries are in poly(n). There are at most O(log n) primes dividing one entry
of y. Thus, there are at most O(1/ϵ2 log n) primes dividing any entries of a vector y. Since we do
k-sparse for log n levels, there are at most O(1/ϵ2 log2 n) primes dividing any entries of any vector y

from all levels. Choosing a prime q = O

( log n(log (1/ϵ) + log log n)
ϵ2

)
and q is unlikely to divide

any entry of any vector y for any of the iterations of k-sparse. The algorithm and space complexity
result presented above is in fact the best known for ℓ0.
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