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1 Heavy hitters in a stream

Heavy hitters is about the problem of finding the large entries of a vector x. We can define different
sets of guarantees for what it means to be large.

Definition. ℓ1-guarantee. We want to output the set of indices j for which |xj | ≥ ϕ|x|1. We can
relax this problem by allowing some j that do not satisfy this criterion, but ask that the set not
contain too many false positives, i.e. that the set should not contain any j s.t. |xj | ≤ (ϕ − ε)∥x∥1 for
some ε. This relaxation is actually very important, since without relaxation the problem actually
has an Ω(n) lower bound.

Definition. ℓ2-guarantee. We want to output the set containing indices j for which x2
j ≥ ϕ∥x∥2.

Similarly, we relax the problem and ask that that the set not contain any j s.t. x2
j ≤ (ϕ − ε)∥x∥2

2.

One distinction between the ℓ1-guarantee and the ℓ2-guarantee is that the ℓ2-guarantee can be much
stronger than the ℓ1-guarantee. For example, consider

x = [
√

n, 1, 1, . . . , 1]

where x is an n-dimensional vector with all entries 1 except for the first, which is
√

n. Item 1 is a
(1/

√
n)-ℓ1 heavy hitter, i.e. it is an ℓ1 heavy hitter with ϕ = 1/

√
n. On the other hand, item 1 is a

constant ℓ2 heavy hitter, with ϕ = 1/2. We won’t be able to run an ℓ1 heavy hitter algorithm with
small memory, but would be able to with an ℓ2 algorithm.

More specifically, if an item is an ℓ1 heavy hitter, then it is also an ℓ2 heavy hitter:

|xj | ≥ ϕ∥x∥1 ⇒ x2
j ≥ ϕ2∥x∥2

1 ≥ ϕ2∥x∥2
2.

1.1 Building up intuition for heavy hitter algorithms

Consider a first case. Suppose we are given a stream where we know that at the end of the stream,
xi = n (for some unknown i), and xj ∈ {0, 1} for all j ̸= i. We want to determine the value of i.

One thing we could do is try to reconstruct its binary representation. Imagine that all the values of
the indices 1, 2, . . . , n are in their binary representations; because there are n indices, each index
can be represented as a string of log n bits. For each j ∈ {1, 2, . . . , log n}, define Aj ⊂ {1, 2, . . . , n}
to be the set of indices whose jth bit of the corresponding coordinate is equal to 0, and define Bj

to be the set of indices whose jth bit is 1. For example, if n = 4, then the indices in binary form

1



would be 00, 01, 10, 11, and

A1 = {00, 10}
B1 = {01, 11}
A2 = {00, 01}
B2 = {10, 11}

For each j ∈ {1, 2, . . . , log n}, compute aj :=
∑

i∈Aj
xi and bj :=

∑
i∈Bj

xi, i.e. aj is the sum of all
the coordinates where the jth bit is 0, and bj is the sum of all the coordinates where the jth bit is
1. Now the identity of i can be read off (in binary form) as follows: the jth bit of i is 0 if aj > bj ,
and 1 otherwise. This works because from our assumption that xi = n for some i, one of the aj is
at least n while bj is at most n − 1. So the larger of aj and bj determines what the jth bit of the
the heavy index is. This algorithm is deterministic (i.e. it has zero probability of failure) and takes
O(log2 n) bits of memory, since each aj and bj requires log n bits of storage, and j ∈ [log n].

Now consider a second case. Suppose we have the same setup, but at the end of the stream,
xi = 100

√
n log n (and xj ∈ {0, 1} for j ̸= i like before.) Like before, define Aj to be the set of

indices whose jth bit is 0, and Bj the set of indices whose jth bit is 1. However, simply summing
may not be enough anymore to figure out the bits of the heavy index, because xi is not as heavy of
a hitter. In order to get things to concentrate better near zero, we instead define aj and bj s.t. they
are signed sums: aj :=

∑
i∈Aj

σi · xi and bj :=
∑

i∈Bj
σi · xi for each j ∈ {1, 2, . . . , log n}, where σi is

a random sign. Using an additive Chernoff bound, we get a deviation of O(
√

n log(1/δ)) for each
count aj , bj , and set δ = 1/n so the deviation is O(

√
n log n) with high probability. In the bucket

that doesn’t contain the heavy item, we’re going to get something ±
√

n log n; for the bucket that
does contain heavy item, we will get 100

√
n log(n) ±

√
n log n. For each j, we read off the binary

representation of the index i as 0 if |aj | > |bj |, 1 otherwise.

So far the cases we’ve looked at are toy problems. We want to remove the assumptions that xi = n
or xi = 100

√
n log n, and xj ∈ {0, 1} for j ̸= i. We’re going to remove assumptions by using

CountSketch.

1.2 Using CountSketch for the ℓ2-guarantee

The previous examples motivate the idea of hashing into buckets and taking signed sums, which
sounds like a job for CountSketch. To recap what CountSketch does, it randomly scales by ±1
and partitions the coordinates of a vector into B buckets, where B is the number of rows in the
CountSketch matrix. Let the value in the jth bucket (the jth entry of Sx) be cj :=

∑
i:h(i)=j xi · σi.
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We can estimate xi as σi · ch(i). The expectation of σi · ch(i) is just xi:

E[σich(i)] = E

σi ·

 ∑
i′:h(i′)=h(i)

σi′xi′



= E

σ2
i xi +

∑
i′ ̸=i

h(i′)=h(i)

σiσi′xi′



= E[σ2
i xi] +

���
���

����

E

 ∑
i′ ̸=i

h(i′)=h(i)

σiσi′xi′


= E[σ2

i xi]
= xi.

Suppose we independently repeat this hashing scheme O(log n) times, and output the median of all
the estimates. The amount of “noise” in a bucket contaminating our estimate is

σi ·

 ∑
i′ ̸=i

h(i′)=h(i)

σi′xi′


Its expected value is 0. To compute its variance, we need to compute

Var[noise] = E
[
(noise)2

]
= E


σi

∑
i′ ̸=i

h(i′)=h(i)

σi′xi′


2 .

From previous lectures on the subspace embedding properties of CountSketch, the expected value of
the dot product

E

( n∑
i=1

σi′ · vi

)2
 = E

∑
i,i′

σiσi′vivi′

 = ∥v∥2
2

is the squared 2-norm of the vector v, with constant probability. Our computation of the variance
reduces to this computation; the expected fraction that comes to a particular bucket is squared
norm divided by number of buckets. So we have

Var[noise] ≤ ∥x∥2
2

B

This makes sense; having more buckets means we drive the variance down. This also implies, via
Chebyshev’s inequality, that the noise in a bucket is O(∥x∥2/

√
B) in magnitude with constant

probability.

When we repeat the process multiple times, since the repetitions are independent, and since we take
the median of all our estimates, we can ensure that the median also has error O(∥x∥2/

√
B) with
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high probability. This follows from the properties of the median: if the median didn’t have this
error, it would mean that at least half of the repetitions produced estimates that had noise greater
than O(∥x∥2/

√
B), and by a Chernoff bound we can bound this probability and conclude that our

estimate σich(i) will be xi ± O(∥x∥2/
√

B) with probability 1 − 1/ poly(n). Thus this is saying we
can estimate every single coordinate of x simultaneously up to additive error O(∥x∥2/

√
B). If we

set B = 1/ε2, we can get O(ε∥x∥2) error.

This algorithm uses O(B log2 n) of memory, since each CountSketch is O(log n) bits to store implicitly
via the sign and hash functions, there are B buckets, and there are O(log n) repetitions.

1.3 Tail guarantee for CountSketch

We’ve proven that CountSketch approximates every xi simultaneously up to additive error, but
sometimes this isn’t good enough. For example, consider a vector

x = [poly(n), n, 1, 1, . . . , 1],

where the first item is super large, the second item is less large, and all the other items are 1. The
norm of x will be dominated by the first item, and we won’t get a good approximation for the
second item even though we may still be interested in it because it’s still relatively large compared
to the rest of the entries. It would be nice we could get an estimate for the next heaviest hitter
after removing the largest entry, and and do this in one pass in a stream. In fact, the algorithm
presented in the previous section actually does give us this tail guarantee.

Theorem 1. CountSketch approximates every xi simultaneously up to additive error O
(∥x−B/4∥2√

B

)
,

where x−B/4 is x after zeroing out its top B/4 coordinates in magnitude.

Proof. With probability at least 3/4, in each repetition, the top B/4 coordinates of x don’t land in
the same hash bucket as xi:

P[xi collides with an xj in the top B/4 of items] ≤
∑

xj in top B/4
P[xi collides with xj ]

by a union bound

≤ 1
B

· B

4
assuming pairwise independence

≤ 1
4

⇒ P[xi !collide with an xj in top B/4 items] ≥ 3
4 .

Condition on xi not colliding with an item in the top B/4 of items, i.e. our hash functions do not
hash xi into the same bucket as any of the top B/4 items. Recalling the analysis of the original
algorithm in the previous section, that means the top B/4 items don’t contribute to the variance,
and the variance of the noise in each bucket will be ∥x−B/4∥2

2
B . By the same arguments used previously,

all in all we will get that the estimate σich(i) for xi will have error O(∥x−B/4∥2/
√

B) with probability
1 − 1/ poly(n).
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Further, we only needed pairwise independence of the hash functions for this proof, which means
the hash functions can still be stored efficiently.

If x is B/4-sparse, meaning there are only B/4 nonzero entries, we get zero 2-norm after removing
the top B/4 entries. So the median will be the actual value, and we get exact values with high
probability. In previous lecture, we talked about recovering k-sparse vectors using Vandermonde
matrices, so we could also do this deterministically. But what’s nice about the CountSketch algorithm
is that it works well for non-sparse vectors.

Next lecture will talk about the ℓ1 guarantee for heavy hitters.

5


	Heavy hitters in a stream
	Building up intuition for heavy hitter algorithms
	Using CountSketch for the 2-guarantee
	Tail guarantee for CountSketch


