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–  Plays as team plans for coordination and adaptation. 
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–  Distributed, play-based role assignment for robot teams in dynamic 
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Complete Multi-Robot Team 
Architecture 

STP: Skills, Tactics, and Plays 

•  Skills: low-level action primitives 
•  Tactics: single-robot behaviors 

–  Tactics determine which skills to execute 
•  Plays: team-level behaviors 

–  Plays set the tactics of each team member 
 

•  “STP: Skills, Tactics and Plays for multi-robot control in adversarial environments.” 
Browning, Bruce, Bowling, and Veloso, 2005. 
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Skills 

•  GotoBall 
•  FaceBall 
•  ApproachBall 
•  PullBall 
•  FaceTarget 
•  DriveToGoal 
•  Kick 

•  SpinAtBall 
•  Position 
•  ReceiveBall 
•  Wait 
•  GotoPoint 
•  NavToPoint 
•  SpinToPoint 

Skills 

•  GotoBall 
•  FaceBall 
•  ApproachBall 
•  PullBall 
•  FaceTarget 
•  DriveToGoal 
•  Kick 

 
•  Skills are implemented as (possibly 

hierarchical) state machines 

! SpinAtBall 
! Position 
! ReceiveBall 
! Wait 
! GotoPoint 
! NavToPoint 
! SpinToPoint 
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Tactics 

•  Top-level single-robot behavior 
•  Tactics call skills to generate low-level motor 

commands 
•  Some tactics take parameters 

–  e.g., dribble_to_position <coordinate> <theta> 
•  When a tactic is initiated, the parameters are set 
•  Tactic continues to execute until the play 

transitions to a different tactic 

Other Tactics 
•  Active tactics: 
•  shoot <aim|noaim|deflect> 
•  steal <x,y> 
•  clear 
•  active_def <x,y> 
•  pass <role> 
•  dribble_to_shoot <region> 
•  dribble_to_region <region> 
•  spin_to_region <region> 
•  receive_pass 
•  receive_deflection 
•  dribble_to_position <x,y,a> 
•  charge_ball 

•  Non-active tactics: 
•  position_for_loose_ball <region> 
•  position_for_rebound <region> 
•  position_for_pass <region> 
•  position_for_deflection <region> 
•  defend_line <x1,y1,x2,y2, ...> 
•  defend_point <x,y, ...> 
•  block <min,max,side> 
•  mark <orole, ...> 
•  goalie 
•  stop 
•  velocity <vx,vy,va> 
•  position <x,y,a> 
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Plays 

•  Provide strategic control of the entire team 
•  A play provides four roles, which are 

assigned to robots on initiation 
•  Each role is a sequence of tactics with implicit 

synchronization 

Example Play 

•  PLAY Naive Offense 
•  ROLE 1 

–  shoot 
•  ROLE 2 

–  defend_point (-1400 250) 0 700 
•  ROLE 3 

–  defend_lane (B 0 -200) (B 1175 200) 
•  ROLE 4 

–  defend_point (-1400 -250) 0 1400 
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Example Play   
•  PLAY Two Attackers, Pass 
•  OROLE 0 closest_to_ball 
•  ROLE 1 

–  pass 3 
–  mark 0 from_shot 

•  ROLE 2 
–  block 320 900 -1 

•  ROLE 3 
–  position_for_pass (R (1000 0) (700 0) 500) 
–  receive_pass 
–  shoot 

•  ROLE 4 
–  defend_line (-1400 1150) (-1400 -1150) 1000 1400 

Plays 

•  Applicability conditions 
–  Specify when the play can be initiated 

•  Termination conditions 
–  Specify when the play should stop 
–  Four types of termination: 

•  succeeded, failed, completed, aborted 
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Playbook 

•  Collection of plays available to the team 
•  Each play can be given a weight 
•  Play selection: 

–  Find all applicable plays 
–  Choose plays according to their weights 

Playbook 

•  Collection of plays available to the team 
•  Each play can be given a weight 
•  Play selection: 

–  Find all applicable plays 
–  Choose plays according to their weights 

•  Choose the highest-weight play? 
•  Choose probabilistically based on weights? 

–  Adapt play weights based on past success/failure? 
•  “Plays as team plans for coordination and adaptation.” 

Bowling, Browning, and Veloso, 2004. 
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Roles 

•  Roles are the top-level single-robot behaviors 
•  Region-based approach 
•  More independent than in small-size 

–  Tight synchronization is a problem  
–  No sequencing 

•  Local algorithms used to prevent teammate 
interference 

Example Play 
•  PLAY StrongDefense 

•  APPLICABLE secondHalf winningBy2OrMoreGoals 

•  ROLES 1 Goalkeeper 

•  ROLES 2 Goalkeeper Defender 

•  ROLES 3 Goalkeeper Defender Independent 

•  ROLES 4 Goalkeeper Defender MidfieldDefender Independent 

•  WEIGHT 3 
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Play Selector 

•  Chooses the highest-weight applicable play 
•  Runs on one robot arbitrarily chosen to be the 

leader 
•  Leader broadcasts play selection to 

teammates periodically 

Score and Time 

•  Idea: 
–  Play aggressively if losing 
–  Play defensively if winning 

•  Is there a theoretical justification for switching 
plays? 

•  Times for play switching were hand-coded 
•  Can we find the optimal policy for play 

selection? 
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Let's Play A Game... 

•  You choose an action: B, O, or D 

Let's Play A Game... 

•  You choose an action: B, O, or D 
•  If you choose B: 

–  5% of the time, you gain $1 
–  5% of the time, you lose $1 

•  If you choose O: 
–  25% of the time, you gain $1 
–  50% of the time, you lose $1 

•  If you choose D: 
–  1% of the time, you gain $1 
–  2% of the time, you lose $1 
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Let's Play A Game... 
    +1  -1 
B   5%  5% 
O  25% 50% 
D   1%  2% 

•  If you have to play this game... 
•  Which action should you choose? 

Let's Play A Game... 
    +1  -1 
B   5%  5% 
O  25% 50% 
D   1%  2% 

•  If you have to play this game... 
•  Which action should you choose? 

 
•  B = 0.05 * 1 + 0.05 * -1 = 0 
•  O = 0.25 * 1 + 0.5 * -1 = -0.25 
•  D = 0.01 * 1 + 0.02 * -1 = -0.01 
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Let's Play A Game... 
    +1  -1 
B   5%  5% 
O  25% 50% 
D   1%  2% 

•  If you have to play this game twice... 
•  Which actions should you choose each time? 

Let's Play A Game... 
    +1  -1 
B   5%  5% 
O  25% 50% 
D   1%  2% 

•  If you have to play this game 120 times... 
•  Which actions should you choose each time? 
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Let's Play A Game... 
    +1  -1 
B   5%  5% 
O  25% 50% 
D   1%  2% 

•  If you have to play this game 120 times... 
•  Which actions should you choose each time? 

 
•  This game is pretty boring... 

–  Choose B every time 
–  On average, don't expect to win or lose anything 

Let's Play A Different Game... 
    +1  -1 
B   5%  5% 
O  25% 50% 
D   1%  2% 

•  This game has k rounds 
•  Each round: 

–  Choose an action 
–  You get +1 point, -1 point, or 0 points 

•  If your points are positive at the end, you gain $100 
•  If your points are negative at the end, you lose $100 
•  Otherwise you get $0 
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Let's Play A Different Game... 
    +1  -1 
B   5%  5% 
O  25% 50% 
D   1%  2% 

•  If k=1, which action should you choose? 

Let's Play A Different Game... 
    +1  -1 
B   5%  5% 
O  25% 50% 
D   1%  2% 

•  If k=2, we need to pick an action for the first 
round, then pick another action for the second 
round 
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Let's Play A Different Game... 
    +1  -1 
B   5%  5% 
O  25% 50% 
D   1%  2% 

•  If k=2, we need to pick an action for the first 
round, then pick another action for the second 
round 

•  In the second round there are 3 possibilities: 
– Our score so far is +1 
– Our score so far is -1 
– Our score so far is 0 

Let's Play A Different Game... 
    +1  -1 
B   5%  5% 
O  25% 50% 
D   1%  2% 

•  2nd round; score = 1 
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Let's Play A Different Game... 
    +1  -1 
B   5%  5% 
O  25% 50% 
D   1%  2% 

•  2nd round; score = 1 
•  If we choose B: 

–  5% of the time, we end up with 2 points 
–  90% of the time, we end up with 1 point 
–  5% of the time, we end up with 0 points 

•  Expected reward: 0.95 * $100 + 0.05 * $0 = $95 

Let's Play A Different Game... 
    +1  -1 
B   5%  5% 
O  25% 50% 
D   1%  2% 

•  2nd round; score = 1 
•  If we choose O: 

–  25% of the time, we end up with 2 points 
–  25% of the time, we end up with 1 point 
–  50% of the time, we end up with 0 points 

•  Expected reward: 0.5 * $100 + 0.5 * $0 = $50 
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Let's Play A Different Game... 
    +1  -1 
B   5%  5% 
O  25% 50% 
D   1%  2% 

•  2nd round; score = 1 
•  If we choose D: 

–  1% of the time, we end up with 2 points 
–  97% of the time, we end up with 1 point 
–  2% of the time, we end up with 0 points 

•  Expected reward: 0.98 * $100 + 0.02 * $0 = $98 

Let's Play A Different Game... 
    +1  -1 
B   5%  5% 
O  25% 50% 
D   1%  2% 

•  2nd round; score = 1 
•  If we choose D: 

–  1% of the time, we end up with 2 points 
–  97% of the time, we end up with 1 point 
–  2% of the time, we end up with 0 points 

•  Expected reward: 0.98 * $100 + 0.02 * $0 = $98 
•  $98 > $95, so D is a better action than B! 
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Let's Play A Different Game... 
    +1  -1 
B   5%  5% 
O  25% 50% 
D   1%  2% 

•  2nd round; score = -1 
•  B: 0.05 * $0 + 0.95 * -$100 = -$95 
•  O: 0.25 * $0 + 0.75 * -$100 = -$75 
•  D: 0.01 * $0 + 0.99 * -$100 = -$99 
•  $-75 > $-95, so O is a better action than B! 

Let's Play A Different Game... 
    +1  -1 
B   5%  5% 
O  25% 50% 
D   1%  2% 

•  1st round; score = 0 
•  B: 0.05 * $98 + 0.9 * $0 + 0.05 * -$75 = $1.15 
•  O: 0.25 * $98 + 0.25 * $0 + 0.5 * -$75 = -$13.00 
•  D: 0.01 * $98 + 0.97 * $0 + 0.02 * -$75 = -$0.52 
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Let's Play A Different Game... 
    +1  -1 
B   5%  5% 
O  25% 50% 
D   1%  2% 

•  1st round; score = 0 
•  B: 0.05 * $98 + 0.9 * $0 + 0.05 * -$75 = $1.15 
•  O: 0.25 * $98 + 0.25 * $0 + 0.5 * -$75 = -$13.00 
•  D: 0.01 * $98 + 0.97 * $0 + 0.02 * -$75 = -$0.52 

 
•  We can actually win money from this game! 

(in expectation) 

Thresholded-Rewards MDPs 

•  Markov Decision Process (MDP) 
–  State machine with probabilistic transitions and 

rewards 
–  (S, A, T, R) 

•  Usual goal: maximize expected reward 
•  Our goal: apply a threshold function to the 

final reward; maximize the value of that 
function 
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Thresholded-Rewards MDPs 

•  Algorithm to create an expanded MDP that is 
annotated with score and time 

•  Solving the expanded MDP with value 
iteration produces the optimal policy 
 

•  “Thresholded rewards: Acting optimally in timed, zero-sum games.” 
McMillen and Veloso, 2007. 

Motivation 

•  How can we make strategic decisions to win 
in timed, zero-sum games? 

•  Timed: ends after a specified period of time  
•  Winning: to be ahead in score when the 

game ends 
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Motivating Domains 

•  Robot soccer 
•  Computer game AI 
•  Other competitions / sports 
•  Any domain with time and score 

Approach: MDP + Time & Score 

•  We use MDPs to model the world 
–  Assumption: opponent has a static strategy 

•  Base MDP describes the underlying dynamics 
of the domain 
–  Dynamics of the domain do not depend on score 

and time 
–  Challenge: use this MDP to generate a policy that 

depends on time and score  
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Approach: MDP + Time & Score 

•  Create an expanded MDP that incorporates 
score and time into the model 
–  Scoring: at each time step, receive intermediate 

reward 
–  Winning: when t = 0, receive true reward based on 

the sign of cumulative intermediate reward 
–  Thresholded rewards: true rewards assigned 

based on any threshold function of the 
intermediate reward 

•  Solution to the expanded MDP gives the 
optimal (non-stationary) policy 

Robot Soccer Example 

•  Three states 
–  For: our team scores a goal 

(intermediate reward +1) 
–  Against: opponent team scores a goal 

(intermediate reward -1) 
–  None: no team scores a goal 

(intermediate reward 0) 
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Robot Soccer Example 

•  Three actions 
–  Balanced: 5% chance we score; 5% chance 

opponent scores 
–  Offensive: 25% chance we score; 50% chance 

opponent scores 
–  Defensive: 1% chance we score; 2% chance 

opponent scores 

  Thresholded Rewards Solution 

•  Expanded MDP folds time and score into state 
–  At each step, time remaining decreases by 1; cumulative 

intermediate reward changes by {-1, 0, 1} 
–  True rewards assigned based on whether we are ahead when 

t = 0 
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  Thresholded Rewards Solution 

•  Expanded MDP folds time and score into state 
–  At each step, time remaining decreases by 1; cumulative 

intermediate reward changes by {-1, 0, 1} 
–  True rewards assigned based on whether we are ahead when 

t = 0 

•  Example: 2-step time horizon 

  Optimal Solution Complexity 
•  Let: 

–  |S| = # of states in base MDP 
–  m = highest-magnitude intermediate reward 
–  h = time horizon 

•  Then, # of states in this MDP is: 
–  (h+1) x |S| x (2mh+1) = O(|S|h2m) 
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  Optimal Solution Complexity 

•  Layered MDP structure enables an efficient 
value iteration algorithm (see paper) 
–  Total running time is O(|A||S|2h2m) 

Thresholded Rewards Solution 

•  Solution for time horizon of 120 steps 
•  Value: 0.146 
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MER Approximation 

•  For tractability, a common simplification is to 
maximize expected rewards (MER) 
–  Ignores score and time 
–  Finds the optimal policy for the domain's base 

MDP 
•  Optimal value: 0.146 
•  MER value: 0 

Results: Optimal vs. MER 

•  Performance was tested on 5000 randomly-
generated MDPs 
–  Captures different opponent skill levels 

•  No matter which action we take, each 
opponent is more likely to score than we are: 
–  T(*, a, Against) ~ Uniform[0.0, 0.5] 
–  T(*, a, For) ~ Uniform[0.9, 1.0) x T(*, a, Against) 
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Results: Optimal vs. MER 

•  MER mean value: -0.0659 
•  Optimal mean value: 0.1971 

Heuristic Solutions 

•  Three heuristics: uniform, lazy, logarithmic 
•  Take time and score into account 
•  Significantly reduce the state space of the 

MDP (compared to optimal) 
•  Parameter trades off solution quality and state 

space size 
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Uniform-k 

•  Agent must commit to an action for k time 
steps 

•  Essentially equivalent to using a coarser time 
resolution when modeling the domain 

Lazy-k 

•  Agent ignores time and score until there are k 
steps remaining 
–  For the first h – k steps, the agent acts optimally 

with respect to the base MDP 
–  When there are k steps remaining, agent creates 

an optimal thresholded-rewards MDP with time 
horizon k and initial state set to reflect the current 
state of the system 

•  Concentrate computational effort near the 
end of the run 
–  At the end, the agent's actions may have a greater 

effect on the overall outcome 
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Logarithmic-k-m 

•  The number of decisions the agent makes is 
logarithmic in the time horizon 

•  Time resolution is finer as we get closer to the 
end 

•  k is the number of decisions the agent makes 
before the time resolution is increased 

•  m is the multiple by which the time resolution 
is increased 

Results: Heuristic Approaches 

•  We tested these heuristic approaches on 60 
randomly-generated MDPs 
–  Each heuristic was tried with numerous different 

parameter settings 
•  We are interested in comparing the size of the 

resulting state space with the expected value 
of the resulting policy 

•  We want a high reward with a low number of 
states 
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Results: Heuristic Approaches 
•  Optimal (0.1699, 43K) 
•  MER (-0.072, 0K) 
•  B: uniform-2 (0.1608, 21K) 
•  C: uniform-15 (0.0957, 3K) 

!  D: lazy-80 (0.1612, 19K) 
!  E: logarithmic-8-2 (0.1573, 16K) 
!  F: logarithmic-2-4 (0.1264, 13K) 

Summary 

•  Optimal solution algorithm for timed, zero-sum 
games 
–  Runs in time O(|A||S|2h2m) 

•  Reasoning about time and score allows us to 
win against an opponent that is otherwise 
superior 

•  Heuristic approaches achieve high 
performance with lower computational cost 


