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Abstract

Sux treesand sux arrays are widely usedand largely interchangeable
index structures on strings and sequences.Practitioners prefer su x arrays
due to their simplicity and spacee ciency while theoreticians usesu x trees
due to linear-time construction algorithms and more explicit structure. We
narrow this gap betweentheory and practice with a simple linear-time con-
struction algorithm for sux arrays. The simplicity is demonstrated with a
C++ implementation of 50 e ectiv e lines of code. The algorithm is called
DC3, which stems from the certral underlying concept of di er ence cover.
This view leadsto a generalizedalgorithm, DC, that allows a space-e cient
implementation pand, moreover, supports the choice of B space{time tradeo .
For any v 2 [1;" n], it runs in O(vn) time using O(n="v) spacein addition
to the input string and the sux array. We also presern variants of the al-
gorithm for seweral parallel and hierarchical memory models of computation.
The algorithms for BSP and EREW-PRAM models are asymptotically faster
than all previous su x tree or array construction algorithms.

1 Intro duction

The su x tree [6Q] of a string is the compacttrie of all its su xes. It is a powerful
data structure with numerousapplicationsin computational biology [28 and else-
where[26]. It canbe constructedin linear time in the length of the string [16, 19, 48,
57,60]. The su x array [24, 49 is the lexicographicallysorted array of the su xes

of a string. It contains much the sameinformation asthe su x tree, although in

a more implicit form, but is a simpler and more compact data structure for many
applications[2, 7, 24,45. Howeer, until recenly, the only linear-time construction
algorithm was basedon a lexicographictraversal of the su x tree.
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Due to a more explicit structure and the direct linear-time construction algo-
rithms, theoreticianstend to prefer sux treesover sux arrays. This is eviden,
for example,in text books, including recert ones[13 56]. Practitioners, on the other
hand, often usesu x arrays, becausethey are more space-e cient and simpler to
implemert. This di erence of theoretical and practical approades appears even
within a single paper [50].

We addressthe gap betweentheory and practice by describingthe rst direct
linear-time su x array construction algorithm, eleating su x arrays to equalsof
sux treesin this sense. Independerly and simultaneously to our result, which
originally appearedin [36], two di erent linear-time algorithms were introduced by
Kim et al. [40],and Ko and Aluru [4]]. In this paper, we will alsointroducese\eral
extensionsand generalizationsof the algorithm, including space-e cient, parallel
and external memory variants.

Linear-time algorithm.  Many linear-time su x tree construction algorithms are
truly linear-time only for constant alphalet, i.e, when the size of the alphabet is
constart [48, 57, 60]. Farach [16] introducedthe rst algorithm to overcomethis
restriction; it works in linear-time for integer alphalet, i.e., whenthe charactersare
integersfrom a linear-sizedrange. This is a signi cant improvemen, sincea string
over any alphabet can be transformed into sud a string by sorting the characters
and replacingthem with their ranks. This presenesthe structure of the su x tree
and the order of the su xes. Consequetly, the complexity of constructing the
su x tree of a string is the sameasthe complexity of sorting the charactersof the
string [19].

Whereasthe algorithms requiring a constart alphabet are incremernal, adding
onesu X or one character at a time to the tree, Faradh's algorithm takesthe fol-
lowing half-recursiwe divide-and-conquerapproad:

1. Construct the su x tree of the su xes starting at odd positions. This is done
by reductionto the su x tree construction of a string of half the length, which
is solved recursiely.

2. Construct the su x tree of the remaining su xes using the result of the rst
step.

3. Mergethe two su x treesinto one.

The crux of the algorithm is the mergingstep, which is an intricate and complicated
procedure.

The samestructure appearsin someparallel and external memory su x tree
construction algorithms [17, 18, 19] as well as the direct linear-time su x array
constructionalgorithm of Kim et al. [40]. In all casesthe mergeis a very complicated
procedure. The linear-time su x array construction algorithm of Ko and Aluru [41]



also usesthe divide-and-conquerapproad of rst sorting a subsetor sample of
su xes by recursion. Howe\er, its choiceof the sampleand the rest of the algorithm
are quite di erent.

We introduce a linear-time su x array construction algorithm following the
structure of Farad's algorithm but using 2/3-recursioninstead of half-recursion:

1. Construct the sux array of the su xes starting at positionsi mod 3 6 0.
This is done by reduction to the su x array construction of a string of two
thirds the length, which is solved recursiwely.

2. Construct the su x array of the remaining su xes usingthe result of the rst
step.

3. Mergethe two su x arrays into one.

Surprisingly, the useof two thirds insteadof half of the su xes in the rst stepmakes
the last step almost trivial: simple comparison-basedmerging is su cient. For
example,to comparesu xes starting at i andj with i mod 3= 0andj mod 3= 1,
we rst comparethe initial characters,and if they are the same,we comparethe
su xes starting at i + 1 andj + 1, whoserelative order is already known from the
rst step.

Space-e cien t algorithms.  All the above su x array construction algorithms
requireat leastn pointers or integersof extra space in addition to the n charactersof
the input and the n pointers/integersof the su x array. Until recerly, this wastrue
for all algorithms running in O(nlogn) time. There are also so-calledlightweight
algorithms that usesigni cantly lessextra space[47, 4], but their worst-casetime
complexity is ( n?). Manzini and Ferragina[47] have raisedthe questionof whether
it is possibleto achieve O(nlogn) runtime using sublinear extra space.

The questionwas answered positively by Bubkhardt and Kearkkainen [6] with an
algorithm running in O(nlogn) time and O(n="logn) extrB space.They alsogave
a generalizationrunning in O(nlogn + nv) time and O(n="v) extra spacefor any
v 2 [3;n]. In this paper, combining ideasfer [6] with the linear-time algorithm, we
improve the result to O(nv) time in O(n="v) extra space,leadingto an o(nlogn)
time and o(n) extra spacealgorithm.

To adhiewve the result, we generalizethe linear-time algorithm sothat the sample
of su xes sortedin the rst step can be chosenfrom a family, called the di er ence
cover samplesthat includesarbitrarily sparsesamples.This family wasintroduced
in [6] and its name comesfrom a characterization using the conceptof di er ence
cover. Di erence covershave alsobeenusedfor VLSI design[39], distributed mutual
exclusion[44, 10], and quartum computing [5].

An evenmorespace-e cient approad is to construct compressedndexes[21, 27,
42,31, 32]. Howeer, for constart v our algorithm is a factor of at least ( loglog )
faster than thesealgorithms, where is the alphabet size.
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Table 1. Su x array construction algorithms. The algorithmsin [16, 17, 18, 19] are
indirect, i.e., they actually constructa su x tree, which canbe then be transformed

into asux array

model of computation complexity alphabet| source
RAM O(nlogn) time general |[45, 43, 6]
. . [16, 40,
O(n) time integer 41].DC
External Memory [59 O(- logu o
_ : 55 logw g logn) 1/Os )
D disks, block sizeB, B . Integer [12
fast memory of sizeM O(n Iogg_ & logn) internal work
O(gg logw &) I/Os .
O(n Iog% 7) internal work integer | [19,DC
Cade Oblivious [22] n n
M=B cache blocks of Sz B O(g IognEAT & logn) cade faults | general [12]
O(g Iogné_ g) cade faults general | [19,DC
nlogn gny log® n log P
BSP [58 O+ (Ltir;ep ) “log(r=p) general [17]
P processors | |
) . . . nlogn 2 gniogn
h-relation in time L + gh O(T + L qu P+ 5 Iog(n=P)) general DC
time
P = O(n' ) processors |O(n=P + L log? P + gn=P) time| integer DC
EREW-PRAM [33 O(log* n) time, O(nlogn) work | general | [17]
O(log?n) time, O(nlogn) work | general| DC
arbitrary-CR CW-PRAM [33O(logn) time, O(n) work (rand.)| constart [1
2 .
priority-CRCW-PRAM [3g| ©OU0g™n) time, O(nywork 1 il bC

(rand.)

Adv anced models of com

putation.

Since our algorithm is constructed from

well studied building blocks like integer sorting and merging, simple direct su x

array construction algorithms for seweral models of computation are almost a corol-
lary. Table 1 summarizesgheseresults. We win a factor (log n) over the previously
best direct external memory algorithm. For BSP and EREW-PRAM models, we
obtain an improvemert over all previousresults,including the rst linear work BSP

algorithm.



Overview. The paper is organizedas follows. Section3 explainsthe basiclinear
time algorithm DC3. We then usethe conceptof a di erence cover introducedin
Section4 to descrile a generalizedalgorithm called DC in Section5 that leadsto
a spacee cient algorithm in Section6. Section7 explainsimplemertations of the
DC3 algorithm in advancedmodelsof computation. The resultstogether with some
open issuesare discussedn Section8.

2 Notation

We usethe shorthands(i; j]= fi;:::;jgand][i;j) = [i;j 1] for rangesof integers
and extend to substringsas seenbelow.

The input of a sux array construction algorithm is a string T = T[0O;n) =
tot; t, 1 overthe alphabet [1; n], that is, a sequencef n integersfrom the range
[1, n]. For corveniencewe assumethat t; = Oforj n. Sometimeswe alsoassume
that n + 1 is a multiple of someconstart v or a squareto avoid a proliferation
of trivial casedistinctions and d e operations. An implemertation will either spell
out the casedistinctions or pad (sub)problemswith an appropriate number of zero
characters. The restriction to the alphabet [1; n] is not a seriousone. For astring T
over any alphabet, we can rst sort the charactersof T, remove duplicates, assign
a rank to ead character, and construct a new string T° over the alphabet [1;n]
by renaming the characters of T with their ranks. Sincethe renaming is order
preserving,the order of the su xes doesnot change.

Fori 2 [O;n], let S; denotethe sux TI[i;n) = titj+; t, 1. We also extend
the notation to sets: for C  [O;n], Sc = fSjji 2 Cg. The goalis to sort the
set Sp:p; Of suxes of T, where comparisonof substrings or tuples assumesthe
lexicographicorder throughout this paper. The output isthe sux array SA[O; n]
of T, a permutation of [0; n] satisfying Ssafg) < Ssap< < Ssa[n]-

3 Linear-time algorithm

We begin with a detailed description of the simple linear-time algorithm, which we
call DC3 (for Di erence Cover modulo 3, seeSection4). A completeimplemenation
in C++ is givenin Appendix A. The executionof the algorithm is illustrated with
the following example

012 3 456 7 8 91011
TOonN)=yabbadabbado
wherewe are looking for the su x array

SA=(121,6;4,9;3,8,2,7;5,10,11,0) :



Step 0: Construct a sample. Fork = 0;1;2, de ne
Bx=fi2[0;n]ji mod 3= Kkg:
Let C = B, [ B, bethe setof samplepositions and S¢ the set of samplesu xes .

Example. B, = f1;4;7;109, B, = 12,5;8;11g, i.e., C = f1,4;7; 10, 2;5; 8; 11g.
Step 1. Sort sample su xes. For k = 1, 2, construct the strings

Rk = [tktk+l tk+2 ][tk+3 tk+4 tk+5] s [tmax Bktmax By +1 tmax Bk+2]

whosecharactersare triples [titi+1 ti+2]. Note that the last character of Ry is always
unique becausetxs,+2 = 0. Let R = R; R, be the concatenationof R; and
R2. Then the (nonempty) su xes of R correspnd to the set Sc of samplesu xes:

[titi+1 tis2 )[ti+ati+ati+s]::: correspndsto S;. The correspndences order preserving,
i.e., by sorting the su xes of R we get the order of the samplesu xes Sc.

Example. R = [abbj[add][bba][do0][bbal[dak][bad[00d].

To sort the su xes of R, rst radix sort the charactersof R and renamethem
with their ranks to obtain the string R® If all characters are di erent, the order
of charactersgivesdirectly the order of su xes. Otherwise, sort the su xes of R°
using Algorithm DC3.

Example. R°= (1;2;4;6;4;5;3;7) and SAgro = (8;0;1;6;4;2,5;3,7).

Once the sample su xes are sorted, assigna rank to eadh sux. Fori 2 C,
let rank(S;) denote the rank of S; in the sample set Sc. Additionally, de ne
rank(Sn+1) = rank(Sy+2) = 0. Fori 2 By, rank(S;) is unde ned.

i 01 2 3 456 7 8 91011121314
Example. rank(S;)) 2 14?2 26?2 53?2 78?200

Step 2: Sort nonsample suxes. Represeh eadh nonsamplesux S; 2 Sg,
with the pair (tj;rank(Si+1)). Note that rank(S;j:;) is always de ned for i 2 By.
Clearly we have, for all i;j 2 By,

S S () (ti;rank(Si+1)) (tj;rank(S+1)):
The pairs (tj; rank(Sj+1)) are then radix sorted.

Example. S;» < Sg < Sg < S3< Sy becausg0;0) < (a;5) < (a;7) < (b;2) < (y;1).



Step 3: Merge. The two sorted sets of su xes are mergedusing a standard
comparison-basednerging. Tocomparesu x S; 2 Sc with §; 2 Sg, we distinguish
two cases:

i12B;: S Sj () (ti;rank(Si+1)) (tj;rank(Sj +1))
i 2 B, : Si Sj ( ) (ti;ti+1;rank(Si+2 )) (tj ;tj +1 rank(Sj +2))

Note that the ranks are de ned in all cases.
Example. S; < Sg becausg(a; 4) < (a;5) and Sz < Sg becausgb; a; 6) < (b; a; 7).
The time complexity is establishedby the following theorem.

Theorem 1. The time complexity of Algorithm DC3 is O(n).

Proof. Excluding the recursiwe call, everything can clearly be donein linear time.
The recursionis on a string of length d2n=3e. Thus the time is given by the recur-
renceT(n) = T(2n=3) + O(n), whosesolutionis T(n) = O(n). 0

4 Dierence cover sample

The sampleof su xes in DC3 is a special caseof a di er ene cover sample In this
section, we descrike what di erence cover samplesare, and in the next sectionwe
give a generalalgorithm basedon di erence cover samples.

The sampleusedby the algorithms hasto satisfy two sampleconditions:

1. The sampleitself canbesortede cien tly. Only certain specialcasesare known
to satisfy this condition (se€[37,3, 9, 41]for examples).For example,arandom
samplewould not work for this reason.Di erence cover samplescan be sorted
e ciently becausethey are periodic (with a small period). StepsO and 1 of
the generalalgorithm could be modi ed for sorting any periodic sampleof size
m with period length v in O(vm) time.

2. The sorted samplehelpsin sorting the set of all su xes. The setof di erence
cover samplepositions hasthe property that for any i;j 2 [O;n v+ 1] there
isasmall” sud that both i+ ~ andj + * are samplepositions. SeeSteps2{4
in Section5 for how this property is utilized in the algorithm.

The di erence cover sampleis basedon di erence covers[39, 10].

De nition 1. A setD [0;v) is adier ence cover modulo v if

f(i j)modviji;j 2Dg=[0V):



De nition 2. A v-periodic sampleC of [0; n] with the period D, i.e.,
C=fi2[0On]jimodv2Dg;
is a di er enee cover sampleif D is a di erence cover modulo v.

By being periodic, a di erence cover sample satis es the rst of the sample
conditions. That it satis es the secondcondition is shavn by the following lemma.

Lemma 1. If D is adier ene covermodulov, andi andj are integers,there exists
"2 [0;v) suchthat (i+ ) modv and(j + ') mod v arein D.

Proof. By the de nition of di erence cover, there existsi%j°2 D sud that i® j°
i j (modv). Let = (i° i)modv. Then

i+ i°%2D (modv)
j+> i (G j) j°2D (modv): N

Note that by using a lookup table of sizev that maps(i j) mod v into i% the
value * canbe computedin constart time.

The sizeof the di eance cover is a key parameterfor the space-e ciert algorithm
in Sections6. Clearly, = v is a lower bound. The best generalupper bound that we
are aware of is achieved by a simple algorithm due to Colbourn and Ling [10]:

Lemma 2 ([10]). Forrjalny v, a di er ence cover modulo v of sizeat most P 15v+ 6
can be computed in O(" v) time.

The sizesof the smallestknown di erence covers for seweral period lengths are
showvn in Table 2.

Table 2: The size of the smallestknown di erence cover D modulo v for seeral
period lengthsv. The di erence covers were obtained from [44] (v = 64) and [6]
(v = 128 256), or computed using the algorithm of Colbourn and Ling [1( (v
512). For v 128, the sizesare known to be optimal

v [3 7 13 21 31 32 64 128 256 512 1024 2048
iDj|2 3 4 5 6 7 9 13 20 28 40 58

5 General algorithm

The algorithm DC3 sortssu xes with starting positionsin a di erence cover sample
modulo 3 and then usestheseto sort all suxes. In this section, we presen a
generalizedalgorithm DC that can useany di erence cover D modulo v.
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Step 0: Construct a sample. For k 2 [0;v), de ne
Bx=fi2[0;n]jimodv = Kkg:
S

The set of sample positionsis nown C = |, Bx. Let D = [O;v) nD and C =
[O;n]nC.

Step 1. Sort sample suxes. For k 2 D, construct the strings

Rk = [titksr iitiey alltksvikever Diiteay 1] [tmax, @ i tmaxBe+v 1)

Let R = ) b Rk whereJ denotesa concatenation. The (nonempty) su xes
of R correspnd to the samplesu xes, and they are sorted recursiwely (using any
period length from 3to (1  )v?5Dj to ensurethe corvergenceof the recursion).
Let rank(S;) bede ned asin DC3fori 2 C, andadditionally de ne rank(Sy+1) =
rank(Sp+2) = = rank(Sy+v 1) = 0. Again, rank(S;) isunde ned fori 2 C.

Step 2: Sort nonsample suxes. Sorteath Sg,, k2 D, separately Letk 2 D
and let = 2 [O;v) be sud that (k+ ) modv 2 D. To sort Sg,, represeh eah

is always de ned. The tuples are then radix sorted.

The most straightforward generalizationof DC3 would now mergethe setsSg, ,
k 2 D. Howewer, this would be a ( v)-way merging with O(v)-time comparisons
giving O(nv logv) time complexity. Therefore,we take a slightly di erent approad.

Step 3: Sort by rst v characters. Separatethe samplesu xes Sc into sets
Sg,, k 2 D, keepingead set ordered. Then we have all the setsSg,, k 2 [0;V),
as sorted sequencesConcatenatethese sequencesind sort the result stably by the
rst v characters.

For 2 [O;n]’, let S be the set of suxes starting with , and let Sy, =
S \ Sg,. The algorithm hasnow separatedthe su xes into the setsSg , ead of
which is correctly sorted. The setsare alsogroupedby and the groupsare sorted.
For v = 3, the situation could look like this:

aaa aaa aaa aab aab aab aac
‘SBO ‘SBl ‘SBz H SBo ‘SBl ‘SBz H SBO ‘

Step 4: Merge. Foreadh 2 [0;n], mergethe setsSg , k 2 [0;V), into the set
S . This completesthe sorting.

The merging is done by a comparison-based/-way merging. For i;j 2 [O;n],
let ~ 2 [O;v) besud that (i+ ") modv and (j + ) mod v are both in D. Su xes
Si and §; are comparedby comparingrank(S;;-) and rank(S;.-). This givesthe
correctorder because5; and S; belongto the samesetS andthustiti,q :::tjys 1=
tjtj+1 :::tj+‘ 1.

Theorem 2. The time complexity of Algorithm DC is O(vn).
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6 Lightweight algorithm

We now explain how to implemert algorithm DC using only O(n:pV) spacein
addition to the input and the output. We will howewer reusethe spacefor the
output array a[0; n] asintermediate storage.

Step 0:. The samplecan be represeted using their O(n:p V) starting positions.

Step 1:. To sort the samplesu xes, we rst (non-inplace)radix sort the %-tuples
that start at samplepositions. This is easyusing two arrays of size O(n="v) for
storing starting positions of samplesand n + 1 courters (one for ead character)
stored in the output array a[0;n]. This is analogousto the arrays R SAl2and c
usedin Appendix A. Renamingthe tupleswith ranksonly needsthe O(n="v) space
for the recursive subproblem. The samespacebound appliesto the su x array of
the sampleand the spaceneededwithin the recursiwe call.

Step 2:. Sorting nonsamplesu xes for a particular classSg, , k 2 D amourts to
radix sorting (n + 1)=v many tuples of up to v integersin the range[0; n]. Similar
to Step 1, we needonly spaceO(n=v) for describingthesetuples. Howewer, we now
arrangethe sortedtuplesin alk(n+ 1)=v; (k+ 1)(n+ 1)=v) sothat the output array
is not available for courters asin Step 1. We Eolve this problem by viewing eath
character astwo subcharactersin the range[0; n+ 1).

Step 3: Sort by rst v characters. Scanthe sux array of the sampleand store
the samplesu xes Sg, , k 2 Cin alk(n+ 1)=v; (k+ 1)(n+ 1)=v) maintaining the order
given by the samplewithin ead classSg, . Togetherwith the computation in Step2,
the output array now storesthe desiredconcatenationof all sorted setsSg,. We
noy sort all su xes stably by their rst v characters. Using a courter array of size
O(" n) we cando that in 2v passestotal time O(vn), and additional spaceO(n®*)
by applying the almosbirMe distribution sorting ?)Igorithm from Theorem5 in
the appendix with k =~ n + 1. Note that for v= O(' n), n>* = O(n=" V).

Step 4: Merge. SupposeS is stored in a[b;if). This array consistsof v con-

secutive (possibly empty) sulbarreys that represen Sg , k 2 [0;v) respectively.

We can merge them with O( jS jv) additional spaceusing the almost in%lace

B1erging routinep(_see Theorem 6 in the appendix). Note that for v = O(" n),
jS jv=0(n="v).

Theorem 3. For v = O(pﬁ), al%orithm DC can be implementel to run in time
O(vn) using additional space O(n=""v).

The upper bound for v can be inBreasedto O(n%3) by using the comparison
basedalgorithm from [6] whenv =! (" n).
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7 Adv anced models

In this section,we adapt the DC3 algorithm for seweral advancedmodels of compu-
tation. We rst explain the main ideasand then bundle the resultsin Theorem 4
below.

The adaptation to memory hierarchies is easysince all operations can be de-
scribed in terms of scanning,sorting, and permuting sequencesf tuples using stan-
dard techniques. Since scanningis trivial and since permuting is equivalert to
sorting, all we really needis a good external sorting algorithm. The proof therefore
conceltrates on bounding the internal work assaiated with integer sorting.

Parallelization is slightly more complicatedsincethe scanningneededto nd the
ranks of elemeits looks like a sequetial processon the rst glance. Howewer, the
technique to overcomethis is also standard: Considera sorted array a[0; n]. De ne
cl0]= 1andgli] = 1if ci 1] 6 cfi] and c[i] = 0 otherwisefor i 2 [1;n]. Now the
pre X sums 501 Cli] give the rank of afj ]. Computing pre x sumsin parallel is
again a well studied problem.

Theorem 4. The DC3 algorithm can be implemental to achievethe following per-
formance guarantees on advan@ed models of computation:

model of computation complexity alphabet
External Memory [59] O(- logu 1) I/Os
X . DB 5 B H
D disks, block sizeB, O(nlogu ) internal work Integer
fast memory of sizeM s B
Cache Oblivious [22] O(g IognEAT &) cade faults general
BSP [58]

| 2 | :
O(—*" + Llog"P + P?gg?r?zr;)) time | general

P processors
h-relation in time L + gh

P = O(n! ) processors O(n=P + L log’P + gn=P) time integer

EREW-PRAM [33] O(log® n) time and O(nlogn) work | general

O(log? n) time and O(n) work

(randomized) constar

priority-CRCW-PRAM [33]

Proof. External memory: Step 1 of the DC3 algorithm beginsby scanningthe
input and producing tuples ([tai+ ktai+k+1tai+k+2]; 3 + k) fork 2 f1;2gand 3i + k 2
[0; n]. Thesetuples are then sorted by lexicographicorder of the character triples.
The results are scannedproducing rank position pairs (rs.x; 3i + k). Constructing
a recursive problem instancethen amourts to sorting using the lexicographicorder
of (k;1) for comparing positions of the form 3i + k. Similarly, assigningranks to
a samplesu x | at positioni in the sux array of the sampleamourts to sorting
pairs of the form (i; j ).
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Step 2 sorts triples of the form (tj;rank(Sj+1);i1). Step 3 represets Sz as
(tzi;taivr; rank(Ssi+1); rank(Ssi+2); 3i), Sziv1 as(tsi+1; rank(Ssi+2); 3i+ 1), and S
as (tsi+2; tsi+a; rank(Ssi+4)); 31 + 2). This way all the information neededfor com-
parisonsis available. Theserepresetations are produced using additional sorting
and scanningpasses.A more detailed description and analysis of external DC3 is
givenin [14]. It turns out that the total I/O volume is equivalert to the amourt
I/O neededfor sorting 30n words of memory plus the /O neededfor scanning6n
words.

All in all, the complexity of external su x array construction is governedby the
e ort for sorting objects consisting of a constart number of machine words. The
keysare integersin the range|[0; n], or pairs or triples of sud integers. /0O optimal
deterministict parallel disk sorting algorithms are well known [53, 52]. We have to
make a few remarks regarding internal work howewer. To adciieve optimal internal
work for all valuesof n, M, and B, we can useradix sort wherethe most signi cant
digit hasblogM c¢ 1 bits and the remaining digits have bogM =Bc bits. Sorting
then starts with O(log,,-g N=M ) data distribution phaseghat needlinear work ead
and can be implemenrted using O(n=DB) I/Os using the samel/O strategy asin
[52]. It remainsto stably sort the elemeits by their blogM ¢ 1 most signi cant bits.
This is alsodoneusing multiple phasesof distribution sorting similar to [52] but we
can now aord to court how often eah key appearsand use this information to
producesplitters that perfectly balancethe bucket sizes(we may have large buckets
with identical keysbut this is no problem becauseno further sorting is required for
them). Mapping keysto buckets can uselookup tables of sizeO(M ).

Cache oblivious: Thesealgorithmsaresimilar to external algorithmswith a single
disk but they are not allowed to make explicit useof the block sizeB or the internal
memory sizeM . This is a seriousrestriction here sinceno cade oblivious integer
sorting with O(& logy =g §) cade faults and o(n logn) work is known. Hence,we
can as well go to the comparisonbasedalphabet model. The result is then an
immediate corollary of the optimal comparisonbasedsorting algorithm [22].

EREW PRAM: We can use Cole's merge sort [11] for parallel sorting and
merging. For an input of sizem and P processors,Cole's algorithm takes time
O((mlogm)=P+ logP). The i-th level or recursionhasan input of sizen(2=3)' and
thus takestime (2=3)'O((nlogn)=P + logP). After (log P) levelsof recursion,the
problem size has reducedso far that the remaining subproblem can be solved in
time O((n=P log(n=P)) on a single processor.We get an overall executiontime of
O((nlogn)=P + log?P).

BSP: For the caseof many processorswe proceedas for the EREW-PRAM al-
gorithm using the optimal comparisonbasedsorting algorithm [25] that takestime

O((nlogn)=P + (gn=P + L) 000,

1Simpler randomized algorithms with favorable constart factors are also available [15].
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For the caseof few processorswe can usea linear work sorting algorithm based
on radix sort [8] and a linear work merging algorithm [23. The integer sorting
algorithm remainsapplicableat leastduring the rst (log logn) levelsof recursion
of the DC3 algorithm. Thenwe cana ord to switch to a comparisonbasedalgorithm
without increasingthe overall amourt of internal work.

CRCW PRAM: Weemploy the stableintegersorting algorithm [55]that worksin
O(logn) time using linear work for keyswith O(loglogn) bits. This algorithm can
be usedfor the rst (log loglogn) iterations for constant input alphabets. Then
we cana ord to switch to the algorithm [29] that works for keyswith O(logn) bits
at the price of beingine cien t by a factor O(loglogn). Comparisonbasedmerging
can be implemerted with linear work and O(logn) time using [30]. O

The resulting algorithms are simple exceptthat they may usecomplicated sub-
routines for sorting to obtain theoretically optimal results. There are usually much
simpler implemertations of sorting that work well in practice although they may
sacri ce determinism or optimality for certain conbinations of parameters.

8 Conclusion

The main result of this paper is DC3, a simple, direct, linear time algorithm for
su x sorting with integer alphabets. The algorithm is easyto implemert and it
can be usedas an example for advancedstring algorithms even in undergraduate
level algorithms courses. Its simplicity also makesit an ideal candidate for imple-
mertation on advanced models of computation. For examplein [14] we descrile
an external memory implemenation that clearly outperforms the best previously
known implemertations and se\eral other new algorithms.

The conceptof di erence covers makesit possibleto generalizethe DC3 algo-
rithm. This generalizedDC algorithm allows spacee cient implemenation. An
obvious remaining questionis how to adapt DC to advancedmodelsof computation
in a spacee cient way. At leastfor the external memory model this is possiblebut
we only know an approad that needsl/O volume (nvZ%).

The spacee cient algorithm can also be adapted to sort an arbitrary set of
su xes by simply excluding the nonsamplesu xes that we do not want to soft in
the Steps2{4. Sortingld';\ setof m su xes canbeimplemented to run in O(vm+n" v)
time using O(m + n="v) additional space. Previously, the only alternatives were
string sorting in O(mn) worst casetime or sorting all su xes using O(n) additional
space.The spacee cien t Burrows{Wheelertransform in [35]relieson spacee cien t
sorting of subsetsof su xes.

In many applications [1, 2, 34, 38, 45], the su x array needsto be augmerted
with the longestcommonpre x array Icp that storesthe length of the longestcom-
mon pre X of SA; and SA;.; in Icp[i]. Oncethe Icp information is known it also
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easyto infer advancedseard data structureslike su x treesand string B -trees[2(].
There are simple linear time algorithms for computing the Icp array from the su x
array [38, 46], but they do not appear to be suitable for parallel or external com-
putation. Faradh's algorithm [16] and the other half-recursiwe algorithms compute
the Icp array at ead level of the recursionsinceit is neededfor merging. With a
similar technique the DC algorithm can be modi ed to compute the Icp array as
a byproduct: If k = SA[i] andj = SA[i + 1] then nd an " sud that k + ° and
j + areboth in the sample.If T[k;k+ ") 6 T[j; j + *) then Icp[i] can be computed
locally. Otherwise, Icp[i] = ~ + lcp(Sk++; Sj++). The Icp of S¢,- and S, can be
approximated within an additive term v from the Icp information of the recursive
string R using range minima queries. All these operations can be implemerted in
parallel or for memory hierarchies using standard techniques.
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A Source code

The following C++ le cortains a complete linear time implemenation of su x
array construction. The main purposeof this code is to \prove" that the algorithm
is indeedsimple and that our natural languagedescriptionis not hiding nonobvious
complications. It should be noted that there are now faster (more complicated)
implemenations of our algorithm [54]. A driver program can be found at http:
[lwww.mpi- sb.mpg.de/~sanders/pr ograms/suff ix/ .

inline  bool leq(int al, int a2, int bl, int b2) // lexicographic order
{ return(@l < bl || al ==Dbl && a2 <= Db2); } /[ for pairs
inline  bool leq(int al, int a2, int a3, int bl, int b2, int b3)

{ return(@l < bl || al == bl &&leq(a2,a3, b2,b3)); } /I and triples

/I stably sort a[0..n-1] to b[0..n-1] with keys in 0.K from r
static void radixPass(int* a, int* b, int* r, int n, int K)
{ /I count occurrences

int* ¢ = newintfK + 1], /I counter array
for (int i =0; i <=K; i++) c[i] =0; Il reset counters
for (int i =0; i <n; i++) c[r[a[i]]]++; /I count occurrences
for (int i =0, sum=0; i <=K; i++) /I exclusive prefix sums
{ int t = c[i clif =sum; sum+=t; }

for (int i =0; i <n; i++) b[c[r[a[i]]]++] = a[i]; /I sort
delete [] c;

}

/I find the suffix array SAof T[0..n-1] in {1..K}*n
/I require T[n]=T[n+1]=T[n+2]=0, n>=2
void suffixArray(int* T, int* SA, int n, int K) {
int n0=(n+2)/3, nl1=(n+1)/3, n2=n/3, n02=n0+n2;
int* = R = newintin02 + 3]; R[n02]= R[n02+1]= R[n02+2]=0;
int*  SA12= newint[n02 + 3]; SA12[n02]=SA12[n02+1]=SA12n02 +2]=0;
int* RO new int[nOJ;
int*  SA0O = new int[nO];

[[Frxkddk Step 0: Construct sample *rxxkkx

/I generate positions of modl and mod2 suffixes

/I the "+(n0-nl)" adds a dummymodl suffix if n%3==

for (int =0, j=0; i < n+(n0-nl); i++) if (%3 != 0) R[++] =1

[P Step 1. Sort sample suffixes — *ws*
/I Isb radix sort the modl and mod2 triples
radixPass(R , SAl12, T+2, n02, K);
radixPass(SA12, R, T+1, n02, K);

radixPass(R , SA12, T , n02, K);
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/I find lexicographic namesof triples and
/I write them to correct places in R
int name=0, cO =-1, cl1 =-1, c2 = -1;

for (int i =0; i <n02; i++) {
if (T[SA12[i]] != cO || T[SAL1Z[i]+1] !'= cl1 || T[SAL1Z[i]+2] !'= c2)
{ name++; cO = T[SAL2[i]]; cl = T[SAL12[i]+1]; c2 = T[SAL1Z2[i]+2]; }
if (SA12[i]] %3 == 1) { R[SA12[i]/3] = name; } // write to R1
else { R[SA12[i]/]3 + n0] = name;} /[ write to R2

}

/I recurse if namesare not yet unique
if (name < n02) {
suffixArray(R, SA12, n02, name);
/[ store unique namesin R using the suffix array

for (int i =0; i <n02; i++) R[SAL2[i]] =i + 1;
} else // generate the suffix array of R directly
for (int i =0; i <n02; i++) SA12[R[]] - 1] =i

[Preeax Step 2: Sort nonsample suffixes — *x

/I stably sort the modO suffixes from SA12by their first character

for (int =0, j=0; i < n02; i++) if (SA12[] < nO) RO[j++] = 3*SA12]i];
radixPass(RO, SAO0, T, n0, K);

/ kkkkkkk Step 3 Merge *kkkkkkk
/I merge sorted SAOsuffixes and sorted SA12 suffixes
for (int p=0, t=n0-nl, k=0; k <n; k++) {
#define Getl() (SA12[t] < n0 ? SA12[t] * 3 + 1 : (SA12[t] - nO) * 3 + 2)
int i = Getl(); // pos of current offset 12 suffix
int j = SAO[p]; // pos of current offset 0 suffix
if (SA12[t] < nO ? // different compares for mod1l and mod2 suffixes

leq(TI[i], R[SA12[t] + n0], TI[j], R[j/3])
leq(T[i], T[i+1],R[SAL12[t ]-n0 +1], T[], T[j+1],R[j/3+n0]))
{ I/l suffix from SAl12is smaller
SAK] =i; t++

if (t ==n02) // done --- only SAOsuffixes left
for (k++; p < n0; p++, k++) SAK] = SAO[p];
} else { /I suffix from SAO is smaller
SAK] =j; pt+
if (p ==n0) /I done --- only SA12suffixes left
for (k++; t < n02; t++, k++) SA[K] = Getl();
}
}
delete [] R; delete [] SA12; delete [] SAO; delete [] RO;

}
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B Almost inplace stable distribution sorting and
multiw ay merging

For the lightweight implemertation of the DC-algorithm, we needsubroutinesthat
are combinations of well known ideas. We outline them here to keepthe paper
self-cortained.

The rst ideais usedfor inplace yet instable distribution sorting (e.g., [49, 51]):
The algorithm works similar to the radixPass routine in Appendix A yet it reuses
the input array to allocate the output buckets. When character afi] is moved to
its destination budket at array entry j, aj] is taken as the next elemen to be
distributed. This processis cortinued until an elemen is encourered that has
already beenmoved. This order of moving elemeits decompsesthe permutation
implied by sorting into its constituert cycles. Therefore,the termination condition
is easyto ched: A cycle endswhen we get badk to the elemen that started the
cycle. Unfortunately, this order of moving elemens can destroy a preexisting order
of keyswith identical value and henceis instable.

The secondidea avoids instability using a reinterpretation of the input as a
sequenceof blocks. For example, (almost) inplace multiway merging of les is a
standard technique in external memory processing[61, Section5.3].

l;l:.:E.:-III.II.II.III.II-
[ TTI LTI T[] [TTTTTTTTTTT

3

4 7 8 1 5
[T T T T T T T T I T TTT

a 6 2
LITTTT]

Figure 1: Examplefor the distribution algorithm fork = 3,n = 32,andB = 4. Four
statesare showvn: Beforedistribution, whenall but two blocks have beendistributed,
when all blocks are distributed, and the nal sorted arrays. The numbers give the
order of block movesin the nal permutation. In this example,only three additional
blocks are neededfor temporary storage.

The syrthesis of thesetwo ideasleadsto a \ le-lik e" stable implemenation of
distribution sorting and multiway merging followed by an inplace permutation at
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the block level that corverts the le-represenation bad to an array represetation.
We work out the details in the proofs of the following two theorems.

Theorem 5. An array a[0;n) containing elementsv'gitikeysin the range [0; k),
k = O(n), can be stablysorted in time O(n) using O( kn) additional space.

Proof. Let b = [a[i] :i 2 [0;n);key(ali]) = j] denotethe j=th bucket i.e., the se-
quenc%pf elememspwith key j. Sorting a meansto permute it in sud a way that
b =al pibi; i2p4;]0])- Webeginwith a courting phasethat computesthe
bucket sizesjh j. D

Then we reinterpret a as a sequenceof blocks of sizeB = (= n=k). For the
time being, budckets will also be represeted as sequence®f blocks. For eat key,
we create an initially emptyFbud<et that is implemerted as an array of djb j=Be
pointers to blocks. The rst ( ;,1,,jhj) mod B elemets of the rst block of by are
left empty in the distribution process. This way, elemens are immediately moved
to the correct position modB. Buckets aquire additional blocks from a freelist as
needed. Howewer, for the last block of a bucket b, j < k 1, the rst block of
bucket b, is used. This way, only one partially lled block remainsat the end:
The last block of b, ; is storedin another preallocated block outside of a. The free
list is initially equipped with 2k + 2 empty blocks. The distribution processscans
through the input sequenceand appendsan elemen with keyj to budket . When
the last elemen from an input block hasbeenconsumed this block is addedto the
freelist. Sinceat any point of time there are at most 2k + 1 partially lled blocks
(one for the input sequencepne at the start of a bucket, and one at the end of a
bucket), the freelist newer runs out of available blocks.

After the distribution phase, the blocks are permuted in sud a way that a
becomesa sorted array. The blocks can be viewed as the nodesof a directed graph
where eadr nonempty block has an edgeleading to the block in a whereit should
be storedin the sorted order. The nodesof this graph have maximum in-degreeand
out-degreeoneand hencethe graph is a collection of paths and cycles. Paths end at
empty blocks in a. This structure can be exploited for the permutation algorithm:
In the outermostloop, we scanthe blocks in a until we encourter a nonempty block
afi; i + B) that hasnot beenmoved to its destination position j yet. This block is
moved to a temporary spacet. We repeatedly swap t with the block of a whereits
content shouldbe moved until we read the end of a path or cycle. When all blocks
from a are moved to their nal destination, the additionally allocated blocks canbe
moved to their nal position directly. This includesthe partially lled last block of
b 1.
The tgtal spaceoverheadis O(kB) = O(p nk) for the additionabbl_ocks, O(dn=Bet
k) = O(' nk) for represeting buckets, and O(dn=Be+ k) = O( nk) for pointers
that tell every block whereit wants to go. O

Theorem 6. An array af);n) consistingof k  n sorted sukarrays can be sorted in
time O(nlogk) using O(" kn) additional space.
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Proof. The algorithm is similar to the distribution algorithm from Theorem5 sothat
we only outline the di erences. We reinterpret the subarrays as sequencesf blocks
of a with a partially lled block at their start and end. Only blocks that completely
belongto a subarray are handedto the freelist. The smallestunmergedelemerns
from eat sequenceare kept in a priority queue. Merging repeatedly removes the
smallest elemen and appendsit to the output sequencehat is represeted as a
sequencef blocks aquired from the freelist. After the merging process,it remains
to permute blocks to obtain a sorted array. Except for spaceO(k) for the priority
gueue,the spaceoverheadis the sameas for distribution sorting. O
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